






















































































































































































































































































































































































































































































DEVICE HDC1 (AmPAL16L8);

" U20

ADVANCED MICRO DEVICES

IBM PC AT HDC BUS CONTROLLER
VERSION 1.3 MARCH 10, 1986

PIN /REN = 1 /CSHDC = 2 MAS = 3 /PORTS = 4 /IOR = 7 /IOW = 8
/DEN = 12 DIR = 13 /MEMW = 14 MASOUT = 15 /MEMR = 16
/WR = 17 /RD = 18;

BEGIN
MEMR = RD;
MEMW = WR;

IF (AEN) THEN ENABLE (MEMR,MEMW) ;

RD = IOR;
WR = I0W;
/DIR = /IOR;
DEN /AEN * CSHDC * (IOR + IOW) +

/AEN * PO;TS * (IOR + IOW);

IF (/AEN) THEN ENABLE (RD,WR,DIR,DEN);
/MASOUT = MAS;

IF (MAS) THEN ENABLE (MASOUT);

END.

Figure 4-6
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DEVICE HDC2 (AMPAL16R4);

" Ul2

ADVANCED MICRO DEVICES

IBM PC AT HDC BUS ARBITER
VERSION 1.3 MARCH 10, 1986

PIN CK =1 /DACK = 2 BREQ = 3 /CSHDC = 4 /DEN = 8
RESET = 9 /EN
DRQ = 15 BACK

16 MAS = 17 /SBHE = 18 /READY

BEGIN

/DRQ = /BREQ +
RESET;

/MAS i= /BREQ +
/DACK +
RESET;

/BACK i= /BREQ +
/DACK +
RESET;

AEN i= BREQ * BACK * /RESET;

BHE = SBHE;

IF (/REN) THEN ENABLE (BHE);

SBHE

n

BHE;

READY = AEN;

IF (AEN) THEN ENABLE (SBHE, READY);

JORDY = /AEN * CSHDC * DEN * /READY * /RESET;
IF (DEN) THEN ENABLE (IORDY);

END.

Figure 4-7
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DEVICE HDC3 (AMPAL16LS);

" U24

ADVANCED MICRO DEVICES

IBM PC AT HDC I/O DECODER AND DRIVE SELECT MUX
VERSION 1.3 MARCH 10, 1986

PIN SA[4:9] = 1:6 /SEEKC = 7 A0 =8 AENC = 9 /SEEKl = 11
DS1 = 13 /PORTS = 14 /STRQ = 15 /CSHDC = 16
STAT = 17 SEEKCO = 18 /IOCSl6 = 19;

BEGIN

CSHDC = /AENC * /SA[9]* SA(8]*/SA[7]*/SA[6]*/SA[5]*/SA[4];

PORTS = /AENC * /SA[9]* SA[8]*/SA[7]1*/SA[6]*/SA[5]* SA[4] * /AO;
STRQ = /AENC * /SA[9]* SA([8]*/SA[7]*/SA[6]*/SA[5]* SA[4] * AO;
I0Cs16 = CSHDC + PORTS + STRQ;

IF (/AENC * /SA[9]* SA[8]*/SA[7]1*/SA[6]*/SA[5]) THEN ENABLE (IOCS16) ;
/SEEKCO = /SEEKC * /DS1 * /SEEK1;
/STAT = /SEEKC;

END.

Figure 4-8
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The Am9590 has been Improved

The new device number is Am9590-15. The
following list five improvements to the device.
One of them (Zero Latency) will improve the
performance of the device considerably. The
others are functional improvements that will make
the Am9590-15 well-suited for applications that
require some disk caching memory.

1. Implementation of Interrupt Features
(Figure 1)

Two different Interrupts and their combinations
have been implemented:

Interrupt on IOPB Chain END

The MODE Register can be used to program the
device. There are two bits available to indicate
which interrupt is selected.

The Status Register is used to distinguish
between the two interrupts. Whenever an
interrupt occurs, the host CPU must read the
Status Register. By examining the CF bit, it can
determine if the interrupt was a Sector Interrupt
(CF = 0) or an End of Chain Interrupt (CF = 1).

2. Read/Write Long (Figure 2)

To implement the Read/Write Long Commands,
an Option Bit in the READ or WRITE VIRTUAL

Interrupt on Sector END commands is used.
Mode Register
Bit 15 Bit0
DWELL BURST |L|mM[ro|M| ws | sM
111 1 11 ! o] | |

o

0 O = Interrupt on IOPB Chain End
0 1=Both

1 0 = No Interrupt

1 1 = Interrupt on Sector End

Status/Command Register

\V D CMD
N

0 = Sector Interrupt

1 = End of IOPB Chain Interrupt

0000 = Am9580
0001 = Am9580A
0010 = Am9590
0011 = Am9590-15

Figure 1

Option Byte

w

lSE SSRB, FW A DME

lDMIFVWI.IFiD

v

0 = Normal Read/Write
1 = Read/Write Long

Figure 2
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This feature allows the user to read/write the ECC
bytes in or out of the SYNDROME RAM. The
Read procedure will be:

1. Read single sector with R/WL bit = 1 -->
Sector Data will be dumped to memory.

2. Read SYNDROME --> Syndrome RAM
with ECC bytes dumped to memory.

The Write procedure will be:

1. Load SYNDROME with desired ECC bytes.
2. Wirite single sector with R/WL bit = 1 -->
Sector Data and ECC bytes written to disk.

3. ISG Field Fix

The Am9590-15 implements a programmable
recovery time between WG going inactive and
AMC going active. This parameter is located in
the Drive Parameter Block of the particular ESDI
drive. It shares the location with the RWC
parameter for ST506 drives (Bytes 6 and 7).

ISG = 60+(N-8) System Clocks
4. Zero Latency (Figure 3)

To enable the Zero Latency feature of the
Am9590-15, the host CPU must enable the ZL
bit in the READ or WRITE IOPB. The ZL bit is
located in the uppermost bit location of the drive
number byte. Therefore, if reading or writing to
drive #2 with Zero Latency, the actual drive #
written to Byte 8 of the IOPB will be 82,.

In order to READ or WRITE with Zero Latency,
the Am9590-15 will first do a READ ID to
determine the current sector the head is passing
over. Subsequently the device will issue a READ
or WRITE command for the next sector. It will also
update the address pointers so that the data is
moved to or from the right location. This
procedure ensures that the Zero Latency
operation is fully transparent to the host. Start
address for the buffer will be always where the
address that Sector | is located in memory.
Please note that Zero Latency can only
be done on a single and entire track
base. Therefore, the sector count in the IOPB
should always be equal to the number of sectors
per track.

Please note, that in order to do Zero Latency
WRITE, the entire track must be present in
memory before starting the operation. The
Am9590-15 has no means to recognize if data in
a particular memory location is valid or not.

5. Data Move IOPB (Figure 4)

The Am9590-15 has a feature to move data from
one memory location to another without involving
any disk transactions. This command is an option
of the Load Buffer command (by setting the Data
Move, DM bit) as shown in Figure 4.

Data moves can only be done in multiples of a
sector.

Drive # (Byte 8)

ZL Drive #
0 = Normal Operation
1 = Zero Latency
Figure 3
Load SECTOR DESTINATION SOURCE
Buffer |01 |W|SE| SSRB | 0 | DME |DM| O |TB |0O|DRIVE [ <15..0> <31..16>| <15..0> <31...16>
0 = Normal Load Buffer # of Sectors Destination Pointer
1 = Move Data

Figure 4
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DOS Device Driver Header

/******************************************************************************
dosdrvr.h DOS Device Driver Header v0.00

Copyright 1985 Advanced Micro Devices, Inc.
Written by Gibbons and Associates, Inc.

This file contains declarations of structures and constant data values which are
used in DOS device drivers. It is assumed that the compiler will allocate
double words for pointers in the structures that follow. It is also assumed that
the compiler will not insert any padding to align words on even boundaries.

The linkage to DOS device drivers is defined in the IBM document titled "Disk
Operating System Version 3.10 Technical Reference" (IBM document number
6138536) . It is not intended that the contents of this header file should in
any way modify or expand upon the linkages defined by IBM. IBM's document
should be considered the primary reference for these linkages.

NOTE:

The device header is not included in this file. There are two reasons for this.
First, the device header contains three pointers, one of which is a double word
and two of which are single words. This is difficult to represent accurately in
C. Second, the device header is assumed to be in the same segment as the driver
code. This is also uncommon in C. For these reasons, the device header itself
and the declarations pertinent to it are left to the assembly language "front

end"” of the device driver.
******************************************************************************/

struct BPB

/*

This structure defines the parameter block which DOS requires as a description
of the media on a block device.

*/

{

unsigned

SectSize; /*bytes per sector*/

char

AllocSz; /*sectors per allocation unit*/

unsigned

RsvdSect; /*reserved sectors*/

char

FATCnt; /*number of file allocation tables*/

unsigned

RootCnt, /*number of root directory entries*/ SectCnt;
/*total number of sectors*/

char

MediaDsc; /*the media descriptor*/

unsigned

SctPrFAT; /*sectors per FAT*/
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unsigned

SctPrTrk, /*sectors per track*/ HdsPrCyl,

/*heads per cylinder*/ HdnSect; /*number of hidden
sectors*/ };

/*

The #define's below define fields withing the media descriptor. The media
descriptor is useful in distinghishing types of floppy disks and in
distinguishing floppy disks from fixed disks. All fixed disks have the
descriptor OxF8.

*/

#define MED_UPR 0xF8 /*upper bits must all be set*/ #define
MED_REM (1 << 2) /*set for removable media*/ #define MED_8SCT (1
<< 1) /*set for 8 sectors per track*/ #define MED_2SID 1

/*set for 2-sided media*/

#define BPB_OFST 11 /*offset of BPB in boot sector*/

struct BootForm

/*

This structure defines the format of a (512 byte) boot sector. */
{

char

JmpInst [3], /*jump to the bootstrap code*/ OEMName [8];
/*name of vendor and version*/

struct BPB

BootBPB; /*BPB for this media*/

char

BootCode [480]; /*bootstrap code and data*/

unsigned

BootSig; /*indentifier for valid boot sector*/ };

/******************************************************************************
Request header format and values:

The declarations below define the format of the header area of a request (which
is common among all types of DOS requests) and values which may be found in the

header.
******************************t***********************************************/

struct RegHdr

/*

This header defines the static request header which is common to all DOS
requests. It is always at the beginning of a DOS request. The format of the
remainder of the request will vary with different command codes. */

{

char
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Reqlen, /*the length of the request in bytes*/ UnitCode,
/*the sub-unit for the operation*/ ReqCode;
/*the request code for the operation*/

unsigned
RegStat; /*the returned status for the operation*/
char
*DosRsvrd [2]; /*reserved by DOS for future use*/ };
/*
Request code values.
*/
#define INIT 0 /*initialization (called only once) */
#define MED_CHK 1 /*media check - for removable media*/
#define BLD_BPB 2 /*build parameter block */ #define IOCT_INP
3 /*I/0 control input*/ #define INPUT 4 /*1/0
read operation*/ #define ND_INP 5 /*non-destructive input, no
wait*/ #define INP_STAT 6 /*input status inquiry*/ #define
INP_FLSH 7 /*input flush*/
#define OUTPUT 8 /*1/0 write operation*/ #define OUT_VRFY
9 /*1/0 write operation with verification*/ #define OUT_STAT 10
/*output status inquiry*/ #define OUT_FLSH 11
/*output flush*/ #define IOCT_OUT 12 /*I/0 control output*/
#define DEV_OPN 13 /*device open - for removable media*/
#define DEV_CLS 14 /*device close - for removable media*/
#define REM MEDIA 15 /*removable media*/
/*
Status bits and fields.
*/
#define ERR_MS Oxff /*error code mask*/
#define DONE (1 << 8) /*operation done*/ #define BUSY (1
<< 9) /*device busy*/
#define ERROR (1 << 15) /*error in operation*/
/*
Status error values.
*/
#define WRT_PRT 0 /*write protection violation*/ #define
UNK_UNIT 1 /*unknown unit*/ #define NOT_RDY 2
/*device not ready*/ #define UNK_CMND 3 /*unknown command
code*/ #define CRC_ERR 4 /*CRC (data) error*/ #define BAD_LEN
5 /*bad request structure length*/ #define SK ERR 6
/*seek error*/
#define UNK_MED 7 /*unknown media*/ #define NT_FND 8



/*sector not found*/ #define NO_PAPER 9 /*printer out of

paper*/ #define WRT_FLT 10 /*write fault*/
#define RD_FLT 11 /*read fault*/
#define GEN_FAIL 12 /*general failure*/ #define INV_CHG 15

/*invalid disk change*/

#define NO_ERROR OxFF /*special value for no error*/

/*

File allocation table constants.

*/

#define BAD_CLST OXFFF7 /*indicates bad sector*/ /*not part of the
allocation chain*/ #define CLUST_MS O0XFFF /*mask for 12-bit FAT
entry*/ #define CLUST_SH 4 /*12-bit FAT shift factor*/

/******************************************************************************
Request formats:

The structures below define the formats for specific requests DOS may make.
******************************************************************************/

struct InitReq

/*

This structure defines the format of data in a DOS INIT request. */
{

struct RegHdr

InitHdr; /*static request header*/

char

UnitCnt; /*number of sub-units for this device*/

char

*DrvrEnd; /*ending address of the driver*/

unsigned

*InitBPBs; /*pointer to initial BPB array*/ /*on input pts to

string from CONFIG.SYS*/

char
UnitNum; /*unit number of the first sub-unit*/ };

struct MdChkReq

/*

This structure defines the format of a media check request. Since this driver
is for non-removable media, it does not use the last field which might pose a
problem to some compilers.

*/

{

struct RegHdr

MdChkHdr; /*static request header*/
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char
MdChkDsc, /*DOS media descriptor*/ ChgStat;
/*change status*/

char
*PrevVol; /*pointer to prev vol name*/ /*only used for
removable media*/ };

struct B1BPBReq

/*

This structure defines the format of data in a build parameter block request.
*/

{

struct RegHdr

B1BPBHdAr; /*static request header*/
char

B1BPBDsc; /*DOS media descriptor*/
char

*B1BPBBuf; /*pointer to buffer*/
struct BPB

*BPBPtr; /*pointer to the BPB*/ };

struct XfrReq
/-k
This structure defines the format of all of the following requests:

IOCT_INP I/0 control input

INPUT read operation

OUTPUT write operation

OUT_VFRY write operation with verification
IOCT_OUT I/0 control output

*/

{

struct ReqgHdr

XfrHdr; /*static request header*/
char

XfrMdDsc; /*media descriptor*/

char

*XfrAddr; /*transfer address*/
unsigned

XfrSiz, /*sector or byte count for transfer*/ StartSct;

/*starting sector for transfer*/

char
*ErrVolPt; /*pointer to volume ID error 15 returned*/ };

struct NDInpReq
/*
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This structure defines the format of a non-destructive input request */
{
struct ReqgHdr

NDInpHdr; /*static request header*/
char
NextChar; /*next character from the device*/ };

/*end of dosdrvr.h*/




AmS9580 Hard Disk Controller Header

/******************************************************************************
Am9580.h Am9580 Hard Disk Controller Header v0.00

Copyright 1985 Advanced Micro Devices, Inc.
Written by Gibbons and Associates, Inc.

This file contains declarations of structures and constants which are useful in
writing drivers for the Am9580 hard disk controller in the C language on 8086
class CPUs. If other CPUs are used, there may be problems related to the
ordering of bytes within 16-bit and 32-bit words. 8086 class CPUs and the
Am9580 are in agreement about these orderings, but other CPUs may have
different conventions.

It should also be noted that the packing of bytes within these structures is
important. The compiler should not add any "padding.” Since all words are
aligned on even offsets and all longs are aligned on offsets which are even
multiples of four, this should not be too great a burden upon the compiler.

The Am9580's control registers as well as its IOPB and Status formats for
memory are defined in its data sheet. This header is not intended to modify or
extend that information in any way.

Some of the vocabulary used in this file may be different from that of the
Am9580 data sheet. For example, the concentric circles on a disk surface where
information is recorded are called tracks. A group of corresponding tracks on
all surfaces of a disk drive is called a cylinder. And each track is divided
into records, which are called sectors. The Am9580 data sheet uses the terms
"sector" and "record" interchangably and mostly uses the word "track" to refer

to what is here called a "cylinder."
T L T I T I T I Ty

/******************************************************************************
Register Definitions:

The declarations below are intended to simplify the use of the 9580's internal
registers. The register addresses are defined relative to the base address of

‘the chip.

The fields within the mode register are defined via shift factors and (where
appropriate) unshifted value declarations. This allows a mode register's
actual value to be defined by a single constant expression. The specific mode
register value used in this example is also defined.

The command register's command field has defined constant values for the
various possible values.

Word addressing of the Am9580 is assumed to be feasible.
******************************************************************************/

/*
Register Addresses:
*/




#define HDC_ADDR  0x100

#define CMND_REG (HDC_ADDR + 0) /*status/command register*/ #define
MODE_REG (HDC_ADDR + 2) /*mode register*/ #define NBP_LO (HDC_ADDR + 4)
/*next block pointer (low word)*/ #define NBP_HI (HDC_ADDR + 6) /*next
block pointer (high word)*/ #define SRP_LO (HDC_ADDR + 8) /*status result
pointer (low word)*/ #define SRP_HI (HDC_ADDR + 10) /*status result
pointer (high word)*/ #define SRP_LEN (HDC_ADDR + 12) /*status result
length*/

/* ‘
Command/Status Register Fields and values.
*/

.#define CFT_VALID (1 << 15) /*controller fault type field is valid*/

#define CFT_MAX 16 /*number of different controller fault
types*/

#define CFT_SH 8 /*shift factor for controller fault type*/
#define CFT_MS (0XF << CFT_SH)/*mask for controller fault type*/

#define NML_CPLT 0 /*normal command completion*/ #define
NULL_FLT 1 /*NBP was zero at start or resume time*/ #define
SRA_OVFL 2 /*overflow of status result area*/ #define WAIT_STP
3 /*IOPB completed with Wait Stop set*/ #define FRC_IDLE 4
/*idle command while executing chain*/ #define ERR_STP 5
/*non-reoveralbe error with SE set*/ #define ILG_IOPB 6
/*illegal IOPB encountered*/ #define SRB_STP 7 /*SRB written
with stop on SRB set*/ #define DATA TIM 8 /*memory timeout on
data transfer*/ #define IOPB_TIM 9 /*memory timeout on IOPB
read*/ #define MAP_TIM 10 /*memory timeout on data map read*/
#define SRB_TIM 11 /*memory timeout on SRB write*/ #define
WRT_PROT 12 /*write protect violation*/ #define RST_CPLT 15
/*reset operation complete*/

#define CMST_MS 3 /*command/status field mask*/

#define IDLE 0 /*idle command*/ #define RESET 1
/*reset command*/ #define RESUME 2 /*resume chain*/

#define START 3 /*start chain*/

/*

Mode Register Fields and values.

*/

#define DWELL_SH 12 /*shift factor for DMA Dwell clocks*/

#define DWELL_MS (0xF << DWELL_SH) /*mask for DMA Dwell clocks*/



#define BURST_SH 8 /*shift factor for DMA Burst length*/

#define BURST_MS (OxF << BURST_SH)/*mask for DMA Burst length*/

#define WAIT_SH 2 /*shift factor for wait states*/ #define

WAIT_MS (0x3 << WAIT_SH)/*mask for wait states*/

#define LOCKOUT (1 << 7) /*HDC cannot become bus master*/ #define

INT_DSB (1 << 6) /*HDC interrupts disabled*/

#define MODE MS 3 /*mask for seek mode*/

#define IM OV_SK 0 /*implied and overlapped seeks*/ #define

IM SK 1 /*implied seeks only*/ #define RSTR_SK 2
/*restricted mode*/ #define BUF_SK 3 /*buffered mode*/

/******************************************************************************
Drive Parameter Block.

The structure and constants below are intended to simplify the construction of
a drive parameter block.
******************************************************************************/

struct DPB

/%

This structure defines format of the drive parameter block. */
{

char

GnrlSlct, /*General Select Byte*/ DataSlct;

/*Data Select Byte*/

unsigned
ClPerDsk; /*cylinders per disk*/
char
HdPerCyl, /*heads per cylinder*/ ScPerTrk;
/*sectors per track*/
unsigned
RWCCyl, /*Reduced Write Current cylinder*/ SkDwell;
/*seek dwell timing control*/
char
StepWid, /*step width timing control*/ HdSettle;
/*head settle time control*/
unsigned
PreCmpCl; /*precompensation beginning cylinder*/



char

.RetryPol, /*retry policy byte*/ Dlylen,
/*index to first sector delay length*/ Pramllen,
/*preamble 1 length*/ PtamlLen, /*postamble 1 length*/
PadLen, /*pad length*/
Pram2Len, /*preamble 2 length*/ ECCLen,
/*ECC length*/
Ptam2Len, /*postamble 2 length*/ Gaplen,
/*gap length*/
DPBRes; /*not defined*/
bi
/*
General select byte fields and values.
*/
#define AUTO_VEC (1 << 7) /*auto vector enable*/ #define RTZ
(1 << 6) /*RTZ used for recalibration#*/
#define ERPOL SH 4 /*error policy shift factor*/ #define
ERPOL_Ms (3 << ERPOL_SH) /*error policy mask*/
#define MRPOL_SH 2 /*multi record policy shift factor*/
#define MRPOL MS (3 << MRPOL_SH) /*multi record policy mask*/
#define FORMT Ms 3 /*format mask*/
#define CRC_16 0 /*16~bit CRC-CCITT*/ #define EXT_ECC 1
/*external ECC*/ #define SGL_ECC 2 /*single-burst
Reed-Solomon ECC*/ #define DBL_ECC 3 /*double-burst

Reed-Solomon ECC*/

/*

Data select byte values.

*/

#define SECT_ 128 0 /*128 byte sector size*/ #define SECT_256
1 /*256 byte sector size*/ #define SECT_512 2

/*512 byte sector size*/

)

Retry policy byte fields and values.

*/

#define PRE_ECC (1 << 7) /*ECC before any retries*/ #define ALL ECC
(1 << 6) /*ECC after all retries*/ #define POST_ECC (1 << 5)

/*ECC after last retry attempt*/ #define RTRY_ENB (1 << 4) /*retries

enabled*/

#define RETRY MS OxF /*retry count mask*/
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IOPB Formats:

The declarations below are intended to simplify the process of constructing and
IOPB. The layout of bytes and words within the IOPB are defined as structures.
Bit fields are defined via #define's for ease in combining them into single
values.
******************************************************************************/

struct IOPBHdAr

/*

This structure defines the format of the first fourteen bytes of an I/O
parameter block. This header has the same format for all commands. */
{

long

Next IOPB; /*absolute address of next IOPB*/

unsigned

IOPBID; /*ID for this parameter block*/

char

Options, /*byte holding option bits*/ CmndCode,
/*I/0 command code*/ Drive, /*drive number#*/

Durmmy ; /*durmy byte*/

unsigned

Cylinder; /*(called track in data sheet) */

char

Sector, /*logical or physical or format pattern*/

/*depending on cmnd*/ Head;
}:

/*

Command Code values.

*/

#define READ 0x0C

#define WRITE 0x0D

#define VERIFY 0xOF

#define FORMAT 0x07

#define RLCT_TRK 0x0B /*relocate track*/ #define LD_DPB

0x00 /*load drive parameter block*/ #define DMP_DPB 0x03

/*dump drive parameter block*/ #define RD_PHYS 0x0A /*read

physical sector*/ #define RD_ID 0x09 /*read ID*/

#define LD_BUF 0x01 /*load buffer*/

#define DMP_BUF 0x02 /*dump buffer*/

#define LD_SYND 0x04 /*load syndrome*/ #define DMP_SYND 0x05
/*dump syndrome*/ #define CRCT_ BUF 0x06 /*correct

buffer*/ #define SEEK 0x0E

#define RESTORE 0x08 /*resotre heads to cylinder 0*/



/*
Options bits.

*/
#define W (1 << 7) /*stop after current IOPB*/ #define SE
(1 << 6) /*stop on error*/ #define SSRB (1 << 5) /*stop
if SRB written*/ #define DME (1 << 3) /*data mapping enabled*/
#define TV (1 << 3) /*track verify enabled (Rd Phys and Seek) */
#define LD (1 << 3) /*locator dump enabled (Cr Buf and R4 ID)*/
#define DM (1 << 2) /*data mark (normal disk commands)*/
/%
Data mark.
*/
#define DATA MRK O0xFE /*data mark*/
/*
Misc.
*/
#define INIT SEC 0x0 /*starting sector number*/
Specific IOPB Formats.
*/

struct StdIOPB

/*

This structure defines the format a standard IOPB. Not all commands use all of
the fields defined. A few special commands depart from this format. */

{

struct IOPBHdr

StdHdr; /*the standard IOPB header*/
char
SectCnt, /*number of sectors for operation*/ DataMark;

/*for normal operations*/

long
MemAddr; /*absolute memory address*/ };

struct FmtIOPB

/*

This stucture defines the format of the IOPB for a format operation. */
{

struct IOPBHdr

FmtHdr; /*the standard IOPB header*/
unsigned
TrkCount; /*the number of tracks to be formatted*/
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long
MapAddr; /*absolute address of sector map*/ };

struct R1ctIOPB

/*

This structure defines the format of a relocate track IOPB. */
R

struct IOPBHdr

RlctHdr; /*the standard IOPB header*/

unsigned

AltCyl; /*the alternate cylinder*/

char

RlctResl, /*unused*/

AltHead, /*the alternate head*/ RlctRes2 [2];
/*unused*/

};

R L R R d 2 T S T T T
Status/Results Block Definitions:

The declarations below are intended to ease access to the status/results block
and to simplify its interpretation. The layout of the bytes and words in the
status/results block are defined via structures. The specific values which may

be found are declared with #define's
******k***********************************************************************/

struct SRBHdr

/%

This structure defines the format of the first three bytes of the
status/results block. This header has the same format for all SRBs. */
{

unsigned

SRBID; /*ID field for correlation to IOPB*/
char

RsltCode; /*identifier for result type*/ };

struct SRBLoc

/*

This structure defines the format of the tail of a status/result block which
specifies a disk location. It is used in several SRBs. */

{

unsigned

RsltCyl; /*cylinder of SRB location*/




char

RsltHead, /*head of SRB location*/ RsltResl,
/*reserved*/
RsltRes2, /*reserved*/
RsltSect; /*sector of SRB location*/ };
/*
Status/Result Code values.
*/
#define SRER MAX 31 /*number of different code values*/
#define MSC_TERM 0x19 /*22%/ /*multi-sector command error termination*/
#define NO_IDS 0x01 /*no IDs found on track*/ #define FMT_ERR
0x00 /*unexpected index pulse encountered*/ #define SEEK _ERR
0x02 /*ID found, but not as expected*/ #define FTL_ SEEK 0x08
/*seek error after restore and re-seek*/ #define RLC_TRK 0x05
/*track read as relocated*/ #define RLC_NOVEC 0x06 /*relocation
failure - no vector*/ #define NOT_FND 0x09 /*sector not found on
track*/ #define NTFND_ER 0x07 /*sector not found, IDs had CRC
errors*/ #define MSC_OVFL 0x0D /*multi-sector not allowed across
track*/ #define NOT_RCVR 0x17 /*HDC could not recover data
requested*/ #define RCVR_RTR 0x0A /*data recovered via retries*/
#define RCVR_ECC 0x03 /*data recovered via ECC*/ #define
SYNC_FLT 0x04 /*ID OK, but no address mark for data*/ #define
DM_ERR 0x0E /*data mark error*/ #define SCT_SIZE 0x0F
/*sector size mismatch*/ #define VRFY_ERR 0x0B /*data did not

verify on verify command*/ #define PHS_RCVR 0x1A /*272%/ /*physical data
recovered via ECC*/ #define PHS_UNCR 0x1B /*272%/ /*physical contained
uncorrected errors*/ #define ECC _NTSEL 0x10 . /*ECC attempted, but
not selected*/ #define DATA ECC 0x18 /*an ECC error was detected
in the data*/ #define DM PHYS 0x1C /*22%/ /*data mark error read phys*/
#define 1ID_CRC 0x1D /*22*/  /*CRC error in ID field*/ #define SEEK FLT
0x12 /*FAULT line asserted while seeking*/ #define RSTR FLT
.0x16 /*HDC could not restore the drive*/ #define HDSL_FLT 0x13
/*HDC could not select specified head*/ #define DRSL FLT 0x11
/*HDC could not select the specified drive*/ #define DRST TRP 0x1E /*22%/

/*unexpected drive status change*/ #define MEM TIM 0x0C
/*memory time-out*/ #define NO_RLCT 0x14 /*relocate track
illegal on sgl dens flpy*/ #define END_MAP 0x15 /*unexpected end

of data map*/

/*

Drive Status bits

*x/

#define DREADY (1 << 9) /*the drive ready status line*/ #define
FAULT (1 << 10) /*the hardware fault line*/ #define SEEKCOM (1
<< 11) /*the seek complete line*/ #define WRTPROT (1 << 12)

/*the write protect line*/ #define TRKO (1 << 13) /*the track 0

status line*/



/*
Specific SRB formats
*/

struct MTrmSRB

/*

This structure defines the format of the status result block indicating that a
multi-record command has been terminated at the specified location and count.
*/

{

struct SRBHdr

MTrmHdr; /*the standard SRB header*/
char
MTrmCnt; /*count of sectors processed???*/

struct SRBLoc
MTrmLoc; /*location of the termination*/ };

struct StdSRB

/*

This structure defines a format which encompasses several actual SRBs. Not all
of the fields will always contain vaild information. Consult the Am9580 data
sheet for details.

*/

{

struct SRBHdAr

StdHdr; /*the standard SRB header*/
char

StdRes; /*reserved*/

struct SRBLoc
stdLoc; /*the standard SRB location fields*/

/*add two more bytes here??? so that it can be used with sizeof ()22 */
}i

struct SeekSRB

/*

This structure defines the format of the SRBs which are generated when seek
errors occur.

*/

{

struct SRBHdAr

SeekHdr; /*the standard SRB header*/
char

SeekRes; /*reserved*/
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unsigned )
CurCyl, /*current cylinder*/ DsrdCyl;
/*desired cylinder*/

char
DsrdHead, /*desired head*/ CurHead;
/*current head*/ };

struct R1ctSRB

/*

‘This structure defines the format of the SRB which is generated when a track is
read as relocated and the HDC auto-vectors to the new track.

*/

{

struct SRBHdr

RlctHdr; /*the standard SRB header*/

char

RlctRes3; /*reserved*/

unsigned

RlctCyl, /*cylinder which was relocated*/ NewCyl;
/*new cylinder to be used*/

char

NewHead, /*head which was relocated*/ RlctHead;

/*new head to be used*/ };

struct RcvrSRB

/*

This structure defines the format of the SRBs which are generated when data is
recovered either via retries or via the ECC. */

{

struct SRBHdAr

RcvrHdr; /*the standard SRB header*/
char
RetryCnt; /*the retry count*/

struct SRBLoc
RcvrLoc; /*location of data recovered*/ };

struct MarkSRB

/*

This structure defines the format of the SRBs which are generated when a data
mark error occurs. The location fields are not valid in the case of a data
mark physical error.

*/

{

struct SRBHdAr

MarkHdr; /*the standard SRB header*/
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char
MarkFnd; /*the data mark found*/

struct SRBLoc
MarkLoc; /*the location of the error*/ };

struct SizeSRB

/*

This structure defines the format of the SRB which is generated if a sector
size mismatch is occurs between the header actually found and the DPB.

*x/

{

struct SRBHdr

SizeHdr; /*the standard SRB header*/
char
SizeFnd; /*the sector size code found*/ };

struct F1ltSRB

/*

This structure defines the formats of SRBs which are generated when a hardware
fault or an unexpected change in drive status occurs. The location fields
indicate the cylinder sought if the fault occured during a seek or the head
desired if the fault occured during a head select.

2?2?Is it true that status is not included in fault while head select??? */
{

struct SRBHdr

FltHdr; /*the standard SRB header*/
char
DrvStat; /*the drive status lines*/

struct SRBLoc
FltLoc; /*location sought when fault occured*/ };

struct TimeSRB

/*

This structure defines the format of the SRB which is generated when a data
timeout occurs.

*/

A

struct SRBHdAr

TimeHdr; /*the standard SRB header*/

char
TimeRes; /*reserved*/

unsigned
BlkCnt; /*size of block where error occured*/

long
BlkAddr; /*physical address of block start*/ };

/*end of Am9580.h*/
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DOS Device Driver for the Am9580

/******************************************************************************
drvr9580.c DOS Device Driver for the Am9580 v0.00

This file contains the C programs which constitute the bulk of the loadable DOS
device driver for the Am9580. A small amount of assembly language is required
for interface to DOS. There are also external files containing DEBUG routines.

Upon initialization, 1 of n pre-defined DPB's may be selected by specifying a
DPB selection number (0 to n-1) in the "device" statement of the CONFIG.SYS
file. For instance,

device = Am9580.exe 2

selects DPB parameter set 2. If no parameter selection is included, the default
is 0.

This driver assumes that only one drive, which is non-removable, is attached to
the Am9580.
******************************************************************************/

#include "dosdrvr.h" /*declarations for DOS device drivers*/
#include "Am9580.h" /*declarations for Am9580 use*/

#ifdef DEBUG

#include "dbg.h" /*declarations for debug use*/

#endif

/*

Error translation codes

*/

#define CHK SRB OxFE /*look into SRB for details on error*/
#define RW_ERROR 0xFD /*read/write error*/ #define SRB_MAX
16 /*number of SRB in SRA*/

/*

Initial value of mode register

*x/

#define MODE_VAL ((0x1 << DWELL_SH) | (0XF << BURST_SH) | INT_DSB \ | (0x0
<< WAIT SH) | IM SK) /* 0x1£41 */

extern
EndDrvr (); /*to get end of the driver*/

unsigned
DPBIndex;
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struct DPB

DPBArea[8] = /*drive parameter block array*/ {0x3A,
/*general select byte*/
2, /*data select byte*/ 0x140,
/*cylinders per disk*/ 4,
/*heads per cylinder*/ 0x11, /*sectors per
track*/ 0x50, /*reduced write current cylinder*/ 0x10,
/*seek dwell timing control*/ 0x10,
/*step width timing control*/ 0x20, /*head settle time
control*/ 0x45, /*precompensation biginning cylinder*/
0x5f, /*retry policy byte*/ 0xf0,
/*index to first sector dalay length*/ 0x10,
/*preamble 1 length*/ 3, /*postamble 1
length*/ 0x10, /*pad length*/
0x10, /*preamble 2 length*/ 9,
/*ECC length*/
3, /*porstamble 2 length*/ 8,
/*gap length*/
0x£0}; /*not defined*/

#ifdef NO_HDWR

struct StdSRB /*storage for Am9580 status/results*/
SRBArea [SRB_MAX]

= {4096, 4, 0, 3, 3, 0, 0, 1}; /*for simulation only*/

struct BPB

BPBParm /*disk BIOS parameter block*/ = {0x200, 4, 1,
2, 0x200, Ox110, OxF8, 1, Ox11, 4, O0};

#else

struct StdSRB /*storage for Am9580 status/results*/

SRBArea [SRB_MAX];

struct BPB

BPBParm; /*disk BIOS parameter block*/
#endif

unsigned

BPBAddr; /*word offset of BPB*/

/*

This table translates controller fault type values to DOS error codes. */
unsigned

X1atCFT[CFT_MAX] =

{NO_ERROR, /*NML_CPLT*/

GEN_FAIL, /*NULL_FLT*/

D-2



GEN_FAIL, /*SRA_OVFL*/

NO_ERROR, /*WAIT STP*/
GEN_FAIL, /*FRC_IDLE*/
CHK_SRB, /*ERR_STP*/
GEN_FAIL, /*ILG_IOPB*/
CHK_SRB, /*SRB_STP*/
GEN_FAIL, /*DATA_TIM*/
GEN_FAIL, /*IOPB_TIM*/
GEN_FAIL, /*MAP_TIM*/
GEN_FAIL, /*SRB_TIM*/
WRT_PRT, /*WRT_PROT*/
GEN_FAIL, /*reserved*/
GEN_FAIL, /*reserved*/
NO_ERROR}, /*RST_CPLT*/
/*

*This table translates status result block codes to DOS error codes. */

XlatSRB[SRER MAX] =

{RW_ERROR, /*FMT_ERR*/
RW_ERROR, /*NO_IDS*/
NO_ERROR, /*SEEK_ERR*/
NO_ERROR, /*RCVR_ECC*/
RW_ERROR, /*SYNC_FLT*/
RW_ERROR, /*RLC_TRK*/
RW_ERROR, /*RLC_NOVEC*/
NT_FND, /*NTFND_ER*/
SK_ERR, /*FTL_SEEK*/
NT_FND, /*NOT_FND*/
NO_ERROR, /*RCVR_RTR*/
WRT_FLT, /*VRFY_ERR*/
GEN_FAIL, /*MEM_TIM*/
RW_ERROR, /*MSC_OVFL*/
RW_ERROR, /*DM_ERR*/
UNK_MED, /*SCT_SIZE*/
GEN_FAIL, /*ECC_NTSEL*/
GEN_FAIL, /*DRSL_FLT*/
SK_ERR, /*SEEK_FLT*/
SK_ERR, /*HDSL_FLT*/
GEN_FAIL, /*NO_RLCT*/
GEN_FAIL, /*END_MAP*/
SK_ERR, /*RSTR_FLT*/
CRC_ERR, /*NOT_RCVR*/
CRC_ERR, /*DATA_ECC*/
RW_ERROR, /*MSC_TERM*/
NO_ERROR, /*PHS_RCVR*/
CRC_ERR, /*PHS_UNCR*/
RW_ERROR, /*DM_PHYS*/
RW_ERROR, /*ID_CRC*/
GEN_FAIL}; /*DRST_TRP*/




MoveMem (Src, Dest, Cnt)

/*

This routine copies Cnt bytes from Src to Dest. It doesn't perform correctly in
the event of overlap.

Normally, a library routine would be used for this function. It is included
here to avoid dependence on a particular library's linkage convention.

*/

char
*Src,
*Dest ;

unsigned
Cnt;

{
for ( ; Cnt > 0; *Dest++ = *Src++, Cnt--)

;
return;

}

long

PhysAddr (MemAddr)

/*

This routine converts segmented address into absolute physical address.

It definitely needs to be recoded if some other compiler is used!!! */

char
*MemAddr;

{

/* return (((MemAddr & OxFFFF00001) >> 12) + (MemAddr & OxOFFFFl)); */ return
( (long) MemAddr) ;
}

unsigned
LogSect (Cylinder, Head, Sector)
/*

This routine converts cylinder, head, sector into logical sector number. */

unsigned
Cylinder,
Head,
Sector;

{

unsigned
LogSec; /*storage for the logical sector number*/
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LogSec = ( ((Cylinder * BPBParm.HdsPrCyl + Head) * BPBParm.SctPrTrk) + Sector -
INIT_SEC - BPBParm.HdnSect); return (LogSec):
}

unsigned

GetRmSec (RegPtr, SRBPtr)

/*

This routine checks on which sector the error has occurred, and figures out the
remaining sector count for the DOS return status. */

struct XfrReq
*ReqPtr;

struct StdSRB
*SRBPtr;

{

unsigned

CrntPos, /*current position where error occurred*/ RmCnt;
/*remaining sector count#*/

switch (SRBPtr->StdHdr.RsltCode)

{

case MSC_TERM: /*the calculations will be done only for*/ case
NOT_FND: /*those with disk location information*/ case NTFND_ER:
case MSC_OVFL:

case NOT_RCVR:

case RCVR_RTR:

case RCVR_ECC:

case SYNC_FLT:

case DM ERR:

case VRFY ERR:

{

CrntPos = LogSect (SRBPtr->StdLoc.RsltCyl, SRBPtr->StdLoc.RsltHead,
SRBPtr->StdLoc.RsltSect); RmCnt = ReqPtr->XfrSiz - (CrntPos - ReqPtr->StartSct):;
break;

}

default: /*for others, assume none were transfered*/ ({
RmCnt = ReqPtr->XfrSiz;

break;

}

}

/*  return (RmCnt); */

return (RegPtr->XfrSiz);

}

SetIOPB (RegPtr, IOPBPtr, Command)

/*

This routine converts the parameters from MSDOS request block to a format that
fits into the IOPB required by the Am9580. This includes translating logical
sector number to the cylinder, track, and sector form, and converting segmented
address to absolute physical address.



It is usually called from disk transfer routines, e.g. read, write, verify. */

struct XfrReq
*ReqPtr;

struct StdIOPB
*IOPBPtr;

unsigned
Command;

{

unsigned

Cylinder, /*temporary variables*/ Track,
Head,

Sector;

Sector = (ReqgPtr->StartSct + BPBParm.HdnSect) % BPBParm.SctPrTrk + INIT_SEC;
Track = (ReqgPtr->StartSct + BPBParm.HdnSect) / BPBParm.SctPrTrk; Cylinder =
Track / BPBParm.HdsPrCyl;

Head = Track % BPBParm.HdsPrCyl;

IOPBPtr->StdHdr .NextIOPB = 0;
IOPBPtr->StdHdr.IOPBID = 4096; /*222%/
IOPBPtr->StdHdr.Options = SSRB;
IOPBPtr->StdHdr.CmndCode = Command;
IOPBPtr->StdHdr.Dummy = 0;
IOPBPtr->StdHdr.Drive = 0;
IOPBPtr->StdHdr.Cylinder = Cylinder;
IOPBPtr->StdHdr.Sector = Sector;
IOPBPtr->StdHdr.Head = Head;
IOPBPtr->SectCnt = ReqPtr->XfrSiz;
IOPBPtr->DataMark = DATA MRK;
IOPBPtr->MemAddr = PhysAddr (ReqPtr->XfrAddr);
return;

}

RtnStat (RegPtr, Code, SecCnt)

/*

This routine sets the return status for MSDOS. It will always set the done bit.
If an error has occurred, the error code, error bit, and the remaining count
will be set accordingly.

*/

struct XfrReq

*ReqgPtr; /*pointer to a request block*/
unsigned

Code, /*error code, OxFF for none*/ SecCnt;

/*remaining count*/



{

ReqPtr->XfrHdr.ReqStat = DONE;

ReqPtr->XfrSiz -= SecCnt;

if (Code != NO_ERROR)

{

ReqPtr->XfrHdr.ReqStat |= (ERROR | (Code & ERR_MS)); }
return;

}

unsigned

XlatErr (CFTErr, RWErr, ReqgPtr)

/*

This routine translates the error returned by Am9580 into MSDOS error code.
This includes translating from controller fault type directly, or looking into
the SRB for more details.

RWErr is the DOS error code to be returned if RW_ERROR is found. This routine
also calls the RtnStat() to prepare the return status for MSDOS.
*/

unsigned
CFTExr, /*fault type in status register*/ RWErr;
/*value to be returned if RW_ERROR*/

struct XfrReq
*ReqPtr;

{

unsigned

DOSErr,

RemSect ; /*number of remaining sectors*/

DOSErr = XlatCFT[CFTErr];

RemSect = ReqPtr->XfrSiz; /*assume error, and none were transfered*/ if
(DOSErr == CHK_SRB)
{ /*need to look into SRB*/

$ifdef NO_HDWR
GetStat (&SRBArea(0]);
#endif

DOSErr = XlatSRB[SRBArea[0].StdHdr.RsltCodel;

if (DOSErr != NO_ERROR)

{ /*check return location*/ RemSect = GetRmSec (RegPtr,
&SRBAreal[0]);

}

#ifdef DEBUG

if (DbgCtrl & SHOW_STA)
{

ShowSRB (&SRBAreal[0]):
}

#endif




}

if (DOSErr == RW_ERROR)

{

DOSExrr = RWErr;

}

if (DOSErr == NO_ERROR)

{

RemSect = 0; /*correct remaining sectors if no error*/ }

else

{

switch (ReqPtr->XfrHdr.ReqCode)

{

case INPUT:

case OUTPUT:

case OUT_VRFY:

{

break;

}

default:

{

RemSect = 0; /*remaining sectors is only meaningful*/ break;
/* for transfer requests*/ }

}

}

RtnStat (RegqPtr, DOSErr, RemSect);

return (DOSErr);

}

unsigned

ExCmnd (Command, IOPBPtr)

/*

This routine executes a 9580 command. It then waits for the controller to
become idle and reads the resulting command/status word. It returns controller
fault type in the status register.

This routine will always updates the value of status result pointer register. */

unsigned
Command; /*the command word*/

struct IOPBHdr
*IOPBPtr; /*for debug purpose*/

{
long
Addr;

unsigned
Cnt,
Status,
CFType;
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#ifdef DEBUG

if (DbgCtrl & SHOW_CMD)

{

PutStr ("IOPB command:\n");
ShowIOPB (IOPBPtr);

}

#endif

if (IOPBPtr->Cylinder >= DPBArea [DPBIndex].ClPerDsk) return (0xOE);
/*for sector not found*/ Addr = PhysAddr (IOPBPtr);
/*initialize next block reg*/ OutWord (NBP_LO, (unsigned)Addr);
OutWord (NBP_HI, (unsigned) (Addr >> 16));

Addr = PhysAddr (&SRBArea[0]):; /*initialize SRB reg*/ OutWord (SRP_LO,
(unsigned)Addr) ;

OutWord (SRP_HI, (unsigned) (Addr >> 16));

OutWord (SRP_LEN, SRB_MAX); /*size of area in terms of blocks*/ OutWord

(CMND_REG, Command);

/* some delay may be needed */
Status = InWord (CMND REG) ;

while ((Status & CMST_MS) != IDLE)
{

/*wait till it becomes idle*/
Status = InWord (CMND_REG);

}

CFType = (Status & CFT_MS) >> CFT_SH;

#ifdef DEBUG

if (DbgCtrl & SHOW_STA)

{

sprintf (DbgStr, "Status register: %4x\n", Status); PutStr (DbgStr);
}

#endif

return (CFType); /*error code is returned*/ }
RVCmnd (RegPtr, Command) /*TEMPORARY! ! %/

/*

This routine's operation is very similar to that of the ExCmnd()'s except that
it is specially designed to handle the data_recovered with ECC error. When the
controller stops on a data_recovered with_ ECC error, this routine will send out
a correct buffer command, and then send out another read/verify request starting
at the next sector. */

struct XfrReq

*ReqgPtr; /*dos request block pointer*/
unsigned
Cormmand; /*the command word*/

{
struct StdIOPB
XferIOPB;




unsigned

FaultTyp, /*fault in stats register*/ RWErr,

/*code to be returned if RW_ERROR*/ CrntSct, /*sector
where RCVR_ECC occurred*/ XfrCnt, /*number of sectors
transfered*/ TotalXfr; /*total number of sectors
requested*/

ReqPtr->XfrHdr.ReqgStat = 0; /*initial status to be no error*/ RWErr =
WRT_FLT; /*value to be returned if RW_ERROR*/ if (Command ==
READ) .

{

RWErr = RD_FLT; /*return read fault if input request*/ }
XfrCnt = 0;

TotalXfr = ReqPtr->XfrSiz;
/*loop until all sectors are transfered unless error occurred*/

while (XfrCnt < TotalXfr && (ReqPtr->XfrHdr.RegStat & ERROR) == 0) {
SetIOPB (RegPtr, &XferIOPB, Command);

FaultTyp = ExCmnd (START, &XferIOPB);

if (X1atCFT[FaultTyp] == CHK_SRB)

{

#ifdef  NO_HDWR
GetStat (&SRBAreal([0]):
#endif

if (SRBArea[0].StdHdr.RsltCode == RCVR_ECC) {
CrntSct = LogSect (SRBArea[0].StdLoc.RsltCyl, SRBArea[0].StdLoc.RsltHead,
SRBArea[0] .StdLoc.RsltSect); XfrCnt += (CrntSct - ReqPtr->StartSct); /*sectors

transfered*/ XferIOPB.StdHdr.NextIOPB = 0; /*do correct buffer*/
XferIOPB.StdHdr.IOPBID = 4096;
XferIOPB.StdHdr.Options = SSRB; XferIOPB.StdHdr.CmndCode = CRCT_BUF;

XferIOPB.StdHdr.Drive = 0;

XferIOPB.MemAddr = 0; /*222?2%/

FaultTyp = ExCmnd (START, &XferIOPB);

XlatErr (FaultTyp, RWErr, ReqgPtr):;

if ((ReqgPtr->XfrHdr.ReqgStat & ERROR) == 0) {

XfrCnt++; /*include the recovered one*/ while
(RegPtr->StartSct <= CrntSct)

{

ReqPtr->XfrAddr += BPBParm.SectSize; ReqgPtr->StartSct++;
ReqPtr->XfrSiz--;

}

}

}

else

{

XlatErr (FaultTyp, RWErr, ReqgPtr):;

XfrCnt += ReqPtr->XfrSiz; /*add up all xfr sectors*/ }
}

else

{

XlatErr (FaultTyp, RWErr, ReqgPtr):;

XfrCnt += ReqPtr->XfrSiz; /*add up all xfr sectors*/ }
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}
ReqPtr->XfrSiz = XfrCnt; /*use total sectors xfered*/ return;
}

Init (RegPtr)
/*
This routine is called only once. It does the following:

1. Initialize the hardware Am9580, e.g. setting the status result pointer
register, status result length register, mode register, etc. It also scans a
number from the invocation line which is an index to a list of DPB structures
and the chosen DPB is used as the initial value.

2. Read the BPB from the boot sector of the disk and return a pointer to the
BPB.

3. Return the number of units (1).
4. Return the first available byte of memory above the resident driver. */

struct InitReq
*ReqgPtr;

{
struct StdIOPB
XfrIOPB;

unsigned
Cnt,
Rtn;

char
*Ptr;

struct PtrAddr

{

unsigned

Ofst,

Seg:;

} EndAddr, *EndPtr;

/*query initial value for DbgCtrl*/

#ifdef DEBUG

sprintf (DbgStr, "Address of DbgCtrl: %081x\n", &DbgCtrl); PutStr (DbgStr):
sprintf (DbgStr, "Enter the initial DbgCtrl value (hex): "); PutStr (DbgStr);
GetStr ():

sscanf (DbgStr, "%x", &DbgCtrl):;

#endif

/*initialize the Am9580%*/




OutByte (0xd6, 0xc2); /*init DMA*/
OutByte (0xd4, 0x02);

OutWord (CMND_REG, RESET); /*reset the chip first*/ OutWord (MODE_REG,
MODE_VAL) ;

sscanf (RegPtr->InitBPBs, "Am9580.exe%d", &DPBIndex); for

(Cnt=sizeof (XfrIOPB),Ptr = (char *)&XfrIOPB; Cnt >0; Cnt--) *Ptr++ = 0;

XfrIOPB.StdHdr.NextIOPB = 0;

XfrIOPB.StdHdr.IOPBID = 2000;

XfrIOPB.StdHdr.Options = SSRB;

XfrIOPB.StdHdr.CmndCode = LD_DPB;

XfrIOPB.StdHdr.Drive = 0;

XfrIOPB.MemAddr = PhysAddr (&DPBArea[DPBIndex]);

if ((Rtn = XlatErr (ExCmnd (START, &XfrIOPB), GEN_FAIL, ReqPtr)) == NO_ERROR)
/*read the BPB from the boot sector*/

XfrIOPB.StdHdr.NextIOPB = 0;

XfrIOPB.StdHdr.IOPBID = 2002;

XfrIOPB.StdHdr.Options = SSRB;

XfrIOPB.StdHdr.CmndCode = RESTORE;

XfrIOPB.StdHdr.Drive = 0;

if ((Rtn = XlatErr (ExCmnd (START, &XfrIOPB), GEN_FAIL, ReqPtr)) != NO_ERROR)
sprintf (DbgStr, "REAL BAD WHEN RESTORE!!!!!\n"); PutStr (DbgStr); return;
}

XfrIOPB.StdHdr.NextIOPB = 0;

XfrIOPB.StdHdr.IOPBID = 2001;

XfrIOPB.StdHdr.Options = SSRB;

XfrIOPB.StdHdr.CmndCode = READ;

XfrIOPB.StdHdr.Drive = 0;

XfrIOPB.StdHdr.Cylinder = 0;

XfrIOPB.StdHdr.Sector = INIT_SEC;

XfrIOPB.StdHdr.Head = 0;

XfrIOPB.SectCnt = 1;

EndDrvr (&EndAddr);

XfrIOPB.MemAddr = PhysAddr (EndAddr.Ofst, EndAddr.Seg); if ((Rtn = XlatErr
(ExCmnd (START, &XfrIOPB), GEN_FAIL, RegPtr)) == NO_ERROR) {

/*make a copy of BPB and return a pointer to it*/

#ifndef  NO_HDWR

MoveMem (EndAddr.Ofst+BPB_OFST, EndAddr.Seg, &BPBParm, sizeof (struct BPB));
#endif

BPBAddr = (unsigned)&BPBParm;

ReqPtr->InitBPBs = &BPBAddr;

/*return dword end address by assigning offset and segment*/ EndPtr = (struct
PtrAddr *)&RegPtr->DrvrEnd; EndPtr->0Ofst = EndAddr.Ofst; EndPtr->Seg =

EndAddr.Seg; ReqgPtr->UnitCnt = 1; /*only one unit is supported*/
ReqPtr->UnitNum = 0xF8; /*media descriptor byte*/ }

}

return;

}

MediaChk (RegPtr)
/*
It is always assumed that the media has not changed. */

struct MdChkReq
*ReqgPtr;
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{

RegPtr->ChgStat = 1;

RtnStat (ReqPtr, NO_ERROR, 0):
return;

}

B1dBPB (RegPtr)

/*

This routine is called whenever that a preceeding media check call indicates
that the disk has been changed.

It returns a pointer to a BPB.
*/

struct B1BPBReq
*ReqPtr;

{

ReqPtr->BPBPtr = &BPBParm;
RtnStat (RegPtr, NO_ERROR, 0):
return;

}

IoctlInp (RegPtr)

/*

This routine will return the contents of the status/command register and
possibly a status result block at the transfer address. */

struct XfrReq
*ReqgPtr;

{
unsigned
Status,
*BufPtr;

/* while (((Status = InWord (CMND_REG)) & CFT_VALID) == 0) */ /* some delay may
be needed */ )

while (((Status = InWord (CMND_REG)) & CMST_MS) != IDLE) /*TEMPORARY!!*/ {
/*wait till it becomes idle*/

}

BufPtr = (unsigned *)ReqPtr->XfrAddr;

*BufPtr++ = Status;

MoveMem (&SRBArea[0], BufPtr, sizeof(struct StdSRB)); RtnStat (ReqPtr, NO_ERROR,
0):

#ifdef  DEBUG

if (DbgCtrl & SHOW_STA)

{

sprintf (DbgStr, "Status register: %4x\n", Status); PutStr (DbgStr);

ShowSRB (&SRBAreal[0]);

}

#endif

return;

}
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Intrpt (RegPtr)

/*

This routine performs according to the specifications of an "interrupt" routine
for a DOS device driver. The assembly language interface routine provides it
with its input parameter.

*/

struct RegHdr
*ReqPtr; /*pointer to the request from DOS*/

{
struct StdIOPB
XferIOPB; /*I0PB for the HDC transfer operations*/

#ifdef DEBUG

if (DbgCtrl & SHOW_REQ)

{

PutStr ("Driver entry:\n");
ShowReq (RegPtr);

}

#endif

((struct XfrReq *)ReqPtr)->XfrSiz &= 0x00ff; /*only handle byte xfr count*/
switch (RegPtr->ReqgCode)

{

case INIT:

{

Init (RegPtr):

break;

}

case MED_CHK:

{

MediaChk (RegPtr);

break;

}

case BLD_BPB:

{

B1dBPB (ReqPtr);

break;

}

case INPUT:

{

RVCmnd (ReqgPtr, READ):;

break;

}

case OUTPUT:

{

SetIOPB (ReqPtr, &XferIOPB, WRITE):;
XlatErr (ExCmnd (START, &XferIOPB), WRT_FLT, ReqPtr); break;
}

case OUT_VRFY:

{

SetIOPB (ReqPtr, &XferIOPB, WRITE);
XlatErr (ExCmnd (START, &XferIOPB), WRT_FLT, ReqPtr); if (RegPtr->ReqStat &
ERROR)

{

break;

}
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RVCmnd (ReqgPtr, VERIFY);

break;

}

case IOCT_INP: /*I/0 control input*/ {

/*return status register*/ IoctlInp (ReqPtr); /*and possibly a SRB*/
break;

}

case IOCT_OUT: /*I1/0 control output*/ {

/*used to write an IOPB*/ struct XfrReq

*XfrPtr;

unsigned
Rtn;

XfrPtr = (struct XfrReq *)ReqgPtr;

XlatErr (ExCmnd (START, XfrPtr->XfrAddr), GEN_FAIL, ReqPtr); break;
}

case ND_INP: /*requests not supported*/ case
INP_STAT:

case INP_FLSH:

case OUT_STAT:

case OUT_FLSH:

case DEV_OPN:

case DEV_CLS:

case REM MEDIA:

{

RtnStat (ReqPtr, NO_ERROR, 0); /*just return OK status*/ ((struct
XfrReq *)ReqPtr)->XfrHdr.ReqgStat |= BUSY; /*and show non-removable*/
break;

}

default:

{

RtnStat (ReqPtr, UNK_CMND, 0); /*unknown command*/ break;

}

}

#ifdef DEBUG

if (DbgCtrl & SHOW_REQ)
{

ShowReq (RegPtr);
PutStr ("Driver exit:\n\n");
}

#endif

return;

}

/*end of drvr9580.c*/

D-15



D-16



Using Am26LS31/32 in High Speed

April 1988 a

Transmission Line Environments

Application Note

APPLICATION NOTE By: David Stoenner

ABSTRACT

This article presents the use of high speed serial data
communications in a transmission line environment using
Am26LS31 and Am26LS32 differential drivers and receiv-
ers. The first section describes how a transmission line
works and how to properly drive a terminated transmission
line, and how to arrive at the proper circuit foran Am26LS31
driver. The final section solves a real world problem of how
to drive the serial clock and data at speeds of 15 to 20 MHz
using the Am26LS31 and the Am26LS32 with additional
support circuitry.

INTRODUCTION

What do a telephone line 10,000 feet long, a coaxial cable
100 feet long, and a PC trace one foot long have in
common? First, allof these can transmit voltage and current
to an end point. In most cases involving the transmission of
voltage and current, dynamic informationis present, andthe
desired result from a system’s standpoint is that this infor-
mation be transmitted with as little distortion, hence error, as
possible to the receiving end. Therefore, if the frequency of
interestis suchthat information from the first cell of informa-
tion can corrupt the second cell, the above three instances
are treated as transmission lines.

If in all cases the transit time of the incident wavefront (that
is, the wavefront moving away from the transmitter and
going towards the receiver) is equal to or greater than 1/20
the time from the first to the second cell of information, then

Ry

careful attention must be given to how energy is absorbed
at the receiver. In free space, electromagnetic energy
travels at roughly 1 ns per foot. In a transmission line this
value slows down due to the constriction of the EM
wavefront ( a good rule of thumb is 1.5 ns per foot). In the
first example, the voiceband of the telephone is 300 Hz to 3
KHz, thereby, making the time from the first to the second
packet ofinformation 333 ps; 1/20 of 333 ps at 1.5 ns perfoot
causes a telephone cable of 11,100 feet to have problems
if it is not terminated properly.

Maximum power transfer also has an effect on the signal to
noise ratio of the receiving end, and hence the ability to
extract reliable information from all the incident and re-
flected waves on the line. Maximum power transfer by
definition is accomplished when the impedance of the
receiver exactly matches the impedance of the transmitter.

The following is a review of the ideal transmission line and
its characteristics. The intent is to give the reader a working
knowledge and fuel for “If | vary this cause, this effect might
happen”, rather than a strict mathematical derivation of
transmission line theory.

TRANSMISSION LINE BASICS

The ideal transmission line is a differential pair of lines that
connect a source (transmitter) with a receiver. Figure 1
shows a schematic of a system assuming that the transmis-
sion lines are a pair of wires that exist infree space and that
the transmitter is a step function generator U(t).

Vin

: v

—O-

VU, ()

?

Zo Rz

v

O

|<—— Transmission Line _._.|

Figure 1
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Since the line is made up of real components, the wire will
exhibit aninductance in its length and a capacitance across
itself as it goes along. By long derivation, the line will
have a characteristic impedance given by the formula in

Equation 1:

The transit time constant is given in Equation 2:

L (inductance per unit length)
C (capacitance per unit length)

Zo=

Equation 1

Time/unit length -'\IL (per unit length) « C (per unit length)

Equation 2

The two equations above exclude the idea of series resis-
tance and shuntresistance as loss factors fromthe equation
making the Zo of the transmission line a pure resistance.
Series resistance and shunt resistance enter into the equa-
tion and cause a phase shift, i.e., Z, is a complex impedance
inreallife and serves to attenuate the signal at the receiving
end. This attenuation is normally specified in a value called
nepers/meter and is given as a db value.

In reference to the schematic example in Figure 1, what
happens when the step function generator steps? The step
isimpressed across R, and enters the line at the input. The
signal starts to propagate down the cable at approximately
1.5 ns per foot until it reaches R,. If this step were made
infinitely long, the final value of the voltage on R, would be
given by Equation 3:

V, . R2
V . - step
final _———R |+ R2

Equation 3

Equation 4 shows R1=R2 needed for maximum power
transfer:

Vstep - Ry _ Vstep - Ry _ Vstep
R1 + R1 2R1 2

Viinal =

Equation 4

The incident wave charging the transmission line must now
be considered, as the transmission line is active at the
beginning but not active in the final value. Looking at the line
as the step function generator stepped, it can be seen that
although there is a voltage at the input, there is no voltage
at R2; therefore, the voltage impressed on the input of the
transmission line is given by Equation 5:

Vin = Zasp” %0
Zo + R1

Equation 5

Again for maximum power transfer Z0 should be equalto R ;
therefore, Vin = VSTEP/2. When the wavefront movesto R,,
it is at its final value and hence is fully absorbed, and in one
transit time of the cable, the cable has reached its steady
state final value. This means that for an ideal case, the
generator output impedance (R,) is equal to the cable
characteristic impedance (Z,) which is equal to the termina-
tion impedance (R,), and hence no distortion of the received
signal.

In contrast to the preceding theoretical example, the follow-
ing discussion of a real world consideration will be limited to
resistive values and changing R,. It can be seen that if R,
equals Z but does not equal R,, then the cable must assume
the final value by hit and miss, which it does by reflections.
When the incident wave gets to the termination and it isn’t
correct, it turns around (reflected) and goes back towards
the transmitter. This bouncing back and forth goes on until
it reaches the final value and it takes an increment on that
final value at a rate of two times the transit time of the cable.
This works for one pulse of infinite length, but the situation
deteriorates when the pulses become repetitious. The
longerthe line, the worse it gets and it's previous information
past determinate.

In R.F.transmitters which only deal in sine waves, this value
is defined as Voltage Standing Wave Ratio (VSWR) and is
a measure of how much power is transmitted to and how
much actually gets out of the antenna, hence a VSWR of 1:1
isideal. A VSWR of 1:2 indicates transmission of 100 watts
with 50 watts getting out the antenna. In digital signal
transmission and reception, this is called p(rho), and p can
be a value from +1 to —1 with p=0 being perfect. The
equation for p is (assuming R,=Z ) given in Equation 6:
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Equation 6

This is @ measure of the ratio of the value of the reflected
wave value to the incident wave voltage. From thisitcanbe
seen thatif R, is greater than Z then p> 0, or ifR,is less
than Z,then p < 0.

Plotting these reflections, it can be seen that if R,> Z, the
line steps from 0 to .5, and then incrementally to a higher
value. Since this looks similar to a charging capacitor, the
line is said to look as an excess capacitor whose value is
given by Equation 7:

2
Y4
AC _ Length of cable .« transit time/unit length 1- —-g—-
Zo R2
Equation 7

Conversely, if R2 < Z0, then the line looks like an inductor
spike and hence is said to look like an excess inductor
whose value is Equation 8:
2
z, )
RZ,

AL = Length of cable  transit time/unit length *Zye (1 -
2

Equation 8

In some unusual cases, these characteristics can be used
to an advantage. It should also be noted that the previous
discussion was for a differential transmission line such as a
twisted pair or a coaxial cable. The same discussions are
also valid for a single ended transmission like a 1one wire
above a ground plane (e.g., a PC trace), except that the
return path is the ground plane itself which has an extremely
low inductance. - The Appendix gives equations for Z,
for various physical conditions of wires and PC traces.

A SPECIFIC LOOK AT TWISTED PAIR TRANSMIS-
SION LINES

The predominant usage of the Am26LS31 and Am26LS32
is in the twisted pair type of transmission lines. A transmis-
sion line of two wires running parallel to each other has an

impedance which can be calculated as shown in Appendix
Figure B. However, the field coupling is not perfect as it is
in a coaxial cable. If two signals run close, then the parallel
line can cross talk. By twisting the cable over its distance,
then the fields are more loosely linked and the cable cross
talk is muchreduced. This twisting has another effectinthat
the actual distance is longer and the impedance is con-
trolled by the insulation of the conductors.

The mechanical distances are smaller and yetthey still vary.
This means that the impedance of the cable varies slightly
from point to point but so does its velocity factor. The
velocity factor amounts to a cable skew which is a percent-
age of the cable length times the nominal velocity per unit
length and is proportional to the impedance variation. A
good rule of thumb seems to be 5%. For example, two
cables each 100 feet long would have a skew of 100 x 1.5
x .05 =7.5ns of uncertainity as to which wavefront would get
there first. For the rest of this discussion, this 5% number
will be used in the calculations.

An additional factor is that the actual wire length of a cable
is longer than the physical cable length of twisting. For
example, if a 28 gauge twisted pair cable is constructed
using 12 twists perfoot, thenthe actual wire lengthis notone
foot but one foot plus 12 times the one wire diameteror 12.4
inches. This represents a 3% growth in the cable.

Am26LS31/Am26LS32 INTRODUCTION

The Am26L.S31 and Am26L.S32 were developed by AMD in
1978 in order to meet the requirements of a then new
engineering standard RS-422. During that time, RS-232
was the prevailing standard for terminal communications. It
was an old standard and therefore, a single-ended interface
and as such was limited to 50 feet per the original RS-232
specification. Terminals were mostly 1200 baud with a few
at 9600 baud so a new standard at 1 megabits and 1000 feet
was a fantastic idea. RS-422 found plenty of places to
operate and work but it never did replace the RS-232, since
9600 and 19.2K band seemed all the market really needed.
The disk world was another story. Disks have an insatiable
appetite for frequency and what was 5 to 9.2 MHz in 1978
is now 9.2 to 20 MHz today. However, the first law of
thermodynamics cannot be violated and what was satisfac-
toryin 1978 at 9.2 MHz cannot be tolerated today in adesign
for 15-20 MHz.

The rest of this discussion will consider how to make the
Am26LS31 and Am26LS32 work reliably in an area that
they were not designed to work. (The design max for the
Am26LS31/32 was 10 MHz, that is, 10 times the max RS-
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422 spec). Concentration will be on the Storage Module
Device (SMD) interface although the discussion can easily
be extended to any application of high frequency data with
a separate clock signal or where data and clock are com-
bined such as in Manchester encoding.

APPLYING Am26LS31 AND Am26LS32 TO THE
TRANSMISSION LINES

Before applying the previous transmission line theory to
make the Am26L.S31/32 work correctly, both devices willbe
considered and characteristics reviewed — the Am26LS31
as a driver and the Am26L.S32 as a receiver.

The Am26LS32 is basically a differential voltage amplifier
with a front end attenuator (voltage divider) which can
tolerate a common mode voltage of + or —7 volts and still
amplify adifferential signal of 100 millivolts and produce and
logic 1 or 0 depending on which direction the + and — inputs
are with respect to each other. With an input impedance
guaranteed to be above 6.8K Q, it will not load any

transmission’s line termination of the usable 100-200 Q. It
is basically a very passive device that needs no relative
ground reference.

The Am26LS31, on the other hand, is a much more compli-
cated device from the analog standpoint which takes an
input logic level of 1 or 0 and has two outputs that work out
of phase of each other. When a 1 is placed at the input, the
+output is at a high TTL level and the other is at a low TTL
level. When a 0 is at the input, thenthe reverse is true atthe
output. The output stages of the Am26LS31 are the basic
TTL totem pole outputs which although good for logic, is a
poor transmission line driver. The reason is that when the
output is going from a 0 to a 1 level, it is being driven by an
emitter follower whose output impedance is on the order of
50 Q, while the driver going from 1 to a 0 is about 5 Q, that
of a saturated switch. This discontinuity in impedance
makes driving the transmission line a problem. It should
also be noted that the rise time is slower than the fall time.
An equivalent circuit concept is shown in Figure 2, the real
life circuit and Figure 3, the equivalent circuit in standard
voltage generator concepts.

Logic In

Logic Out

Am26LS31 o o——¢ Am26LS32
|€— Transmission Line —]
#10716A-002
Figure 2
50Q
5Q
—O—W—
Logic In -0 d Logic Out
A 50Q R2 3
.__cO—W\'—n_cﬁ o
le-Transmission Line —p
5Q

————O——‘\N\r—

Figure 3
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From the preceding discussions, an R2 could easily be
selected that would terminate the line in its proper Z,, but
how can the driver be made to conform to the proper value
for maxium power transfer and minimum reflections? First,
it should be noted that most transmissions lines in use, that
is, twisted lines, are in a range of 100 to 130 Q for their Z .
In order to match the cable, maximum power transfer
indicates that source impedance is needed to be equal to
the transmission line impedance. Since the output imped-
ance is less than allthe Z s, a series resistor can be added
to each leg to balance the value. The Thevenin Theorem
states that the lumped resistor to both legs can be split and
achieve the same effect. The equation for that series
resistor would be as given in Equation 9:

Zy- ( Riowto high *

R series =
series 2

I:‘high to Iow)

Equation 9

Therefore, ifaZ0of 100 isassumed, a series resistorof22.5
or 22, the nearest 5% 1/4 watt resistor value in each leg
would be added, thus making the new circuit look as follows
in Figure 4.

This solves the reflection problem and allows the cable to be
driven so that the limiting factors are now the drivers and
receivers themselves; however, this has been done at the
expense of signal attenuation. What used to be a 3 volt
differential signal is now been reduced to a 2.0 volt signal,
that is, if the cable is 0 feet. As the cable is extended in
length, this attenuation gets worse. It should also be noted
that a twisted pair cable over about 10 feet long starts
appearing capacitative regardless of how itis terminated, so
the 22 Qs and capacitance entered into a theoretical maxi-
mum upper limit is due to the cable alone, as shown in
Equation 10.

22Q

160K
Fmax= - — (Hz)
2 x 22 x Capacitance (in microfarads)

Equation 10

Forexample, ifthe cable reached as high as 100 picofarads,
Fmax would be 36 MHz. Although this sounds high, it
represents a significant phase shift at 20 MHz and this
phase shift value will be needed in the next section.

Another effect of the series resistors should be noted. As
discussed before, the rise and fall time of the Am26LS31
driver is different because of the two different types of
drivers, emitter follower versus saturated switch. This rise
and fall time is exaggerated even more if the output of the
driver is connected directly to the transmission line resulting
inadifference in skew atthe receivercalled an “eye” pattern.
The series resistors help in giving a more uniform rise and
fall time at the cable input and thereby closing up the eye
which in effect gives a better signal to noise ratio on the line.

USING THE Am26LS31 AND Am26LS32 IN CLOCK
AND DATA APPLICATIONS

The previous discussion was for one signal. If that signal
was data only, then the clock would have to be extracted
from that signal and regenerated at the receiver end. In
many applications and SMD inparticular, clock and data are
sent over separate sets of wires. In this case, a method of
eliminating time skew from the system is needed. The best
method is to clock data onto the transmission line with one
edge of the clock and clock data off the transmission line
with the other edge of the clock. The scheme is shown in
Figure 5.

Q

Logic In

Am26LS31

Z, =100Q

Logic Out

[

WV
22Q

Am26LS32

Figure 4
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Data Out
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Am26LS32s
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D Q
Clock In _
Q
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yyvv
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#10716A-005

—cD—— Clock Out

Figure 5

At the transmitter, the rising edge of the clock moves data
from D to Qon the flip-flop. Clock and data then propagate
across the Am26LS31 down the transmission line and are
received by the Am26L.S32s at the other end. Note that the
clock receiver is inverted in polarity at the Am26L.S32 from
that of the data receiver which effects clocking the dataon
the clock-in’s falling edge into the receiver flip-flop. For this
system to work, the set-up time requirement of the receiver
flip-flop must be met. However, skew is introducedby each
stage along the way, thus reducing the 1/2 clock time by
significant values. There is a clock to Q time of the flip-flop,
a skew of the driver, a cable skew, a receiver skew, and
finally the set-up of the flip-flop. These must all add upto or
be less than the minimum 1/2 clock high time. The maxi-
mum delay is given in Equation 11:

Tskew

CLKPeriod Min {ouno Q} {‘I:skew} {’tsW} v acWy} {an Fon.

Flip Floj Driver

Equation 11

To examine the following equation, let's assume a 74AS74
flip-flop at each end and that a 10 MHz clock is used. A
74AS74CLKto Qis9nsandsetupis4.5ns. A10MHzclock
period is 100 ns, its 1/2 period is 50 ns and its minimum is
usually 10%, thereby making it 45 ns. This now makes
Equation 11 reduce to Equation 12:

T skew
45 2 9ns + {Driver} }

{Driver

T skew
Rscelver}‘ 45ns

3152 T s"e‘”}

T skew
Receiver,

Equation 12

The AMD data sheet sets the skew time of the driver and the
receiver to be 6 ns each if they are in the same package
leaving the skew time of the cable to be 19.5 ns. This 19.5
ns is divided between the impedance difference between
two pairs of lines and the previously calculated pole fre-
quency of the 22 Q source termination resistors and the
cable capacitor. If it is assumed that the impedance
variation between lines is 5%, then the transmit time varies
5% also, so that delta is a function of length as shown in
Equation 13:

ESKTW Length of Cable * Transit Time * Impedance Tolerance
able

Equation 13

The second factor is the capacitance phase shift. In this
example with a pole at 34 MHz, the phase shift at 10 MHz
is a 16 degree phase shift which represents 1.4 ns skew,
thereby making the maximum cable length at 10 MHz to be
240 feet at 5%, or 120 feet at 10% cable variations.

A similar calculation could be done at 20 MHz showing that
the parts are marginal with the skew time of the drivers and
receivers as the predominant contributor. By careful
screening of this parameter, the Am26LS31 and Am26L.S32
could be used up to 20 MHz. Beyond 20 MHz no driver or
receiver will really handle the jobin TTL, and ECL should be
considered as the method of choice. However, animprove-
ment can be made on the previous circuit. In examining the
circuit it can be noted that the clock drives the cable before
theflipflop’s output has had achance to reachits owndriver.
The 9 ns is a significant value at 10 to 20 MHz as a
compensation series of gates could be added in the clock
line to balance the clock to Q time of the flip-flop. This would
take the form shown in Figure 6.
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Data in \ Data Out
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Am26LS32s

p—————— Clock Out

—c{>— Clock Out

AS04

Figure 6

Now the original equation is modified by the fastest time of
the series gates allowing a longer cable at a higher fre-
quency. The 74AS04’s minimumtime is 3 ns each, allowing
that the maximum cable skew be 25.5 ns, and allowing
reliable operations of the circuit at 20 MHz with a 56 foot
cable. Without the 74AS04s, it would not work at all in the
worst case.

GREEN WIRE CONSIDERATIONS IN A SYSTEM

All the above examples deal with one driver driving one or
more receivers over a twisted pair cable. Due to FCC
requirements, if that cable leaves the cabinet and goes to
another cabinet, it will more than likely have to be shielded
to reduce any radiated EMI. Because of UL, the cabinets
must be tied directly to the green wire of the incoming power
cable. That green wire represents earth ground. If the
cabinets are in close proximity, there is a good chance that
the greenwire in both cabinets are on the same power circuit
and hence at the same potential voltage. But if they are
separated by too great a distance, then a good possibility
exists that they are not onthe same power circuit and hence
may have apotential different voltage betweenthem. When
this happens, afault currentflows betweenthe two cabinets
down the shield and this can be a fairly large value, for
example exceeding 1/2 amp. However there is a simple
matter of just breaking the DC path and adding a series
capacitor of .1 microfared in series with the shield. This
eliminates the 60 Hz fault current but provides termination
for the high frequency AC shield needed for FCC.

However, designers should be aware of another path. UL
requires also that the circuitry of a computer system be
returned to green wire ground which is normally accom-
plished by connecting in the power supply green wire

ground with logic ground. This is fine in most cases, but in
reviewingthe schematicin Figures 4 and 5, the signalis sent
over differentially and not referenced to logic ground. The
green wire fault voltage now appears as a common mode
voltage to the Am26L.S32 receivers, and since its input
impedance is at least 6 KQ, nothing really happens.

There are cases where multiple Am26LS31s are 3-stated
onto a cable from various sources to one or more receivers.
In such cases, care must be taken since there is no special
isolation. At about5 volts RMS greenwire fault voltage, the
Am26LS31s break down. Current again is only limited by
series resistance of the cable except now it is not flowing
harmlessly down a braided shield, but down the semicon-
ductor itself in a manner current was never meant to flow.

Figure 7 shows the breakdown path. Any series resistors
added as shown in Figures 4, 5 or 6 would limit the current
below harmful limits. It must also be pointed out that
Electrostatic Discharge (ESD) can also cause the same
problem on a single driver situation alone. The best system
solution in this environment is to have only one green wire
to logic ground connection in the system and all logic
grounds tied together by a single wire in the distributed
cable. This eliminates any fault current in the Am26LS31s.
ESD can then be handled by adding a balun transformer as
necessary.

CONCLUSION

In summary, this article has shown that by applying a few
simple rules and careful worst casing in the use of lines
between devices, a reliable system can be produced using
readily available technology. One must take advantage of
the laws of physics and not ignore them.
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Physical Constraints of Free Space

INDUCTANCE Mo = 4-1|:-10-7 HENRIES/METER

CAPACITANCE Eg = 88510 "2 FARADS/METER

Transmission Line Equations

where L = Inductance/Unit length
where C= Capacitance/Unit length

T-33- E%E9

where T = Time in meters/seconds

Er - Relative dielectric constant
E r= Actual dielectric constant
Eg

E ¢ for various materials

FR4 glass pc board 47

Mica 54-87
Glass 72
Polypropylene 22
Nylon 3.5
Polystrene 1.2
#10716A-008
Figure A
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Constant-density recording
comes dlive with new chips

Mark S. Young :

Advanced Micro Devices Inc., 901 Thompson Pl., Sunnyvale, CA 94086; (408) 749-3409.

Designers of computer systems keep shooting for
the highest possible disk capacity. Engineers are ex-
ploring various recording techniques, such as data
encoding schemes and special disk-track formats.
Constant-density recording, one type of disk-track
formatting, can boost raw disk capacity, or capacity
minus overhead, by 15 to 35%. More important,
this gain is on top of any other techniques applied,

like run-length-limited encoding.
Until now, constant-density recording has been
little used because of its

.| . .
high cost and the dif-
With fresh chips on ficulty of putting it to
the scene, disk data- s Among those di
il . iculties are the require-
(ecordlng cap ac:iy ment for a phase-locked
increases over 25%. loop (PLL) capable of
It takes just one operating at any one of
peripheral card and  several different fre-
a handful ofparfs. quencies, the need to

change the disk’s rota-

tion speed, the narrow
frequency range of read-channel circuits, and the
ability to use a disk controller with disk drives that
do not have a built-in data separator.

Those difficulties are overcome through use of
the Am9582 disk data separator (DDS) chip. With
that chip, plus the Am2971 digital frequency-
generator circuit, designers can add constant-
density recording to disk controllers at minimal
cost, while boosting data capacity by over 25%.

Most disk controllers apply constant-angular ve-
locity recording. For that type of recording, the disk
controller writes data to the disk at a constant fre-
quency, giving each data-bit cell the same angular
velocity. Although each cell has the same angular
displacement, they have different linear velocities
on each track to make up for the physical size dif-
ferences in the individual bit cells.

As a result of its particular physical position,
each track holds data bits of different sizes (Fig. 1).
The data on the disk is read or written at a fixed fre-

quency and all tracks store the same amount of
data. In constant-angular velocity recording, the
minimum distance must be calculated for the inner-
most track, where the data-bit cells will be closest
together. As the read-write heads move toward the
outer tracks, the data bits move farther apart, re-
ducing the average bit density. Constant-angular
velocity recording is popular because it simplifies
the disk drive and controller electronics, as well as

the system software.

Constant-density recording, on the other hand,
varies the recording frequency on each track to
maintain a constant physical-data density. This is
done by varying either the recording frequency or
the disk platter rotation speed. The physics of mag-
netic recording, however, dictate the maximum flux
transition rate, or rather, the minimum distance be-
tween adjacent data bit-cell transitions.

With constant-density recording, the distance
between data-bit cells is the same for all tracks,
maintaining denser, more efficient data packing
than constant-angular velocity recording. The
amount of data on each track is therefore different,
with the outer tracks containing the most data and
the inner tracks containing the least. This technique
is more efficient than constant-angular velocity
recording because it comes closer to recording to
the maximum capacity of the disk. With constant-
density recording, 15 to 35% increases over the ca-
pacity of standard constant-angular velocity
recording can be achieved.

PROBLEMS OF CONSTANT DENSITY

While it uses the disk more efficiently than
constant-angular velocity recording, constant-
density recording creates a number of problems
that can dramatically complicate the design and
cost of the disk controller. The largest obstacle is
the creation of either a variable-frequency PLL or
one that operates at several discrete frequencies.
The most common technique calls for the designer
to multiplex separate PLLs operating at the re-

Reprinted from Electronic Design, Nov. 13, 1986.
Copyright 1986.
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quired frequencies.

Because the data frequencies in floppy disks are so low,
designers sometimes build digital PLL circuits that are
tunable to different frequencies. Another technique is to
change the disk’s rotation speed and to operate the PLL at
one frequency. Unfortunately, since it takes so long for
the rotation speed to change, the disk I/O rate is affected.

Head-flying characteristics make it undesirable to alter
the motor speed of Winchester disk drives. In addition,
with constant-speed ST-506 drives (the specification for
most of the new 5!/s in. Winchester disks), this technique
cannot be used. As a result, constant-density recording
has been used more extensively in floppy drives than in
Winchesters.

Constant-density recording can be included only in a
disk controller with disk drives that do not have a built-in
data separator. Unless that type of recording is installed
by the drive manufacturer, it is not easily applied to en-
hanced small device interface (ESDI) or storage module
device (SMD) disks. Accordingly, only ST-506 interface-
compatible Winchester and floppy drives can easily use
such a circuit, because the disk controllers on those drives
include the data separator circuit. SCSI-compatible disk
drives with the entire disk controller built onto the drive,
including the data separator, can also take advantage of
this circuit.

The read-channel circuits, with their narrow frequency
range, may not have the bandwidth necessary to handle
the higher frequency requirements of constant-density
recording. For example, the ST-506 interface requires
operation at only 5 MHz, and constant-density recording
may push the data frequency up to 8 MHz or more. For-
tunately, the technology being used in many Winchester
disks today is sufficiently advanced to support those fre-
quencies.

Since the flying heads in Winchester drives are opti-
mized for a particular height of operation, using constant-
density recording with them may pose a problem. Toward

the outer edge of the disk, the data density is higher than
with constant-angular velocity recording. When
constant-density recording is employed, the read-write
heads tend to fly higher because of the design of the air
bearing, reducing their data recording density capability.
Moreover, the manner in which the oxide magnetic
medium is sputtered onto the disks causes the coating to
be thinner at the outer tracks. This also may affect the
ability of the disk to store the higher data density.

CONSTANT-DENSITY CLOCK GENERATOR

A complete disk controller circuit for constant-density
recording requires only a few chips, with the Am9580A
hard disk controller (HDC) and the data disk separator
forming the controller’s core (Fig. 2). Fewer than 12 ICs
are required to build a complete Winchester controller
that fits onto a half-size IBM PC AT peripheral card. The
system interface requires eight additional ICs at most,
mostly data and address transceivers.

To overcome the limitations of previous techniques, the
data-separator circuit must operate at the various record-
ing frequencies needed for constant-density recording.
The first critical element in such a design is the PLL syn-
chronizing the data read from the disk. It must operate at
several different frequencies without a complex set of ex-
ternal analog components. Since most PLLs operate at
one frequency with those analog components, the
multiple-frequency requirement calls for some form of
analog multiplexer to connect those different components
to the PLL. The separator chip includes a PLL that oper-
ates at different frequencies without using any external
analog components.

The PLL in the separator operates at any frequency be-
tween 4 and 16 MHz for Winchester disks, and from 125
kHz to 1 MHz for floppy-disk drives, with no external
components that depend on frequency. The user supplies
only a reference input clock and must wait less than 3 ms
to allow the PLL to stabilize at the new frequency.

Instead of requiring a com-

Outer track

Unequal

plex and expensive variable-
frequency analog reference
clock generator, this constant-
density recording circuit in-
cludes a digital clock-generator
circuit, the Am2971 pro-
:rr‘:cekr grammable event generator

(PEG) chip (Fig. 3). The chip,
a general-purpose timing de-
vice, acts as a programmable
timing and waveform gener-
ator. It digitally synthesizes

Equal length

(b)

1. In constant-angular velocity recording, the physical size of the data bits on
the inner tracks is smaller than those on the outer tracks (a). With constant-
density recording, data on all tracks has the same density (b). Overaill,
constant-density recording boosts disk capacity by up to 35%.

multiple waveforms, with up to
32 10-ns segments. A total of 12
programmable output pins are
available. Even with such a ver-
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satile clock generator, the number of clock frequencies
must be reduced to a manageable number.

Rather than each track having a slightly different
recording frequency, the disk surface is divided into
recording zones. Each zone consists of a group of tracks,
with every track in that zone recorded at the same fre-
quency. Although the density of each track is extended as
its track radius increases, the change in physical data
space as the read-write heads move from one track to the
next is relatively small. The change is only about 0.1 to 1%
of the track capacity.

Disk controllers and computers organize data on a disk
track in data blocks, or sectors, each containing 256 bytes
or more of data. Any gain in stored data that is less than a
full sector cannot be used. A useful simplification is to di-
vide the disk surface into zones (groups of contiguous
tracks). That supplies enough additional space to let the
disk controller add one or more new sectors to each track
in the zone. This zoning technique dramatically reduces
the number of required frequencies to only a few (usually
eight or less).

In this application, the surface of the disk is divided into
four equal zones. Assuming that the innermost zone (zone
0) operates at 5 MHz, all other zones will be changed in
frequency according to the greater recording space avail-
able in the outer zones. The highest allowable frequency
for each zone is proportional to its radius. This design op-
timizes the density improvement by approaching the
highest allowable zone data-recording frequencies as
closely as possible.

Several restrictions were imposed on this design to sim-
plify the circuit and to limit costs. One limits the max-
imum operating frequency of the clock-generator circuit.
Although the frequency-generator chip operates
internally at frequencies up to 100 MHz, the external
crystal frequency was limited to 20 MHz. A clock multi-
plier in the chip allows internal operation to reach 100
MHz. The problems of high-frequency operation are
solved within the PEG chip, including timing skew prob-
lems between signals.

In this application, a 7-MHz crystal frequency creates
a 35-MHz operating frequency in the frequency-
generator chip. Correctly programming the chip’s out-
puts generates clock waveforms at frequencies that closely
approach the theoretical maximums for each recording
zone. The large frequency range of the frequency-
generator chip gives the user great flexibility in choosing
an operating frequency up to 70 MHz.

Within the maximum 32-step sequence of the fre-
quency-generator chip, four different waveforms can be
programmed into the TO output (Fig. 4). From this pin,
depending on the zone selected, one of the four waveforms
can be selected. Those waveforms are generated by a
PROM sequencer with up to 12 programmable outputs
that can be set at either a 1 or a 0. In this application, four

different sequences are programmed into the address se-
quencer of the PEG. Once the PEG chip is locked into one
of the four sequences, it will continue until interrupted or
halted. Accordingly, as the PEG chip steps through one of
the four sequences, it supplies a constant-frequency clock
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2. When using the Am9580A hard disk controller
and the Am9582 disk data separator as a core, all
the chips required for a Winchester drive fit on a
half-size IBM PC peripheral card.
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3. A variable-frequency generator chip (Am2971)
supplies programmable output frequencies. Those
outputs are digitally synthesized and referenced
to a crystal oscillator. They are programmed by
selecting the appropriate input lines.
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signal output.

This design automatically allows a choice for either
floppy disks or Winchester devices. When the disk con-
troller tells the disk data separator that a floppy drive has
been selected, an internal clock divider changes the refer-
ence input frequency to meet the operating frequencies of
the floppy drive. Some changes, however, may be re-
quired to the frequency generator chip’s internal pro-
gramming because individual floppy drives operate at dif-
ferent frequencies.

Besides the Am2971 chip, the user must supply three
bits of a parallel output port. Three signals, Enable, Z0,
and Z1 operate the constant-density recording circuit.
The Z0 and Z1 pins select the correct zone frequency, and
the Enable signal shows when the zone selection signals
are valid and enable the clock generator logic.

SOFTWARE CONSIDERATIONS

Dividing the disk surface into several zones does im-
pose some restrictions on the normal operation of the disk
drives. The computer operating system must be made
aware of the various storage capacities of the different
tracks. As a result, before performing a disk I/O oper-
ation, the disk device driver software must set up the
proper zone value on the zone-selection port and adjust
the disk controller parameters to the proper sector count
per track in the disk controller.

Moreover, the disk operation must be checked to en-
sure that it does not change zones. Disk controllers such as
the Am9580A can process up to 256 sectors in one com-
mand, spanning multiple tracks and heads. If the disk I/O
operation crosses a zone boundary, the disk command
must be broken into two separate commands. This allows
the system microprocessor to change the zone values be-
tween the commands. The likelihood of that occurrence
can be reduced by modifying the computer’s file system to
avoid creating files that straddle the zone boundaries.

Several other restrictions occur in a constant-density
system, including zone changes that require PLL sta-
bilizing time, and continuous alteration of the disk con-
troller operating parameters. Changing zones and, there-
fore, the operating frequency in a constant-density
recording design requires that the PLL in the data sepa-
rator be stabilized at the zone frequency. This usually
takes about 1 to 5 ms.

The greater the difference between the previous oper-
ating frequency and the new zone frequency, the greater
the stabilizing time. In many disk controller systems the
amount of time required to continuously update the pa-
rameters is insignificant. All that is required is some addi-
tional software.

The PLL in the Am9582 requires substantially less
than 3 ms (worst case) to change frequencies. To prevent
the disk I/O time from being affected by this switching
time, the control software should always set the new zone
operating frequency prior to performing a “seek” (or
read-write head movement) to a new zone track. Since the
mechanical seek time on most disk drives is much longer
than 3 ms, the PLL stabilization time should not actually
affect the disk I/O functions of the controller. The con-
troller designer should check that this PLL stabilization
time requirement is met for the drive’s different uses.O

Mark S. Young is a product planning section manager
at AMD. His responsibilities include preparing speci-
fications for and designing microprocessor peripheral
chips. Young received a BA in computer science from
the University of California, Berkeley.
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4. The digital clock synthesizer generates four different clock waveforms. Each waveform is repeated
within each zone. The 35-MHz clock frequency comes from the crystal oscillator.
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CONTROLLERS WRING
PEAK PERFORMANCE
OUT OF DISK DRIVES

Elevator sorting, disk cache, and random data storage
techniques, implemented with the help of advanced disk
controllers, minimize performance limitations due to head

positioning time.

by Mark S. Young

Today’s disk subsystems provide large amounts of
memory and fast access with minimal cost, at levels
designers could only dream about a few years ago.
Continual increases in track and linear bit density—
and, as a result, in transfer speeds—combine with
decreases in access times to improve performance of
disk products. Disk controllers and operating systems
have also enjoyed steady gains that increase speed.
Improvements in processor speeds, however, have led
system integrators to demand still higher throughputs.

Yet, several design techniques can still yield better
overall data throughput. Typical disk drives require
between 90 and 30 ms for a seek operation. Since
the read/write head positioning, or seek, consumes
the most time in a disk I/0O operation, controller and
operating system designers have focused their efforts
there.

In a multidrive system, controller design can
change the sequential series of disk access operations
into parallel ones. A typical 5%-in. Winchester, using
the STS506 interface, can accept head movement
pulses about once every 10 ms (1 pulse means to move

Mark S. Young is a product planning engineer at
Advanced Micro Devices (Sunnyvale, Calif). He
holds a BA in computer science from the University
of California at Berkeley.

the read/write heads from one track to the next). A
read/write head requires up to 3 ms to move from
track to track, depending on how far it has to move.
Most small Winchester disks do not require selection
while read/write head positioning is taking place.
After the controller issues a complete head movement
command, therefore, it can turn its attention to
another drive while the positioning operation occurs.

Optimizing seek operations

To execute disk operations on different drives
more or less in parallel, the controller looks at mul-
tiple disk commands from the system and isolates
the commands to the different drives. After deter-
mining the operations that are required, the con-
troller issues necessary commands to the drive. It
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then processes another drive’s seek operations while
waiting for the current drive’s command to be com-
pleted. Average access time to all the disks is substan-
tially improved. In a four-drive system, this could
be a gain of as much as 400 percent.

The success of seek-overlap operations, as these
parallel seek operations are called, depends on ran-
dom disk file request. If the computer’s operating
system tends to access files on a single disk consis-
tently (in a multidrive system), then seek-overlap has
little advantage. Maximum benefit is gained when
files are stored on a randomly chosen disk. In some
Unix operating systems, for example, the disk file
manager randomly selects a disk on which to store
a newly created file. This ensures the disk controller
will receive 1/0 access requests that are distributed
among the various drives.

Since files are not usually accessed in a truly ran-
dom manner, the randomizing technique may re-
quire adjustments. By keeping track of all file
accesses over a certain period, the operating system
can redistribute the files among different disks.
Although extra disk accesses and additional compu-
tation overhead are required, access time improve-
ment can be significant in a heavily loaded system.

Another technique, called elevator accessing, can
also reduce the average seek time. This technique
sorts track access operations into two groups: seeks

that move steadily toward the disk spindle (towards
the inner tracks) and those that move steadily away
from the spindle (towards the outer tracks). In this
grouping, each successive access is in the same direc-
tion. The read/write heads move first in one direc-
tion and then the other, accessing requested data as
they go. This eliminates back and forth motions of
the head. The sorting function generally is handled
by either the disk file controller or the computer’s
operating system.

A typical series of disk seek requests, if executed
as received, might require a total seek distance of
some 556 tracks. Sorting the incoming requests
numerically could reduce this to about 283 tracks—a
50 percent reduction in seek distance and time.

File dependencies, however, mean full perfor-
mance benefits cannot always be gained from opti-
mal elevator sorting. If one request requires a write
operation on a track and a later operation requires
aread, the elevator sort must maintain the correct
sequence of events. Such file dependencies can be
controlled by designating which accesses must occur
first in multiple data requests from the same file.
One method is to time stamp disk access requests
and always give priority to the request with the
earliest time.

The elevator sorting algorithm, like seek-overlap
operations, will only work if the controller can queue



commands long before they will be needed. The
stacked command structure is a commonly used tech-
nique that supports these functions. An area in sys-
tem memory is used to store disk I/O commands,
usually one command per drive. The controller can
easily initiate a primitive seek-overlap algorithm by
allowing up to four disks to have commands pend-
ing. Elevator sorting must be performed in the file
manager or a separate disk I/0 processor. To guaran-
tee continuous use of the controller, the file manager
must also update the command structure whenever
a disk is free. A disadvantage of the stacked com-
mand structure is that operating system intervention
is required each time a disk I/O command is com-
pleted. Thus the controller would introduce extra
CPU overhead.

The linked list command chain offers a more flex-
ible command structure. A disk command chain, cre-
ated using disk command blocks (I/0 parameter
blocks), is placed either in consecutive memory loca-
tions or is strung together as a linked-list data struc-
ture. Although this structure imposes some extra
overhead, such as pointers to commands in the list,
it maximizes system flexibility when integrating the
disk controller with the operating system.

Zero-interleaved data transfers
improve data 1/0 operations, as
well as speed disk access times.

The operating system creates the command struc-
ture and the disk controller executes it. The linked-
list structure allows IOPBs to be placed in the
command chain well before execution without impos-
ing size limitations. Since a queue of disk /0 com-
mands is available to the disk controller, it simplifies
the implementation of a seek-overlap function in the
disk controller.

Moreover, it allows the disk controller to start
searching the command list for the command that
starts the next seek as soon as one 1/0O operation
finishes. This keeps the drive constantly busy with-
out system intervention. The linked-list structure also
speeds execution of the elevator access algorithm.
Because the operating system can create the com-
mands and then sort the seeks without moving com-
mands around in system memory, only the link
pointers have to be altered.

Disk 1/0 operations can also be improved by con-
tinuously transfering data to and from a track. This
method, called zero-interleaved data transfers, se-
quentially accesses physical sectors on the disk.
Many controller designs require sectors on a track
to be interleaved. Interleaving calls for specific

amounts of physical space between logically adjacent
track sectors. It also provides time between process-
ing of the data to (or from) the disk and the arrival
of the next desired sector on the track.

Data buffering and high speed control capability
can eliminate the need for interleaving. One method
uses first in, first out buffers to allow zero-inter-
leaved operations. FIFOs, howevey, are limited in
size and allow underflow/overflow. A number of
simple, low performance system FIFOs in various
sizes (8, 32, or 128 bytes) are used in VLSI controllers
to minimize hardware costs, while still allowing zero-
interleaved transfers.

Alternate data transfer methods

Another method uses a pair of sector or toggle
buffers. This allows disk data to fill or empty one
buffer while the system empties or fills the other.
Continuous data transfer is provided by switching
buffers at the correct time. System memory can be
completely decoupled from the disk drives, since all
disk data from one transfer is contained in one of
two buffers. Toggle buffers also prevent data under-
flows/overflows and allow on-controller correction
of data errors.

A dual-ported RAM can also implement the buf-
fering needed to perform zero-interleaved operation.
These RAMs are expensive, and require close coordi-
nation of timing control and addressing. A track
buffer can hold all data from a single disk track.
This RAM, however, should be designed as a vari-
ation of the dual-ported RAM to ensure continuous
throughput between the disk and the system.

Whatever method is used, the zero-interleaved
operation significantly improves disk access times.
A typical Winchester disk rotates at 3600 rpm, re-
quiring about 16.6 ms per revolution. With a con-
troller interleaving of degree five on each track
(logically adjacent sectors are physically separated
by five sectors), at least six revolutions (or 100 ms)
are required to read or write data to an entire track.
This actual data transfer time, when added to the
time required to move the read/write heads to a track
(80 to 90 ms), results in a total I/O access time that
is twice that using zero interleaving.

A variation of zero-interleaved transfers, a tech-
nique called ‘‘nonsequential’’ sector access, further
boosts overall performance. Data is stored on the
disk tracks in blocks called sectors. These sectors are
logically accessed in a sequential manner for all multi-
sector operations (ie, a controller first accesses the
sector numbered A, then A+ 1, A +2, etc). A nor-
mal controller logically accesses several consecutive
sectors on a track, by searching for the first desired
logical sector and reading or writing data from (and
to) subsequent sequential sectors.



Statistically, however, the controller will miss the
desired first sector half of the time. This means that
about half the amount of time a rotation takes must
be added to the ““‘access’’ time of every new track
operation. This delay, about 8 ms on 5 1/4-in. Win-
chesters, is called ‘‘rotational latency’’ time. On fast
disk drives (with average access time of 30 ms), rota-
tional latency can increase the average access time
of the disk by about 15 percent (ie, 30 ms for seeking,
16 ms for read/write, and 8 ms for rotational latency).

The nonsequential sector access method minimizes
rotational latency by accessing the requested sectors
in whatever order they are found. As soon as any
desired sector (A, A+ 1, A+2, etc) is located, the
disk controller performs the necessary I/0 operation
on that sector. Thus, the maximum time necessary
to access any amount of data is no more than that
required for one rotation of the disk plus one sector.
The nonsequential access method is implemented by
using a track buffer to hold the contents of the track
during I/0 operations. The controller, however, re-
quires extra hardware for the logic necessary to
recognize when a desired sector passes under the
read/write heads.

Boosting disk performance

A disk data cache provides an increasingly com-
mon method of boosting disk performance. Disk
cache functions are much like those of caches used
for CPUs. As data is read or written from or to the
disks, copies are stored in the cache. If the operating
system later requests the same data, the data can be
taken from cache instead of from disk. Disk caching
boosts disk I/0 performance from two to nine times
because head positioning delays are not involved.
Since cache is not disk dependent, slow, low cost
disks can be used with a cache controller to give per-
formance approaching that of expensive, high perfor-
mance drives.

Disk caching can be done either by using the oper-
ating system, or by building a dedicated cache con-
troller. Having the operating system handle cache
requires cache management software and reduces
system memory space (since it must be allocated to
the cache buffers). The other popular method of
implementing disk caching is through dedicated
cache controller hardware. This involves adding
RAM, a cache manager (usually a microprocessor
and ROM), software, some form of interface to the
operating system, and the disk controller.

With this method, whenever a disk I/0 request
is initiated by the operating system, it is sent to the
cache controller instead of to the disk controller. If
the requested data is in the cache, it is passed to the
system without disk controller intervention. If the
data is not in the cache, the cache controller passes
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the command to the disk controller. When the data
is returned from the disk, the cache controller makes
a copy of the data and puts it in cache as it is sent
to the system.

Organization of files on a disk can also affect the
access time. Normally, all read/write heads on a
head assembly are positioned on the same track,
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Certain file organizations can improve disk access
times. Contiguous allocation allows file data to be
stored compactly and retrieved quickly on the disk,
but suffers from space allocation and garbage
-collection problems (a).: Linked-list allocation

introduces extra overhead, speed problems, and
vulnerability to file damage. Moreover, it does not =
allow random Tile data access (b). The indexed ;
allocation scheme, widely used in Unix systems, i
overcomes most of the problems in a and b, but has:
some speed trouble, extra complexity, and can :

although they are on different surfaces. Operating
systems can allocate multiple tracks for file storage
on either the same or multiple surfaces. A preferred
strategy is to switch read/write heads until a partic-
ular track on all surfaces is used before moving the
read/write heads to another track. This is the fastest
method, since the time required to switch from one

read/write head to another usually requires only
microseconds, while changing tracks requires sev-
eral milliseconds.

A recurring problem with many disk-based operat-
ing systems is file fragmentation, which occurs when
files are updated (ie, increased or decreased in size).
One reason for the popularity of the Berkeley ver-
sion of Unix (4.2 BSD) is its use of an improved file
management system to increase file access speed and
reduce fragmentation.

Files are stored on disks using either linear (con-
tinuous), linked-list allocation, or indexed allocation.
The linear method stores files in single, contiguous
blocks on the disk, minimizing the time needed to
read the files. To increase or decrease file size, data
must be moved to another area on the disk that is
equal to or greater than the new file. Because files
are allocated randomly, free space is broken into a
large number of pieces. Frequent compaction is re-
quired to maximize the disk’s storage capacity,
usually at a great cost in disk processing time.

The linked-list file structure incorporates a pointer
in each sector to indicate the next sector belonging
to the file. Fragmentation is avoided because every
sector on the disk can be used in disk files. Despite
the advantages of using complete disk space and the
flexibility in allocating space, the linked structure re-
quires extra overhead in each sector for the pointers.
The structure is also more vulnerable to damage; if
the link in one sector is damaged, the rest of the file
is lost. The operating system’s inability to make
direct accesses into the file is also a shortcoming.

The indexed allocation method uses a pointer table
built into the beginning of the sector to define all sec-
tors in the file. This method, like the linked list,
minimizes fragmentation on the disk because all sec-
tors can be used and direct access is allowed. The
space required for the file pointer table, however, is
usually fixed at file creation and must serve for the
life of the file. Since estimating the table size is usually
difficult, overestimation is the rule, costing storage
space. The space required for the table frequently ex-
ceeds that used for the linked-list method. And unless
the index tables are kept in the controller, the ele-
vator sort algorithm cannot be properly exploited.

Programmable features in modern disk controllers
combine the best features of all three file storage
methods while minimizing their disadvantages. Keep-
ing the different file techniques distinct from one
another presents the biggest problem when methods
are combined. An advanced controller, such as the
Am9580, provides ability to flag individual sectors,
allowing the sectors to determine how they are being
used. For example, a combination of the linear
method with the linked-list file allows allocation of
a single block of memory when the file is created.



But it still allows sectors to be added without result-

ing in fragmentation or excessive file movement.
Ondisk file caching also boosts overall disk/system

throughput. This method stores frequently used files

in the most rapidly accessible part of the disk. Nor-
mally, files are stored on the disk randomly (based
on such things as space requirements and partition-
ing of the disk data space).

Second-generation VLSI disk controllers

A primary requirement of second generation VLSI
disk controllers is maximum disk and system per-
formance. The Am9580 hard disk controller’s dual-
buffer architecture with integrated DMA controller
boosts disk system performance in two ways. First,
it fully decouples the disk serial interface (up to 16
Mbits/s) from the system bus. This allows the system
to operate without being tied into the peculiarities
of the disk timings. Second, it provides efficient
data transfers and cuts software overhead. The
DMA controller can transfer data at rates up to 5
Mbytes/s and supports 8- or 16-bit interfaces. Pro-
grammable bus throttling regulates bus activity of
the hard disk controller on the system bus.

Another facet of second generation disk con-
trollers is the large amount of integrated software.
The Am9580 has two different microengines operat-
ing in parallel and executing specialized disk data
control algorithms. One of the microengines, the
data format controller, handles all the serial transfer
of data to and from the disk.

In addition to performing track formatting and
sector reads and writes, it handles special data
recovery algorithms, and floppy or Winchester disk
formats. The second microcontroller, the command
sequencer, is responsible for interpreting the 16
different disk commands, coordinating DMA activ-
ity, and handling the disk control interface. Com-
mand, status, and data transfers are handled by the

controller with minimal CPU intervention. The hard
disk controller uses a linked-list command struc-
ture. Command blocks (called I/O parameter blocks)
are set up as a linked list in system memory. The
disk controller automatically fetches and executes
the commands without additional CPU overhead.
Data transfers between the disk and system are
handled by the onboard DMA controller. An addi-
tional control structure, called data map, allows the
Am9580 to break up or combine data scattered
throughout system memory and collect it into con-
tiguous blocks.

Status result information is stored in a specially
designated area of system memory called the sta-
tus result area. Errors resulting from abnormial disk
behavior are reported to the system in the status
result area along with an identification code that
describes which command caused the error. Users
can program how the controller will handle errors
and when it will abort a command.

Finally, the Am9580 supports several different
disk drive control interfaces. The industry standard
ST506 Winchester interface is fully implemented.
For floppy drives, a floppy-like control interface is
supported. To accommodate custom disk inter-
faces, a special programmable option allows differ-
ent portions of the disk control interface to be
selectively disabled. This allows the user to imple-
ment (externally) any desired control interface.




Optimal disk access is achieved, however, by cen-
tering read/write heads around the middle tracks on
the platter because the average distance to any loca-
tion (assuming random disk 1/0 requests) is mini-
mized. To ensure this happens, the disk file manager
must keep track of how frequently different files on
the disk are accessed. Then the file manager must
rearrange the files so those most frequently accessed
are located on the center tracks. In paged virtual
memory systems, spare data blocks allocated on the
center tracks should be used to accommodate data
that is constantly being swapped in and out of sys-
tem memory.

Ondisk caching can be put into the operating sys-
tem’s normal disk 1/0 routines without degrading
system throughput. During medium and high system
load periods, the operating system should only sta-
tistically track disk 1/0. Periods of low use (about
25 percent or less) can then be used by the disk sort-
ing routines to move files around (based on current
statistics) and to clean up fragmented files and put
them into linear blocks. These routines would move
least recently used files to outer or inner tracks, and
migrate more frequently used files to center tracks.

Special options would allow the operating system
designer to force certain files to middle tracks or pre-

vent the ondisk caching routines from moving them.
Since many systems have long periods of low load-
ing, daily updates of the ondisk cache would not de-
grade users’ response time. Thus, overall throughput
of the disk drives would increase without any system
overhead that is visible to the user.

Disk controllers employing these techniques are
not simple systems based on one or two VLSI chips.
Instead, the disk controller is built up around power-
ful disk controller ICs, such as the Am9580 con-
troller and the Am9582 disk data separator, and
supported by a microprocessor, random logic, RAM
(large amounts for caching), and ROM to contain
all the necessary software algorithms. Although
single-user, single-tasking microcomputers do use
these techniques, newer machines and Unix-based
systems require very high performance disk systems
to perform adequately in most multi-user, multi-
tasking environments.
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PLDs implement

encoder/decoder
for disk drives

By using software to define programmable
logic devices as run-length-limited encode/
decode systems, you can design disk-drive
systems that have 50% more data-storage
capacity than drives that implement the
MEM code.

Arthur Khu and Rudy Sterner,
Advanced Micro Devices Inc

When you're designing a disk-drive system, you can
implement run-length-limited (RLL) 2,7 encoding/de-
coding circuitry in your design by using only three
programmable-logic devices (PLDs) and two shift reg-
isters. You design the encoder and decoder as state
machines and use the timing diagrams to determine
what the timing and control signals must be.

To create a disk controller with encoding/decoding
features, you can use three AmPAL22V10 PLDs and a
disk controller such as the Am9580/Am9582 chip set
(Fig 1). The Am9580 hard-disk controller and the
Am9582 disk-data separator perform all the general
disk-control functions. The PLDs have appropriate
architectures for implementing the encoding and decod-
ing state machines. Further, you can reprogram the
PLDs to implement higher density ratios for data
encoding, and you can increase your system’s speed
simply by using faster PLDs.

An RLL code is a code in which the number of zeros
between ones—the run length—is definite. The “2,7”

designation means that the code for the binary data
string has at least two and at most seven zeros separat-
ing the ones. RLL codes increase the density of data
stored on a disk by reducing the number of recorded
pulses (ones) necessary to represent a given amount of
data. This reduction allows the disk-drive circuitry to
pack the ones closer together, increasing the amount of
data on the disk.

In comparison with the (de facto) industry-standard
approach, MFM, the RLL 2,7 code increases by 50%
the amount of data you can store on a disk drive (see
box, “RLL 2,7 code vs MFM code”). In addition, RLL

conTaoLieR | contRoL
1T 1loscoma ]
il ISEPARATOR

CONTROL
cpu

Fig 1—A complete disk controller requires only two VLSI ICs, a
PLD-based encoding/decoding system, and a drive interface. The
hard-disk controller and the disk-data separator provide generic
disk-drive control, and the PLDs provide RLL 2,7 encoding and
decoding, which increases disk storage capacity.




TABLE 1 — RLL 2,7 CODING RULES

DATA | 2,7 CODE
10 1000

1" 0100

000 100100
010 001000°
o1 000100
0010 | 00001000
0011 | 00100100

2,7 decoding circuitry recovers quickly from code-de-
tection errors.

As Table 1 shows, RLL 2,7 encoding circuitry trans-
lates seven data strings into 2,7 code. You can break
any binary non-return-to-zero (NRZ) data string into
combinations of the seven data strings. To obtain the

decoded data string, the circuitry matches the 2,7 code
patterns with the seven 2,7 code strings in Table 1.
Because 2,7 code strings have variable lengths (they
can be 2, 3, or 4 bits long), your design will need control
logic that controls the output from the encoder/decoder
as translation takes place. Encoding and decoding state
machines (Figs 2 and 3) implement this control logic
from the code in Table 1 (see box, “Convert RLL 2,7
code to a state machine”). The encoding state machine

DATA BIT.0

AMC~-IF ADDESS MARK . .
00 SIGNAL T
2,7 CODE PRODUCED

2:-BIT LOOK-AHEAD

‘ -,;anﬁmmswm y . SHIFT IN'A NEW BIT
'} . BEFORE GOING TO' 'BEFORE GOING TO

_SvoLET . CYCLET,
00 00

‘0

data string 00101100 (b) d trate how the encod

(look-ahead) bits.

Fig 2—The encoder state machine (a) describes the translation of input data into RLL 2,7 code. The first two cycles in the encoding of the
determines the correct code by examining both the bit to be encoded and the next two
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During decoding, civcuitry matches the
RLL 2,7 code patterns with the seven RLL
2,7 code strings to obtain the corresponding
decoded data string.

produces two 2,7 code bits for each data bit received. od, which requires suspended operation during encod-
The decoding state machine, on the other hand, pro- ing and decoding.

duces one data bit for every two bits of 2,7 code. The You can implement both of these encoding/decoding
clocking scheme in these encoding/decoding state ma- 2,7 state machines with one PLD device (IC,) and two
chines is simpler than the familiar table-look-up meth- shift registers (INREG and OUTREG) (Fig 4). To

KEY:
2 CODE BITS TO DECODE
10(00}=-2-CODE-BIT LOOK-AHEAD
~—DECODED DATABIT
00 <=2 CODE BITS TO
0. DECODE; NO NEED
FOR LOOK-AHEAD
DECODED. DATA BIT
00+—2 CODE BITS TO DECODE
AMF +~AGTIVATE ADDRESS-
MARK-FOUND SIGN
® NOTE: STATES 0, 3, 5, AND 6 ARE USED WHEN DETECTING ADDRESS MARKS
TO DECODE 00100010 . . .
DECODE CYCLE . s s S
O ——
2CODE BITS TO DECODE 2 CODE BITS TO-DECODE . | 2 cope errs To pecooe|
CONTI ‘ SERIAL SERIAL SERIAL .. SERIAL' :
gontknTe " ouT (o] of1]o}e SER ouT 1 Jofof ot jofo] ifo]
o A SN 2.CODE-BIT LOOK-AHEAD 2-CODE-BIT LOOK-AHEAD
INREG
SHIFT IN TWO NEW CODE SHIFT IN TWO NEW CODE
BITS BEFORE GOING ; BITS BEFORE GOING
TO CYCLE S TO CYGLE S
. .DECODED DATA .} = ) )
BIT TO LOAD ‘ 0 8 Ly
INTO OUTREG
NEXT : ‘
) STATE 3 , 2

Fig 3—This decoder state machine (a) represents the translation of RLL 2,7 code into an output data stream. To determine the correct output
data, the decoder examines four code bits—two bits to be decoded and two look-ahead bits, as shown in the example in b.
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Because the RLL 2,7 code contains two bits
for every one bit of data, the timing cir-
cuitry divides the cock signal for the coded
data, producing a data clock.

synchronize the encoder/decoder with the hard-disk
controller, you use two other PLDs (IC; and IC;) to
provide clock-generation and address-mark-control
logic. IC, is a AmPAL22V10, which has sufficient
capacity to implement the two state machines. IC,, also
an AmPAL22V10, utilizes the PLD’s large capacity and
programmable output cells to implement the address-
mark-control circuitry. An AmPAL16HDS8 (IC;), which
is sufficient for implementing the clock circuitry and the
random logic, completes the design.

To understand the state-machine implementation of
the RLL 2,7 encoder, consider the state machine in Fig

2. The encoding state machine begins in state zero; the
first four bits of the data to be encoded are in the shift
register INREG. For the data stream in the figure, the
encoder, beginning in the first cycle (T,) reads the first
bit in the stream as 0 and sees that the next two bits
(the look-ahead bits) in INREG are 0 and 1, respective-
ly. According to the state diagram, the encoder pro-
duces a 00 output because, as Table 1 shows, input data
starting with 001 translates to a character string that
starts with 00. The encoder then enters state 2, shifts
the encoded 0 out of INREG, and shifts in the next
(fifth) bit of the data to be encoded.

pears as a change in flux (repre- L

senting a one) or as no change in
flux (representing a zero). Be-

RLL 2,7 code vs MFM code
Although the RLL 2,7 and MFM
coding methods can both in- DATA: 1100110011
crease a disk drive’s capacity, Ew
RLL 2,7 code is more compact. I _1 1 0Co H oco 1 ;__
A disk drive that implements | — - >
the RLL 2,7 code can, therefore, = :———'-'] S
stqre 50% more data than can a . M FLUX.
drive that implements the MFM C=CLOCK PULSE TRANSITION SPACING
COdC:; the magnetic medium in -~ CObE : 0100 081%31100 09160100 AuL27

o 1 0o 0 0 0 1 0o 0 t 0 0 O 0 1 0o 0 1t 0 O
the disk drive (hard-disk or flop-  — | ——
py-disk drives), binary data ap- — I | I

cause the disk density is limited 1
by the minimum distance be- T

tween flux transitions, the maxi-
mum data density depends on

how the data is encoded.

MFM is an RLL code with the
designation 1,3;1,2;1. RLL 2,7
code (its full designation is
2,7;1,2;3) allows a minimum of
two zeros between each one, and
MFM code allows a minimum of
one zero. RLL 2,7 code can
store as much as 50% more data
in a given number of flux
changes than can MFM code;
therefore, RLL 2,7 code can
store as much as 50% more data
on a given section of magnetic

Fig A—Data storage that’s 50% more dense is the principal advantage of RLL 2,7 code
over the de facto standard MFM code. Because it needs fewer transitions to describe
data, the RLL 2,7 code takes up only 67% of the disk storage space that MFM code

occupies.

medium.

Consider the example in Fig
A. The data stream 1100110011
is represented by eight transi-
tions in MFM code, and by five
transitions in RLL 2,7 code.
When the disk drive uses the
minimum distance between tran-
sitions to record the RLL 2,7

code, the RLL 2,7 code takes
67% of the space that the MFM
code takes, so it has space avail-
able to store 50% more data. In
most applications, the actual
storage increase is between 36%
and 40%, because some disk
space is reserved for sector and
data-field markers.

H-4




In the second cycle (T)) of the encoding process, the
encoder sees that the data bit is 0 and the two look-
ahead bits are 1 and 0, respectively. According to the
state diagram, when the encoder is in state 2 and sees
010, its output is 00. As before, the encoder then moves
to the next state (in this case, state 0) and shifts a new
bit into INREG. The rest of the encoding process
proceeds similarly.

The decoding process is similar to the encoding
process. The decoder, which is described as a state
machine (Fig 3), accepts two input bits in RLL 2,7
format and sees the next two coded bits as look-ahead
bits. In contrast to the encoder, the decoder produces
one output bit for every two input bits.

To implement this encoder and decoder circuitry with

PLDs, you can use PLD-design tools such as CUPL
from Personal CAD Systems Inc (San Jose, CA) and
Abel from Data I/O Corp (Redmond, WA). These
software tools include syntaxes that you can use to
describe state machines as well as general logic equa-
tions.

To control the rate at which IC, (in Fig 4) receives
data and code, IC; and IC; implement the timing signals
shown in Fig 5. Three signals (Read, Write, and
Code_Clock) from the hard-disk controller and disk-
data separator form the basis of the timing signals.

First, the timing circuitry produces a clock signal,
Rd_CIk, from the Code_Clock signal that originates at
the disk-data separator’s FDDAM output. Because the
RLL 2,7 code contains two bits for every one bit of

Am9582 < DRIVE CONTROL >
DISK-DATA DRIVE
SEPARATOR READ INTERFACE <:> DRIVE

WRITE
FDDAM = LOAD
RG WG
T OUTREG
1 CODEDATA [™4'BIT SHIFT REGISTER J
A
SHIFT_OUT j 1

E 7
6 AMC e > AMC

AmPAL22V10 < > AmPAL22V10
RLL27 COMPLT ADDRESS-MARK

|| avp  ENCODER/ __RD_CLK GENERATOR/

READ WRITE DECODER DETECTOR

VAN
14 ¢ ] /Y
| 4-BIT SHIFT REGISTER
A
r
AMF INREG
SHIFT_IN
DATA/CODE

Am9580
HARD-DISK
CONTROLLER ICs AD_CLK

AmPAL16HD8 AM_LATCH
< GLUE LOGIC ODE CLOCK
- CONTROL SIGNALS
CODE.CLOCK
_ < 2,7 CODE TO/FROM DRIVE INTERFACE
K __BINARY DAIA__ l
N v
AMC >
Fig 4—The encoding/decoding circuitry includes three PLDs. IC; impl, ts the ding and decoding state hi: IC, tors IC,

and provides special timing and input signals. ICs implements glue logic and timing signals.
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Before the disk-drive system can decode data
on the disk, it must synchronize itself with
the disk’s data clock to find out when the
data bits begin.

data, the timing circuitry divides the clock signal for
the coded data (Code_Clock), producing a data clock
signal, Rd_Clk. The timing circuitry then uses Code_—
Clock and Rd_Clk to control the timing of shift-
register control signals Shift_Out and Shift_In.

To obtain the equations you need to program the
PLDs, examine the timing diagrams. The timing dia-
grams show that the state-machine design requires
only a few timing signals to implement the controller.

Because the timing circuitry loads and shifts data
produced by IC,; at the points indicated on the timing
diagram in Fig 5, the only clock signal that IC, requires
to code or decode data in INREG is the Rd_Clk signal.

To control the transfer of data and code, the Shift_In
signal latches data or code into INREG, and the
Shift_Out signal controls the output of OUTREG. For
example, when encoding data, the encoder produces
two bits of code on each rising edge of Rd_Clk. Because

You can use a simple algorithmic
procedure to convert a code
table to an encoding state ma-
chine. For each row of the code
table, you create a simple 2-
state expression for the conver-
sion of the data into the code.
Then you combine the expres-
sions into one state machine for
the entire table.

For the code in Table 1 of the
accompanying article, you con-
sider each data bit and the asso-
ciated pair of bits of RLL 2,7
code. For example, the first row
of the table contains two data
bits: one, which is associated
with the code 10, and zero,
which is associated with the
code 00. The state machine for
this row begins in state zero
(which is arbitrarily assigned)
and changes state when it sees
that the first data bit is a one
and the next bit (the look-ahead
bit) is a zero. This change of
state, which appears graphically
in Fig Aa, results in the out-
put 10.

Note that the state machine
must evaluate the look-ahead
bit. If this bit is a one instead of
a zero, the input data will be 11,
-corresponding to the second row

~ of the table, so your state ma-
chine must generate a 01. For

Convert RLL 2,7 code to a state machine

START

DATATO  LOOK-

CODE ‘;T'TEAD 19
10 3
10

{
ALL 2,7 CODE
O )

(a) STATE TRANSITION FOR
2,7 DATA ROW 10

BY THIS STATE
MACHINE

(o) (o)
W\ % el @
1 10
00
3 O
(c) ENCODE DATA ROW 11 1

USING THE SAME PROCEDURE

(b) DATA ROW 10 IS
COMPLETELY CODED

START

(d) COMBINE THE STATE
MACHINES FOR DATA
ROWS 10 AND 11

Fig A—Creating a state machine from a code table is a 2-part process. First, you
create a simple state machine for each row in the table, and then you combine the state
machines into one state machine for the whole table.

this code table, no more than
two look-ahead bits are neces-
sary for encoding any data bit.

If the state machine is in state
one, and the input data is zero,
the state machine produces a 00
output and returns to state zero
(Fig Ab.) Note that the data bit
encoded in this state is the look-
ahead bit from the previous
state and that no look-ahead bit
is necessary for encoding be-
cause the zero is the last bit in
data row 10.

You use this procedure to cre-
ate state machines for the other
table rows as well. Fig Ac, for
example, contains the state ma-
chine for data row 11. Because
all the state machines have the
same beginning state (state
zero), you can combine them to
form the complete encoding
state machine. Furthermore, the
state machines may share other
states, as shown in the combina-
tion of the two data rows
(Fig Ad).
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the Load signal is high at the same time that Rd_Clk is
high, the bits are loaded into the shift register. Because
the frequency of Shift_Out is twice that of Rd_Clk,
Shift_Out shifts both encoded bits out before the next
encoded bits are loaded. Shift In presents the next
data bit to the encoder at the same time that the second
encoded bit is shifted out, starting the next encode
cycle.

Before the disk-drive system can decode data on the
disk, it must synchronize itself with the data clock from
the disk and find out when the data bits begin. To assist
the circuitry in synchronization and initialization, you
can place synchronization signals, as well as a marker
indicating the beginning of data, at the beginning of the
RLL code. When the RLL circuitry reads these pat-
terns, it’s ready to decode RLL data.

READ/DECODE
cooecoox [ LI LI LML
/DECODE TWO CODE BITS
RD_CLK
LOAD

~ L

SHIFT_OUT N\ N\ N

LOAD ONE DECODED DATA BIT

READ _|

/SHIFT IN TWO NEW CODE BITS

EpEpEpEpERERE N

INREG AND OUTREG LOAD WHEN LOAD AND SHIFT ARE HIGH;
THEY SHIFT WHEN LOAD IS LOW AND SHIFT IS HIGH

SHIFT_IN

LOGIC EQUATIONS:

LOAD = READ+WRITE*RD_CLK

HARD-DISK CONTROLLER

RD_CLK := /RD_CLK (A REGISTERED SIGNAL FROM ICz)
SHIFT_IN = READ*/CODE_CLOCK+WRITE*RD_CLK
SHIFT_OUT = READ*/RD_CLK+WRITE*CODE_CLOCK

CODE _CLOCK : CODE-RATE CLOCK SIGNAL FROM FDDAM PIN
ON Amg582 DISK-DATA SEPARATOR

READ,WRITE : READ/WRITE MODE SIGNALS FROM Am9580

RD_CLK : DATA-RATE CLOCK DERIVED FROM CODE_CLOCK
SHIFT_IN : COMBINATORIAL SIGNAL FROM IC2
SHIFT_OUT, LOAD : COMBINATORIAL SIGNALS FROM iCs

WRITE/ENCODE
cooeaox J LI LI LT L LT
/— ENCODE ONE DATA BIT
RD_CLK
wo LT LT LI
- LOAD 2.BIT CODE
SHIFT_OUT RERENEREREREE
N
SHIFT OUT SECOND BIT
ware  _J
SHIFT IN onergwmn{‘\‘
SHIFT_IN i |

Fig 5—The timing signals from IC; and IC; control the loading and shifting of code and data in the INREG and OUTREG registers. Note

that the clock and shifting signals for the coded bits have twice the frequency of those for the data bits, a situati

density ratio between code and data.

that corresponds to the 2:1
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If the decoder detects any pattern before it
detects the address marker, the civcuit vesets
stself and begins the initialization sequence
anew.

0 DETECTED CODE RECOVERS
AS 1-1 COMPLETELY
Eo | E1| E2 | Es | E4 [ Es [Es | Er | Eo | Eo
DATA 0 0 1 [} 1 0 0 0 1 1
CODE 00| 0of 10 00|10 ]o0o{00|10]01]00
ICODE
DETECTED| 00 | 00 { 1[1]j 00 { 10 | 00 {00 | 10| 01 | 00
IDECODED
" |DATA 0 0 00 1 0 0 0 1 1
ICURRENT | 0 3 0 0 3 2 0 3 0 4
INEXT 3jofolslafol3]o]4a]o0
 STATE OF b smar
DECODING ERROR
MACHINE RECOVERY

Fig 6—The ability to recover from an error is a useful feature of
RLL 2,7 code. An error at cycle E; results in incorrectly translated
data until the machine recovers fully.

The synchronization field comprises a series of pat-
terns that allow the phase-locked loop in the disk-data
separator to synchronize to the frequency of the incom-
ing data. These patterns represent the maximum fre-
quency input. For RLL 2,7 code, that input is 100100,
because this code has the fewest permissible zeros
between ones. Using the highest possible frequencies
minimizes the synchronization time, so the patterns are
completed quickly.

A marker that follows the synchronization field indi-
cates the beginning of data. This marker, the address
mark, must be distinet from all other code words. For
example, you can use a pattern that violates the code
rules, such as a string of zeros (this string is called “de
erase” because it removes all flux transitions from the
recording medium). Alternatively, you can use a pat-
tern that obeys the code rules but is not a defined code
pattern. In the examples in this article, the pattern
00000100 identifies the beginning of data. Although this
pattern is not a defined code word, it doesn’t violate the
RLL 2,7 code rules as long as it’s preceded by no more
than two zeros in a row.

‘When the 100100 pattern is synchronizing the circuit-
ry, the circuitry produces the Rd_Clk signal, which is
in phase with the pattern. In order for the decoder to
operate properly, the Rd_Clk signal must rise with the
first one in the pattern and fall with the second one.
However, because of the repetitive nature of the pat-
tern, the circuitry could produce a falling edge of
Rd_Clk on the first one in the pattern and a rising edge
on the second one, in which case the circuitry would not

be in synchronization with the beginning of the data.

The encoding circuitry resolves this synchronization
problem by inserting the pattern “0100” eight times
between the synchronization field and the address
mark. The phase-locked-loop system locks onto the
0100 pattern, and the Rd_Clk control circuitry in IC,
sets itself to decode the data correctly.

To put the synchronization and marker data into the
RLL 2,7 code on the disk, you must design the RLL 2,7
encoder to produce the signals. When the signal WG
(from the hard-disk controller IC;) goes high, the data is
encoded to all zeros. The encoder translates the zeros
as the synchronization pattern 100100, which is then
stored on disk.

Next, the address-mark-control (AMC) signal from
the hard-disk controller sets an internal latch in IC,,
producing the output Am_Latch, which forces IC; to
put ones in the INREG register. The encoding circuitry
codes the ones as the string 0100. After the eighth 0100
pattern, IC, sets the Complt signal high. On sensing
Complt, IC, writes the address mark.

The encoding circuitry must have the first four data
bits in INREG by the time the address mark is written.
IC, writes two patterns for the address mark. At the
start of the second address-mark pattern, IC, sets AMF
(Address Mark Found) High and resets Am_Latch low.
The assertion of AMF signals the hard-disk controller
to begin shifting data into INREG for encoding. Be-
cause four Rd_Clk cycles occur while the address-mark
pattern is being written, the first four bits are shifted
into INREG by the time the second address mark is
written.

The decoder circuit has two safeguards that prevent
it from identifying the address-mark pattern incorrect-
ly. First, the decoder must detect at least five 0100
patterns before it acknowledges the address-mark pat-
terns. Second, if it detects any pattern before it detects
the address mark, the circuit resets itself and begins
the initialization sequence.

IC; implements these two safeguards by monitoring
the RLL code that IC, decodes. When the hard-disk
controller asserts the RG and AMC signals, IC, sets
Complt and Am_Latch low. IC, sets Complt high when
it detects the fifth consecutive 0100 pattern, enabling
IC, to detect the address mark. If the input to IC, is
anything other than a 0100 pattern or an address mark,
IC; sets Complt low, and the initialization begins anew.

If IC, successfully detects the address-mark pattern,
it sets AMF high. The assertion of AMF causes IC; to
set Am_Latch high, thus enabling the output of OUT-
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REG to send decoded data to the hard-disk controller.
Am_Latch remains high as long as RG is high.

RLL 2,7 encoding also provides for error recovery.
Whenever a disk-drive system reads code from a disk,
the read/write heads or the transmission cables can
cause transmission errors. One of the properties of
RLL 2,7 code is that any single-bit error (for example, a
coded one detected as a zero) will correct itself after a
run of at most 16 correctly detected bits.

In short, whenever a 2-bit pattern doesn’t match any
of the expected patterns for a particular state of the
decoding circuitry, the decoding state machine returns
to state zero and generates a zero as a translation for
the erroneous code bits. Then the decoder shifts the
next two code bits into the INREG register and contin-
ues decoding from state zero.

In such cases, the decoding state machine can cor-
rectly decode coded data, but it may not recover
immediately upon returning to state zero. As Fig 6
shows, although the code bits that the decoder detects
may be valid, the decoded data is incorrect because the
error has forced that state machine into the wrong
state. In this example, the decoder doesn’t recover until
6 code bits later (in cycle E6), when it again falls into
the correct state and accurately decodes the data. EDN
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