
Risk Analysis 

A quantitative guide 

David Vose 

third edition 

John Wiley & Sons, Ltd 



Copyright O 2008 David Vose 

Published by John Wiley & Sons, Ltd, The Atrium, Southern Gate, Chichester, 
West Sussex, PO19 8SQ, England 

Telephone +44 (0)1243 779777 

Email (for orders and customer service enquiries): cs-books@wiley.co.uk 
Visit our Home Page on www.wileyeurope.com or www.wiley.com 

All Rights Reserved. No part of this publication may be reproduced, stored in a retrieval system or transmitted in any form or 
by any means, electronic, mechanical, photocopying, recording, scanning or otherwise, except under the terms of the Copyright, 
Designs and Patents Act 1988 or under the terms of a licence issued by the Copyright Licensing Agency Ltd, 90 Tottenham 
Court Road, London WIT 4LP, UK, without the permission in writing of the Publisher. Requests to the Publisher should be 
addressed to the Permissions Department, John Wiley & Sons Ltd, The Atrium, Southern Gate, Chichester, West Sussex PO19 
8SQ, England, or emailed to permreq@wiley.co.uk, or faxed to +44 (0)1243 770620. 

Designations used by companies to distinguish their products are often claimed as trademarks. All brand names and product 
names used in this book are trade names, service marks, trademarks or registered trademarks of their respective owners. The 
Publisher is not associated with any product or vendor mentioned in this book. 

This publication is designed to provide accurate and authoritative information in regard to the subject matter covered. It is sold 
on the understanding that the Publisher is not engaged in rendering professional services. If professional advice or other expert 
assistance is required, the services of a competent professional should be sought. 

Other Wiley Editorial Ofices 

John Wiley & Sons Inc., 11 1 River Street, Hoboken, NJ 07030, USA 

Jossey-Bass, 989 Market Street, San Francisco, CA 94103-1741, USA 

Wiley-VCH Verlag GmbH, Boschstr. 12, D-69469 Weinheim, Germany 

John Wiley & Sons Australia Ltd, 42 McDougall Street, Milton, Queensland 4064, Australia 

John Wiley & Sons (Asia) Pte Ltd, 2 Clementi Loop #02-01, Jin Xing Distripark, Singapore 129809 

John Wiley & Sons Canada Ltd, 6045 Freemont Blvd, Mississauga, Ontario, Canada, L5R 453 

Wiley also publishes its books in a variety of electronic formats. Some content that appears 
in print may not be available in electronic books. 

Library of Congress Cataloging-in-Publication Data 

Vose, David. 
Risk analysis : a quantitative guide / David Vose. - 3rd ed. 

p. cm. 
Includes bibliographical references and index. 
ISBN 978-0-470-51284-5 (cloth : alk. paper) 
1. Monte Carlo method. 2. Risk assessment-Mathematical models. I. 
Title. 
QA298.V67 2008 
658.4'0352 - dc22 

British Library Cataloguing in Publication Data 

A catalogue record for this book is available from the British Library 

ISBN: 978-0-470-51284-5 (H/B) 

Typeset in 10/12pt Times by Laserwords Private Limited, Chennai, India 
Printed and bound in Great Britain by Antony Rowe Ltd, Chippenham, Wiltshire 



Contents 

Preface 

Part 1 Introduction 

1 Why do a risk analysis? 
1.1 Moving on from "What If" Scenarios 
1.2 The Risk Analysis Process 
1.3 Risk Management Options 
1.4 Evaluating Risk Management Options 
1.5 Inefficiencies in Transferring Risks to Others 
1.6 Risk Registers 

2 Planning a risk analysis 
2.1 Questions and Motives 
2.2 Determine the Assumptions that are Acceptable or Required 
2.3 Time and Timing 
2.4 You'll Need a Good Risk Analyst or Team 

3 The quality of a risk analysis 
3.1 The Reasons Why a Risk Analysis can be Terrible 
3.2 Communicating the Quality of Data Used in a Risk Analysis 
3.3 Level of Criticality 
3.4 The Biggest Uncertainty in a Risk Analysis 
3.5 Iterate 

4 Choice of model structure 
4.1 Software Tools and the Models they Build 
4.2 Calculation Methods 
4.3 Uncertainty and Variability 
4.4 How Monte Carlo Simulation Works 
4.5 Simulation Modelling 

5 Understanding and using the results of a risk analysis 
5.1 Writing a Risk Analysis Report 
5.2 Explaining a Model's Assumptions 



viii Contents 

5.3 Graphical Presentation of a Model's Results 
5.4 Statistical Methods of Analysing Results 

Part 2 Introduction 

6 Probability mathematics and simulation 
6.1 Probability Distribution Equations 
6.2 The Definition of "Probability" 
6.3 Probability Rules 
6.4 Statistical Measures 

7 Building and running a model 
7.1 Model Design and Scope 
7.2 Building Models that are Easy to Check and Modify 
7.3 Building Models that are Efficient 
7.4 Most Common Modelling Errors 

8 Some basic random processes 
8.1 Introduction 
8.2 The Binomial Process 
8.3 The Poisson Process 
8.4 The Hypergeometric Process 
8.5 Central Limit Theorem 
8.6 Renewal Processes 
8.7 Mixture Distributions 
8.8 Martingales 
8.9 Miscellaneous Examples 

9 Data and statistics 
9.1 Classical Statistics 
9.2 Bayesian Inference 
9.3 The Bootstrap 
9.4 Maximum Entropy Principle 
9.5 Which Technique Should You Use? 
9.6 Adding uncertainty in Simple Linear Least-Squares Regression Analysis 

10 Fitting distributions to data 
10.1 Analysing the Properties of the Observed Data 
10.2 Fitting a Non-Parametric Distribution to the Observed Data 
10.3 Fitting a First-Order Parametric Distribution to Observed Data 
10.4 Fitting a Second-Order Parametric Distribution to Observed Data 

11 Sums of random variables 
1 1.1 The Basic Problem 
1 1.2 Aggregate Distributions 



contents IX 

321 
322 12 Forecasting with uncertainty 

12.1 The properties of a Time Sefies Forecast 
12.2 Common Financial Time Sefies Models 
12.3 ~utoregressive Models 
12.4 Markov Chain Models 
12.5 Birth and Death Models 
1 ~i~~ Series projection of Events Occumng Randomly in Time 
12.7 Time Series Models with Leading 1ndif ators 
12 8 Comparing Forecasting Fits for Different Models 
12.9 ~ong-Term Forecasting 

13 Modelling correlation and dependencies 
13.1 Introduction 
13.2 Rank Order Conelation 
13.3 Copulas 
13.4 The Envelope Method 
13.5 Multiple Correlation Using a Look-UP Table 

14 Eliciting from expert opinion 
14.1 Introduction 
14.2 Sources of Enor in Subjective Estimation 
14.3 Modelling Techniques 
14.4 Calibrating Subject Matter Experts 
14.5 Conducting a Brainstorming Session 
14.6 Conducting the Interview 

15 Testing and modelling causal 
15 .1 Compylobaeter Example 
15.2 Types of Model to Analy se Data 
15.3 From Risk Factors to Causes 
15.4 Evaluating Evidence 
15.5 The Limits of Causal Arguments 
15.6 An Example of a Qualitative Causal Analysis 
15.7 is Causal Analysis Essential? 

16 optimisation in risk analysis 
16.1 Introduction 436 
16.2  timi mi sat ion Methods 439 
16.3 Risk Analysis Modelling and Optimisation 444 
16.4 Working Example: Optimal Allocation of Mineral Pots 

451 
i 17 Checking and validating a model 45 1 

17.1 Spreadsheet Model Errors 456 
17.2 Checking Model Behaviour 460 

I 17.3 Comparing predictions Against Reality 



x Contents 

18 Discounted cashflow modelling 
18.1 Useful Time Series Models of Sales and Market Size 
18.2 Summing Random Variables 
18.3 Summing Variable Margins on Variable Revenues 
18.4 Financial Measures in Risk Analysis 

19 Project risk analysis 
19.1 Cost Risk Analysis 
19.2 Schedule Risk Analysis 
19.3 Portfolios of risks 
19.4 Cascading Risks 

20 Insurance and finance risk analysis modelling 
20.1 Operational Risk Modelling 
20.2 Credit Risk 
20.3 Credit Ratings and Markov Chain Models 
20.4 Other Areas of Financial Risk 
20.5 Measures of Risk 
20.6 Term Life Insurance 
20.7 Accident Insurance 
20.8 Modelling a Correlated Insurance Portfolio 
20.9 Modelling Extremes 
20.10 Premium Calculations 

21 Microbial food safety risk assessment 
21.1 Growth and Attenuation Models 
21.2 Dose-Response Models 
21.3 Is Monte Carlo Simulation the Right Approach? 
21.4 Some Model Simplifications 

22 Animal import risk assessment 
22.1 Testing for an Infected Animal 
22.2 Estimating True Prevalence in a Population 
22.3 Importing Problems 
22.4 Confidence of Detecting an Infected Group 
22.5 Miscellaneous Animal Health and Food Safety Problems 

I Guide for lecturers 

I1 About ModelRisk 

111 A compendium of distributions 
111.1 Discrete and Continuous Distributions 
111.2 Bounded and Unbounded Distributions 
111.3 Parametric and Non-Parametric Distributions 
111.4 Univariate and Multivariate Distributions 



Contents xi 

111.5 Lists of Applications and the Most Useful Distributions 
111.6 How to Read Probability Distribution Equations 
111.7 The Distributions 
111.8 Introduction to Creating Your Own Distributions 
111.9 Approximation of One Distribution with Another 
111.10 Recursive Formulae for Discrete Distributions 
111.1 1 A Visual Observation On The Behaviour Of Distributions 

IV Further reading 

V Vose Consulting 

References 

Index 



Preface 

I'll try to keep it short. 
This third edition is an almost complete rewrite. I have thrown out anything from the second edition 

that was really of pure academic interest - but that wasn't very much, and I had a lot of new topics I 
wanted to include, so this edition is quite a bit bigger. I apologise if you had to pay postage. 

There are two main reasons why there is so much material to add since 2000. The first is that our 
consultancy firm has grown considerably, and, with the extra staff and talent, we have had the privilege 
of working on more ambitious and varied projects. We have particularly expanded in the insurance 
and finance markets, so you will see that a lot of techniques from those areas, which have far wider 
applications, appear throughout this edition. We have had contracts where we were given carte blanche 
to think up new ideas, and that really got the creative juices flowing. I have also been involved in writing 
and editing various risk analysis guidelines that made me think more about the disconnect between what 
risk analysts produce and what risk managers need. This edition is split into two parts in an attempt to 
help remedy that problem. 

The second reason is that we have built a really great software team, and the freedom to design our 
own tools has been a double espresso for our collective imagination. We now build a lot of bespoke risk 
analysis applications for clients and have our own commercial software products. It has been enormous 
fun starting off with a typical risk-based problem, researching techniques that would solve that problem 
if only they were easy to use and then working out how to make that happen. ModelRisk is the result, 
and we have a few others in the pipeline. 

Some thank yous . . . 
I have imposed a lot on Veerle and our children to get this book done. V has spent plenty of evenings 
without me while I typed away in my office, but I think she suffered much more living with a guy who 
was perpetually distracted by what he was going to write next. Sophie and SCbastien have also missed 
out. Papa always seemed to be working instead of playing with them. Worse, perhaps, it didn't stop 
raining all summer in Belgium, and they had to forego a holiday in the sun so I could finish writing. 
I'll make it up to all three of you, I promise. 

I have the luxury of having some really smart and motivated people working with me. I have leaned 
rather heavily on the partners and staff in our consultancy firm while I focused on this book, particularly 
on Huybert Groenendaal who has largely run the company in my "absence". He also wrote Appendix 5. 
Timour Koupeev heads our programming team and has been infinitely patient in converting my never- 
ending ideas for our ModelRisk software into reality. He also wrote Appendix 2. Murat Tomaev, our 
head programmer, has made it all work together. Getting new modules for me to look at always feels 
a little like Christmas. 
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My secretary, Jane Pooley, retired from the company this year. She was the first person with enough 
faith to risk working for me, and I couldn't have wished for a better start. 

Wouter Smet and Michael van Hauwermeiren in our Belgian office have been a great support, going 
through the manuscript and models for this book. Michael wrote the enormous Appendix 3, which could 
be a book in its own right, and Wouter offered many suggestions for improving the English, which is 
embarrassing considering it's his third language. 

Francisco Zagmutt wrote Chapter 16 while under pressure to finish his thesis for his second doctorate 
and being a full-time, jumping-on-airplanes, deadline-chasing senior consultant in our US office. 

When Wiley sent me copies of the first edition, the first thing I did was go over to my parents' house 
and give them a copy. I did the same with the second edition, and the Japanese version too. They are 
all proudly displayed in the sitting room. I will be doing the same with this book. There's little that can 
beat knowing my parents are proud of me, as I am of them. Mum still plays tennis, rides and competes 
in target shooting. Dad is still a great golfer and neither ever seems to stop working on their house, 
unless they're off to a party. They are a constant reminder to make the most of life. 

Paul Curtis copy-edited the manuscript with great diligence and diplomacy. I'd love to know how he 
spotted inconsistencies and repetitions in parts of the text that were a hundred or more pages apart. Any 
remaining errors are all my fault. 

Finally, have you ever watched those TV programmes where some guy with a long beard is teaching 
you how to paint in thirty minutes? I did once. He didn't have a landscape in front of him, so he just 
started painting what he felt like: a lake, then some hills, the sky, trees. He built up his painting, and 
after about 20 minutes I thought - yes, that's finished. Then he added reflections, some snow, a bush 
or two in the foreground. Each time I thought - yes, now it's finished. That's the problem with writing 
a book (or software) - there's always something more to add or change or rewrite. So I have rather 
exceeded my deadline, and certainly the page estimate, and my thanks go to my editor at Wiley, Emma 
Cooper, for her gentle pushing, encouragement and flexibility. 



Part I 
ction 

The first part of this book is focused on helping those who have to make decisions in the face of risk. 
The second part of the book focuses on modelling techniques and has all the mathematics. The purpose 
of Part 1 is to help a manager understand what a risk analysis is and how it can help in decision-making. 
I offer some thoughts on how to build a risk analysis team, how to evaluate the quality of the analysis 
and how to ask the right questions so you get the most useful answers. 

This section should also be of use to analysts because they need to understand the managers' viewpoint 
and work towards the same goal. 



Chapter I 

Why do a risk analysis? 

In business and government one faces having to make decisions all the time where the outcome is 
uncertain. Understanding the uncertainty can help us make a much better decision. Imagine that you 
are a national healthcare provider considering which of two vaccines to purchase. The two vaccines 
have the same reported level of efficacy (67 %), but further study reveals that there is a difference in 
confidence attached to these two performance measures: one is twice as uncertain as the other (see 
Figure 1.1). 

All else being equal, the healthcare provider would purchase the vaccine with the smallest uncertainty 
about its performance (vaccine A). Replace vaccine with investment and efficacy with profit and we 
have a problem in business, for which the answer is the same - pick the investment with the smallest 
uncertainty, all else being equal (investment A). The principal problem is determining that uncertainty, 
which is the central focus of this book. 

We can think of two forms of uncertainty that we have to deal with in risk analysis. The first is a 
general sense that the quantity we are trying to estimate has some uncertainty attached to it. This is 
usually described by a distribution like the ones in Figure 1.1. Then we have risk events, which are 
random events that may or may not occur and for which there is some impact of interest to us. We can 
distinguish between two types of event: 

A risk is a random event that may possibly occur and, if it did occur, would have a negative 
impact on the goals of the organisation. Thus, a risk is composed of three elements: the scenario; 
its probability of occurrence; and the size of its impact if it did occur (either a fixed value or a 
distribution). 

An opportunity is also a random event that may possibly occur but, if it did occur, would have a 
positive impact on the goals of the organisation. Thus, an opportunity is composed of the same three 
elements as a risk. 

A risk and an opportunity can be considered the opposite sides of the same coin. It is usually easiest 
to consider a potential event to be a risk if it would have a negative impact and its probability is less 
than 50%, and, if the risk has a probability in excess of 50 %, to include it in a base plan and then 
consider the opportunity of it not occurring. 

I. I Moving on from "What If" Scenarios 

Single-point or deterministic modelling involves using a single "best-guess" estimate of each variable 
within a model to determine the model's outcome(s). Sensitivities are then performed on the model to 
determine how much that outcome might in reality vary from the model outcome. This is achieved by 
selecting various combinations for each input variable. These various combinations of possible values 
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Figure 1.1 Efficacy comparison for two vaccines: the vertical axis represents how confident we are about 
the true level of efficacy. I've omitted the scale to avoid some confusion at this stage (see Section 111.1.2). 

around the "best guess" are commonly known as "what if" scenarios. The model is often also "stressed 
by putting in values that represent worst-case scenarios. 

Consider a simple problem that is just the sum of five cost items. We can use the three points, 
minimum, best guess and maximum, as values to use in a "what if" analysis. Since there are five cost 
items and three values per item, there are 35 = 243 possible "what if7' combinations we could produce. 
Clearly, this is too large a set of scenarios to have any practical use. This process suffers from two 
other important drawbacks: only three values are being used for each variable, where they could, in 
fact, take any number of values; and no recognition is being given to the fact that the best-guess value 
is much more likely to occur than the minimum and maximum values. We can stress the model by 
adding up the minimum costs to find the best-case scenario, and add up the maximum costs to get the 
worst-case scenario, but in doing so the range is usually unrealistically large and offers no real insight. 
The exception is when the worst-case scenario is still acceptable. 

Quantitative risk analysis (QRA) using Monte Carlo simulation (the dominant modelling technique in 
this book) is similar to "what if" scenarios in that it generates a number of possible scenarios. However, 
it goes one step further by effectively accounting for every possible value that each variable could 
take and weighting each possible scenario by the probability of its occurrence. QRA achieves this by 
modelling each variable within a model by a probability distribution. The structure of a QRA model 
is usually (there are some important exceptions) very similar to a deterministic model, with all the 
multiplications, additions, etc., that link the variables together, except that each variable is represented 
by a probability distribution function instead of a single value. The objective of a QRA is to calculate 
the combined impact of the uncertainty1 in the model's parameters in order to determine an uncertainty 
distribution of the possible model outcomes. 

' I discuss the exact meaning of "uncertainty", randomness, etc., in Chapter 4. 
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1.2 The Risk Analysis Process 

Figure 1.2 shows a typical flow of activities in a risk analysis, leading from problem formulation to 
decision. This section and those that follow provide more detail on each activity. 

1.2. I Identifying the risks 

Risk identification is the first step in a complete risk analysis, given that the objectives of the decision- 
maker have been well defined. There are a number of techniques used to help formalise the identification 
of risks. This part of a formal risk analysis will often prove to be the most informative and constructive 
element of the whole process, improving company culture by encouraging greater team effort and 
reducing blame, and should be executed with care. The organisations participating in a formal risk 
analysis should take pains to create an open and blameless environment in which expressions of concern 
and doubt can be openly given. 

Risk Management approach 

Decision-maker Analyst 
Discussion between 

analyst and decision-maker 

Identify risks, drivers and 
risk management options 

Define quantitative ----  
questions to help select Review available data Design model 

between options and possible analysis 

t t 
I Assign Opinion 1 

probability Incorrect 
distribut~ons 4 Tlme Series 1 

I 
Run simulation 

I * 
Review results 

Finish reporting 

Normal 

Possible 

pp 

Figure 1.2 The risk analysis process. 
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Prompt lists 

Prompt lists provide a set of categories of risk that are pertinent to the type of project under consideration 
or the type of risk being considered by an organisation. The lists are used to help people think about 
and identify risks. Sometimes different types of list are used together to improve further the chance of 
identifying all of the important risks that may occur. For example, in analysing the risks to some project, 
one prompt list might look at various aspects of the project (e.g. legal, commercial, technical, etc.) or 
types of task involved in the project (design, construction, testing). A project plan and a work breakdown 
structure, with all of the major tasks defined, are natural prompt lists. In analysing the reliability of some 
manufacturing plant, a list of different types of failure (mechanical, electrical, electronic, human, etc.) 
or a list of the machines or processes involved could be used. One could also cross-check with a plan of 
the site or a flow diagram of the manufacturing process. Check lists can be used at the same time: these 
are a series of questions one asks as a result of experience of previous problems or opportune events. 

A prompt list will never be exhaustive but acts as a focus of attention in the identification of risks. 
Whether a risk falls into one category or another is not important, only that the risk is identified. The 
following list provides an example of a fairly general project prompt list. There will often be a number 
of subsections for each category: 

administration; 

project acceptance; 

commercial; 

communication; 

environmental; 

financial; 

knowledge and information; 

legal; 

management; 

partner; 

political; 

quality; 

resources; 

strategic; 

subcontractor; 

technical. 

The identified risks can then be stored in a risk register described in Section 1.6. 

1.2.2 Modelling the risk problem and making appropriate decisions 

This book is concerned with the modelling of identified risks and how to make decisions from those 
models. In this book I try not to offer too many modelling rules. Instead, I have focused on techniques 
that I hope readers will be able to put together as necessary to produce a good model of their problem. 
However, there are a few basic principles that are worth adhering to. Morgan and Henrion (1990) offer 
the following excellent "ten commandments" in relation to quantitative risk and policy analysis: 
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1. Do your homework with literature, experts and users. 

2 .  Let the problem drive the analysis. 

3. Make the analysis as simple as possible, but no simpler. 

4. Identify all significant assumptions. 

5. Be explicit about decision criteria and policy strategies. 

6. Be explicit about uncertainties. 

7. Perform systematic sensitivity and uncertainty analysis. 

8. Iteratively refine the problem statement and the analysis. 

9. Document clearly and completely. 

10. Expose to peer review. 

The responses to correctly identified and evaluated risks are many, but generally fall into the following 
categories: 

Increase (the project plan may be overly cautious). 

Do nothing (because it would cost too much or there is nothing that can be done). 

Collect more data (to better understand the risk). 

Add a contingency (extra amount to budget, deadline, etc., to allow for possibility of risk). 

Reduce (e.g. build in redundancy, take a less risky approach). 

Share (e.g. with partner, contractor, providing they can reasonably handle the impact). 

Transfer (e.g. insure, back-to-back contract). 

Eliminate (e.g. do it another way). 

Cancel project. 

This list can be helpful in thinking of possible responses to identified risks. It should be borne in mind 
that these risk responses might in turn cany secondary risks. Fall-backplans should be developed to deal 
with risks that are identified and not eliminated. If done well in advance, they can help the organisation 
react efficiently, calmly and in unison in a situation where blame and havoc might normally reign. 

1.3 Risk Management Options 

The purpose of risk analysis is to help managers better understand the risks (and opportunities) they 
face and to evaluate the options available for their control. In general, risk management options can be 
divided into several groups. 

Acceptance (Do nothing) 

Nothing is done to control the risk or one's exposure to that risk. Appropriate for risks where the cost 
of control is out of proportion with the risk. It is usually appropriate for low-probability, low-impact 
risks and opportunities, of which one normally has a vast list, but you may be missing some high-value 
risk mitigation or avoidance options, especially where they control several risks at once. If the chosen 
response is acceptance, some considerable thought should be given to risk contingency planning. 
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Increase 

You may find that you are already spending considerable resources to manage a risk that is excessive 
compared with the level of protection that it affords you. In such cases, it is logical to reduce the level 
of protection and allocate the resources to manage other risks, thereby achieving a superior overall risk 
efficiency. Examples are: 

remove a costly safety regulation for nuclear power plants that affects a risk that would otherwise 
still be miniscule; 

cease the requirement to test all slaughtered cows for BSE and use saved money for hospital upgrades. 

It may be logical but nonetheless politically unacceptable. There are not too many politicians or CEOs 
who want to explain to the public that they've just authorised less caution in handling a risk. 

Get more information 

A risk analysis can describe the level of uncertainty there is about the decision problem (here we use 
uncertainty as distinct from inherent randomness). Uncertainty can often be reduced by acquiring more 
information (whereas randomness cannot). Thus, a decision-maker can determine that there is too much 
uncertainty to make a robust decision and request that more information be collected. Using a risk 
analysis model, the risk analyst can advise the least-cost method of collecting extra data that would be 
needed to achieve the required level of precision. Value-of-information arguments (see Section 5.4.5) 
can be used to assess how much, if any, extra information should be collected. 

Avoidance (Elimination) 

This involves changing a method of operation, a project plan, an investment strategy, etc., so that the 
identified risk is no longer relevant. Avoidance is usually employed for high-probability, high-impact 
type risks. Examples are: 

use a tried and tested technology instead of the new one that was originally envisaged; 

change the country location of a factory to avoid political instability; 

scrap the project altogether. 

Note that there may be a very real chance of introducing new (and perhaps much more important) 
risks by changing your plans. 

Reduction (Mitigation) 

Reduction involves a range of techniques, which may be used together, to reduce the probability of the 
risk, its impact or both. Examples are: 

build in redundancy (standby equipment, back-up computer at different location); 

perform more quality tests or inspections; 

provide better training to personnel; 

spread risk over several areas (portfolio effect). 

Reduction strategies are used for any level of risk where the remaining risk is not of very high severity 
(very high probability and impact) and where the benefits (amount by which risk is reduced) outweigh 
the reduction costs. 
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Cont~ngency plann~ng 

These are plans devised to optimise the response to risks should they occur. They can be used in 
conjunction with acceptance and reduction strategies. A contingency plan should identify individuals 
who take responsibility for monitoring the occurrence of the risk, andlor identified risk drivers for 
changes in the risk's probability or possible impact. The plan should identify what to do, who should 
do it and in which order, the window of opportunity, etc. Examples are: 

have a trained firefighting team on site; 

have a preprepared press release; 

have a visible phone list (or email distribution list) of whom to contact if the risk occurs; 

reduce police and emergency service leave during a strike; 

fit lifeboats on ships. 

Management's response to an identified risk is to add some reserve (buffer) to cover the risk should it 
occur. Appropriate for small to medium impact risks. Examples are: 

allocate extra funds to a project; 

allocate extra time to complete a project; 

have cash reserves; 

have extra stock in shops for a holiday weekend; 

stockpile medical and food supplies. 

' 4  Insurance 

Essentially, this is a risk reduction strategy, but it is so common that it is worth mentioning separately. 
If an insurance company has done its numbers correctly, in a competitive market you will pay a little 
above the expected cost of the risk (i.e. probability * expected impact should the risk occur). In general, 
we therefore insure for risks that have an impact outside our comfort zone (i.e. where we value the risk 
higher than its expected value). Alternatively, you may feel that your exposure is higher than the average 
policy purchaser, in which case insurance may be under your expected cost and therefore extremely 
attractive. 

Risk transfer 

This involves manipulating the problem so that the risk is transferred from one party to another. A 
common method of transferring risk is through contracts, where some form of penalty is included into a 
contractor's performance. The idea is appealing and used often but can be very inefficient. Examples are: 

penalty clause for running over agreed schedule; 

performance guarantee of product; 

lease a maintained building from the builder instead of purchasing; 

purchase an advertising campaign from some media body or advertising agency with payment 
contingent on some agreed measure of success. 
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You can also consider transferring risks to you, where there is some advantage to relieving another 
party of a risk. For example, if you can guarantee a second party against some small risk resultant from 
an activity you wish to take that provides you with much greater benefit than the other party's risk, the 
second party may remove its objection to your proposed activity. 

1.4 Evaluating Risk Management Options 

The manager evaluating the possible options for dealing with a defined risk issue needs to consider 
many things: 

Is the risk assessment of sufficient quality to be relied upon? 

How sensitive is the ranking of each option to model uncertainties? 

What are the benefits relative to the costs associated with each risk management option? 

Are there any secondary risks associated with a chosen risk management option? 

How practical will it be to execute the risk management option? 

Is the risk assessment of sufficient quality to be relied upon? (See Chapter 3.) 

How sensitive is the ranking of each option to model uncertainties? 

On this last point, we almost always would like to have better data, or greater certainty about the 
form of the problem: we would like the distribution of what will happen in the future to be as narrow 
as possible. However, a decision-maker cannot wait indefinitely for better data and, from a decision- 
analytic point of view, may quickly reach the point where the best option has been determined and no 

Figure 1.3 Different possible outputs compared with a threshold T 



Chapter I W h y  do a risk analys~s? I I 

further data (or perhaps only a very dramatic change in knowledge of the problem) will make another 
option preferable. This concept is known as decision sensitivity. For example, in Figure 1.3 the decision- 
maker considers any output below a threshold T (shown with a dashed line) to be perfectly acceptable 
(perhaps this is a regulatory threshold or a budget). The decision-maker would consider option A to 
be completely unacceptable and option C to be perfectly fine, and would only need more information 
about option B to be sure whether it was acceptable or not, in spite of all three having considerable 
uncertainty. 

1.5 Inefficiencies in Transferring Risks to Others 

A common method of managing risks is to force or persuade another party to accept the risk on your 
behalf. For example, an oil company could require that a subcontractor welding a pipeline accept the 
costs to the oil company resulting from any delays they incur or any poor workmanship. The welding 
company will, in all likelihood, be far smaller than the oil company, so possible penalty payments 
would be catastrophic. The weldng company will therefore value the risk as very high and will require 
a premium greatly in excess of the expected value of the risk. On the other hand, the oil company may 
be able to absorb the risk impact relatively easily, so would not value the risk as highly. The difference 
in the utility of these two companies is shown in Figures 1.4 to 1.7, which demonstrate that the oil 
company will pay an excessive amount to eliminate the risk. 

A far more realistic approach to sharing risks is through a partnership arrangement. A list of risks 
that may impact on various parties involved in the project is drawn up, and for each risk one then asks: 

How big is the risk? 

What are the risk drivers? 

Who is in control of the risk drivers? Who has the experience to control them? 

Who could absorb the risk impacts? 

How can we work together to manage the risks? 

Utility gain 

I 

: ' Utility loss 

Figure 1.4 The contractor's utility function is highly concave over the money gainlloss range in question. 
That means, for example, that the contractor would value a loss of 100 units of money (e.g. $1 00 000) as a 
vastly larger loss in absolute utility terms than a gain of $1 00 000 might be. 
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1 Utility gain 

Utility loss 

Figure 1.5 Over that same money gain/loss range, the oil company has an almost exactly linear utility 
function. The contractor, required to take on a risk with an expected value of -$60000, would value this 
as - X utiles. To compensate, the contractor would have to charge an additional amount well in excess of 
$100 000. The oil company, on the other hand, would value -$60 000 in rough balance with +$60 000, so 
will be paying considerably in excess of its valuation of the risk to transfer it to the contractor. 

Utility gain 

Utility loss 

Figure 1.6 Imagine the risk has a 10 % probability of occurring, and its impact would be -$300 000, to give 
an expected value of -$30 000. If $300 000 is the total capital value of the contractor, it won't much matter 
to the contractor whether the risk impact is $300 000 or $3 000 000 -they still go bust. This is shown by the 
shortened utility curve and the horizontal dashed line for the contractor. 

What arrangement would efficiently allocate the risk impacts and rewards for good risk management? 

Can we insure, etc., to share risks with outsiders? 

The more one can allocate ownership of risks, and opportunities, to those who control them the 
better - up to the point where the owner could not reasonably bear the risk impact where others can. 
Answering the questions above will help you construct a contractual arrangement that is risk efficient, 
workable and tolerable to all parties. 
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Utility gain 

Utility loss 

Figure 1.7 In this situation, the contractor now values any risk with an impact that exceeds its capital value 
at a level that is less than the oil company (shown as "Discrepancy"). It may mean that the contractor can 
offer a more competitive bid than another, larger contractor who would feel the full risk impact, but the oil 
company will not have covered the risk it had hoped to transfer, and so again will be paying more than it 
should to offload the risk. Of course, one way to avoid this problem is to require evidence from the contractor 
that they have the necessary insurance or capital base to cover the risk they are being asked to absorb. 

1.6 Risk Registers 

A risk register is a document or database that lists each risk pertaining to a project or organisation, 
along with a variety of information that is useful for the management of those risks. The risks listed in 
a risk register will have come from some collective exercise to identify risks. The following items are 
essential in any risk register entry: 

date the register was last modified; 

name of risk; 

description of what the risk is; 

description of why it would occur; 

description of factors that would increase or decrease its probability of occurrence or size of impact 
(risk drivers); 

semi-quantitative estimates of its probability and potential impact; 

P- I scores; 

name of owner of the risk (the person who will assume responsibility for monitoring the risk and 
effecting any risk reduction strategies that have been agreed); 

details of risk reduction strategies that it is agreed will be taken (i.e. strategy that will reduce the 
impact on the project should the risk event occur andlor the probability of its occurrence); 

reduced impact andlor probability of the risk, given the above agreed risk reduction strategies have 
been taken; 
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a ranking of risk by scores of the reduced P - I ;  

a cross-referencing the risk event to identification numbers of tasks in a project plan or areas of 
operation or regulation where the risk may impact; 

a description of secondary risks that may arise as a result of adopting the risk reduction strategies; 

a action window - the period during which risk reduction strategies must be put in place. 

The following items may also be useful to include: 

a description of other optional risk reduction strategies; 

a ranking of risks by the possible effectiveness of further risk mitigation [effectiveness = (total 
decrease in risk)/(cost of risk mitigation action)]; 

a fall-back plan in the event the risk event still occurs; 

a name of the person who first identified the risk; 

a date the risk was first identified; 

a date the risk was removed from the list of active risks (if appropriate). 

A risk register should include a description of the scale used in the semi-quantitative analysis, as 
explained in the section on P-I scores. A risk register should also have a summary that lists the top 
risks (ten is a fairly usual number but will vary according to the project or overview level). The "top" 
risks are those that have the highest combination of probability and impact (i.e. severity), after the reduc- 
ing effects of any agreed risk reduction strategies have been included. Risk registers lend themselves 
perfectly to being stored in a networked database. In this way, risks from each project or regulatory 
body's concerns, for example, can be added to a common database. Then, a project manager can access 
that database to look at all risks to his or her project. The finance director, lawyer, etc., can look at all 
the risks from any project being managed by their departments and the chief executive can look at the 
major risks to the organisation as a whole. What is more, head office has an easy means for assessing 
the threat posed by a risk that may impact on several projects or areas at the same time. "Dashboard 
software can bring the outputs of a risk register into appropriate focus for the decision-makers. 

1.6.1 P-l tables 

The risk identification stage attempts to identify all risks threatening the achievement of the project's or 
organisation's goals. It is clearly important, however, that attention is focused on those risks that pose 
the greatest threat. 

Defining qualitative risk descriptions 

A qualitative assessment of the probability P of a risk event (a possible event that would produce a 
negative impact on the project or organisation) and the impact(s) it would produce, I ,  can be made by 
assigning descriptions to the magnitudes of these probabilities and impacts. The assessor is asked to 
describe the probability and impact of each risk, selecting from a predetermined set of phrases such as: 
nil, very low, low, medium, high and very high. A range of values is assigned to each phrase in order 
to maintain consistency between the estimates of each risk. An example of the value range that might 
be given to each phrase in a risk register for a particular project is shown in Table 1.1. 

Note that in Table 1.1 the value ranges are not evenly spaced. Ideally there is a multiple difference 
between each range (in this case roughly 3). If the same multiple is applied for probability and impact 
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i 
I Table 1.1 An example of the value ranges that could be associated with qualitative descriptions of the 

a probabilities and impacts of a risk on a project. 

Category Probability (%) Delay (days) Cost ($k) Quality 
- -- 

Very high 10-50 >I00 >I 000 Failure to meet acceptance criteria 
High 5-10 30-100 30-100 Failure to meet > 1 important specification 
Medium 2-5 10-30 100-300 Failure to meet an important specification 
Low 1-2 2-10 20-1 00 Failure to meet > 1 minor specification 
Very low < 1 <2 t20 Failure to meet a minor specification 

Table 1.2 An example of the descriptions that could be associated with impacts 
of a risk on a corporation. 

Category Description 

Catastrophic Jeopardises the existence of the company 
Major No longer possible to achieve business objectives 
Moderate Reduced ability to achieve business objectives 
Minor Some business disruptions but little effect on business objectives 
Insignificant No impact on business strategy objectives 

scales, we can more easily determine severity scores as described below. The value ranges can be 
selected to match the size of the project. Alternatively, they can be matched to the effect the risks would 
have on the organisation as a whole. The drawback in making the definition of each phrase specific to 
a project is that it becomes very difficult to perform a combined analysis of the risks from all projects 
in which the organisation is involved. From a corporate perspective one can describe how a risk affects 
the health of a company, as shown in Table 1.2. 

Visualising a portfolio of risks 

A P-I table offers a quick way to visualise the relative importance of all identified risks that pertain 
to a project (or organisation). Table 1.3 illustrates an example. All risks are plotted on the one table, 
allowing easy identification of the most threatening risks as well as providing a general picture of the 
overall riskiness of the project. Risk numbers 13, 2, 12 and 15 are the most threatening in this example. 

The impact of a project risk that is most commonly considered is a delay in the scheduled completion 
of the project. However, an analysis may also consider the increased cost of the project resulting from 

Table 1.3 Example of a P - 1 table for schedule 
delav. 
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Table 1.4 P-1 table for a s~ecific risk. 

I Probabilitv I 

each risk. It might further consider other, less numerically definable impacts on the project, for example: 
the quality of the final product; the goodwill that could be lost; sociological impacts; political damage; 
or strategic importance of the project to the organisation. A P-I  table can be constructed for each type 
of impact, enabling the decision-maker to gain a more rounded understanding of a project's riskiness. 

P - I  tables can be constructed for the various types of impact of each single risk. Table 1.4 illustrates 
an example where the impacts of schedule delay, T, cost, $, and product quality, Q ,  are shown for a 
specific risk. The probability of each impact may not be the same. In this example, the probability of the 
risk event occurring is high, and hence the probability of schedule delay and cost impacts are high, but 
it is considered that, even if this risk event does occur, the probability of a quality impact is still low. In 
other words, there is a fairly small probability of a quality impact even when the risk event does occur. 

Ranking risks 

P-I  scores can be used to rank the identified risks. A scaling factor, or weighting, is assigned to each 
phrase used to describe each type of impact. Table 1.5 provides an example of the type of scaling factors 
that could be associated with each phraselimpact type combination. 

In this type of scoring system, the higher the score, the greater is the risk. A base measure of risk 
is probability *impact. The categorising system in Table 1.1 is on a log scale, so, to make Table 1.5 
consistent, we can define the severity of a risk with a single type of impact as 

which leaves the severity on a log scale too. If a risk has k possible types of impact (quality, delay, 
cost, reputation, environmental, etc.), perhaps with different probabilities for each impact type, we can 

Table 1.5 An example of 
the scores that could be 
associated with descriptive 
risk categories to produce 
a severity score. 

Category Score 

Very high 5 
High 4 
Medium 3 
Low 2 
Very low 1 
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High severity 
Medium severity 
Low severity 

still combine them into one score as follows: 

The severity scores are then used to determine the most important risks, enabling the management to 
focus resources on reducing or eliminating risks from the project in a rational and efficient manner. 
A drawback to this approach of ranking risks is that the process is quite dependent on the granularity 
of the scaling factors that are assigned to each phrase describing the risk impacts. If we have better 
information on probability or impact than the scoring system would allow, we can assign a more accurate 
(non-integer) score. 

In the scoring regime of Table 1.5, for example, a high severe risk could be defined as having a 
score higher than 7, and a low risk as having a score lower than 5. Given the crude scaling used, risks 
with a severity of 7 may require further investigation to determine whether they should be categorised 
as high severity. Table 1.6 shows how this segregates the risks shown in a P-I table into the three 
regions. 

P-I scores for a project provide a consistent measure of risk that can be used to define metrics and 
perform trend analyses. For example, the distribution of severity scores for a project gives an indication 
of the overall "amount" of risk exposure. More complex metrics can be derived using severity scores, 
allowing risk exposure to be normalised and compared with a baseline status. These permit trends in risk 
exposure to be identified and monitored, giving valuable information to those responsible for controlling 
the project. 

Efficient risk management with severity scores 

Efficient risk management seeks to achieve the maximum reduction in risk for a given amount of 
investment (of people, time, money, restriction of liberty, etc.). Thus, we need to evaluate in some 
sense the ratio (reduction in risk)/(investment to achieve reduction). If you use the log scale for severity 
described here, this would equate to calculating 
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The risk management options that provide the greatest efficiency should logically be preferred, all 
else being equal. 

Inherent risks are the risk estimates before accounting for any mitigation efforts. They can be plotted 
against a guiding risk response framework where the P - I  table is split, covered by overlapping areas 
of avoid, control, transfer and accept, as shown in Figure 1.8: 

"Avoid" applies where an organisation would be accepting a high-probability, high-impact risk 
without any compensating benefits. 

"Control" applies usually to high-probability, low-impact risks, normally associated with repetitive 
actions, and therefore usually managed through better internal processes. 

"Transfer" applies to low-probability, high-impact risks usually managed through insurance or other 
means of transferring the risk to parties better capable of absorbing the impact. 

"Accept" applies to the remaining low-probability, low-impact risks for which it may not be effective 
to focus on too much. 

Figure 1.9 plots residual risks after any implemented risk mitigation strategies and tracks the progress 
in managing the residual risks compared with the previous year using arrows. Grey letters represent the 
status of the risk last year if it is different. A dashed arrow pointing out of the graph means that the risk 

Figure 1.8 P-1 graph for inherent risks. 
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Figure 1.9 P-1 graph for residual risks. 

has been avoided. An enhancement to the residual risk graph that you might like to add is to plot each 
risk as a circle whose radius reflects how comfortable you are in dealing with the residual risk - for 
example, perhaps you have handled the occurrence of similar risks before and minimised their impact 
through good management, or perhaps they got out of hand. A small circle represents risks that one is 
comfortable managing, and a large circle represents the opposite, so the less manageable risks stand out 
in the plot. 
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Planning a risk analysis 

In order to plan a risk analysis properly, you'll need to answer a few questions: 

What do you want to know and why? 

What assumptions are acceptable? 

What is the timing? 

Who is going to do the risk analysis? 

1'11 go through each of these in turn. 

2.1 Questions and Motives 

The purpose of a risk analysis is to provide information to help make better decisions in an uncertain 
world. A decision-maker has to work with the risk analyst precisely to define the questions that need 
answering. You should consider a number of things: 

1. Rank the questions that need answering from "critical" down to "interesting". Often a single model 
cannot answer all questions, or has to be built in a complicated way to answer several questions, 
so a common recognition of the extra effort needed to answer each question going down the list 
helps determine a cut-off point. 

2. Discuss with the risk analyst the form of the answer. For example, if you want to know how much 
extra revenue might be made by buying rather than leasing a vessel, you'll need to specify a 
currency, whether this should be as a percentage or in actual currency and whether you want just 
the mean (which can make the modelling a lot easier) or a graph of the distribution. Explain what 
statistics you need and to what accuracy (e.g. asking for the 95th percentile to the nearest $1000), 
as this will help the risk analyst save time or figure out that an unusual approach might be needed 
to get the required accuracy. 

3. Explain what arguments will be based on these outputs. I am of the view that this is a key breakdown 
area because a decision-maker might ask for specific outputs and then put them together into an 
argument that is probabilistically incorrect. Much embarrassment and frustration all round. It is 
better to explain the arguments (e.g. comparing with the distribution of another potential project's 
extra revenue) that would be put forward and find out if the risk analyst agrees that this is technically 
correct before you get started. 

4. Explain whether the risk analysis has to sit within a framework. This could be a formal framework, 
like a regulatory requirement or a company policy, or it could be informal, like building up a 
portfolio of risk analyses that can be compared on the same footing (for example, we are helping a 
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large chemical manufacturer to build up a combined toxicological, environmental, etc., risk analysis 
database for their treasure chest of compounds). It will help the risk analyst ensure the maximum 
level of compatibility - e.g. that the same base assumptions are used between risk analyses. 

5 .  Explain the target audience. We write reports on all our risk analyses, of course, but sometimes 
there can be several versions: the executive summary; the main report; and the technical report 
with all the formulae and guides for testing. Often, others will want to run the model and change 
parameters, so we make a model version that minirnises the ability to mess up the mathematics, 
and write the code to allow the most flexibility. These days we usually put a VBA user interface on 
the front to make life easier and perhaps add a reporting facility to compare results. We might add 
a help file too. Clients will also sometimes ask us to prepare a Powerpoint presentation. Knowing 
the knowledge level and focus of each target audience, and knowing what types of reporting will 
be needed at the offset, saves a lot of time. 

6 .  Discuss any possible hostile reactions. The results of a risk analysis will not always be popular, 
and when people dislike the answers they start attacking the model (or, if you're unlucky, the 
modeller). Assumptions are the primary Achilles' heel, as we can argue forever about whether 
assumptions are right. I talk about getting buy-in for assumptions in Section 5.2. Statistical analysis 
of data is also rather draining - it usually involves a couple of very technical people with opposing 
arguments about the appropriateness of a statistical procedure that nobody else understands. The 
decision to include and exclude certain datasets can also create a lot of tension. The arguments can 
be minimised, or at least convincingly dismissed, if people likely to be hostile are brought into the 
analysis process early, or an external expert is asked to give an independent review. 

7. Figure out a timeline. Decision-makers have something of a habit of setting unrealistic deadlines. 
When these deadlines pass, nothing very dramatic usually happens, as the deadlines are some 
artificial internal confection. Our consultants deal with deadlines all the time, of course, but we 
openly discuss whether a deadline is really that important because, if we have to meet a tight 
deadline (and that happens), the quality of the risk analysis may be lower than would have been 
achievable with more time. The decision-maker has to be honest about time limits and decide 
whether it is worth postponing things for a bit. 

8. Figure out the priority level. The risk analyst might have other work to juggle too. The project 
might be of high importance and justify pulling off other resources to help with the analysis or 
instructing others in the organisation to set aside time to provide good quality input. 

9. Decide on how regularly the decision-maker and risk analyst will meet. Things change and the risk 
analysis may have to be modified, so find that out sooner rather than later. 

2.2 Determine the Assumptions that are Acceptable or Required 

If a risk analysis is to sit within a certain framework, discussed above, it may well have to comply 
with a set of common assumptions to allow meaningful comparisons between the results of different 
analyses. Sometimes it is better not to revise some assumptions for a new analysis because it makes it 
impossible to compare. You can often see a similar problem with historic data, e.g. calculating crime or 
unemployment statistics. It seems that the basis for these statistics keeps changing, making it impossible 
to know whether the problem is getting better or worse. 

In a corporate environment there will be certain base assumptions used for things like interest and 
exchange rates, production capacity and energy price. The same assumptions should be used in all 
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models. In a risk analysis world these should be probabilistic forecasts, but they are nonetheless often 
fixed-point values. Oil companies, for example, have the challenging job of figuring out what the oil 
price might be in the future. They can get it very wrong so often take a low price for planning purposes, 
e.g. $16 a barrel, which in 2007 might seem rather unlikely for the future. The risk analyst working 
hard on getting everything else really precise could find such an assumption irritating, but it allows 
consistency between analyses where oil price forecast uncertainty could be so large as to mask the 
differences between investment opportunities. 

Some assumptions we make are conservative, meaning that, if, for example, we need a certain per- 
centile of the output to be above X before we accept the risk as acceptable, then a conservative 
assumption will bias the output to lower values. Thus, if the output still gives numbers that say the risk 
is acceptable, we know we are on pretty safe ground. Conservative assumptions are most useful as a 
sensitivity tool to demonstrate that one has not taken an unacceptable risk, but they are to be avoided 
whenever possible because they run counter to the principle of risk analysis which is to give an unbiased 
report of uncertainty. 

2.3 Time and Timing 

We get a lot of requests to help "risk" a model. The potential client has spent a few months working 
on a problem, building up a cashflow model, etc., and the decision-makers decide the week before the 
board meeting that they really should have a risk analysis done. 

If done properly, risk analysis is an integral part of the planning of a project, not an add-on at the 
end. One of the prime reasons for doing risk analyses is to identify risks and risk management strategies 
so the decision-makers can decide how the risks can be managed, which could well involve a revision 
of the project plan. That can save a lot of time and money on a project. If risk analysis is added on at 
the end, you lose all that potential benefit. 

The data collection efforts required to produce a fixed-value model of a project are little different 
from the efforts required for a risk analysis, so adding a risk analysis on at the end is inefficient and 
delays a project, as the risk analyst has to go back over previous work. 

We advocate that a risk analyst write the report as the model develops. This helps keep a track of 
what one is doing and makes it easier to meet the report submission deadline at the end. I also like to 
write down my thinking because it helps me spot any mistakes early. 

Finally, try to allow the risk analyst enough time to check the model for errors and get it reviewed. 
Chapter 16 offers some advice on model validation. 

2.4 You'll Need a Good Risk Analyst or Team 

If the risk analysis is a one-off and the outcome is important to you, I recommend you hire in a 
consultant risk analyst. Well I would say that, of course, but it does make a lot of sense. Consultants 
are expensive on a daily basis, but, certainly at Vose Consulting, we are far faster (my guess is over 
10 times faster than a novice) - we know what we're doing and we know how to communicate and 
organise effectively. Please don't get a bright person within your organisation, install some risk analysis 
software on their computer and tell them to get on with the job. It will end in tears. 

The publishers of risk analysis software (Crystal Ball, @RISK, Analytica, Risk+, PERTmaster, etc.) 
have made risk analysis modelling very easy to implement from a software viewpoint. The courses they 
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teach show you how to drive the software and reinforce the notion that risk analysis modelling is pretty 
easy (Vose Consulting courses generally assume you have already attended a software familiarisation 
course). In a lot of cases, risk analysis is in fact pretty easy, as long as you avoid some common 
basic errors discussed in Section 7.4. However, it can also become quite tricky too, for sometimes 
subtle reasons, and you should have someone who understands risk analysis well enough to be able to 
recognise and handle the trickier models. Knowing how to use Excel won't make you an accountant 
(but it's a good first step), and learning how to use risk analysis software won't make you a risk analyst 
(but it's also a good first step). 

There are still very few tertiary courses in risk analysis, and these courses tend to be highly focused in 
particular areas (financial modelling, environmental risk assessment, etc.). I don't know of any tertiary 
courses that aim to produce professional risk analysts who can work across many disciplines. There 
are very few people who could say they are qualified to be a risk analyst. This makes it pretty tough 
to know where to search and to be sure you have found someone who will have the knowledge to 
analyse your risks properly. It seems that industry-specific risk analysts also have little awareness of the 
narrowness of their knowledge: a little while ago we advertised for two highly qualified actuarial and 
financial risk analysts with several years experience and received a large number of applications from 
people who were risk analysts in toxicology, microbial, environmental and project areas with almost no 
overlap in required skill sets. 

2.4.1 Qualities of a risk analyst 

I often get asked by companies and government agencies what sort of person they should look for to 
fill a position as a risk analyst. In my view, candidates should have the following characteristics: 

Creative thinkers. Risk analysis is about problem-solving. This is at the top of my list and is the 
rarest quality. 

Conjident. We often have to come up with original solutions. I've seen too many pieces of work 
that have followed some previously published method because it is "safer". We also have to present 
to senior decision-makers and maybe defend our work in front of hostile stakeholders or a court. 

Modest. Too many risk analyses fail to meet their requirements because of a risk analyst who thought 
shehe could do it without help or consultation. 

Thick-skinned. Risk analysts bring together a lot of disparate information and ideas, sometimes 
conflicting, sometimes controversial, and we produce outputs that are not always what people want 
to see, so we have to be prepared for a fair amount of enthusiastic criticism. 

Communicators. We have to listen to a lot of people and present ideas that are new and sometimes 
difficult to understand. 

Pragmatic. Our models could always be better with more time, data and resources, but decision- 
makers have deadlines. 

Able to conceptualise. There are a lot of tools at our disposal that are developed in various fields of 
risk, so the risk analyst needs to read widely and be able to extrapolate an idea from one application 
to another. 

Curious. Risk analysts need to keep learning. 

Good at mathematics. Take a look at Part 2 of this book to get a feel for the level. It will depend 
on the area: project risk requires more intuition and perseverance but less mathematics, insurance 
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and finance require intuition and high mathematical skills, food safety requires medium levels of 
everything. 

A feel for numbers. It is one thing to be good at mathematics, but we also have to have an idea 
of where the numbers should lie because it (a) helps us check the work and (b) allows us to know 
where we can take shortcuts. 

Finishers. Some people are great at coming up with ideas, but lose interest when it comes to 
implementing them. Risk analysts have to get the job done. 

a Cynical. We have to maintain a healthy cynicism about published work and about how good our 
subject matter experts are. 

Pedantic. When developing probability models, one needs to be very precise about exactly what 
each variable represents. 

Careful. It is easy to make mistakes. 

Social. We have to work in teams. 

a Neutral. Our job is to produce an objective risk analysis. A project manager is not usually ideal 
to perform the project risk analysis because it may reflect on hisher ability to manage and plan. A 
scientist is not ideal if shehe has a pet theory that could slant the approach taken. 

It's a demanding list and indicates, I think, that risk analysis should be performed by people of high 
skill levels who are fairly senior and in a respected position within a company or agency. It is also 
rather unlikely that you will find all these qualities in the one person: the best risk analysis units with 
which we work are composed of a number of individuals with complementary skills and strengths. 

2.4.2 Suitable education 

I interviewed a statistics student a couple of months back. This person was just finishing a PhD and had 
top grades throughout from a very reputable school. I asked a pretty simple question about estimating a 
prevalence and got a vague answer about how this person would perform the appropriate test and report 
the confidence interval, but the student couldn't tell me what that test might be (this is a really basic 
Statistics 101-type question). I offered some numbers and asked what the bounds might roughly be, but 
the interviewee had absolutely no idea. With each question it became very clear that this person had 
been taught a lot of theory but had no feel for how to use it, and no sense of numbers. We didn't hire. 

I interviewed another person who had written a very sophisticated traffic model using discrete event 
simulation (which we use a fair bit) that was helping decide how to manage boat traffic. The model 
predicted that putting in traffic lights on the narrow part of some waterway would produce a horrendous 
number of crashes at the traffic light queues, easily outweighing the crashes avoided by letting vessels 
pass each other in the narrow part of the waterway. Conclusion: no traffic lights. That seemed strange 
to me and, after some thought, the interviewee explained it was probably because the model used a 
probability of crashing that was inversely proportional to the distance between the vessels, and vessels 
in a queue are very close, so the model generated lots of crashes. But they are also barely moving, I 
pointed out, so the probability of a collision will be lower at a given distance for vessels at the lights 
than for vessels passing each other at speed, and any contact between waiting vessels would have a 
negligible effect. The modeller responded that the probability could be changed. We didn't hire that 
person either because the modeller had never stepped back and asked "does this make sense?'. 

I interviewed a student who was just finishing a Masters degree and was writing up a thesis on 
applying probability models from physics to financial markets. This person explained that studying had 
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become rather dull because it was always about learning what others had done, but the thesis was a 
different story because there was a chance to think for oneself and come up with something new. The 
student was very enthusiastic, had great mathematics and could really explain to me what the thesis was 
about. We hired and I have no regrets. 

A prospective hire for a risk analysis position will need some sort of quantitative background. I 
think the best candidates tend to have a background that combines attempting to model the real world 
with using the results to make decisions. In these areas, approximations and the tools of approximation 
are embraced as necessary and useful, and there is a clear purpose to modelling that goes beyond the 
academic exercise of producing the model itself. Applied physics, engineering, applied statistics and 
operations research are all very suitable. Applied physics is the most appealing of all of them (I may be 
biased, I studied physics as an undergraduate) because in physics we hypothesise how the world might 
work, describe the theory with mathematics, make predictions and figure out an experiment that will 
challenge the theory, perform the experiment, collect and analyse data and conclude whether our theory 
was supported. Learning this basic thinking is extraordinarily valuable: risk analysis follows much of 
the same process, uses many of the same modelling and statistical techniques, makes approximations 
and should critically review scientific data when relevant. Most published papers describe studies that 
were designed to show supportive evidence for someone's theory. 

Pure mathematics and classical statistics are not that great: pure mathematics is too abstract; we find 
that pure statistics teaching is very constrained, and encourages formulaic thinking and reaching for a 
computer rather than a pen and paper. The schools also don't seem to emphasise communication skills 
very much. It's a shame because the statistician has so much of the basic knowledge requirements. 
Bayesian statistics is somewhat better - it does not have such a problem with subjective estimates, its 
techniques are more conducive to risk analysis and it's a newer field, so the teaching is somewhat less 
staid. Don't be swayed by a six-sigma black belt qualification - the ideas behind Six Sigma certainly 
have merit, but the technical knowledge gained to get a black belt is quite basic and the production-line 
teaching seems to be at the expense of in-depth understanding and creativity. The main things you will 
need to look out for are a track record of independent thinking, strong communication skills and some 
reasonable grasp of probability modelling. The more advanced techniques can be learned from courses 
and books. 

2.4.3 Our team 

I thought it might be helpful to give you a brief description of how we organise our teams. If your 
organisation is large enough to need 10 or more people in a risk analysis team, you might get some 
ideas from how we operate. 

Vose Consulting has quite a mixture of people, roughly split into three groups, and we seem to have 
hired organically to match people's skills and characters to the roles of these groups. I love to learn, 
teach, develop new talent and dream up new ideas, so my team is made up of conceptual thinkers with 
great mathematics, computing and researching skills. They are young and very intelligent, but are too 
young for us to put them into the most stressful jobs, so part of my role is to give them challenging 
work and the confidence to meet consulting deadlines by solving their problems with them. My office 
is the nursery for Huybert's team to which they can migrate once they have more experience. Huybert 
is an ironman triathlon competitor with boundless energy. His consulting group fly around everywhere 
solving problems, writing reports and meeting deadlines. They are real finishers and my team provide 
as much technical support as they need (though they are no slouches, we have four quantitative PhDs 
and nobody with less than a Masters degree in that team). Timour is a very methodical, deep thinker. 
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Unlike me, he tends not to say anything unless he has something to say. His programming group writes 
our commercial software like ModelRisk, requiring a long-term development view, but he has a couple 
of people who write bespoke software for our clients meeting strict deadlines too. 

When we get a consulting enquiry, the partners will discuss whether we have the time and knowledge 
to do the job, who it would involve and who would lead it. Then the prospective lead is invited to 
talk with us and the client about the project and then takes over. The lead consultant has to agree to 
do the project, hisfher name and contact details are put on the MOU and helshe remains in charge and 
responsible to the client throughout the project. A partner will monitor progress, or a partner could be 
the lead consultant. The lead consultant can ask anyone within the company for advice, for manpower 
assistance, to review models and reports, to write bespoke software for the client, to be available for a 
call with the client, etc. I like this approach because it means we spread around the satisfaction of a job 
well done, it encourages responsibility and creativity, it emphasises a flat company structure and we all 
get to know what others in the company can do, and because the poor performance in a project would 
be the company's failure, not one individual's. 

I read Ricardo Semler's book Maverick a few months ago and loved it for showing me that much of 
what we practise in our small company can work in a company as large as Semco. Semco also works 
in groups that mix around depending on the project and has a flat hierarchy. We give our staff a lot of 
responsibility, so we also assume that they are responsible: we give them considerable freedom over 
their working hours and practices, we expect them to keep expenses at a sensible level, but don't set 
daily rates, etc. Staff choose their own computers, can buy a printer, etc., without having to get approval. 
The only thing we have no flexibility on is honesty. 





Chapter 3 

The quality of a risk analysis 

We've seen a fair number of quantitative risk analyses that are terrible. They might also have been very 
expensive, taken a long time to complete and used up valuable human resources. In fact, I'll stick my 
neck out and say the more complex and expensive a quantitative risk analysis is, the more likely it is 
to be terrible. Worst of all, the people making decisions on the results of these analyses have little if 
any idea of how bad they are. These are rather attention-grabbing sentences, but this chapter is small 
and I would really like you not to skip over it: it could save you a lot of heartache. 

In our company we do a lot of reviews of models for decision-makers. We'd love to be able to 
say "it's great, trust the results" a lot more often than we do, and I want to spend this short chapter 
explaining what, in our experience, goes wrong and what you can do about it. First of all, to give some 
motivation for this chapter, I want to show you some of the results of a survey we ran a couple of years 
ago in a well-developed science-based area of risk analysis (Figure 3.1). The question appears in the 
title of each pane. Which results do you find most worrying? 

3.1 The Reasons Why a Risk Analysis can be Terrible 
t 

From Figure 3.1 I think you'll see that there really needs to be more communication between decision- 
makers and their risk analysts and a greater attempt to work as a team. I see the risk analyst as an 
important avenue of communication between those "on the ground" who understand the problem at 
hand and hold the data and those who make decisions. The risk analyst needs to understand the context 
of the decision question and have the flexibility to be able to find the method of analysis that gives 
the most useful information. I've heard too many risk analysts complain that they get told to produce 
a quantitative model by the boss, but have to make the numbers up because the data aren't there. Now 
doesn't that seem silly? I'm sure the decision-maker would be none too happy to know the numbers 
are all made up, but the risk analyst is often not given access to the decision-makers to let them know. 
On the other hand, in some business and regulatory environments they are trying to follow a rule that 
says a quantitative risk analysis needs to be completed - the box needs ticking. 

Regulations and guidelines can be a real impediment to creative thinking. I've been in plenty of com- 
mittees gathered to write risk analysis guidelines, and I've done my best to reverse the tendency to be 
formulaic. My argument is that in 19 years we have never done the same risk analysis twice: every one 
has its individual peculiarities. Yet the tendency seems to be the reverse: I trained over a hundred consul- 
tants in one of the big four management consultancy firms in business risk modelling techniques, and they 
decided that, to ensure that they could maintain consistency, they would keep it simple and essentially fill 
in a template of three-point estimates with some correlation. I can see their point - if every risk analyst 
developed a fancy and highly individual model it would be impossible to ensure any quality standard. 
The problem is, of course, that the standard they will maintain is very low. Risk analysis should not be a 

1 packaged commodity but a voyage of reasoned thinking leading to the best possible decision at the time. 
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What factors leopardise the value of an assessment? 
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Figure 3.1 Some results of a survey of 39 professional risk analysts working in a scientific field where risk 
analysis is well developed and applied very frequently. 
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I think it is usually pretty easy to see early on in the risk analysis process that a quantitative risk 
analysis will be of little value. There are several key areas where it can fall down: 

1. It can't answer all the key questions. 

2. There are going to be a lot of assumptions. 

3. There is going to be one or more show-stopping assumption. 

4. There aren't enough good data or experts. 

We can get around 1 sometimes by doing different risk analyses for different questions, but that can 
be problematic when each risk analysis has a different set of fundamental assumptions - how do we 
compare their results? 

For 2 we need to have some way of expressing whether a lot of little assumptions compound to make 
a very vulnerable analysis: if you have 20 assumptions (and 20 is quite a small number), all pretty good 
ones - e.g. we think there's a 90 % chance they are correct, but the analysis is only useful if all the 
assumptions are correct, then we only have a 0.9~' = 12 % chance that the assumption set is correct. 
Of course, if this were the real problem we wouldn't bother writing models. In reality, in the business 
world particularly, we deal with assumptions that are good enough because the answers we get are 
close enough. In some more scientific areas, like human health, we have to deal with assumptions such 
as: compound X is present; compound X is toxic; people are exposed to compound X; the exposure is 
sufficient to cause harm; and treatment is ineffective. The sequence then produces the theoretical human 
harm we might want to protect against, but if any one of those assumptions is wrong there is no human 
health threat to worry about. 

If 3 occurs we have a pretty good indication that we don't know enough to produce a decent risk ana- 
lysis model, but maybe we can produce two or three crude models under different possible assumptions 
and see whether we come to the same conclusion anyway. 

Area 4 is the least predictable because the risk analyst doing a preliminary scoping can be reassured 
that the relevant data are available, but then finds out they are not available either because the data turn 
out to be clearly wrong (we see this a lot), the data aren't what was thought, there is a delay past the 
deadline in the data becoming available or the data are dirty and need so much rework that it becomes 
impractical to analyse them within the decision timeframe. 

There is a lot of emphasis placed on transparency in a risk analysis, which usually manifests itself 
in a large report describing the model, all the data and sources, the assumptions, etc., and then finishes 
with some of the graphical and numerical outputs described in Chapter 5. I've seen reports of 100 or 
200 pages that seem far from transparent to me - who really has the time or inclination to read such a 
document? The executive summary tends to focus on the decision question and numerical results, and 
places little emphasis on the robustness of the study. 

3.2 Communicating the Quality of Data Used in a Risk Analysis 

Elsewhere in this book you will find lots of techniques for describing the numerical accuracy that a 
model can provide given the data that are available. These analyses are at the heart of a quantitative 
risk analysis and give us distributions, percentiles, sensitivity plots, etc. 

In this section I want to discuss how we can communicate any impact on the robustness of a model 
owing to the assumptions behind using data or settling on a model scope and structure. Elsewhere in this 
book I encourage the risk analyst to write down each assumption that is made in developing equations 
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Table 3.1 Pedigree matrix for parameter strength (adapted from Boone et a/., 2007). 

Exact measure of the 
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Weak correlation (very 
large geographical 

differences) 

and performing statistical analyses. We get participants to do the same in the training courses we teach 
as they solve simple class exercises, and there is a general surprise at how many assumptions are implicit 
in even the simplest type of equation. It becomes rather onerous to write all these assumptions down, 
but it is even more difficult to convert the conceptual assumptions underpinning our probability models 
into something that a reader rather less familiar with probability modelling might understand. 

The NUSAP (Numeral Unit Spread Assessment Pedigree) method (Funtowicz and Ravetz, 1990) is 
a notational system that communicates the level of uncertainty for data in scientific analysis used for 
policy making. The idea is to use a number of experts in the field to score independently the data under 
different categories. The system is well established as being useful in toxicological risk assessment. I 
will describe here a generalisation of the idea. It's key attractions are that it is easy to implement and 
can be sumrnarised into consistent pictorial representations. In Table 3.1 I have used the categorisation 
descriptions of data from van der Sluijs, Risbey and Ravetz (2005), which are: proxy - reflecting 
how close data being used are to ideal; empirical - reflecting the quantity and quality of the data; 
method - reflecting where the method used to collect the data lies between careful and well established 
and haphazard; and validation - reflecting whether the acquired data have been matched to real-world 
experience (e.g. does an effect observed in a laboratory actually occur in the wider world). 

Each dataset is scored in turn by each expert. The average of all scores is calculated and then divided 
by the maximum attainable score of 4. For example: 
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gives an average score of 2.833. Dividing by the maximum score of 4 gives 0.708. An additional level 
of sophistication is to allow the experts to weight their level of expertise for the particular variable in 
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consensus on reliability 

Crude speculation 

1' 

with 
unknown reliability Weak very indirect 

No discernible rigour No validation 
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Figure 3.2 Plot of average scores for datasets in a toxicological risk assessment. 

Release Exposure Toxicity Treatment effectiveness 

question (e.g. 0.3 for low, 0.6 for medium and 1.0 for high, as well as allowing experts to select not 
to make any comment when it is outside their competence), in which case one calculates a weighted 
average score. One can then plot these scores together and segregate them by different parts of the 
analysis if desired, which gives an overview of the robustness of data used in the analysis (Figure 3.2). 

Scores can be generally categorised as follows: 
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So, for example, Figure 3.2 shows that the toxicity part of the analysis appears to be the weakest, with 
several datasets in the weak category. 

We can summarise the scores for each dataset using a kite diagram to give a visual "traffic light", 
green indicating that the parameter support is excellent, red indicating that it is weak and one or two 
levels of orange representing gradations between these extremes. Figure 3.3 gives an example: one 
works from the centre-point, marking on the axes the weighted fraction of all the experts considering 
the parameter support to be "excellent", then adds the weighted fraction considering the support to be 
"high", etc. These points are then joined to make the different colour zones - from green in the centre 
for "excellent", through yellow and orange, to red in the last category: a kite will be green if all experts 
agree the parameter support is excellent and red for weak. Plotting these kite diagrams together can 
give a strong visual representation: a sea of green should give great confidence, a sea of red says the 
risk analysis is extremely weak. In practice, we'll end up with a big mix of colours, but over time one 
can get a sense of what colour mix is typical, when an analysis is comparatively weak or strong and 
when it can be relied upon for your field. 

The only real impediment to using the system above is that you need to develop a database software 
tool. Some organisations have developed their own in-house products that are effective but somewhat 
limited in their ability for reviewing, sorting and tracking. Our software developers have it on their "to 
do" list to make a tool that can be used across an organisation, where one can track the current status 
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Figure 3.3 A kite diagram summarising the level of data support the experts believe that a model parameter 
will have: red (dark) in the outer band = weak; green (light) in the inner band = excellent. 

of a risk analysis, drill down to see the reasons for the vulnerability of a parameter, etc., so you might 
like to visit www.vosesoftware.com and see if we've got anywhere yet. 

3.3 Level of Criticality 

The categorisation system of Section 3.2 helps determine whether a parameter is well supported, but 
it can still misrepresent the robustness of the risk analysis. For example, we might have done a food 
safety microbial risk analysis involving 10 parameters - nine enjoy high or excellent support, and one 
is suffering weak support. If that weakly supported parameter is defining the dose-response relationship 
(the probability a random individual will experience an adverse health effect given the number of 
pathogenic organisms ingested), then the whole risk analysis is jeopardised because the dose-response 
is the link between all the exposure pathways and the amount of pathogen involved (often a big model) 
and the size of human health impact that results. It is therefore rather useful to separate the kite 
diagrams and other analyses into different categories for the level of dependence the analysis has on 
each parameter: critical, important or small, for example. 

A more sophisticated version for separating the level of dependence is statistically to analyse the degree 
of effect each parameter has on the numerical result; for example, one might look at the difference in 
the mean of the model output when the parameter distribution is replaced by its 95th and 5th percentile. 
Taking that range and multiplying by (1 - the support score), giving 0 for excellent and 1 for terrible, 
gives one a sense of the level of vulnerability of the output numbers. However, this method suffers 
other problems. Imagine that we are performing a risk analysis on an emerging bacterium for which 
we have absolutely no dose-response data, so we use a dataset for a surrogate bacterium that we 
think will have a very similar effect (e.g. because it produces a similar toxin). We might have large 
amounts of excellent data for the surrogate bacterium and may therefore have little uncertainty about the 
dose-response model, so using the 5th and 95th percentiles of the uncertainty about that dose-response 
model will result in a small change in the output and multiplying that by ( I  - the support score) will 
under-represent the real uncertainty. A second problem is that we often estimate two or more model 
parameters from the same dataset; for example, a dose-response model often has two or three parameters 
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that are fitted to data. Each parameter might be quite uncertain, but the dose-response curve can be 
nonetheless quite stable, so this numerical analysis needs to look at the combined effect of the uncertain 
parameters as a single entity, which requires a fair bit of number juggling. 

3.4 The Biggest Uncertainty in a Risk Analysis 

The techniques discussed above have focused on the vulnerability of the results of a risk analysis to 
the parameters of a model. When we are asked to review or audit a risk analysis, the client is often 
surprised that our first step is not to look at the model mathematics and supporting statistical analyses, 
but to consider what the decision questions are, whether there were a number of assumptions, whether 
it would be possible to do the analysis a different (usually simpler, but sometimes more complex and 
precise) way and whether this other way would give the same answers, and to see if there are any 
means for comparing predictions against reality. What we are trying to do is see whether the structure 
and scope of the analysis are correct. The biggest uncertainty in a risk analysis is whether we started 
off analysing the right thing and in the right way. 

Finding the answer is very often not amenable to any numerical technique because we will not have 
any alternative to compare against. If we do, it might nonetheless take a great deal of effort to put 
together an alternative risk analysis model, and a model audit is usually too late in the process to be 
able to start again. A much better idea, in my view, is to get a sense at the beginning of a risk analysis 
of how confident we should be that the analysis will be scoped sufficiently broadly, or how confident 
we are that the world is adequately represented by our model. Needless to say, we can also start rather 
confident that our approach will be quite adequate and then, once having delved into the details of 
the problem, find out we were quite mistaken, so it is important to keep revisiting our view of the 
appropriateness of the model. 

We encourage clients, particularly in the scientific areas of risk in which we work, to instigate a solid 
brainstorming session of experts and decision-makers whenever it has been decided that a risk analysis 
is to be undertaken, or maybe is just under consideration. The focus is to discuss the form and scope 
of the potential risk analysis. The experts first of all need to think about the decision questions, discuss 
with decision-makers any possible alternatives or supplements to those questions and then consider how 
they can be answered and what the outputs should look like (e.g. only the mean is required, or some 
high percentile). Each approach will have a set of assumptions that need to be thought through carefully: 
What would the effect be if the assumptions are wrong? If we use a conservative assumption and esti- 
mate a risk that is too high, are we back to where we started? We need to think about data requirements 
too: Is the quality likely to be good and are the data easily attainable? We also need to think about 
software. I was once asked to review a 2 year, $3million model written entirely in interacting C++ 
modules - nobody else had been able to figure it out (I couldn't either). 

When the brainstorming is over, I recommend that you pass around a questionnaire to each expert 
and ask those attending independently to answer a questionnaire something like this: 

We discussed three risk analysis approaches (description A, description B, description 
C). Please indicate your level of confidence (0 = none, 1 = slight, 2 =good, 3 = 
excellent, -1 = no opinion) to the following: 

1. What is your confidence that method A, B or C will be sufficiently flexible and 
comprehensive to answer any foreseeable questions from the management about 
this risk? 
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2. What is your confidence that method A, B or C is based on assumptions that are 
correct? 

3. What is your confidence for method A, B or C that the necessary data will be 
available within the required timeframe and budget? 

4. What is your confidence that the method A, B or C analysis will be completed in 
time? 

5 .  What is your confidence that there will be strong support for method A, B or C 
among reviewing peers? 

6. What is your confidence that there will be strong support for method A, B or C 
among stakeholders? 

Asking each brainstorming participant independently will help you attain a balanced view, particularly 
if the chairperson of that meeting has enforced the discipline of requiring participants not to express their 
view on the above questions during the meeting (it won't be completely possible, but you are trying to 
make sure that nobody will be influenced into giving a desired answer). Asking people independently 
rather than trying to achieve consensus during the meeting will also help remove the overconfidence 
that often appears when people make a group decision. 

3.5 Iterate 

Things change. The political landscape in which the decision is to be made can become more hostile 
or accepting to some assumptions, data can prove better or worse than we initially thought, new data 
turn up, new questions suddenly become important, the timeframe or budget can change, a risk analysis 
consultant sees an early model and shows you a simpler way, etc. 

So it makes sense to go back from time to time over the types of assumption analysis I discussed 
in Sections 3.2 and 3.3 and to remain open to talung a different approach, even to making as dramatic 
a change as going from a quantitative to a qualitative risk analysis. That means you (analysts and 
decision-makers alike) should also be a little guarded in making premature promises so you have some 
space to adapt. In our consultancy contracts, for example, a client will usually commission us to do a 
quantitative risk analysis and tell us about the data they have. We'll probably have had a little look at 
the data too. We prefer to structure our proposal into stages. In the first stage we go over the decision 
problem, review any constraints (time, money, political, etc.), take a first decent look at the available 
data and figure out possible ways of getting to the answer. Then we produce a report describing how 
we want to tackle the problem and why. At that stage the client can stop the work, continue with us, 
do it themselves or maybe hire someone else if they wish. It may take a little longer (usually a day 
or two), but everyone's expectations are kept realistic, we aren't cornered into doing a risk analysis 
that we know is inappropriate and clients don't waste their time or money. As consultants, we are in 
the somewhat privileged position of turning down work that we know would be terrible. A risk analyst 
employed by a company or government department may not have that luxury. If you, the reader, are 
a risk analyst in the awkward position of being made to produce terrible risk analyses, perhaps you 
should show your boss this chapter, or maybe check to see if we have any vacancies. 
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Choice of model structure 

There is a tendency to settle on the form that a risk analysis model will take too early on in the risk 
analysis process. In part that will be because of a limited knowledge of the available options, but also 
because people tend not to take a step back and ask themselves what the purpose of the analysis is, and 
also how it might evolve over time. In this chapter I give a short guide to various types of model used 
in risk analysis. 

4.1 Software Tools and the Models they Build 

4. I. I Spreadsheets 

Spreadsheets, and by that I mean Excel these days, are the most natural and the first choice for most 
people because it is perceived that relatively little additional knowledge is required to produce a risk 
analysis model. Products like @RISK, CrystaLBall, ModelRisk and many other contenders for their 
shared crown have made adding uncertainty into a spreadsheet as simple as cliclung a few buttons. You 
can run a simulation and look at the distribution results in a few seconds and a few more button clicks. 
Monte Carlo simulation software tools for Excel have focused very much on the graphical interfaces to 
make risk analysis modelling easy: combine that with the ability to track formulae across spreadsheets, 
imbed graphs and format sheets in many ways, and with VBA and data importing capabilities, and we 
can see why Excel is so popular. I have even seen a whole trading floor run on Excel using VBA, and 
not a single recognisable spreadsheet appeared on any dealer's screen. 

But Excel has its limitations. ModelRisk overcomes many of them for high-level financial and insur- 
ance modelling, and I have used its features in this book a fair bit to help explain some modelling 
concepts. However, there are many types of problem for which Excel is not suitable. Project cost and 
schedule risk analysis can be done in spreadsheets at a crude level, which I cover in Chapter 19, and a 
crude level is often enough for large-scale risk analysis, as we are rarely interested in the minutia that 
can be built into a project planning model (like you might make with Primevera or Microsoft Project). 
However, a risk register is better constructed in an electronic database with various levels of access. 
The problem with building a project plan in a spreadsheet is that expanding the model into greater detail 
becomes mechanically very awkward, while it is a simple matter in project planning software. 

In other areas, risk analysis models with spreadsheets have a number of limitations: 

1. They scale very badly, meaning that spreadsheets can become really huge when one has a lot of 
data, or when one is performing repetitive calculations that could be succinctly written in another 
language (e.g. a looping formula), although one can get round this to some degree with Visual 
Basic. Our company reviews many risk models built in spreadsheets, and they can be vast, often 
unnecessarily so because there are shortcuts to achieving the same result if one knows a bit of 
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probability mathematics. The next version of Excel will handle even bigger sheets, so I predict this 
problem will only get worse. 

2. They are limited to the two dimensions of a grid, three at a push if one uses sheets as a third 
dimension; if you have a multidimensional problem you should really think hard before deciding on 
a spreadsheet. There are a lot of other modelling environments one could use: C++ is highly flexible, 
but opaque to anyone who is not a C++ programmer. Matlab and, to a lesser extent, Mathematica 
and Maple are highly sophisticated mathematical modelling software with very powerful built-in 
modelling capabilities that will handle many dimensions and can also perform simulations. 

3. They are really slow. Running a simulation in Excel will take hundreds or more times longer than 
specialised tools. That's a problem if you have a huge model, or if you need to achieve a high level 
of precision (i.e. require many iterations). 

4. Simulation models built in spreadsheets calculate in one direction, meaning that, if one acquires 
new data that can be matched to a forecast in the model, the data cannot be integrated into the 
model to update the estimates of parameters on which the model was based and therefore produce 
a more accurate forecast. The simulation software WinBUGS can do this, and I give a number of 
examples through this book. 

5 .  Spreadsheets cannot easily handle modelling dynamic systems. There are a number of flexible 
and user-friendly tools like Simul8 which give very good approximations to continuously varying 
stochastic systems with many interacting components. I give an example later in this chapter. 
Attempting to achieve the same in Excel is not worth the pain. 

There are other types of model that one can build, and software that will let you do so easily, which 
I describe below. 

4.1.2 Influence diagrams 

Influence diagrams are quite popular - they essentially replicate the mathematics you can build in 
a spreadsheet, but the modelling environment is quite different (Figure 4.1 is a simple example). 
~ n a l y t i c a ~  is the most popular influence diagram tool. Variables (called nodes) are represented as 
graphical objects (circles, squares, etc.) and are connected together with arrows (called arcs) which 
show the direction of interaction between these variables. The visual result is a network that shows the 

Project base cost 

Figure 4.1 Example of a simple influence diagram. 
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viewer which variables affect which, but you can imagine that such a diagram quickly becomes overly 
complex, so one builds submodels. Click on a model object and it opens another view to show a lower 
level of interaction. Personally, I don't like them much because the mathematics and data behind the 
model are hard to get to, but others love them. They are certainly very visual. 

4.1.3 Event trees 

Event trees offer a way to describe a sequence of probabilistic events, together with their probabilities 
and impacts. They are perhaps the most useful of all the methods for depicting a probabilistic sequence, 
because they are very intuitive, the mathematics to combine the probabilities is simple and the diagram 
helps ensure the necessary discipline. Event trees are built out of nodes (boxes) and arcs (arrows) 
(Figure 4.2). 

The tree starts from the left with a node (in the diagram below, "Select animal" to denote the random 
selection of an animal from some population), and arrows to the right indicate possible outcomes 
(here, whether the animal is infected with some particular disease agent, or not) and their probabilities 
(p, which would be the prevalence of infected animals in the population, and (1 - p) respectively). 
Branching out from these boxes are arrows to the next probability event (the testing of an animal for 
the disease), and attached to these arrows are the conditional probabilities of the next level of event 
occurring. The conditional nature of the probabilities in an event tree is extremely important to underline. 
In this example: 

Se = P(test positive for disegse given the animal is infected) 

Sp = P(test negative for disease given the animal is not infected) 

Thus, following the rules of conditional probability algebra, we can say, for example: 

P(anima1 is infected and tests positive) = p*Se 

P(anima1 is infected and tests negative) = p*(l - Se) 

P(anima1 tests positive) = p*Se + (1 - p)*(l - SP) 

Probability of the 
sequence 

Tests +ve se/=l :se 

Tests -ve I ~ ( 1  - Se) 

Select animal - 
- P  y Not infected 

4 

/ 
Probability of this step 

Probabilities conditional on 
previous step 

Figure 4.2 Example of a simple event tree. 
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High revenue 

Investment 1 

Low revenue 
I I 

Investment decision 

High revenue 

Investment 2 

Low revenue 
1 

No investment 

Figure 4.3 Example of a simple decision tree. The decision options are to make either of two investments 
or do nothing with associated revenues as a result. More involved decision trees would include two or more 
sequential decisions depending on how well the investment went. 

Event trees are very useful for building up your probability thinking, although they will get quite 
complex rather quickly. We use them a great deal to help understand and communicate a problem. 

4.1.4 Decision trees 

Decision trees are like event trees but add possible decision options (Figure 4.3). They have a role in 
risk analysis, and in fields like petroleum exploration they are very popular. They sketch the possible 
decisions that one might make and the outcomes that might result. Decision tree software (which can 
also produce event trees) can calculate the best option to take under the assumption of some user-defined 
utility function. Again, personally I am not a big fan of decision trees in actual model writing. I find that 
it is difficult for decision-makers to be comfortable with defining a utility curve, so I don't have much 
use for the analytical component of decision tree software, but they are helpful for communicating the 
logic of a problem. 

4.1.5 Fault trees 

Fault trees start from the reverse approach to an event tree. An event tree looks forward from a starting 
point and considers the possible future outcomes. A fault tree starts with the outcome and looks at 
the ways it could have arisen. A fault tree is therefore constructed from the right with the outcome, 
moves to the left with the possible immediate events that could have made that outcome arise, continues 
backwards with the possible events that could have made the first set of events arise, etc. 

Fault trees are very useful for focusing attention on what might go wrong and why. They have been 
used in reliability engineering for a long time, but also have applications in areas like terrorism. For 
example, one might start with the risk of deliberate contamination of a city's drinking water supply 
and then consider routes that the terrorist could use (pipeline, treatment plant, reservoir, etc.) and the 
probabilities of being able to do that given the security in place. 

4.1.6 Discrete event simulation 

Discrete event simulation (DES) differs from Monte Carlo simulation mainly in that it models the 
evolution of a (usually stochastic) system over time. It does this by allowing the user to define equations 
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for each element in the model for how it changes, moves and interacts with other elements. Then it 
steps the system through small time increments and keeps track of where all elements are at any time 
(e.g. parts in a manufacturing system, passengers in an airport or ships in a harbour). More sophisticated 
tools can increase the clock steps when nothing is happening, then decrease again to get a more accurate 
approximation to the continuous behaviour it is modelling. 

We have used DES for a variety of clients, one of which was a shipping firm that regularly received 
LNG-ships at its site on a narrow shared waterway. The client wanted to investigate the impact of 
constructing an alternative berthing system designed to reduce the impact of their activities on other 
shipping movements, and the model evaluated the benefits of such a system. Within the DES model, 
movements of the client's and any other relevant shipping traffic were simulated, taking into account 
restrictions of movements by certain rules and regulations and evaluating the costs of delays. The stand- 
alone model, as well as documentation and training, was provided to the client and helped them to 
persuade the other shipping operators and the Federal Energy Regulatory Commission (FERC) of the 
effectiveness of their plan. 

Figure 4.4 shows a screen shot of the model (it looks better in colour). Going from left to right, we 
can see that currently there is one ship in the upper harbour, four in the inner harbour, none at the city 
front and one in the outer harbour. In the client's berth, two ships are unloading with 1330 and 2430 
units of materials still on board. In the upper right-hand comer the number of ships entering the shared 
waterway is visible, including the number of ships that are currently in a queue (three and two ships of 
a particular type). Finally, the lower right-hand corner shows the current waterway conditions, which 
dictate some of the rules such as "only ships of a certain draft can enter or exit the waterway given a 
particular current, tide, wind speed and visibility". 

DES allows us to model extremely complicated systems in a simple way by defining how the elements 
interact and then letting the model simulate what might happen. It is used a great deal to model, for 
example, manufacturing processes, the spr6ad of epidemics, all sorts of complex queuing systems, traffic 

Figure 4.4 Example of a DES model. i: 

River Closed 
to non-LNG 
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flows and crowd behaviour to design emergency exits. The beauty of a visual interface is that anyone 
who knows the system can check whether it behaves as expected, which makes it a great communication 
and validation tool. 

4.2 Calculation Methods 

Given a certain probability model that we wish to evaluate, there are several methods that we could use 
to produce the required answer, which I describe below. 

4.2.1 Calculating moments 

This method uses some probability laws that are discussed later in this book. In particular it uses the 
following rules: 

1. The mean of the sum of two distributions is equal to the sum of their means, i.e. (a + b) = Z + b 
I 
I and (a - b) = Z - b. 

2. The mean of the product of two distributions is equal to the product of their means, i.e. (a . b)  = 
a .  b. 

3. The variance of the sum of two independent distributions is equal to the sum of their variances, i.e. 
V ( a  + b) = V ( a )  + V ( b )  and V(a  - b)  = V ( a )  + V(b) .  

4. V(na)  = n 2 v ( a ) ,  Ei = nZ, where n  is some constant. 

The moments calculation method replaces each uncertain variable with its mean and variance and 
then uses the above rules to estimate the mean and variance of the model's outcome. 

So, for example, three variables a ,  b  and c have the following means and variances: 

a  Mean = 70 Variance = 14 
b  Mean = 16 Variance = 2  
c Mean = 12 Variance = 4  

If the problem is to calculate 2a + b  - c, the result can be estimated as follows: 

Mean = (2 *70) + 16 - 12 = 144 

Variance = (22 * 14) + 2  + 4  = 62 

These two values are then used to construct a normal distribution of the outcome: 

Result = Normal(144, a) 
where &? is the standard deviation of the distribution which is the square root of the variance. 

This method is useful in certain situations, like the summation of a large number of potential risks 
and in the determination of aggregate distributions (Section 11.2). It does have some fairly severe 
limitations - it cannot easily cope with divisions, exponents, power functions, branching, etc. In short, 
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this technique becomes very difficult to execute for all but the most simple models that also reasonably 
obey its set of assumptions. 

4.2.2 Exact algebraic solutions 

Each probability distribution has associated with it a probability distribution function that mathematically 
describes its shape. Algebraic methods have been developed for determining the probability distribution 
functions of some combinations of variables, so for simple models one may be able to find an equation 
directly that describes the output distribution. For example, it is quite simple to calculate the probability 
distribution function of the sum of two independent distributions (the following maths might not make 
sense until you've read Chapter 6). 

Let X be the first distribution with density f ( x )  and cumulative distribution function Fx(x), and let 
Y be the second distribution with density g(x). Then the cumulative distribution function of the sum of 
X and Y, Fx+y, is given by 

The sum of two independent distributions is sometimes known as the convolution of the distributions. 
By differentiating this equation, we obtain the density function of X + Y: 

So, for example, we can determine the distribution of the sum of two independent Uniform(0, 1) 
distributions. The probability distribution functions f (x) and g(x) are both 1 for 0 5 x 5 1, and zero 
otherwise. From Equation (4.2) we get 

For 0 5 a 5 1, this yields 

which gives fx+ (a) = a. 
For 1 ( a ( 2, this yields 

which is a Triangle(0, 1, 2) distribution. 
Thus, if our risk analysis model was just the sum of several simple distributions, we could use these 

equations repeatedly to determine the exact output distribution. There are a number of advantages to 
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this approach, for example: the answer is exact; one can immediately see the effect of changing a 
parameter value; and one can use differential calculus to explore the sensitivity of the output to the 
model parameters. 

A variation of the same approach is to recognise the relationship between certain distributions. For 
example: 

There are plenty of such relationships, and many are described in Appendix 111, but nonetheless the 
distributions used in a risk analysis model don't usually allow such simple manipulation and the exact 
algebraic technique becomes hugely complex and often intractable very quickly, so it cannot usually be 
considered as a practical solution. 

4.2.3 Numerical approximations 

Some fast Fourier transform and recursive techniques have been developed for directly, and very accur- 
ately, determining the aggregate distribution of a random number of independent random variables. A lot 
of focus has been paid to this particular problem because it is central to the actuarial need to determine 
the aggregate claim payout an insurance company will face. However, the same generic problem occurs 
in banking and other areas. I describe these techniques in Section 11.2.2. There are other numerical 
techniques that can solve certain types of problem, particularly via numerical integration. ModelRisk, for 
example, provides the function VoseIntegrate which will perform a very accurate numerical integration. 
Consider a function that relates the probability of illness, Pill(D), to the number of virus particles 
ingested, D ,  as follows: 

If we believed that the number of virus particles followed a Lognorma1(100,10) distribution, we could 

1 calculate the probability of illness as follows: 
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where the VoseIntegrate function interprets "#" to be the variable to integrate over and the integration 
is done between 1 and 1000. The answer is 2.10217E-05 - a value that we could only determine with 
accuracy using Monte Carlo simulation by running a large number of iterations. 

4.2.4 Monte carlo simulation 

This technique involves the random sampling of each probability distribution within the model to produce 
hundreds or even thousands of scenarios (also called iterations or trials). Each probability distribution is 
sampled in a manner that reproduces the distribution's shape. The distribution of the values calculated 
for the model outcome therefore reflects the probability of the values that could occur. Monte Carlo 
simulation offers many advantages over the other techniques presented above: 

The distributions of the model's variables do not have to be approximated in any way. 

Correlation and other interdependencies can be modelled. 

The level of mathematics required to perform a Monte Carlo simulation is quite basic. 

The computer does all of the work required in determining the outcome distribution. 

Software is commercially available to automate the tasks involved in the simulation. 

Complex mathematics can be included (e.g. power functions, logs, IF statements, etc.) with no extra 
difficulty. 

Monte Carlo simulation is widely recognised as a valid technique, so its results are more likely to 
be accepted. 

The behaviour of the model can be investiga2/ed with great ease. 

Changes to the model can be made very quickly and the results compared with previous models. 

Monte Carlo simulation is often criticised as being an approximate technique. However, in theory at 
least, any required level of precision can be achieved by simply increasing the number of iterations in a 
simulation. The limitations are in the number of random numbers that can be produced from a random 
number generating algorithm and, more commonly, the time a computer needs to generate the iterations. 
For a great many problems, these limitations are irrelevant or can be avoided by structuring the model 
into sections. 

The value of Monte Carlo simulation can be demonstrated by considering the cost model problem of 
Figure 4.5. Triangular distributions represent uncertainty variables in the model. There are many other, 
very intuitive, distributions in common use (Figure 4.6 gives some examples) that require little or no 
probability knowledge to understand. The cumulative distribution of the results is shown in Figure 4.7, 
along with the distribution of the values that are generated from running a "what if" scenario analysis 
using three values as discussed at the beginning of this chapter. The figure shows that the Monte Carlo 
outcome does not have anywhere near as wide a range as the "what if7' analysis. This is because the 
"what if" analysis effectively gives equal probability weighting to all scenarios, including where all 
costs turned out to be their maximum and all costs turned out to be their minimum. Let us allow, 
for a minute, the maximum to mean the value that only has a 1 % chance of being exceeded (say). 
The probability that all five costs could be at their maximum at the same time would equal (0.01)~ or 
1 : 10 000 000 000: not a realistic outcome! Monte Carlo simulation therefore provides results that are 
also far more realistic than those that are produced by simple "what if" scenarios. 
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Total construction costs 
Minimum Best guess Maximum 

Excavation I E 30 500 1 E 33 200 1 E 37 800 

Figure 4.5 Construction project cost model. 
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Figure 4.6 Examples of intuitive and simple probability distributions. 
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Figure 4.7 Comparison of distributions of results from "what if" and risk analyses. 

4.3 Uncertainty and Variability 

"Variability is a phenomenon in the physical world to be measured, analysed and where 
appropriate explained. By contrast, uncertainty is an aspect of knowledge". 

Sir David Cox 

There are two components of our inability to be able precisely to predict what the future holds: these 
are variability and uncertainty. This is a difficult subject, not least because of the words that we risk 
analysts have available to describe the various concepts and how these words have been used rather 
carelessly. Bearing this in mind, a good start will be to define the meaning of various keywords. 1 have 
used the now fairly standard meanings for uncertainty and variability, but might be considered to be 
deviating a little from the common path in my explanation of the units of uncertainty and variability. The 
reader should bear in mind the comments I'll make about the different meanings that various disciplines 
assign to certain words. As long as the reader manages to keep the concepts clear, it should be an easy 
enough task to work out what another author means even if some of the terminology is different. 

Variability 

Variability is the effect of chance and is a function of the system. It is not reducible through either 
study or further measurement, but may be reduced by changing the physical system. Variability has 
been described as "aleatory uncertainty", "stochastic variability" and "interindividual variability". 

Tossing a coin a number of times provides us with a simple illustration of variability. If I toss the 
coin once, I will have a head (H) or tail (T), each with a probability of 50% if one presumes a fair 
coin. If I toss the coin twice, I have four possible outcomes {HH, HT, TH, TT}, each with a probability 
of 25 % because of the coin's symmetry. We cannot predict with certainty what the tosses of a coin will 
produce because of the inherent randomness of the coin toss. 
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The variation among a population provides us with another simple example. If I randomly select 
people off the street and note some physical characteristic, like their height, weight, sex, whether they 
wear glasses, etc., the result will be a random variable with a probability distribution that matches the 
frequency distribution of the population from which I am sampling. So, for example, if 52 % of the 
population are female, a randomly sampled person will be female with a probability of 52 %. 

In the nineteenth century a rather depressing philosophical school of thought, usually attributed to the 
mathematician Marquis Pierre-Simon de Laplace, became popular, which proposed that there was no 
such thing as variability, only uncertainty, i.e. that there is no randomness in the world and an omni- 
scient being or machine, a "Laplace machine", could predict any future event. This was the foundation 
of the physics of the day, Newtonian physics, and even Albert Einstein believed in determinism of the 
physical world, saying the often quoted "Der Herr Gott wurfelt nicht" - "God does not play dice". 

Heisenberg's uncertainty principle, one of the foundations of modern physics and, in particular, quan- 
tum mechanics, shows us that this is not true at the molecular level, and therefore subtly at any greater 
scale. In essence, it states that, the more one characteristic of a particle is constrained (for example, its 
location in space), the more random another characteristic becomes (if the first characteristic is location, 
the second will be its velocity). Einstein tried to prove that it is our knowledge of one characteristic 
that we are losing as we gain knowledge of another characteristic, rather than any characteristic being 
a random variable, but he has subsequently been proven wrong both theoretically and experimentally. 
Quantum mechanics has so far proved itself to be very accurate in predicting experimental outcomes 
at the molecular level where the predictable random effects are most easily observed, so we have a lot 
of empirical evidence to support the theory. Philosophically, the idea that everything is predetermined 
(i.e. the world is deterministic) is very difficult to accept too, as it deprives us humans of free will. 
The non-existence of free will would in turn mean that we are not responsible for our actions - we are 
reduced to complicated machines and it is meaningless to be either praised or punished for our deeds 
and misdeeds, which of course is contrary to the principles of any civilisation or religion. Thus, if one 
accepts the existence of free will, one must also accept an element of randomness in all things that 
humans affect. Popper (1988) offers a fuller discussion of the subject. 

Sometimes systems are too complex for us to understand properly. For example, stock markets pro- 
duce varying stock prices all the time that appear random. Nobody knows all the factors that influence 
a stock price over time - it is essentially infinitely complex and we accept that this is best modelled as 
a random process. 

Uncertainty 

Uncertainty is the assessor's lack of knowledge (level of ignorance) about the parameters that charac- 
terise the physical system that is being modelled. It is sometimes reducible through further measurement 
or study, or by consulting more experts. Uncertainty has also been called "fundamental uncertainty", 
"epistemic uncertainty" and "degree of belief". Uncertainty is by definition subjective, as it is a func- 
tion of the assessor, but there are techniques available to allow one to be "objectively subjective". 
This essentially amounts to a logical assessment of the information contained in available data about 
model parameters without including any prior, non-quantitative information. The result is an uncertainty 
analysis that any logical person should agree with, given the available information. 

Total uncertainty 

Total uncertainty is the combination of uncertainty and variability. These two components act together 
to erode our ability to be able to predict what the future holds. Uncertainty and variability are philo- 
sophically very different, and it is now quite common for them to be kept separate in risk analysis 
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modelling. Common mistakes are failure to include uncertainty in the model, or modelling variability 
in some parts of the model as if it were uncertainty. The former will provide an overconfident (i.e. 
insufficiently spread) model output, while the latter can grossly overinflate the total uncertainty. 

Unfortunately, as you will have gathered, the term "uncertainty" has been applied to both the meaning 
described above and total uncertainty, which has left the risk analyst with some problems of terminology. 
Colleagues have suggested the word "indeterminability" to describe total uncertainty (perhaps a bit of 
a mouthful, but still the best suggestion I've heard so far). There has been a rather protracted argument 
between traditional (frequentist) and Bayesian statisticians over the meaning of words like probability, 
frequency, confidence, etc. Rather than go through their various interpretations here, I will simply present 
you with how I use these words. I have found my terminology helps clarify my thoughts and those of 
my clients and course participants very well. I hope they will do the same for you. 

Probability 

Probability is a numerical measurement of the likelihood of an outcome of some stochastic process. 
It is thus one of the two components, along with the values of the possible outcomes, that describe 
the variability of a system. The concept of probability can be developed neatly from two different 
approaches. The frequentist approach asks us to imagine repeating the physical process an extremely 
large number of times (trials) and then to look at the fraction of times that the outcome of interest 
occurs. That fraction is asymptotically (meaning as we approach an infinite number of trials) equal to 
the probability of that particular outcome for that physical process. So, for example, the frequentist 
would imagine that we toss a coin a very large number of times. The fraction of the tosses that comes 
up heads is approximately the true probability of a single toss producing a head, and, the more tosses we 
do, the closer the fraction becomes to the true probability. So, for a fair coin we should see the number 
of heads stabilise at around 50 % of the trials as the number of trials gets truly huge. The philosophical 
problem with this approach is that one usually does not have the opportunity to repeat the scenario a 
very large number of times. 

The physicist or engineer, on the other hand, could look at the coin, measure it, spin it, bounce lasers 
off its surface, etc., until one could declare that, owing to symmetry, the coin must logically have a 
50 % probability of falling on either surface (for a fair coin, or some other value for an unbalanced coin 
as the measurements dictated). 

Probability is used to define a probability distribution, which describes the range of values the variable 
may take, together with the probability (likelihood) that the variable will take any specific value. 

Degree of uncertainty 

In this context, "degree of uncertainty" is our measure of how much we believe something to be true. 
It is one of the two components, along with the plausible values of the parameter, that describe the 
uncertainty we may have about the parameter of the physical system ("the state of nature", if you 
like) to be modelled. We can thus use the degree of uncertainty to define an uncertainty distribution, 
which describes the range of values within which we believe the parameter lies, as well as the level 
of confidence we have about the parameter being any particular value, or lying within any particular 
range. A distribution of confidence looks exactly the same as a distribution of probability, and this can 
lead, all to easily, to confusion between the two quantities. 

Frequency 

Frequency is the number of times a particular characteristic appears in a population. Relative frequency 
is the fraction of times the characteristic appears in the population. So, in a population of 1000 people, 
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22 of whom have blue eyes, the frequency of blue eyes is 22 and the relative frequency is 0.022 or 
2.2 %. Frequency, by the definition used here, must relate to a known population size. 

4.3.1 Some illustrations of uncertainty and variability 

Let us look at a couple of examples to clarify the meaning of uncertainty and variability. Since variability 
is the more fundamental concept, we'll deal with it first. If I toss a fair coin, there is a 50 % chance that 
each toss will come up heads (let's call this a "success"). The result of each toss is independent of the 
results of any previous tosses, and it turns out that the probability distribution of the number of heads 
in n tosses of a fair coin is described by a Binomial(n, 50%) distribution, which will be explained in 
detail in Section 8.2. Figure 4.8 illustrates this binomial distribution for n = 1, 2, 5 and 10. This is a 
distribution of variability because I am not a machine, so I am not perfectly repetitive, and the system 
(the number of times the coin spins, the air resistance and movement, the angle at which it hits the 
ground, the topology of the ground, etc.) is too complicated for me to attempt to influence the outcome, 
and the tosses are therefore random. 

These binomial distributions are distributions of variability and reflect the randomness inherent in 
the tossing of a coin (our stochastic system). We are assuming that there is no uncertainty here, as 
we are assuming the coin to be fair and we are defining the number of tosses; in other words, we 
are assuming the parameters of the system to be exactly known. The vertical axis of Figure 4.8 gives 
the probability of each result, and, naturally, these probabilities add up to 1. In general, probability 
distributions or distributions of variability are simple to understand. They give me some comfort that 
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Figure 4.8 Examples of the Binomial(n, 50 %) distribution. 
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randomness (variability) really does exist in the world: if we take a group of 100 people1 and ask 
them to toss a coin 10 times, the resulting distribution of the number of heads will closely follow a 
Binomial(l0, 50 %). 

I 

i 

look at a distribution Of uncertainty. Imagine I have a sack of 10 balls, six of which are 
black and the remaining four of which are blue, and I know these figures. imagine that, out of my 
sight, a is randomly selected from the sack and placed in an opaque box. I am asked the question: 
"What is the probability that the ball in the box is black?', and I could quickly answer 6/10 or 60 %. 

another ball is removed from the sack and shown to me: it is blue. I am asked: yqow what is 
the probability that the ball in the box is black?", and, as there are now a total of nine balls I have not 
seen, six which I know are black, I could answer 619 or 66.66 %. But that is strange, because it is 

to believe that the probability of the ball in the box being black has changed from events that 
after its selection. The problem lies in my use of the term "probability" which is inconsistent 

with the definition I have given above. When the ball has been placed in the box, the deed is done, 
the in the box is black (i.e. the probability is 1) or it is not (i.e. the probability is 0). I don't 

know the truth but could collect information (i.e. look in the box or look in the sack) to find out what 
the true is. Before any ball was revealed to me, I should have said that I was 60 % confident that 
the probability was 1, and therefore 40 % confident that the probability was 0.  hi^ is an uncertainty 

of the true probability. NOW, when the blue ball was revealed to me from the sack I had 
extra inf~rmation and would therefore change my uncertainty distribution to show a 66.66 % confidence 
that the in the box was black 6.e. that the probability was 1). These two confidence distributions 
are shown in Figure 4.9. Note that the distributions of Figure 4.9 are pure uncertainty distributions. ~h~ 
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1 Figure 4.9 Confidence distributions for the ball in the box being black: 0 = No, 1 = Yes. The left panel is 

confidence before any ball is revealed; the right panel is confidence after seeing a blue ball removed from 
the sack. 
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the model, the other distributions reflecting the inherent stochastic nature of the system. We could then 
run a simulation on such a model which would randomly sample from all the distributions and our 
output would therefore take account of all uncertainty and variability. Unfortunately, this does not work 
out completely. The resultant single distribution is equivalent to our "best-guess" distribution of the 
composite of the two components. Technically, it is difficult to interpret, as the vertical scale represents 
neither uncertainty nor variability, and we have lost some information in knowing what component 
of the resultant distribution is due to the inherent randomness (variability) of the system, and what 
component is due to our ignorance of that system. It is therefore useful to know how to keep these two 
components separate in an analysis if necessary. 

Why separate uncertainty and variability? 

Keeping uncertainty and variability separate in a risk analysis model is mathematically more correct. 
Mixing the two together, i.e. by simulating them together, produces a reasonable estimate of the level 
of total uncertainty under most conditions. Figure 4.10 shows a Binomial(l0, p) distribution, where p 
is uncertain with distribution Beta(l0, 10). The spaghetti-looking graph represents a number of possible 
true binomial distributions, shown in cumulative form, and the bold line shows the result one gets 
from simulating the binomial and beta distributions together. The combined model may be wrong, but 
it covers the possible range very well. But consider doing the same with just one binomial trial, e.g. 
Binomial(1, Beta(10,lO)). The result is either a 1 or a 0, each occurring in about 50 % of the simulation 
run, the same result as we would have had by modelling Binomial(1, 50%). The output has lost the 
information that p is uncertain. 

Mixing uncertainty and variability means, of course, that we cannot see how much of the total 
uncertainty comes from variability and how much from uncertainty, and that information is useful. 
If we know that a large part of the total uncertainty is due to uncertainty (as in the example of 
Figure 4.1 I), then we know that collecting further information, thereby reducing uncertainty, would 
enable us to improve our estimate of the future. On the other hand, if the total uncertainty is nearly all 
due to variability (as in the example of Figure 4.12), we know that it is a waste of time to collect more 

0 1 2 3 4 5 6 7 8 9 1 0  

Successes 

Figure 4.10 300 Binomial(l0, p) distributions resulting from random samples of p from a Beta(l0, 10) 
distribution. 
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Figure 4.11 Example of second-order risk analysis model output with uncertainty dominating variability. 
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Figure 4.12 Example of second-order risk analysis model output with variability dominating uncertainty. 

information and the only way to reduce the total uncertainty would be to change the physical system. 
In general, the separation of uncertainty and variability allows us to understand what steps can be taken 
to reduce the total uncertainty of our model, and allows us to gauge the value of more information or 
of some potential change we can make to the system. 

A much larger problem than mixing uncertainty and variability distributions together can occur when 
a variability distribution is used as if it were an uncertainty distribution. Separating uncertainty and 
variability very deliberately gives us the discipline and understanding to avoid the much larger errors 
that this mistake will produce. Consider the following problem. 
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A group of 10 jurors is randomly picked from a population for some court case. In this population, 
50 % are female, 0.2 % have severe visual disability and 1.1 % are Native American. The defence would 
like to have at least one member on the jury who is female and either Native American or visually 
disabled or both. What is the probability that there will be at least one such juror in the selection? This is a 
pure variability problem, as all the parameters are considered well known and the answer is quite easy to 
calculate, assuming independence between the characteristics. The probability that a person is not Native 
American and not visually disabled is (100 % - 1.1 %) * (100 % - 0.2 %) = 98.7022 %. The probability 

I that a person is either Native American or visually disabled or both is (100 % - 98.7022 %) = 1.2978 %. 
Thus, the probability that a person is either Native American or visually disabled or both and female 
is (50 % * 1.2978 %) = 0.6489 %. The probability that none of the potential jurors is either Native 
American or visually disabled or both and female is then (100% - 0.6489 %)lo = 93.697 %, and so, 
finally, the probability that at least one potential juror is either Native American or visually disabled or 
both and female is (100 % - 93.697 %) = 6.303 %. 

Now let's compare this calculation with the spreadsheet of Figure 4.13 and the result it produces in 
Figure 4.14. In this model, the number of females in the jury has been simulated, but the rest of the 
calculation has been explicitly calculated. The output thus has a distribution that is meaningless since it 

I 

should be a single figure. The reason for this is that the model both calculated and simulated variability. 
1 We are treating the number of females as if it were an uncertain parameter rather than a variable. 

Now, having said how useful it is to separate uncertainty and variability, we must take a step back 
and ask whether the effort is worth the extra information that can be gained. In truth, if we run 
simulations that combine uncertainty and variability in the same simulation, we can get a good idea 
of their contribution to total uncertainty by running the model twice: the first time sampling from all 
distributions, and the second time setting all the uncertainty distributions to their mean value. The 
difference in spread is a reasonable description of the contribution of uncertainty to total uncertainty. 
Writing a model where uncertainty and variability are kept separate, as described in the next section, 

Figure 4.13 Example of model that incorrectly mixes uncertainty and variability. 
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Figure 4.14 Result of the model of Figure 4.13. 

can be very time consuming and cumbersome, so we must keep an eye out for the value of such an 
exercise. 

4.3.3 Structuring a Monte Carlo model to separate uncertainty and 
variability 

The core structure of a risk analysis model is the variability of the stochastic system. Once this variability 
model has been constructed, the uncertainty about parameters in that variability model can be overlaid. A 
risk analysis model that separates uncertainty and variability is described as second order. A variability 
model comes in two forms: explicit calculation and simulation. In a variability model with explicit 
calculation, the probability of each possible outcome is explicitly calculated. So, for example, if one 
were calculating the number of heads in 10 tosses of a coin, the explicit calculation model would take the 

Figure 4.15 Model calculating the outcome of 10 tosses of a coin. 
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form of the spreadsheet in Figure 4.15. Here, we have used the Excel function BINOMDIST(x, n, p,  
cumulative) which returns the probability of x successes in n trials with a binomial probability of 
success p .  The cumulative parameter requires either a TRUE (or 1) or a FALSE (or 0): using TRUE, 
the function returns the cumulative probability F(x), using FALSE the function returns the probability 
mass f (x). Plotting columns E and F together in an x-y scatter plot produces the binomial distribution 
which can be the output of the model. Statistical results, like the mean and standard deviation shown in 
the spreadsheet model, can also be determined explicitly as needed. The formulae calculating the mean 
and standard deviation use an Excel array function SUMPRODUCT which multiplies terms in the two 
arrays pair by pair and then sums these pair products. In an explicitly calculated model like this it is 
a simple matter to include uncertainty about any parameters of the model. For example, if we are not 
confident that the coin was truly fair but instead wish to describe our estimate of the probability of 
heads as a Beta(l2, 11) distribution (see Section 8.2.3 for explanation of the beta distribution in this 
context), we can simply enter the beta distribution in place of the 0.5 value in cell C3 and simulate for 
the cells in column F containing the outputs. 

The separation of uncertainty and variability is simple and clear when using a model that explicitly 
calculates the variability, as we use formulae for the variability and simulation for the uncertainty. But 
what do we do if the model is set up to simulate the variability? Figure 4.16 shows the same coin tossing 
problem, but now we are simulating the number of heads using a Binomial(n, p )  function in @RISK. 
Admittedly, it seems rather unnecessary here to simulate such a simple problem, but in many circum- 
stances it is extremely unwieldy, if not impossible, to use explicit calculation models, and simulation is 
the only feasible approach. Since we are using the random sampling of simulation to model the variabil- 
ity, it is no longer available to us to model uncertainty. Let us imagine that we put a possible value for the 
binomial probability p  into the model and run a simulation. The result is the binomial distribution that 
would be the correct model of variability if that value of p  were correct. Now, we believe that p  could 
actually be quite a different value - our confidence about the true value of p  is described by a Beta(l2, 
11) distribution - so we would really like to take repeated samples from the beta distribution, run a 
simulation for each sample and plot all the binomial distributions together to give us a true picture. This 
sounds immensely tedious, but @RISK provides a RiskSimtable function that will automate the process. 
Crystal Ball also provides a similar facility in its Pro version that allows one to nominate uncertainty 
and variability distributions within a model separately and then completely automates the process. 

We proceed by taking (say 50) Latin hypercube samples from the beta distribution, then import them 
back into the spreadsheet model. We then use a RiskSimtable function to reference the list of values. 

Figure 4.16 A simulation version of the model of Figure 4.1 5. 
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The RiskSimtable function returns the first value in the list, but when we instruct @RISK to run 50 
simulations, each of say 500 iterations, the RiskSimtable function will go through the list, using one 
value at a time for each simulation. Note that the number of simulations is set to equal the number of 
samples we have from the beta uncertainty distribution. The binomial distribution is then linked to the 
RiskSimtable function and named as an output. We now run the 50 simulations and produce 50 different 
possible binomial distributions which can be plotted together and analysed in much the same way as an 
explicit calculation output. Of course, there are an infinite number of possible binomial distributions, 
but, by using Latin hypercube sampling (see Section 4.4.3 for an explanation of the value of Latin 
hypercube sampling), we are ensuring that we get a good representation of the uncertainty with a few 
simulations. 

In spite of the automation provided by the RiskSimtable function in @RISK or the facilities of Crystal 
Ball Pro and the speed of modern computers, the simulations can take some time. However, in most 
non-trivial models that time is easily balanced by the reduction in complexity of the model itself and 
therefore the time it takes to construct, as well as the more intuitive manner in which the models can 
be constructed which greatly helps avoiding errors. 

The ModelRisk software makes uncertainty analysis much easier, as all its fitting functions offer 
the option of either returning best fitting parameters (or distributions, time series, etc., based on best 
fitting parameters), which is more common practice, or including the statistical uncertainty about those 
parameters, which is more correct. 

4.4 How Monte Carlo Simulation Works 

This section looks at the technical aspects of how Monte Carlo risk analysis software generates random 
samples for the input distributions of a model. The difference between Monte Carlo and Latin hypercube 
sampling is explained. An illustration of the improvement in reliability and efficiency of Latin hypercube 
sampling over Monte Carlo is also presented. The use of a random number generator seed is explained, 
and the reader is shown how it is possible to generate probability distributions of one's own design. 
Finally, a brief introduction is given into the methods used by risk analysis software to produce rank 
order correlation of input variables. 

4.4.1 Random sampling from input distributions 

Consider the distribution of an uncertain input variable x. The cumulative distribution function F(x), 
defined in Chapter 6.1.1, gives the probability P that the variable X will be less than or equal to x, i.e. 

F(x) obviously ranges from 0 to 1. Now, we can look at this equation in the reverse direction: what is 
the value of F(x)  for a given value of x? This inverse function G(F(x)) is written as 

It is this concept of the inverse function G(F(x)) that is used in the generation of random samples 
from each distribution in a risk analysis model. Figure 4.17 provides a graphical representation of the 
relationship between F (x) and G ( F  (x)). 
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Figure 4.17 The relationship between x, F(x) and G(F(x)). 

To generate a random sample for a probability distribution, a random number r is generated between 
0 and 1. This value is then fed into the equation to determine the value to be generated for the 
distribution: 

The random number r is generated from a Uniform(0, 1) distribution to provide equal opportunity 
of an x value being generated in any percentile range. The inverse function concept is employed in 
a number of sampling methods, discussed in the following sections. In practice, for some types of 
probability distribution it is not possible to determine an equation for G(F(x)), in which case numerical 
solving techniques can be employed. 

ModelRisk uses the inversion method for all of its 70+ families of univariate distributions and allows 
the user to control how the distribution is sampled via its "U-parameter". For example: 

VoseNormal(mu, sigma, U) 

where mu and sigma are the mean and standard deviation of the normal distribution; 

VoseNormal(mu, sigma, 0.9) 

returns the 90th percentile of the distribution; 

VoseNormal(mu, sigma) 

VoseNormal(mu, sigma, RiskUniform(0, 1)) 
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for @RISK users or 

VoseNormal(mu, sigma, CB.Uniform(0, 1)) 

for Crystal Ball users, etc., returns random samples from the distribution that are controlled by Model- 
Risk, @RISK or Crystal Ball respectively. The inversion method also allows us to make use of copulas 
to correlate variables, as explained in Section 13.3. 

I 

I 4.4.2 Monte Carlo sampling 

Monte Carlo sampling uses the above sampling method exactly as described. It is the least sophisticated 
of the sampling methods discussed here, but is the oldest and best known. Monte Carlo sampling got 
its name as the code word for work that von Neumann and Ulam were doing during World War I1 
on the Manhattan Project at Los Alamos for the atom bomb, where it was used to integrate otherwise 
intractable mathematical functions (Rubinstein, 1981). However, one of the earliest examples of the use 
of the Monte Carlo method was in the famous Buffon's needle problem where needles were physically 
thrown randomly onto a gridded field to estimate the value of n. At the beginning of the twentieth 
century the Monte Carlo method was also used to examine the Boltzmann equation, and in 1908 the 
famous statistician Student (W. S. Gossett) used the Monte Carlo method for estimating the correlation 
coefficient in his t-distribution. 

Monte Carlo sampling satisfies the purist's desire for an unadulterated random sampling method. 
It is useful if one is trying to get a model to imitate a random sampling from a population or for 
doing statistical experiments. However, the randomness of its sampling means that it will over- and 
undersample from various parts of the distribution and cannot be relied upon to replicate the input 
distribution's shape unless a very large number of iterations are performed. 

For nearly all risk analysis modelling, the pure randomness of Monte Carlo sampling is not really 
relevant. We are almost always far more concerned that the model will reproduce the distributions that 
we have determined for its inputs. Otherwise, what would be the point of expending so much effort on 
getting these distributions right? Latin hypercube sampling addresses this issue by providing a sampling 
method that appears random but that also guarantees to reproduce the input distribution with much 
greater efficiency than Monte Carlo sampling. 

4.4.3 Latin Hypercube sampling 

Latin hypercube sampling, or LHS, is an option that is now available for most risk analysis simulation 
software programs. It uses a technique known as "stratified sampling without replacement" (Iman, 
Davenport and Zeigler, 1980) and proceeds as follows: 

The probability distribution is split into n intervals of equal probability, where n is the number of 
iterations that are to be performed on the model. Figure 4.18 illustrates an example of the stratification 
that is produced for 20 iterations of a normal distribution. The bands can be seen to get progressively 
wider towards the tails as the probability density drops away. 

In the first iteration, one of these intervals is selected using a random number. 

A second random number is then generated to determine where, within that interval, F ( x )  should 
lie. In practice, the second half of the first random number can be used for this purpose, reducing 
simulation time. 



II Figure 4.18 Example of the effect of stratification in Latin hypercube sampling. 

H x = G ( F  (x)) is calculated for that value of F (x). 

W The process is repeated for the second iteration, but the interval used in the first iteration is marked 
as having already been used and therefore will not be selected again. 

I This process is repeated for all of the iterations. Since the number of iterations n is also the number 
of intervals, each interval will only have been sampled once and the distribution will have been 
reproduced with predictable uniformity over the F(x) range. 

The improvement offered by LHS over Monte Carlo can be easily demonstrated. Figure 4.19 com- 
pares the results obtained by sampling from a Triangle(0, 10, 20) distribution with LHS and Monte 
Carlo sampling. The top panels of Figure 4.19 show histograms of the triangular distribution after one 
simulation of 300 iterations. The LHS clearly reproduces the distribution much better. The middle panels 
of Figure 4.19 show an example of the convergence of the two sampling techniques to the true values 
of the distribution's mean and standard deviation. In the Monte Carlo test, the distribution was sampled 
50 times, then another 50 to make 100, then another 100 to make 200, and so on to give simulations of 
50, 100, 200, 300, 500, 1000 and 5000 iterations. In the LHS test, seven different simulations were run 
for the seven different numbers of iterations. The difference between the approaches was taken because 
the LHS has a "memory" and the Monte Carlo sampling does not. A "memory" is where the sampling 
algorithm takes account of from where it has already sampled in the distribution. From these two pan- 
els, one can get the feel for the consistency provided by LHS. The bottom two panels provide a more 
general picture. To produce these diagrams, the triangular distribution was sampled in seven separate 
simulations again with the following number of iterations: 50, 100, 200, 300, 500, 1000 and 5000 for 
both LHS and Monte Carlo sampling. This was repeated 100 times and the mean and standard deviation 
of the results were noted. The standard deviations of these statistics were calculated to give a feel for 
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Figure 4.19 Comparison of the performance of Monte Carlo and Latin hypercube sampling. 



62 Risk Analysis 

Figure 4.20 Example comparison of the convergence of the mean for Monte Carlo and Latin hypercube 
distributions. 
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how much the results might naturally vary from one simulation to another. LHS consistently produces 
values for the distribution's statistics that are nearer to the theoretical values of the input distribution 
than Monte Carlo sampling. In fact, one can see that the spread in results using just 100 LHS samples 
is smaller than the spread using 5000 MC samples! 

The benefit of LHS is eroded if one does not complete the number of iterations nominated at the 
beginning, i.e. if one halts the program in mid-simulation. Figure 4.20 illustrates an example where a 
Normal(], 0.1) distribution is simulated for 100 iterations with both Monte Carlo sampling and LHS. 
The mean of the values generated has roughly the same degree of variance from the true mean of 1 
until the number of iterations completed gets close to the prescribed 100, when LHS pulls more sharply 
in to the desired value. 

0.94 

4.4.4 Other sampling methods 

4 .  " 
-- 

There are a couple of other sampling methods, and I mention them here for completeness, although they 
do not appear very often and are not offered by the standard risk analysis packages. Mid-point LHS is a 
version of standard LHS where the mid-point of each interval is used for the sampling. In other words, 
the data points (xi) generated from a distribution using n iterations will be at the ( i  - 0.5)ln percentiles. 
Mid-point LHS will produce even more precise and predictable values for the output statistics than 
LHS, and in most situations it would be very useful. However, there are the odd occasions where 
its equidistancing between the F(x) values causes interference effects that would not be observed in 
standard LHS. 

In certain problems, one might only be concerned with the extreme tail of the distribution of possible 
outcomes. In such cases, even a very large number of iterations may fail to produce many sufficient 
values in the extreme tail of the output for an accurate representation of the area of interest. It can 
then be useful to employ importance sampling (Clark, 1961) which artificially raises the probability of 
sampling from the ranges within the input distributions that would cause the extreme values of interest 
in the output. The accentuated tail of the output distribution is rescaled back to its correct probability 
density at the end of the simulation, but there is now good detail in the tail. In Section 4.5.1 we will 
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look at another method of simulation that ensures that one can get sufficient detail in the modelling of 
rare events. 

Sob01 numbers are non-random sequences of numbers that progressively fill in the Latin hypercube 
space. The advantage they offer is that one can keep adding more iterations and they keep filling gaps 
previously left. Contrast that with LHS for which we need to define the number of iterations at the 
beginning of the simulation and, once it is complete, we have to start again - we can't build on the 
sampling already done. 

4.4.5 Random number generator seeds 

There are many algorithms that have been developed to generate a series of random numbers between 
0 and 1 with equal probability density for all possible values. There are plenty of reviews you can 
find online. The best general-purpose algorithm is currently widely held to be the Mersenne twister. 
These algorithms will start with a value between 0 and 1, and all subsequent random numbers that are 
generated will rely on this initial seed value. This can be very useful. Most decent risk analysis packages 
now offer the option to select a seed value. I personally do this as a matter of course, setting the seed 
to 1 (because I can remember it!). Providing the model is not changed, and that includes the position 
of the distributions in a spreadsheet model and therefore the order in which they are sampled, the same 
simulation results can be exactly repeated. More importantly, one or more distributions can be changed 
within the model and a second simulation run to look at the effect these changes have on the model's 
outputs. It is then certain that any observed change in the result is due to changes in the model and not 
a result of the randomness of the sampling. 

i 4.5 Simulation Modelling 

My cardinal rule of risk analysis modelling is: "Every iteration of a risk analysis model must be a 
scenario that could physically occur". If the modeller follows this "cardinal rule", he or she has a much 
better chance of producing a model that is both accurate and realistic and will avoid most of the problems 
I so frequently encounter when reviewing a client's work. Section 7.4 discusses the most common risk 
modelling errors. 

A second very useful rule is: "Simulate when you can't calculate". In other words, don't simulate when 
it is possible and not too onerous to determine exactly the answer directly through normal mathematics. 
There are several reasons for this: simulation provides an approximate answer and mathematics can 
give an exact answer; simulation will often not be able to provide the entire distribution, especially at 
the low probability tails; mathematical equations can be updated instantaneously in light of a change in 
the value of a parameter; and techniques like partial differentiation that can be applied to mathematical 
equations provide methods to optimise decisions much more easily than simulation. In spite of all these 
benefits, algebraic solutions can be excessively time consuming or intractable for all but the simplest 
problems. For those who are not particularly mathematically inclined or trained, simulation provides an 
efficient and intuitive approach to modelling risky issues. 

4.5.1 Rare events 

It is often tempting in a risk analysis model to include very unlikely events that would have a very 
large impact should they occur; for example, including the risk of a large earthquake in a cost model 
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of a Sydney construction project. True, the large earthquake could happen and the effect would be 
devastating, but there is generally little to be gained from including the rare event in an overview 
model. 

The expected impact of a rare event is determined by two factors: the probability that it will occur 
and, if it did occur, the distribution of possible impact it would have. For example, we may determine 
that there is about a 1:50 000 chance of a very large earthquake during the construction of a skyscraper. 
However, if there were an earthquake, it would inflict anything between a few hundred pounds damage 
and a few million. 

In general, the distribution of the impact of a rare event is far more straightforward to determine than 
the probability that the rare event will occur in the first place. We often can be no more precise about 
the probability than to within one or two orders of magnitude (i.e. to within a factor of 10-100). It is 
usually this determination of the probability of the event that provides a stumbling block for the analyst. 

One method to determine the probability is to look at past frequencies and assume that they will 
represent the future. This may be of use if we are able to collect a sufficiently large and reliable dataset. 
Earthquake data in the New World, for example, only extends for 200 or 300 years and could give us, 
at its smallest, a one in 200 year probability. 

Another method, commonly used in fields like nuclear power reliability, is to break the problem 
down into components. For an explosion to occur in a nuclear power station (excluding human error), 
a potential hazard would have to occur and a string of safety devices would all have to fail together. 
The probability of an explosion is the product of the probability of the initial conditions necessary for 
an explosion and the probabilities of each safety device failing. This method has also been applied in 
epidemiology where agricultural authorities have sought to determine the risk of introduction of an exotic 
disease. These analyses typically attempt to map out the various routes through which contaminated 
animals or animal products can enter the country and then infect the country's livestock. In some cases, 
the structure of the problem is relatively simple and the probabilities can be reasonably calculated; for 
example, the risk of introducing a disease through importing semen straws or embryos. In this case 
the volume is easily estimated, its source determinable and regulations can be imposed to minimise 
the risk. 

In other cases, the structure of the problem is extremely complex and a sensible analysis may be 
impossible except to place an upper limit on the probability; for example, the risk of introducing disease 
into native fish by importing salmon. There are so many paths through which a fish in a stream or fish 
farm could be exposed to imported contaminated salmon, ranging from a seagull picking up a scrap 
from a dump and dropping it in a stream right in front of a fish to a saboteur deliberately buying some 
salmon and feeding it to fish in a farm. It is clearly impossible to cover all of the scenarios that might 
exist, or even to calculate the probability of each individual scenario. In such cases, it makes more sense 
to set an upper bound to the probability that infection occurs. 

It is very common for people to include rare events in a risk analysis model that is primarily concerned 
with the general uncertainty of the problem, but provides little extra insight. For example, we might 
construct a model to estimate how long it will take to develop a software application for a client: 
designing, coding, testing, etc. The model would be broken down into key tasks and probabilistic 
estimates made for the duration of each task. We would then run a simulation to find the total effect 
of all these uncertainties. We would not include in such an analysis the effect of a plane crashing into 
the office or the project manager quitting. We might recognise these risks and hold back-up files at 
a separate location or make the project manager sign a tight contract, but we would gain no greater 
understanding of our project's chance of meeting the deadline by incorporating such risks into our 
model. 
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4.5.2 Model uncertainty 

Model building is subjective. The analyst has to decide the way he will build a necessarily simple model 
to attempt to represent a frequently very complicated reality. One needs to make decisions about which 
bits can be left out as insignificant, perhaps without a great deal of data to back up the decision. We also 
have to reason which type of stochastic process is actually operating. In truth, we rarely have a purely 
binomial, Poisson or any other theoretical stochastic process occurring in nature. However, we can often 
convince ourselves that the degree of deviation from the simplified model we chose to use is not terribly 
significant. It is important in any model to consider how it could fail to represent the real world. In any 
mathematical abstraction we are malung certain assumptions, and it is important to run through these 
assumptions, both the explicit assumptions that are easy to identify and the implicit assumptions that one 
may easily fail to spot. For example, using a Poisson process to model frequencies of epidemics may 
seem quite reasonable, as they could be considered to occur randomly in time. However, the individuals 
in one epidemic can be the source of the next epidemic, in which case the events are not independent. 
Seasonality of epidemics means that the Poisson intensity varies with month, which can be catered for 
once it is recognised, but if there are other random elements affecting the Poisson intensity then it may 
be more appropriate to model the epidemics as a mixture process. 

Sometimes one may have two possible models (for example, two equations relating bacteria growth 
rates to time and ambient temperature, or two equations for the lifetime of a device), both of which 
seem plausible. In my view, these represent subjective uncertainty that should be included in the model, 
just as other uncertain parameters have distributions assigned to them. So, for example, if I have two 
plausible growth models, I might use a discrete distribution to use one or the other randomly during 
each iteration of the model. 

There is no easy solution to the problems of model uncertainty. It is essential to identify the sim- 
plifications and assumptions one is making when presenting the model and its results, in order for the 
reader to have an appropriate level of confidence in the model. Arguments and counterarguments can 
be presented for the factors that would bring about a failure of the model. Analysts can be nervous 
about pointing out these assumptions, but practical decision-makers will understand that any model has 
assumptions and they would rather be aware of them than not. In any case, I think it is always much 
better for me to be the person who points out the potential weaknesses of my models first. One can also 
often analyse the effects of changing the model assumptions, which gives the reader some feel for the 
reliability of the model's results. 





Chapter 5 

Understanding and using the results 
of a risk analysis 

A risk analysis model, however carefully crafted, is of no value unless its results are understandable, 
useful, believable and tailored to the problem in hand. This chapter looks at various techniques to help 
the analyst achieve these goals. 

Section 5.1 gives a brief overview of the points that should be borne in mind in the preparation of 
a risk analysis report. Section 5.2 looks at how to present the assumptions of the model in a succinct 
and comprehensible way. The results of a risk analysis model are far more likely to be accepted by 
decision-makers if they understand the model and accept its assumptions. 

Section 5.3 illustrates a number of graphical presentations that can be employed to demonstrate a 
model's results and offers guidance for their most appropriate use. Finally, Section 5.4 looks at a 
variety of statistical analyses that can be performed on the output data of a risk analysis. 

In addition to writing comprehensive risk analysis reports, I have found it particularly helpful to my 
clients to run short courses for senior management that explain: 

how to manage a risk assessment (time and resources required, typical sequence of activities, etc.); 

how to ensure that a risk assessment is being performed properly; 

what a risk assessment can and cannot do; 

what outputs one can ask for; 

how to interpret, present and communicate a risk assessment and its results. 

This type of training eases the introduction of risk analysis into an organisation. We see many organ- 
isations where the engineers, analysts, scientists, etc., have embraced risk analysis, trained themselves 
and acquired the right tools and then fail to push the extra knowledge up the decision chain because 
the decision-makers remain unfamiliar and perhaps intimidated by all this new "risk analysis stuff'. If 
you are intending to present the results of a risk analysis to an unknown audience, consider assuming 
that the audience knows nothing about risk analysis modelling and explain some basic concepts (like 
Monte Carlo simulation) at the beginning of the presentation. 

5.1 Writing a Risk Analysis Report 

Complex models, probability distributions and statistics often leave the reader of a risk analysis report 
confused (and probably bored). The reader may have little understanding of the methods employed 
in risk analysis or of how to interpret, and make decisions from, its results. In this environment it is 
essential that a risk analysis report guide the reader through the assumptions, results and conclusions (if 
any) in a manner that is transparently clear but neither esoteric nor oversimplistic. 



68 R~sk Analysis 

The model's assumptions should always be presented in the report, even if only in a very shorthand 
form. I have found that a report puts across its message to the reader much more effectively if these 
model assumptions are put to the back of the report, the front being reserved for the model's results, 
an assessment of its robustness (see Chapter 3) and any conclusions. We tend to write reports with the 
following components (depending on the situation): 

a summary; 

a introduction to problem; 

a decision questions addressed and those not addressed; 

a discussion of available data and relation to model choice; 

a major model assumptions and the impact on the results if incorrect; 

a critique of model, comment on validation; 

a presentation of results; 

a discussion of possible options for improvement, extra data that would change the model or its results, 
additional work that could be done; 

a discussion of modelling strategy; 

a decision question(s); 

a available data; 

a methods of addressing decision questions with available information; 

a assumptions inherent in different modelling options; 
a explanation of choice of model; 

I a discussion of model used; 
I a overview of model structure, how the sections relate together; 

a discussion of each section (data, mathematics, assumptions, partial results); 

a results (graphical and statistical analyses); 

a model validation; 

a references and datasets; 

a technical appendices; 

a explanation of unusual equation derivations; 
a guide on how to interpret and use statistical and graphical outputs. 

The results of the model must be presented in a form that clearly answers the questions that the 
analyst sets out to answer. It sounds rather obvious, but I have seen many reports that have failed in 
this respect for several reasons: 

a The report relied purely on statistics. Graphs help the reader enormously to get a "feel" for the 
uncertainty that the model is demonstrating. 

a The key question is never answered. The reader is left instead to make the last logical step. For 
example, a distribution of a project's estimated cost is produced but no guidance is offered for 
determining a budget, risk contingency or margin. 

a The graphs and statistics use values to five, six or more significant figures. This is an unnatural way 
for most readers to think of values and impairs their ability to use the results. 
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The report is filled with volumes of meaningless statistics. Risk analysis software programs, like 
@RISK and Crystal Ball, automatically generate very comprehensive statistics reports. However, 
most of the statistics they produce will be of no relevance to any one particular model. The analyst 
should pare down any statistics report to those few statistics that are germane to the problem being 
modelled. 

The graphs are not properly labelled! Arrows and notes on a graph can be particularly useful. 

In summary: 

1. Tailor the report to the audience and the problem. 

I 2. Keep statistics to a minimum. 
i 

i 3. Use graphs wherever appropriate. 

I 4. Always include an explanation of the model's assumptions. 

5.2 Explaining a Model's Assumptions 

We recommend that you are very explicit about your assumptions, and make a summary of them in a 
prominent place in the report, rather than just have them scattered through the report in the explanation 
of each model component. 

A risk analysis model will often have a fairly complex structure, and the analyst needs to find ways of 
explaining the model that can quickly be checked. The first step is usually to draw up a schematic diagram 
of the structure of the model. The type of schematic diagram will obviously depend on the problem 
being modelled: GANTT charts, site plans with phases, work breakdown structure, flow diagrams, event 
trees, etc. - any pictorial representation that conveys the required information. 

The next step is to show the key quantitative assumptions that are made for the model's variables. 

Distribution parameters 

Using the parameters of a distribution to explain how a model variable has been characterised will often 
be the most informative when explaining a model's logic. We tend to use tables of formulae for more 
technical models where there are a lot of parametric distributions and probability equations, because the 
logic is apparent from the relationship between a distribution's parameters and other variables. For non- 
parametric distribution~, which are generally used to model expert opinion, or to represent a dataset, a 
thumbnail sketch helps the reader most. Influence diagram plots (Figure 5.1 illustrates a simple example) 
are excellent for showing the flow of the logic and interrelationships between model components, but 
not the mathematics underlying the links. 

Graphical illustrations of quantitative assumptions are particularly useful when non-parametric distri- 
butions have been used. For example, a sketch of a VoseRelative (Custom in Crystal Ball, General in 
@RISK), a VoseHistogram or a VoseCumulA distribution will be a lot more informative than noting 
its parameters values. Sketches are also very good when you want to explain partial model results. For 
example, summary plots are useful for demonstrating the numbers that come out of what might be a 
quite complex time series model. Scatter plots are useful for giving an overview of what might be a 
very complicated correlation structure between two or more variables. 

Figure 5.2 illustrates a simple format for an assumptions report. Crystal Ball offers a report-writing 
feature that will do most of this automatically. There will usually be a wealth of data behind these 
key quantitative assumptions and the formulae that have been used to link them. Explanations of the 
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Total project cost 
\ 

Figure 5.1 Example of a schematic diagram of a model's structure. 

I I 
A 

data and how they translate into the quantitative assumptions can be relegated to an appendix of a risk 
analysis report, if they are to be included at all. 

Additional 
costs 

5.3 Graphical Presentation of a Model's Results 

I \ 

There are two forms in which a model's results can be presented: graphs and numbers. Graphs have the 
advantage of providing a quick, intuitive way to understand what is usually a fairly complex, number- 
intensive set of information. Numbers, on the other hand, give us the raw data and statistics from which 
we can make quantitative decisions. This section looks at graphical presentations of results, and the 
following section reviews statistical methods of reporting. The reader is strongly encouraged to use 
graphs wherever it is useful to do so, and to avoid intensive use of statistics. 

5.3.1 Histogram plots 

A 

The histogram, or relative frequency, plot is the most commonly used in risk analysis. It is produced 
by grouping the data generated for a model's output into a number of bars or classes. The number 
of values in any class is its frequency. The frequency divided by the total number of values gives an 
approximate probability that the output variable will lie in that class's range. We can easily recognise 
common distributions such as triangular, normal, uniform, etc., and we can see whether a variable is 
skewed. Figure 5.3 shows the result of a simulation of 500 iterations, plotted into a 20-bar histogram. 

The most common mistake in interpreting a histogram is to read off the y-scale value as the probabil- 
ity of the x value occurring. In fact, the probability of any x value, given the output is continuous (and 
most are), is infinitely small. If the model's output is discrete, the histogram will show the probability 
of each allowable x value, providing the class width is less than the distance between each allowable x 
value. The number of classes used in a histogram plot will determine the scale of the y axis. Clearly, 
the wider the bar width, the more chance there will be that values will fall within it. So, for example, 
by doubling the number of histogram bars, the probability scale will approximately halve. 

Monte Carlo add-ins generally offer two options for scaling the vertical axis: density and relative 
frequency plots, shown in Figures 5.4 and 5.5. 

In plotting a histogram, the number of bars should be chosen to balance between a lack of detail (too 
few bars) and overwhelming random noise (too many bars). When the result of a risk analysis model 
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Figure 5.3 Doubling the number of bars on average halves the probability height for a bar. 

Model outout Model outuut 

Value output Value output 

Figure 5.4 Histogram "density" plot. The vertical scale is calculated so that the sum of the histogram 
bar areas equals unity. This is only appropriate for continuous outputs (left). Simulation software won't 
recognise if an output is discrete (right), so treats the generated output data in the same way as a continuous 
output. The result is a plot where the probability values make no intuitive sense - in the right-hand plot the 
probabilities appear to add up to more than 1. To be able to tell the probability of the output being equal to 
4, for example, we first need to know the width of the histogram bar. 

is a discrete distribution, it is usually advisable to set the number of histogram bars to the maximum 
possible, as this will reveal the discrete nature of the output unless the output distribution takes a large 
number of discrete values. 

Some risk analysis software programs offer the facility to smooth out a histogram plot. I don't rec- 
ommend this approach because: (a) it suggests greater accuracy than actually exists; (b) it fits a spline 
curve that will accentuate (unnecessarily) any peaks and troughs; and (c) if the scale remains the same, 
the area does not integrate to equal 1 unless the original bandwidths were one x-axis unit wide. 

The histogram plot is an excellent way of illustrating the distribution of a variable, but is of little 
value for determining quantitative information about that variability, which is where the cumulative 
frequency plot takes over. 

Several histogram plots can be overlaid on each other if the histograms are not filled in. This allows 
one to make a visual comparison, for example, between two decision options one may be considering. 
The same type of graph can also be used to represent the results of a second-order risk analysis model 
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Model output 
0.08 T 
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I Value output Value output 

Figure 5.5 Histogram "relative frequency" plot. The vertical scale is calculated as the fraction of the 
generated values that fall into each histogram bar's range. Thus, the sum of the bar heights equals unity. 
Relative frequency is only appropriate for discrete variables (right), where the histogram heights now sum to 
unity. For continuous variables (left), the area under the curve no longer sums to unity. 

where the uncertainty and variability have been separated, in which case each distribution curve would 
represent the system variability given a random sample from the uncertainty distribution of the model. 

5.3.2 The cumulative frequency plot 

The cumulative frequency plot has two forms: ascending and descending, shown in Figure 5.6. The 
ascending cumulative frequency plot is the most commonly used of the two and shows the probability 
of being less than or equal to the x-axis value. The descending cumulative frequency plot, on the other 
hand, shows the probability of being greater than or equal to the x-axis value. From now on, we shall 
assume use of the ascending plot. Note that the mean of the distribution is sometimes marked on the 
curve, in this case using a black square. 

The cumulative frequency distribution of an output can be plotted directly from the generated data as 
follows: 

1. Rank the data in ascending order. 

X 

Figure 5.6 Ascending and descending cumulative frequency plots. 
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Figure 5.7 Producing a cumulative frequency plot from generated data points. 

2. Next to each value, calculate its cumulative percentile P, = i/(n + I),  where i is the rank of that 
data value and n is the total number of generated values. i/(n + 1) is used because it is the best 
estimate of the theoretical cumulative distribution function of the output that the data are attempting 
to reproduce. 

3. Plot the data ( x  axis) against the i/(n + 1) values (y axis). Figure 5.7 illustrates an example. 
A total of 200-300 iterations are usually quite sufficient to plot a smooth curve. The above technique 

is very useful if one wishes to avoid using the standard format that Monte Carlo software offer and if 
one wishes to plot two or more cumulative frequency plots together. 

The cumulative frequency plot is very useful for reading off quantitative information about the distribu- 
tion of the variable. One can read off the probability of exceeding any value; for example, the probability 
of going over budget, failing to meet a deadline or of achieving a positive NPV (net present value). 

One can also find the probability of lying between any two x-axis values: it is simply the difference 
between their cumulative probabilities. From Figure 5.8 we can see that the probability of lying between 
1000 and 2000 is 89 % - 48 % = 41 %. 

The cumulative frequency plot is often used in project planning to determine contract bid prices and 
project budgets, as shown in Figure 5.9. The budget is set as the expected (mean) value of the variable 
determined from the statistics report. A risk contingency is then added to the budget to bring it up 
to a cumulative percentile that is comfortable for the organisation. The risk contingency is typically 
the amount available to project managers to spend without recourse to their board. The (budget + 
contingency) value is set to match a cumulative probability that the board of directors is happy to plan 
for: in this case 85 %. A more controlling board might set the sum at the 80th percentile or lower. 

The margin is then added to the (budget + contingency) to determine a bid price or project budget. 
The project cost might still possibly exceed the bid price and the company would then make a loss. 
Conversely, they would hope, by careful management of the project, to avoid using all of the risk 
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Figure 5.8 Using the cumulative frequency plot to determine the probability of being between two values. 
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Figure 5.9 Using the cumulative frequency plot to determine appropriate values for a project's budget, 
contingency and margin. 

contingency and actually increase their margin. The x axis of a cumulative distribution of project cost 
or duration can be thought of roughly as listing risks in decreasing order of importance. The easiest 
risks to manage, i.e. those that should be removed with good project management, are the first to erode 
the total cost or duration. So a target set at the 80th percentile, sometimes called the 20 % risk level, is 
roughly equivalent to removing the identified, easily managed risks. Then there are those risks that will 
be removed with a lot of hard work, good management and some luck, which brings us down to the 
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Figure 5.10 Overlaying of the cumulative frequency plots of several project milestones illustrates any 
increase in uncertainty with time. 

50th percentile, or so. To reduce the actual cost or duration to somewhere around the 20th percentile 
will usually require very hard work, good management and a lot of luck. 

It is sometimes useful to overlay cumulative frequency plots together. One reason to do this is to get 
a visual picture of stochastic dominance, described in Section 5.4.5. Another reason is to visualise the 
increase (or perhaps decrease) in uncertainty as a project progresses. Figure 5.10 illustrates an example 
for a project with five milestones. The time until completion of a milestone becomes progressively more 
uncertain the further from the start the milestone is. Furthermore, the results of a second-order risk 
analysis can be plotted as a number of overlying cumulative distributions, each curve representing a 
distribution of variability for a particular random sample from the uncertainty distributions of the model. 

5.3.3 Second-order cumulative probability plot 

A second-order cdf is the best presentation of an output probability distribution when you run a second- 
order Monte Carlo simulation. The second-order cdf is composed of many lines, each of which represents 

Value 

Figure 5.11 A second-order plot of a discrete random variable. The step nature of the plot makes it difficult 
to read. 
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0 1 2 3 4 5 6 7 8 9 1 0  

Value 

Figure 5.12 Another second-order plot of a discrete variable, where the probabilities are marked with small 
points and joined by straight lines. The connection between the probability estimates is now clear, and the 
uncertainty and randomness components can now be compared: at its widest the uncertainty contributes 
a spread of about two units (dashed horizontal line), while the randomness ranges over some eight units 
(filled horizontal line), so the inability to predict this variable is more driven by its randomness than by our 
uncertainty in the model parameters. 

0  2 4  6  8  10 12 14 16 18 20 

Value 

Figure 5.13 A second-order plot of a continuous variable where our inability to predict its value is equally 
driven by uncertainty (dashed horizontal line) about the model parameters as by the randomness of the 
system (filled horizontal line). This is a useful plot for decision-makers because it tells them potentially how 
much more sure one would be of the predicted value if more information could be collected, and thus the 
uncertainty reduced. 

a distribution of possible variability or probability generated by picking a single value from each 
uncertainty distribution in the model (Figures 5.1 1 to 5.13). 

1 5.3.4 Overlaying of cdf plots 

! Several cumulative distribution plots can be overlaid together (Figure 5.14). The plots are easier to read 
1 if the curves are formatted into line plots rather than area plots. 

j 



78 Risk Analysis 

Cost $000 Cost $000 

Figure 5.14 Several cumulative distribution plots overlaid together. 

The overlaying of cumulative plots like this is an intuitive and easy way of comparing probabilities, 
and is the basis of stochastic dominance tests. It is not very useful, however, for comparing the location, 
spread and shape of two or more distributions, for which overlying density plots are much better. 

We recommend that a complementary cumulative distribution plot be given alongside the histogram 
(density) plot to provide the maximum information. 

5.3.5 Plotting a variable with discrete and continuous elements 

If a risk event does not occur, we could say it has zero impact, but if it occurs it will have an 
uncertain impact. For example: a fire may have a 20 % chance of occurring and, if it does, will incur 
$Lognorma1(120 000, 30 000). We could model this as 

or better still 

Running a simulation with this variable as an output, we would get the uninformative, relative 
frequency histogram plot (shown with different numbers of bars) in Figure 5.15. 

There really is no useful way to show such a distribution as a histogram, because the spike at zero 
(in this case) requires a relative frequency scale, while the continuous component requires a continuous 
scale. A cumulative distribution, however, would produce the plot in Figure 5.16, which is meaningful. 

5.3.6 Relationship between cdf and density (histogram) plots 

For a continuous variable, the gradient of a cdf plot is equal to the probability density at that value. 
That means that, the steeper the slope of a cdf, the higher a relative frequency (histogram) plot would 
look at that point (Figure 5.17). 

The disadvantage of a cdf is that one cannot readily determine the central location or shape of the 
distribution. We cannot even easily recognise common distributions such as triangular, normal and 
uniform without practice in cdf form. Looking at the plots in Figure 5.18, you will readily identify the 
distribution form from the left panels, but not so easily from the right panels. 
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Figure 5.15 Histogram plot of a risk event. 
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Figure 5.16 Cumulative distribution of a risk event. 
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Figure 5.17 Relationship between density and cumulative probability curves. 

For a discrete distribution, the cdf increases in steps equal to the probability of the x value occurring 
(Figure 5.1 9). 

5.3.7 Crude sensitivity analysis and tornado charts 

Most Monte Carlo add-ins can perform a crude sensitivity analysis that is often used to identify the 
key input variables, as a precursor to performing a tornado chart or similar, more advanced, analysis on 
these key variables. It achieves this by performing one of two statistical analyses on data that have been 
generated from input distributions and data calculated for the selected output. Built into this operation 
are two important assumptions: 

1. All the tested input parameters have either a purely positive or negative statistical correlation with 
the output. 

2. Each uncertain variable is modelled with a single distribution. 
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Figure 5.18 Density and cumulative plots for some easily recognised distributions. 

Figure 5.19 Relationship between probability mass and cumulative probability plots for a discrete 
distribution. 
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