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Editor's 
Introduction 

Scientists have long been moti,·ators 
tc>r the development of powert-l1l 
computing environments. Two 
sections in this issue of the.founw/ 
address the requirements of scienrinc 
and technical computing. The tirst, 
fron1 Digital's High Pertonnance 
Technical Computing Group, looks 
at compiler and development tools 
that accelerate performance in parallel 

environments. The second section 
looks ro the future of computing; 
University of California and Digital 

researchers present their work on a 
large, distributed computing environ
mem suited to the needs of earth sci
entists studving global changes such 
as ocean dynamics, global warming, 
and ozone depletion. Digital w:�s an 
early industry sponsor and particip:mt 
in this joint research project, called 
Sequoia 2000. 

To support the writing of parallel 
programs tor computationally intense 
environments, Digital has extended 
DEC fortran 90 by implementing 
most of High Performance Fortran 
( H Pf) version 1.1. After reviewing 
the syntactic featu res of Fortran 90 

and HPF, Jonathan Harris et al. fc>eus 
on the HPF compiler design and 
expbin the optimizations it pertorms 
ro improve interprocessor communi

cation in a distributed-memory envi
ronment, specincally, in workstation 
clusters (tarms) based on Digital's 

64-bit Alpha microprocessors. 
The run-time support for this dis

tributed environment is the Parallel 
Software Environment (PSE). Ed 
Benson, David Lafrance- Linden, 
Rich Warren, and Santa vVin'aman 
describe the PSE product, which is 
layered on the UNIX operating sys
tem and includes tools for developing 
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parallel :1pplications on clusn:rs of up 
to 256 machines. The\' also examine 
design decisions relative to message
p�lssing support in distributed s1·stems 
and shared-memorv systems; PSE 
supports network message passing, 
using TCP /1 P or UDP /ll' protocols, 
and shared memorv. 

Michael Stonebraker's paper opens 
the section rca turing Sequoia 2000 

research �111d is an over vi ell' of the 
project's objectives and status. The 
objectives encompassed support ti:>r 
high-perti:mnance f/0 on terabvte 
dara sets, placing all data in a DBlvlS, 

and prm·iding ne11· ,·isualization tools 
and high-speed networking. Af-ter 

a discussion of the architecturalla,·ers, 
he reviews some lessons leJrnecl lw 
particip�1nrs-chief of which was to 
view the system as an end-to-end 

solution-and concludes with :1 look 
at h1 ture work. 

An efficient mea ns tor locating 
and retrieving data fi·om the vast 
stores in the Sequoia DRMS \\'as 
the task addressed bv the Sequoia 
2000 Electronic R.epositon· project 
team. R.�ll' Luson, Chris Plaunr, 
Allison Woodruff, and Nbrti Hearst 
describe the L1ssen text indexing 
and retrieval methods dne!o�led 
ti:>r the POSTGRES database svstem, 
the GIPSY system t(>r automatic index
ing ofrexts using geogr:�phic coor
din�ltes discussed in the text, and rhe 
Text Tiling method tor au tom:� tic 

parririoning of text documems ro 

enh�1nce retrieval. 
The need tClr tools to browse 

through �1nd to 1·isualize Sequoi�1 
2000 data 11as the impetus behind 
Tecue, :1 sofrware platform on which 
browsing :�nd visu:1lization applica
tions c1n be built. Peter Koche1·ar 
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�111d Len vVanger present the katures 
:tnd hmctions of this research proto

tl'pc and offer details of the object 

model and the role of the imerpre
tivc Abstract Visualization Langtuge 
(AVL) tc)r programming. Thev con
clude with example applicJtions that 
browse data spaces. 

The challenge of high-speed net
working for Sequoia 2000 is the sub
ject of' the paper by Joseph PasquJie, 
Eric Anderson, Kevin Fall, and Jon 
Kal'. In designing a distributed S\'Stem 
that efticientlv retrieves, stores, and 
tr::msfers lUI' large objects (in excess 
of tens or hundreds of megalwtes ), 
rhev tc>eused on operating SI'Stem 
1/0 and network sofu1are. They 
describe f\VO 1/0 S\'Stem sofuv:li"C 
solurions-conrainer shipping and 
peer-to-peer I/O-that avoid (bta 

copying. Their TCP /IP network 
software solutions center on avoiding 

or reducing checksum computation. 
The editors thank Jean Bonnev, 

Digital's Director of External 
Research, tor her help in obtaining 
the papers on Sequoia 2000 research 
�111d ti:>r ll'riting the Foreword ro tl1is 
ISSUC. 

Our next issue will feature papers 
on multimedia and UNIX clusters. 

);me C. Blake 

Mallrl_r�illg t.ditor 



Foreword 

Jean C. Bonney 
Dirc>ci!J/: J::Yit'l"ll!li Nc>sem·cb 

The lntonmrion Utilitv, rhe 

Information Highw�l\', the Internet, 

rhe Infi.>bahn, rhe Information 

Eeononw-rhe sound lwtes ofrhe 

1990s. To 111�1ke these concepts 

reality, a robust technolob"' intra

structure is necessary. In 1990, 

Digit�1l 's research organization saw 

rbis need :md ser out to develop an 
exl1erimenral rest hed that would 

examine assumptions and provide a 

basis t<>r a technolob"' edge in the '90s. 

The resulting project was Sequoia 

2000, a three-vcar research collabora

tion bet\veen Digital, campuses of the 

University ofCaliti.>rni�l, �111d several 

other industrv and governmem orga

nizations. The Sequoia 2000 vision is 

l'c>!ahyles! i.e .. /ri/liuiiS uj'hylc>s) 

oj'dala in u dislrilmled orchi(lc. 

/runsparel!lir ma11a,t.;ed. aJtd 

lugicallv cieti'C'd ouer a hl;t.;h-speul 

nelnnd' u·i!h isuchmiiOIIS capahililies 

l'ia a hosl u/loo/s 
-in orher words, a big, bst, easy-ro

use system. 

Although rhe vision is still not reality 

today, our more than three years 

of participation in Sequoia 2000 

research gave us rhe knowledge base 
we sought. 

AlTer a rigorous process of pro

poS<ll development :md review by 
experts at Digital and rhe Universit\• 

ofCalit(.>rnia, Sequoia 2000 began 

in June 1991. The t(JCus of the 

rcsean.:h was a high-speed, broad

h<11ld network spanning Universit\' 

of Calif(>rni<l campuses from lkrkelev 

to Sama Barbara, Los Angeles , and 
San Diego; a m:lssive datab::�se; stor

age;�' ,·isu: tlizarion system; �md elec

tronic collaboration. Dri,·ing rhe 

research requiremems were c1rrh 

sciemisrs. The compming needs of 

these s...:ienrists push rhe state of the 
an. Currenr computing technologies 

lack the c1pabiliries earth scienrists 

need ro assimi late and inrerpret rhe 
,·ast quanrirics ofinri.>rmation ...:ol

lccred trom satellites. Once rhe data 

arc colle...:tcd :111d organized, there is 

rhe challenge of massive simulations, 

simulations that t(>rccast world climate 

ten or even one hundred yeJrs ti·om 

now. These were exactly the kinds 

of challenges the computer scientists 

needed . 

Among the m:1jor results of three 

ye�ns of work on Sequoia 2000 was 

a set of produ...:t requiremems t(>r 
large data applications. These require

mems have been validated through 

discussions with customers in tinan
cial, healthcare, and communications 
industries Jnd in governmenr . The 

requin:menrs include 

• A computing environment built 

on an object relational database, 

i.e., a thta-cenrric computing 

syste m 

• A tbtabase that handles a wide 

variety of nontraditional objects 
such as tor, audio, video , graph

ics, and inuges 

• Support ror a variety ofrraditional 

databases and file systems 

• The ability to perform necessary 

operations ti·om computing 
environments that arc intuitive 

and have rhe same look and kcl; 
the imerface to the environment 

should be generic, very high level, 

and easily tailored to the user 
:lf-1plication 

• High -speed data migration 

bet\veen secondary and tertiary 

storage with the ability to handle 

very large data transfers 

• Net\vork bandwidth capable 
of handling image transmission 
across nervvorks in an acceptable 

rime hame with quality guarantees 
fc->r the dara 

• High-quality remote visualization 

of any relevant data regardless 
oftormat; the user must be able 
to manipulate the visual data 
interactively 

• Reliable, guaranteed , delivery 

of data ti·om tertiary storage to 
rhe desktop 

Sequoia 2000 was also a catalyst 
t(>r maturing the POSTGRES research 
database soft\vare to the point where 
it was ready tor ...:ommercialization. 
The commercial version, I !lustra , 

is available on Alpha platforms and 
is enjoy ing success in the banking 
industry and in geographic informa

tion system (GIS) applications, as 

well as in other government applica

tions with massive data requirements . 

Illusrra is Jlso making inroads into the 
Imernet where it is used by on-line 
services. 

Yet another major result of Sequoia 

2000 was a grant fi-om the National 
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Aeronautics and Space Administra
tion (l\:ASA) to develop an ;lltemare 
archirectu1·e t(Jr the Earth Obsen·ing 
Svstem i);ua and lntcmnarion S)·stem 
(EOSDIS). EOS[)JS will process the 
pctJbvres of re:�l-time dar:� ti·om 

the E:�rth Observing System ( EOS) 

satellites to be launched at the end 
of the dec1de. The altematc int(Jr

marion :1rchirecrure proposed bv the 
Universitv ofCalit(Jrni:� bculn· II'Js . . 
the Sequoi;l 2000 ;Jrchirecrure. lr 
will have a m;ljor intluence on the 

EOSDIS project. 
fm the e;uth sciemisrs, g;lins 

1\'Cre made in simul;nion speeds :md 

111 access to Luge stores oforg:mized 
data. These sciemists used some oF 
Digital's tirst Alpha workst;Hion Emm 
and sottw;lre prototi'JKS t(Jr their cli
mate simulations. An eight-processor 
Alph:� ,,·orksr:�rion brm pnwided a 
t\\'O-to-onc price/ped(mn;mce Jlklll

tage o1·er the pm1·erful, multimillion
dollar C:RAY C90 machine. In :mother 
earth science apJ)Iiurion, sciemisrs 
usi11g Alpha and hicr;uchiul stor;lgc 
svstems could simui;He r11·o \'cHs' 
worth of climate d,ltJ over the 11 cck
end without operator imcn'Cntion; 
tcmllcrh', t\I'O months' worth ohbt:-t 
rook one dav to simui;He :-tnd required 
considerable OJ)er;Hor imen·cntion. 
Thus m:�ny more simul:�rions could 

be processed in ;l tixed rime :-tnd 
"time to discoverv" W;ls decrc1sed 

considerablv. 
Now that ll'e em look ;lt Sequoi:-t 

2000 in retrospect, would II'C do 
such a project againl The ;111swcr 
is a resounding ''l·cs" ti·om ;!II of 
us im·oh·ed. It \\';ls a complex proj
ect that included 12 Unil'lTsin· of 
Calitcm1ia bculn· members, 2:1 grad
uate students, ;md 20 st:1ff Another 

8 hculn· members and students pm
,·idcd additional expertise. Four of 
Digital's engineers worked on site, 
;md ;l varien· of support personnel 
ti·om other industrv sponsors p::�rtici
p:-tted, including SAlC, the C1li�clrni::� 
DepMtmenr ofvVater Resources, 
Hewlett-Packard, Metrum, United 
States CcologicaJ Survey (USGS), 

Hughes Application Int(mnation 
Sen·ices, ::�nd the Annv Corps of 
Engineers. 

But ;Js is the c1se with such ::�mbi
tious projects, there \\'ere tlll:mtici
p:ncd ;lnd difticulr lessons tclr ;111 
to leam. To experiment 11·ith real-

lite rest beds means considerabh

more rhan 11ri ring a rigorous set 
oFh1-porheses in a proposal. Michael 
Stonehr,lker, in his paper, notes a 

lllllllbcr of ch,lilenges \\"C t:Ked and 
the lessons lc:1rned. One ofthe issues 
rh::�t kqlt surbcing was the "grease 
;md glue" tell. the inti·astrucrure, that 
is, the inreroperabilin· of pieces of 
sofn1 are and hard11·are tlut composed 
the end-to-end S\'Stem.1'his remains 
,\ chal.lenge that needs rese;Jrch if we 
;li'C going to achieve the promised 
gcds ot' intcrnct\l'orking. Another 
stick\· point was scalability. On the 
one hand, it is difficult to build a l't:rv 
large networked svstem ti·orn scratch. 
On the orhcr hand, as we slowlv built 
the mass storage svsrem to the point 
oF minimal critical mass, liT t(nmd 
th:lt the current oft�thc-shelftech
nologies t(Jr m.1ss storage were not 
I'CJch· to be put use tclr our purposes. 
So, ves, \\'C be lie1·e the project ll';ls 
11·orthll'hile 11·irh some Gll'e<Hs. \Ve 
g;1ined criric1l knmliedge about the 
tcchnolog,·, ;111d ll'e J[so Glllle :� long 
11 a1· in learning the art of directing 
and leading the n·pc of project th;lt is 

\(,].7 :--:() ,) 1995 

lleccss;ll'l' to ;Jssisr the Int(mnarion 
Technolot,'l' indusrrv in its quest 
t(Jr the ubiquitous distributed 
intcmnarion s1·srem. 

Ho11 else arc \\'C going to get 
insight into the critic::�l issues of build
ing and reliablv operating :1 robust 
intcmll;Hion inti·asrructurc without 
building ;l L1rgc test bed with rc:1l end 
users whose needs push rhe state of 
the :Ht at each point ;J[ong the wav? 
\Ve believe th;H l:1rgc projects similar 
to Sequoia arc nucial. The p;lJKrs 
rlur t(JIIow ;Htcsr to the import;Jilt 
kno11 ledge g;1incd. We ha1·c tclcuscd 
spcciticalll' on the end-to-end s1·srem 
-ti·om the scientists' desktops to the 
mass stor;1gc S\'Stcm, the challenge 
of building :�nd using ;l l;lrgc Lht;l 
reposiron·, the rimcil- and fist JlJOI'e
ment of ,·en· large objects m·er the 
network, ;llld brcl\1-sing ;11\d ,·isualiz
ing data ti·om networked sources. 



Compiling High 
Performance Fortran 
for Distributed
memory Systems 

Dig ital's DEC Fortran 90 compiler i m ple m ents 

most of High Performance Fortran version 1.1, 
a language fo r writi ng paral le l  programs. The 

co mpiler generates code for distrib uted-memory 

mach i nes consisting of intercon nected work

stations or servers powered by Dig ital's Alpha 

m icroprocessors. The DEC Fortran 90 com piler 

efficiently i m plements the features of Fortran 90 
and HPF that support para l lel ism. HPF programs 

compiled with Dig ital's com piler yield perfor

mance that scales l i nearly or  even s u perli nearly 

on s ignificant appl ications on both d i stributed

memory and shared-memory architectures. 

I 
Jonathan Harris 
John A. Bircsak 

M. Regina Bolduc 
Jill Ann Diewald 

Israel Gale 
Neil W. J olmson 

Shin Lee 
C. Alexandet· Nelson 

Carl D. Offner 

High Performance Fortran (HPF) is a new program
ming language for writing parallel programs. It is 
based on the Fortran 90 language, with extensions 
that enable the programmer ro speci�r how array oper
ations can be divided among multiple processors tor 
increased performance. In HPF, the program specitles 
only the pattern in which the data is divided among 
the processors; the compiler auromates the low-level 
details of synchronization and communication of data 
benvecn processors. 

Digital's DEC Fortran 90 compiler is the tirsr imple
mentation of the full H PF version l.l language 
(except for transcriptive argument passing, dynamic 
remapping, and nested FORALL and 'NHERE con
structs). The compiler was designed tor a distributed
memory machine made up of a cluster (or farm) of 
workstations and/or servers powered by Digital's 
Alpha microprocessors. 

In a distributed-memory machine, communication 
between processors must be kept to an absolute mini
mum, because communication across the nenvork is 
enormously more time-consuming than anv operation 
done locally. Digital's DEC Fortran 90 compiler 
includes a number of optimizations to minimize the 
cost of communication benveen processors. 

This paper briefly reviews the teatures of Fortran 90 
and HPF that support parallelism, describes how the 
compiler implements these features efficiently, and 
concludes with some recent performance results 
showing that HPt programs compiled with Digital's 
compiler yield pert(xmance that scales linearly or even 
superlinearly on significant applications on both 
distributed-memory and shared-memory architectures. 

Historical Background 

The desire to write parallel programs dates back to the 
1950s, at least, and probably earlier. The mathematician 
John von Neumann, credited with the invention of the 
basic architecture of today's serial computers, also 
invented cellular automata, the precursor of today's 
massively parallel machines. The continuing motiva
tion tor parallelism is provided by the need to solve 
computationally intense problems in a reasonable time 
and <lt an affordable price. Today's parallel machines, 
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which range ti·om col lections of workstations con
nected by standard ti ber-optic networks to rightlv cou
p led C PUs with custom high -speed inte rconn�ction 
networks, are cheaper than s ingle -processor svstems 
with equiva lent performance . In many cases, �qu iva
lent smgle- processor svstems do not exist and could 
not be constructed with existi ng tec h nologv. 

Historical l y, one of the difficu lties \\:ith paral le l  
mac hmes has been writing paral le l  progra ms. The work 
of para l le l i zin g  a program w�1s far fi·om the origi nal sci
ence be�ng explored; i t  req u i red p rogra mmers to keep 
track of a great d ea l  of i n ti:m11ation u n rel ated ro the 
actual computations; and i t  was done using ad hoc 
methods that were not portable to other machi nes. 

The experience gained fi·om this work howeve r led ' ' 
to a consensus on a better way to write portable 
Fortran programs that would pcrtorm wel l  on a varietv 
of paral l e l  machi nes. The H i gh Pcrt<xmancc Fortra ;, 
Foru m ,  an i n ternational consorti u m  of more than 
100 com mercial para l l e l  m�1chine u se rs ,  academics, 
and computer vendors, captu red and rdined these 
ideas, prod ucing the language now k nown as High 
Performance Fortra n . '  ' H Pf programming svstcms 
arc now be i ng d eve loped by most vendors of �;aralle l  
machines  and sofrvvarc. H Pf is inc luded as part  of the 
DEC Fortran 90 l anguage.' 

One obvious and reasonable question is: vVlw 
invent a new l anguage rather than have comp i l e;s 
automatica l l y  generate para l l e l  code ; The answer is 
straighttorward : it is gcnc ra l l v conceded that auto
matic para l k l i zation tcchnolo�v is not vet suftlcienrlv 
advanced . Although para l le l iza

�
rion fi:>r p�rtic u l a r  arch i·

tectures ( e . g . ,  vector mac h i nes and sh�1red- memorv 
m u l tiprocessors ) has been successfu l , i t  is not fu l l�· 
automatic but requ i res substanrial ass ist:lllce from tb� 
programmer to obtain good perf(>rmance . That assis
tance usual ly  comes in the f(mn ofhi nts to the compiler 
and rewritten sections of code that are more para l l c l iz
able. These h i nts,  and i n  some cases the rewritten code 
arc not usual ly  porta ble to other architectu res or com� 
pi lcrs. Agreement was widespread at the H P F  foru m  
that a set o f  h i nts  could b e  st�mdard i ;,ed a n d  done i n  3 

portable way. Automatic para l leJi;,ation technologv i s  
an active fie ld of research ;  consequ en tly, i t  is  e xpcc

.
tcd 

that compilers wil l  become increasi ngly adcpt.5 1 1  Thus, 
these h mts a r e  cast �1s comments-ca l led compiler 
directives-in the sou rce cod e .  H P f  acru a l lv contains 
very l iuJc  new language beyond this; i t  consi;ts primar
i ly of these compiler d i rectives. 

The H PF language was shaped by cert :l i n  kev 
considerations in  para l lel programming:  

. 

• The need to ide ntif)• compu tations that can be 
done in paral le l 

• The need to m i n i mize communication between 
processors on mac h i n es with n o n u n i form memorv 
access costs 
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• The need to keep processors �1s busv JS poss i bl e bv 
balanc ing t he compu tation l oad across p roccsso,:s 

It is not always obvious which com putJtions i n  
J Fortran program arc par:� l le l izablc. A lthough some 
DO loops express p<lral lc l izablc com p u tations, other 
DO loops npress compu tations i n  w h ic h l ater i tera
tions of the loop req u i re the res u l ts of earl ier  i tera
tions .  This forces the computation to be done i n  order 
( scrial lv ) , r:1thcr th�1 11 s i m u l taneous�\' ( i n  par�1l l e l ) .  
Al so, whether o r  n ot J computation i s  }Xl L11 1e l iz:lblc 
someti mes depends on user d:na rh�1r  mav \'Jr \' ti·om 
r u n  to r u n  of the progr<�m . Accord i n glv, H Pf c<.>mai ns 
a new statement ( FO RALL) t()r descr i b i n g  p �l r:l l le l 
compu tat�ons, and a new directive ( I N D E PEN DENT) 
to 1den nh• add i tion:l l  p:�r:� l lc l  comp u tations ro the 
com pi ler. These ti::atures arc c q u :1 l l y  usefu l  t(>r  d istri b
uted - or shared -memory m�Khincs .  

HPf's data d istri bution d i recti ves arc part icu larly 
i mportant  h>r d isrri bu ted -me mory machines. Th� 
H PF d i rectives were des igned prim�1ri l v  to incrc::�sc 
performance on "comp u ters wi rh non u ;l i f(mn mem
ory access costs . " '  Of::11 J  par�1 l l c l arc h i tectures, d istri b
u ted m emory i s  the arc h i tectu re i n  which rhc location 
of d ata h as the greatest e fkct on access cost. On 
d istri bu ted - m e mory machines , i n tcrproccssor com 
m u n ication is vcrv ex pensive com pa red ro the cost of 
retc hing local  data , typi u l l y  bv SC\ 'Cra l ord ers of mag
nitu d e .  Thus the cfkct of su bopti m�1 l  d istri bu tion of 
data across processors c1n be cat:�srrop h ic . H Pt di rec
tives te l l  the comp i l er how to d istri bute dat�l across 
processors; based on know ledge of rhc a l gorith m , pro· 
grammers choose d i n:cti\'CS th<lt \\' i l l  m i n i m i ;:c com 
m u n iCJtion t ime.  These d i rectives em Jlso he l p 
ach1evc good load balance : l)\' spread i n g  data :lppro 
pnarc ly  across processors , rhc com p u tations on those 
dara wi l l  also be spread ::tcross processors. 

Fin�1 l lv, a n u mber oF id ioms th�H arc i m portant in 
paralle l  progr::tmmi ng ei ther arc awkw�1 rd to express in 
Fortran or :1rc grcath' dependent  on nuch i nc ;lrch i rcc
ture tor their efficient im plcinciHJtion . To be usefu l  in  
a portable language , these id ioms m u sr be cas\' to 
express and i mp leme nt c fticicn tlv. H PI-' has ca pt � 1 red 
some of these id ioms :1s l i brary rou ti nes t( >r cfric ient 
implement a tion on very d i fkrc;1 t  :Jrc h i tecturcs.  

. 
For example,  cons ider rhc Forrr:1 1 1  77 program in 

F1gurc 1 ,  which repeated l y  rep l aces each c lement of 
a two-d i mensional array wirh rhc avcr:�gc of i rs nort h ,  
sou t h ,  east, a n d  west neigh bors. T h i s  kind o f com p u 
tJtion a rises i n  a n u m ber o f  progLHJ1S, i n c l u d i n g  i rccl
tive solvers tor partial d i fk rc n ti a l  equations :md 
image-fi l teri n g  app l icnions . hgu rc 2 shows how rhis  
code can be e x p ressed i n  H P f .  

O n a m a c h i n e  w i t h  f()ll r processors , :1 si ng l e H l) F  
d i rect ive CJ uses the array A to b e  d i stri b u ted :�cross 
the processors as s hown in f i gu re 3 .  The p rogram 
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Figure 1 

i n t e g e r  n ,  n u m b e r_o f _ i t e r a t i o n s ,  i , j , k  
p a r a m e t e r ( n = 1 6 )  
r e a l A ( n , n ) ,  T e m p ( n , n )  

. . .  ( I n i t i a l i z e A ,  n u m b e r_o f _ i t e r a t i o n s )  
d o  k = 1 , n u m b e r _ o f _ i t e r a t i o n s  

U p d a t e  n o n - e d g e  e l e m e n t s  o n l y  
d o  i = 2 ,  n - 1  

d o  j = 2 ,  n - 1  
T e m p ( i ,  j ) = ( A ( i ,  j - 1 ) + A ( i ,  j + 1 ) + A ( i + 1 ,  j ) + A ( i - 1 ,  j ) ) * 0 . 2 5 

e n d d o  
e n d  d o  
d o  i = 2 ,  n - 1  

d o  j = 2 ,  n - 1  
A ( i ,  j ) = T e m p ( i , j )  

e n d  d o  
e n d d o  

e n d  d o  

A Com putation Expressed in  fortran 77 

Figure 2 

i n t e g e r  n ,  n u m b e r_o f _ i t e r a t i o n s ,  i ,  j ,  k 
p a r a m e t e r  ( n = 1 6 )  
r e a l A < n , n )  

! h p f $  d i s t r i b u t e  A ( b l o c k ,  b l o c k )  
. . .  ( I n i t i a l i z e A ,  n u m b e r _ o f _ i t e r a t i o n s )  . . .  

d o  k = 1 , n u m b e r_o f _ i t e r a t i o n s  
f o r a l l  ( i = Z : n - 1 , j = Z : n - 1 ) 1 U p d a t e  n o n - e d g e  e l e m e n t s  o n l y  

A ( i ,  j ) = ( A ( i ,  j - 1 ) + A ( i ,  j + 1 ) + A ( i + 1 ,  j ) + A ( i - 1 ,  j ) ) * 0 . 2 5 
e n d f o r a l l  

e n d  d o  

The S�me Computation Ex pressed i n  H PF 
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F igure 3 
An Arr:�y Distributed over rour Processors 

2 

3 

executes in parallel on the four processors, with each 
processor performing the updates to the array ele
ments it owns. This update, however, requ i res inter
processor communication (or "data motion " ). To 
compute a new value for A( 8 ,  2 ), which lives on 
processor 0,  the value of A(9, 2), which lives on 
processor l ,  is needed. In fact, processor 0 requires the 
seven values A(9, 2 ) , A (9, 3 ) ,  . . .  A(9, 8 )  from proces
sor 1 ,  and the seven values A (2 ,  9 ), A (  3, 9), . . .  A( 8 ,  9 )  
fi·om processor 2 . "  Each processor, then, needs seven 
values apiece fi·om two neighbors . By knowing the Jay· 
out of the data and the computation being performed, 
the compiler can automatically generate the inter
processor communication instructions needed to exe
cute the code. 

Even for seemingly simple cases, the communica
tion instructions can be complex. Figure 4 shows the 
commun ication instructions that are generated for the 
code tbat implements the FORALL statement for a 
distributed-memory parallel processor. 

Digiral Technical journal Vol .  7 No. 3 1995 7 



8 

F igure 4 

l'rocessor O 

S E N D  

A ( 8 ,  2 )  . . A ( 8 ,  8 )  
r o  Processor I 

SEND 
A ( 2 ,  8 )  A ( S ,  8 )  
ro Processor 2 

REC E I V E  
A(9,  2)  . A ( 9 ,  8 )  
ti·om Processor I 

RE C E IVE 

A ( 2 ,  9 )  . . .  A ( Il ,  9 )  
from Processor· 2 

Processor 

S E N D  
A ( 9 ,  2 )  . .  A ( 9 ,  8 )  
to Processor 0 

S E:'-JD 
A ( 9 , 8 )  . . A ( l S , 8 )  
ro Processor 3 

RECEIVE 
A ( 8 ,  2 )  . . .  A( 8 ,  R )  
from Processor 0 

RECE IVE 
A(9,  9)  . . .  A(  I 5 ,  9 )  
ri·om Processor 3 

Compiler-generated Com munication tor <1 FORALL Srate111ent 

Although the comm u n i catjon needed i n  this s im
p l e  example  i s  not  d i ffi c u l t  to fi gure o u t  by hand,  
keeping track of  the  commun ication needed for 
h i gher-dimensional arrays, d istributed o n to more 
processors, with more complicated com pu tations, can 
be a very difficult ,  bug-prone task. In add ition,  a 11 l!ln
ber of the optimizations that can be performed wou l d  
b e  extremely tedious  t o  figure out b y  hand . Ne\'er
theless, distri b u ted- memory para l l e l  t)rocessors are 
progra m med almost excl usive ly  today by wri ting pro
grams that contain expl icit hand-generated ca l l s  to the 
SEND and RECEIVE com munication rou ti nes. The 
d i fference between this kjnd of progra m ming and pro
gramming in H PF is comparab le  to the difference 

between assembly language progra m ming and high 
l evel language programming.  

This  paper  conti nues with an overview of the HPF 
l anguage, a d iscussion of the machine arch itecture tar
geted by the compi ler, the a rchitectu re of the compiler 
i tse l f� and a d iscuss ion of some opti mizations per
formed by i ts components .  I t  concludes with recent 
perf()rmance resu lts, showing that H P F  programs 
compiled with Digital's compi ler scale l i nearly in sig
nitlcant cases. 

Overview of the High Performa nce 

Fortran language 

High Performance Fortran consi sts of a small set of 
extensions to Fortran 90. It is a data-parall e l  p rogra m
ming language, meaning that para l lel ism is  made pos
s ib le  by the explicit d istribution of large arrays of data 
across processors, as opposed to a contro l - parallel  
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Processor 2 

SEND 
A ( 2 ,  9)  . .  A(S,  9) 
to l ' rocc·ssor 0 

S E :'-i n  

A ( 8 ,  9 )  . .  A(S ,  1 5 )  
ro Pmcessor 3 

REC: E I V �: 

A ( 2 , 8 )  . .  A ( 8 , 8 )  
from P rocessor 0 

R EC t-:IV E 

A(9, 9 )  A{9 ,  I S )  
from Processor .i 

Processor 3 

SEND 
A ( 9 , 9 ) . A( 1 5 , 9 ) 
to Processor I 

SE:'-!D 
A(9,  9)  . .  A(9,  9)  
ro Processor 2 

RECEIV E  
A(9, 8 )  . A( 1 5 , 8 )  
trorn l'nKcssor I 

REC E I V E  

A(8,  9 )  . . .  A(8 ,  1 5 )  
from Processor 2 

l an guage, i n  which threads of com putation are distri b
uted . Like the stand ard Fortran 77, Fortran 90, and C 
models, the HPF progra m m i n g  mod e l  contains a s i n 
gle thread o f  control; the lan guage i tsel f has n o  notion 
of process or thread . 

Conceprual lv, the program exec u tes on a l l  the 
processors s imultaneousl y. Since each processor con
tains on ly �1 su bset of the di strib u ted data, occasional ly  
a processor may need ro access data stored i n  t h e  
memory of another processor. The com pi ler d eter
mi nes the actual deta i l s  of the i n terprocessor com m u 
nication needed t o  su pport th i s  access; that i s ,  rather 
than being speci fied exp l ic it ly, the d e ta i l s  arc i mpl ic it  
in the program.  

The co mpi ler translates H P F progra m s  into low
l evel code that contains expl ic it  calls to SEND and 
RECETVE message-passi ng rou tines .  Al l add resses in 

this translated code arc modi fied so that they refer to 
data l ocal  to a processor. As part of this transla ti on, 
address ing ex pressions and loop bou n ds become 
expressions in volving the p rocessor nu mber on which 
the code is  execurjng.  Thus, the compiler needs to gen 
erate only one progra m :  t h e  generated code i s  parame
trized by the processor n u mber and so can be executed 
on a l l processors with appropriate resu I ts on each 
processor. This generated code is called expl ic it  s ingle
program m u l tipl e -data code, or expl ic it-SPM D  code. 

In some cases, the programmer m ay fi nd it usefu l 
to write cxplicit-SPMD code at the sou rce code l evel . 
To accom m odate this,  the HPF l anguage inc l udes an 
escape hatch cal led EXTRINSIC proced ures that is  
used to lea\'e data-para l l e l  mode a n d  enter expl ic i t 
SPMD mod e.  



We now describe some of the H PF l anguage exten
sions used to ma nage para l l el data . 

Distributing Data over Processors 

Data is d i stri bu ted over processors by the 
DISTRI BUTE d i rective, the A LI G N  d i rective, or 
the defa u l t  d istri b u tion . 

The DISTRIBUTE Directive For parallel execution of 
array operations,  each array must be d ivided in mem
ory, with each processor stori ng some portion of 
the array in i ts own local me mory. Dividing the array 
into parts is  known as d istri buting the array. The HPF 
DISTR IB UTE d i rective controls the d istribution of 
arrays across each processor's local  memory. ft does 
this  by spcci �'ing a mappi ng pattern of data objects 
onto processors. Many mappings are possible;  we i l lus
trate only a kw. 

Consider fi rst the case of a 1 6  X 1 6  arrav A i n  an 
environment with tou r  processors. One possi ble speci
fication tor A i s  

I h p f $  
r e a l A C 1 6 , 1 6 )  
d i s t r i b u t e  A ( * ,  b l o c k )  

The asterisk  ( * )  tor the fi rst d i mension of A means 
that the array e lem e nts are not d istri buted along 
the tirst (vertica l )  axis .  In other words, t he e lements 
in any given col u m n  are not divided among d i ffer
ent  processors, bur are assigned as a si ngle block to 
one processor. This type of mapping is rekrred to as 
seria l  di stribution . Figure 5 i l l ustrates this d istribu tio n .  

T h e  B LOCK keyword tor t h e  second d i mension 
means that for any given row, the array ele ments are 
d istri buted over each processor i n  large blocks. The 
blocks are of approxi mately equal size-i n this case, 
they are exactly equal-with each processor holding 
one block. As a resu l t, A i s  broken i nto fou r  contigu 
ous  groups of col u mns, with each grou p  assigned to 
a separate processor. 

Another poss ib i l ity is a ( * ,  CYCLIC) distri b u tion . 
As in ( * , BLOCK), a l l  the ele ments i n  each co l u mn are 
assigned to one processor. The elements i n  any given 
row, however, are dea l t  out ro the processors in rou nd
robin order, l i ke playing cards d ea l t out to players 
around a table.  \Vh e n  e lements are d istribu ted over n 

processors, each processor contains every 1 1th col u m n ,  
starting h·orn a d i tkrent offset. Figure 6 s hows the 
same array and processor arra n gement,  d istri b u ted 
CYCLIC instead ofl3 LOCK. 

As these examples indica te ,  the d i stributions of the 
separate d imensions are ind ependent . 

A ( B LOCK, B LOCK) d i stribution , as i n  h gu re 3 ,  
d ivides the array i n to large rectangl es .  I n  that ti gure, 
the array clements i n  any given col umn or a n y  given 
row are di vided i nto rwo large blocks: Processor 0 gets 
A (  l : 8 ,  1 : 8 ) ,  processor l gets A ( 9 : 1 6 ,  l : 8 ), processor 2 
gets A (  1 : 8 ,  9 : 1 6) ,  and processor 3 gets A ( 9 : 1 6 ,9 : 1 6) .  

0 

I 

I 

Fig ure 5 
A ( * , B LOCK) Disrri burion 

0 

Fig u re 6 

2 3 0 2 3 0 

A ( * ,  CYC LIC)  Distri b u rion 

2 
I 
II 

I 

I 

I 

2 3 0 

3 

2 3 

The ALIGN Directive The ALIGN directive is used to 
speci�' the mapping of a rrays re l a tive ro one another. 
Corresponding eleme nts i n  al igned arrays are always 
mapped to the same processor; array operations 
between a l igned arrays are i n  most cases more efficient 
thJn Jrray operations between arrays that are not 
known to be aligned . 

The most common use of A LI G N  is to specifY that 
the correspond i n g  c lements of rwo or more Jrrays be 
map ped i d entically, as  in the fol l owing example :  
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1 0  

! h p f $  a l i g n A ( i )  w i t h  B ( i )  

This example specifies that the two arrays A and B a re 
always mapped the same way. More complex a l ign
ments can also be specitled.  For example:  

! h p f $  a l i g n E ( i )  w i t h  F ( 2 * i - 1 ) 

In this example, the elements of f are a l igned with the 
odd elements ofF In this case, 1:· can have at most half  
as  many elements as F 

An array can be al igned with the i nterior of a l arger 
array: 

r e a l A ( 1 2 , 1 2 )  
r e a l B ( 1 6 , 1 6 )  

! h p f $  a l i g n A ( i ,  j )  w i t h  B ( i + 2 ,  j + 2 )  

I n  this example, the 1 2  X 1 2  array A is al igned with 
the interior of the 16 X 16 array B (see Figure 7 ) .  Each 
i nterior element of B is a lways stored on the same 
processor as the corresponding element of A .  

The Default Distribution Variables that are not explic
itly d istributed or al igned are given a default  d i str ibu 
tion by the compiler. The default  d istri b u tion is not 
specified by the language: d i nerent compi lers can 
choose d ifferent defau l t  d istributions, usual ly based 
on constraints of the target architecture. In the DEC 
Fortran 90 l anguage, an array or scalar with the default  
distri bution is  completely replicated . This decision was 
made because the large arrays in the program are the 
significant ones that the programmer has to d istri bute 
expl icitly to get good performance.  Any other arrays 
or scalars wi l l  be smal l  and ge nerally wil l beneti t  from 
being replicated since their val ues wi l l  then be avai lable 
everywhere. Of course , the progra mmer retains com
plete control and can specif}1 a d i trere nt d istribution 
tor these arrays. 

Replicated data is cheap to read b u t  genera l ly  
expensive to write. Programmers typically use rep l i 
cated data for i n formation rh:�r  i s  computed i n fre
quently but  used ofi:e n .  

B 

A 

Figure 7 
An Example of A.rrav Alignment 
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Data Mapping and Procedure Calls 

The distri bution of arrays across processors introduces 
a new compl ication for proced u re cal l s :  the inte rface 
between the procedure a n d  the ca l l i n g  program must 
take i n to accoum not o n ly the type and size of the rel
evant objects but also their mapping across processors. 
The H PF language inc ludes special for m s  of the 
A L I G N  and D I STRI BUTE d i rectives for procedure 
i n ter bces . These a l low tl1 e program to speci�' wh ether 
array argu ments can be hand led by the procedure as 
they are curren tly di stributed , or whether ( and how) 
they need to be red istri buted across the processors. 

Expressing Parallel Computations 

Parallel  comp u tations in HPF can be identi fied in four 
ways: 

• fortran 90 array assign ments 

• FORALL statements 

• The IN DEPEND ENT d i rective, applied to DO 
loops and rORALL statements 

• Fortran 90 and HPF in trinsics and l i brary fu nctions 

I n  addition , a compi ler may be able to d iscover para l 
le l ism i n  other constructs. ln t h i s  section,  w e  di scuss 
the fi rst two of these paral l e l  constructions. 

Fortran 90 Array Assignment In Fortran 77, operations 
on whole arrays can be accomplished only through 
explicit DO loops that access array clements one at a 
time. Fortran 90 array assignment statements allow 
operations on entire arr:�ys to be expressed more simply. 

I n  Fortran 90, the usual i n trinsic operations for 
scalars ( arithmetic, comparison ,  and logica l )  can be 
applied to arrays, provided the arrays arc of the same 
shape .  for example, if A, B, and C arc two - d imensional 
arrays of the same shape, the statement  C = A + B 
assigns to each element of C a val ue equal  to the sum 
of the correspond i ng clements of A and B. 

I n  more complex cases, this assignment syntax can 
have the eftect of drastically s implit), ing the code.  For 
i nstance, consider the case of three-d im ensional 
arrays, such as the arrays d i mensioned in the fol l owing 
declaration :  

r e a l D ( 1 0 , 5 : 2 4 ,  - 5 : M ) ,  E ( 0 : 9 , 2 0 ,  M + 6 ) 

I n  Fortr:�n 77 S)'nta x ,  an assign ment to every ele
ment of D req u i res trip le-nested loops such as rhe 
example shown in Figure 8. 

In Fortran 90, this code can be expressed in a single 
l i n e :  

D = 2 . 5 * D + E + 2 . 0  

The FORALL Statement The FORALL statement is an  
H PF extension to the American National Standards 
I nstitute (ANSI)  Fortran 90 standard but has been 
inc luded i n  the dratt Fortran 95 standard . 



d o  i = 1 ,  1 0  
d o  j = 5 ,  2 4  

d o  k = - 5 ,  M 
D ( i ,  j ,  k )  

e n d  d o  
2 . 5 * D ( i ,  j ,  k )  + E ( i - 1 ,  j - 4 ,  k + 6 ) + 2 . 0 

e n d  d o  
e n d  d o  

Figure 8 
An Exam ple of'' Triple· nes[cd Loop 

FOIW...L is a general ized form of Fortran 90 array 
assignment syntax that a l lows a wider variety of array 
assignments to be expressed . For example,  the d iago
nal of an array cannot be represen ted as a single 
Fortran 90 array section . Theretore, the assign ment of 
a value to every element of the diagonal  cannot be 
expressed in a si ngle array assign ment state ment.  It 
can be ex pressed in a FO IW...L statement : 

r e a l ,  d i m e n s i o n ( n ,  n )  A 
f o r a l l  C i  = 1 : n )  A C i ,  i )  = 1 

Although FORALL structu res serve the same pur
pose as some DO loops do i n  Fortran 77, a FORALL 

stru cture is a para l le l  assignment statement, not a 
loop, and i n  many cases prod uces a d i fterent  resu l t  
from an analogous DO loop. For example ,  the 
FORALL statement 

f o r a l l  ( i  = 2 : 5 )  C C i ,  i )  C C i - 1 ,  i - 1 ) 

applied to the matrix 

l l  0 0 0 0 

0 22 0 0 0 

c 0 0 33 0 0 

0 0 0 44 0 

0 0 0 0 5 5  

produces the tol lowing resul t :  

O n  t h e  other hand , the apparently similar D O  loop 

do i = 2 ,  5 
C ( i ,  i )  = C ( i - 1 ,  i - 1 ) 

e n d  d o  

produces 

c 

1 1  0 

0 1 1  
0 0 

0 0 

0 0 

0 0 0 

0 0 0 

l l  0 0 

0 l l  0 

0 0 1 1  

This happens because the DO loop iterations are per
tormed seq uential ly, so that each su ccessive element of 
the d i agonal is updated betore it is used in the next 
iterati on.  I n  contrast, in the FORALL statement, a l l 
the diagonal e lements are fetched and used betore any 
stores happen . 

The Target Machine 

D igital's DEC Fortran 90 compi ler generates code 
tor cl usters of Alpha processors running the Digi tal 
U N I X  operating syste m .  These clusters can be separate 
Al pha workstations or servers connected by a fiber d is
tributed data inte rface (FD D I )  or other network 
devices. ( Digital's h igh-speed GI GAswi tch/FDD I  sys
tem is particu larly appropriate . " )  A shared -memory, 
symmetric mu ltiprocessing ( S M P )  system l i ke the 
AJphaServer 8400 system can a lso be use d .  In the case 
of an Sl'v!P system, the message -passing l i brary uses 
shared memory as the message-passing med i u m ;  the 
generated code is  otherwise identi ca l .  The same exe
cutable can run on a d istributed- mernory c luster or an 
SM P shared -memory cluster without recom pi l ing.  
DEC Fortran 90 programs use the execution envi 
ronment provided by Di gita l 's Para l l el Sothvare 
Environment ( PSE) ,  a companion prod uct -' "  PSE 

is responsi ble for i nvoking the program on multip le  
processors and for performi n g  the message passing 
req uested by the generated code .  

The Architecture of t h e  Com piler 

Figure 9 i l l u strates the h i gh- level an:hitecture of 
the compi ler. The curved path is the path taken 
when wmpi lcr command - l ine switches are set tor 
com pil ing programs that wi l l  not execute in para l le l , 
or when the scoping unit  being compiled is decla red 
as EXTRINSIC(HPF _LOCAL) .  

Figure 9 shows the front end , tr�mstorm, middle  
end , and GEM back end components of the com pi ler. 
These components fu nction in the tol lowing ways: 

• The front end parses the input  code and produ ces 
an i n ternal represen tation containing an abstract 
syntax tree and a symbol ta ble .  It pedorms exten 
sive semantic  checking. ' "  
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Figure 9 
Compiler C:om[10llents 

• The transform component pertorms the transtor
rna tion from globai - H P F  to cxpl ic it-SPM D form . 
To do this, it loca l izes the add ressi ng of data, inse rts 
commun ication where necessary, and distri bures 
p<lra l le l  compurari ons over processors. 

• The midd l e  end translates the internal  representa
tion into another torm of internal represe ntation 
suitable for GEM. 

• The GEM back end , a l so used by other  Digital 
compilers, pertorms loca l  and global optimization , 
storage a l l ocation ,  code generJtion,  register �ll locJ
tion, and e mits binary object cod e . ' c  

In  t h i s  paper, we a re m a i n l y  concerned with the 
transform component of the compi ler. 

An Overview of Transform 

Figure lO shows the transronn p hases discussed in this 
paper. These phases pe rform the f()l lowing key t<lsks: 

• LOWER. Transforms array assign ments so rh;�t  
rhey l ook internally l i ke FORALL statements. 

• DATA . F i l l s  in the data space i n t(mnation tor each 
symbol usi ng i n formation from HPF d i recti,·es 
where av;:�ilab le .  This determines w here eac h data 
object l ives, i . e . ,  how it is distri bute d  ove r rhe 
processors. 

• rrE R .  Fi l l s  i n  the i teration space intcmn:1rion tor 
each computational e xpression nod e .  This dete r
m i nes where each computation rakes pl:�ce and 
ind icates \vhere com m u ni cation is  necessary. 

• ARG .  Pul ls  fu nctions in the i nterior of expressions 
up to the statement leve l .  I t  a l so compares the map
p i ng of actual argu nKIHS to that of the i r  corre
sponding d um m ies and generates remapping i n to 
comp i ler-generated temporaries if nccessarv. 

--�LOWER � 'TER h 

L�B=� 
Figure 1 0  
TJ1e Transform P h ;lscs 
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GEM 

OBJECT 
CODE 

• D I V IDE.  P u l l s  a l l  com m u n ication i ns ide expres
sions ( id e nt i fied Lw ITER)  u p  ro rhe state ment  level 
and ident ities what kind of comm u n ic,nion is  
needed. It a lso ensu res that in formation needed for 
fl ow of conrroJ is avai lab le  at eac h processor. 

• STIU P.  Tu rns global-HPF code into expl ic i t-S P M D  
code b v  loca l izing the addressi ng of al l  data objects 
and insert ing explicit SEND and RECEIVE cal ls  
to make com mun ication expl ic it .  In the process, 
it  performs strip m i n ing Jnd loop optimizations, 
vectori zes com munication, and optimizes nearest
neighbor computations. 

Tra nsform uses the fol l owing main data structures: 

• Symbol table . This is the symbol table c reated by 
the ti·ont e n d .  lr  is extended by the transform phase 
to inc lude  dope in formation tor arrav and sca lar  
symbols. 

• Don·ee. Transtcm11 uses the dorree form of the 
abstract syntax tree as an i n ternal  representation of 
the progra m .  

• Dependence graph .  This is a graph whose nodes are 
expression nodes in the don·ee and whose edges 
re present dependence edges. 

• Data spaces . A data space i s  associated with each 
data symbol ( i . e . ,  each arrav and eac h scai J r ) .  The 
dara space information d escribes h ow each d ata 
object is  distribu ted over the processors. This  in for
mation is derived ti·om HPf d i rectives. 

• I teration spaces. An i teration sp;:�ce is associated 
with each computation a l  node in the d otree.  The 
i teration spJce i nformation describes how compu
tations arc d istri bu ted over the processors. This  
intornution is not specified i n  the source code but 
is prod uced bv the comp i l e r. 

The i nrerrebtionship of these d :1ta structures is d is 
cussed i n  Retercnce 1 8 . The data and i teration spaces 
arc ce11 tr:� l ro the processing pert<m11ed by transtcm11 . 

The Transform P hases 

LOWER 

Since the FORALL statement is a genera l i zation of a 
Fortran 90 arrav assignment and inc l udes it as a special 
case, i r i s  convenient  for the compi ler ro h ave a u n i 
torm represen tation tor these two constructions. The 



LOW E R  p h ;1sc implem ents rhis lw turning c:tch 
forrr.1n 90 :liT:l\' assign ment i n to an c q u i1 · ;1k 1 1 t  
r O RA.l.L state ment ( acru a l h', i n to the  d orrcc repre
sentation of one ) .  Th is  u n i torm rcprescn t:.1rion m c:1 ns 
rh:1t rhe compi ler  has t�1r tcll'er special  cases ro consider 
than orhcn1·isc might be necess;1ry and leads ro no 
degr;1lbtion of the generJted code . 

DATA 

The DATA p hase speci ties wh ere d a ra l ives.  Pbcing 
and add ressi ng data correctlv is one  of rhc major rasks 
of rr:1 nstcmn . Ih:n: are : 1  l arge nu mber of possi bi l i t ies :  

\V hcn :1 nluc i s  ;1\'a i l a ble on c1 e n· processor, i t  i s  
S;1 id ro be I'C1Jiicoted. When i t  is a1·aibblc on more than 
one hut nor :11 1  processors, i t  is said ro be ;wr tioll l ' 
rej;/icotecl. for i nstance,  a sca lar  m:ll' l i l 'c 011 onh' one 
processor, or on more than one processor. Tvpic:-rl h·, a 
scJI:Jr is replic1tcd-i t l i lTS on a l l  p rocessors. The rcp l i 
cnion of sca lar d :.1 u  m;1kes ktches c heJp because e;Kh 
processor has a copy of the req uested \';1 l u e .  Stores to 
rep l i c:1red sc::� Llr  data can be expensive, howc l'e r, if  the 
va lue  ro be stored has not been repl icated . I n  rhar cJse, 
the va l u e  ro be sto red must be senr to each processor . 

The s:1me consideration applies to J r-r::�vs. Arravs 
mJv lx: repl icJted, in ll'hich c1se c1ch processor h;1S a 
copv ofJn crnirc :1rrav; or a rravs m:1v be p;1rt i ;1 l lv rc pl i 
carcd, in ll'h ich  c1se c::�ch e lement o f r hc arr.l\' is ::tl :l i l 
able o n  ;1 su bse t of t h e  processors. 

hr rrl1crmorc,  :liTa\'S that :1re nor repl icated 111:11' be 
distri b u ted Jc ross the processors in se1crJI d i ftcrcn r 
t:lshions, as nplained abm 'e , I n  t:K t, each d i mension 
of each ;1rrav ma\ '  be distri buted indcpcndcmly of 
the other d i mensions. The HPr m:�.pp ing d i rec tives, 
pri n ci p;1 l i l' A LI GN ;md D I STRI B U TE, give the pro 
gra m mer the :r bi l i ty to spec i i}' completely how each 
d imension of each arrav i s bid ouc DATA uses the 
in hm11;1t ion i n  these d irectives to construc t  ;1 11 i n ternal 
descr iption m data space of the i:11 ·our o f  each arrav. 

ITER 

The I T E R  ph <1Sc determ i n es ,, ·here the i n termediate 
rcs u l rs of c 1 lc u l ar ions shou l d  l i \'e . Its rc L nionsh ip ro 
DATA c111 be o prcsscd as: 

• DATA decides \\'h ere para l le l  d ata l i lTS.  

• ITE I\ decides ll'here paral l e l  comput;Hions luppc n .  

Each ;1rrav h::ts a ti xcd n u mber o f  d im ensions ;1 nd ;1 1 1  
n rc n r  in each of those dim ensions; th ese properties 
together de ter m i n e  the shape oL111 array. After DinA 
h;1s fi n ished processing, the s l1a pc and m::�pping of 
uch ;1 1T<11' is  knoll'n . Si m i larlv, rbe res u l t  of;1 computJ 
rion h:�s a p:1rti c u l a r  shape :r n d  m ;lpp in g .  This shape 
nu1· be d i th: rcnt ti-om that ofrhe da t;l used in rh c com
put;ltiorL As a sim ple e xample ,  the compu t<1tion 

A ( : , : , 3 )  + 8 ( : , : , 3 )  

has a t\l·o-dirne nsion;1 1  sh<1pc,  e1 ·c n though both JITJ\'S 
A and H hJI'C three - d i m e nsional s hapes. The dau 
space data structure is  used to describe the sha pe of 
e<Kh array and i rs l <wour in  memon· and :tcross proces
sors; si mi br lv, itemtio 11  s;mce is used to describe the 
sh<1pe of e::tch computation :1nd i ts 1:-ryout ;Kross 
processors. One of the main t:rsks of transf(mn is ro 
construct the i terati on space ti:Jr each com putati on so 
that it leads to ::ts l i ttle i n rcrproccssor comnHrnicarion 
as poss i b l e :  this construction b ;1ppc ns in ITER. The 
compi ler 's vic\\' of this cor1srruction <11l d  the interac
tion of these spaces arc c xpb in cd in Reference 1 8 .  

Shapes can c hange ll' ith i n  ;1n expressi on:  ll'h i l c  some 
operators re turn a resu l t h:t,·ing the sh:rpe of their  
oper::�nds ( e .g , ,  Jdd i ng r,,.o :l iT<Ws of the same shJpc 
returns an arrav of  the same shape ) ,  other operators 
can return a res u l t  1 1 ;1\ ' ing ;1 d i rlcrcn t  sh;1pe th;lll the 
sha pe of their operands . for nample,  reductions l i ke 
S U M  return a res u l t  I L11'ing ;1 sh ape ll' i th l o11·cr rank 
than that of rhe in pu t ex pression bci ng red u ced . 

One wel l -known me thod of determ i n i ng where 
computations h a ppen is the "oll'ner-compures" ru l e 
vVith th i s  me th od , J l l  the va lu es needed to construct 
the compu t:rtion on the right- h:1nd side of an assi gn 
ment SL1tc mcnr arc krchcd ( us ing int e rprocessor 
comm u n ication if ncccssa n· ) ;md computed on rhc 
processor th;1t cont::ti ns the lett-hand-side locati on . 
Then the1· ;1rc stored to that l e tt-h;1rKi -sidc location ( on 
the same processor on 11 · l 1 ich rhc1· '' e re compute d ) .  
Thu s a description o f  ll'hcrc com putations occu r  i s  
dcril'ed from the output o f  DATA. There are, ho11 el'cr, 
s imple o:;11llples \\ 'here this method lc::�ds to Jess thJn 
optimal pcrt(mT1::trKc . for instance, in  the code 

! h p f $  
! h p f $  
1 h p f $  

r e a l A ( n ,  n ) ,  B ( n ,  n ) ,  C ( n ,  n )  
d i s t r i b u t e  A ( b l o c k ,  b l o c k )  
d i s t r i b u t e  B ( c y c l i c , c y c l i c )  
d i s t r i b u t e  C ( c y c l i c , c y c l i c )  

f o r a l l  ( i = 1 : n ,  j = 1 : n )  
A ( i ,  j ) = B ( i ,  j )  + C ( i ,  j )  

e n d  f o r a l l  

the 0\\·ner-compurcs ru le  ,,·mr l d  mo1·e B �1 1 1d C to 
a l i gn ll'ith ,4, ;m d then <1 dd the 111 0\'cd ,,a l ues of B :1 11d 
C and assign to /L I t  is  ccrt;1 i n l1· more cfticicnt,  hml·
el'cr, to add /J and C together II' here thcv are J l igned 
ll'i t h  each other ;md then com m u n icate the res u l t  to 
where i t  needs to be stored to A vVith this  proced u re , 
we need to com r n u r 1 ic 1tc only one set of val ues r:-�tbcr 
than two. The compi ler  i d e nt i ties cases such as these 
:111d ge ncr::t tes the comput::trion, ;1s ind icated here,  ro 
m i ni m i ze the com m u n icnion .  

ARG 

The ARG phase pcrt(mns :-rm·  ncccss::�n· re mapping of 
actu a l  argu ments Jt subroutine cd l sites ,  It docs this 
bl' compari ng the mappi ng of the actua ls  ( as d e ter
mi ned b�· ITER) to the m;lpping of the corresponding 
dumm ies ( as de termined lw DATA) .  
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l n  o u r  i m p k m e ntation, the CJ I I er  ped(mns a l l  
remappi ng.  I f  remap ping i s  necess:�n·, A R<.; e x poses 
that remapping hv i nse rt ing an assign ment  sta tement  
that  remaps the acru:� l  to a temporary th�H is  m a pped 
the way the d u mnw is  m apped . T h is guara n tees that 
reterences to a d u m nw ll' i l l  access the correct data as 
spec i fi ed lw the programmer. O f course, i f rhe p:� rJmc
ter  is an  OUT :trgu mcnr, a similar co�w - o u r  re mapping 
has to be i nserted after the su broutine u l l .  

DIVIDE 

The DIVJ D E  phase partitions ( "d ivides" ) cKh e x pres
sion in the dotree i n to regions.  Each region contains 
com p u tations that c1n happen withou t i n terproccssor 
communication . When region R uses the v:- tl ucs of 
a subex pression compu ted in region S,  t(n c x �1mplc ,  
i nt erprocessor com m u n ication is req u i red ro remap 
the com puted \·a l u es ti·om the ir  locations i n S to their 
d esired l ocations i n  R .  DIVI DE m a kes a rcmpor�ll"\' 
ma pped the \\'a\' region R needs it and 111<1kcs :1 1 1  
expl ic it  assignment  state ment whose left- hand side 
i s  that temporarv �1 nd whose righ r - h �1nd s ide is  the 
su bexprcssion com p u ted i n  region S .  In this  \\"a\', 
DIVI DE ma kes e x p l i c i t  the inrerprocessor com m u n i 
cJtion r har is  impl ic it  i n  the i rer;:ttion space i n tcm11:tt ion 
attached to each ex press ion nod e .  

DIVIDE also pert(mns other processing :  

• DIVIDE rep l i cates expressions needed to m�magc 
control How, such �1s an express ion represe n t i n g  
a bou nd o �- a no l oop or the condi tion i n  an I F  
statemcll t .  Conscq u c n rlv, each processor can d o  
t h e  n eccss<lr\' hr:mching.  

• For each srare m c n r  req u ir ing com m t m i urion, 
DIVI DE i dentities ril e kind of coJn m u n icnion 
needed . 

Depe n d i n g  011  wh:lt kn011· l cdge the t\\"o s ides of the 
com m u n ication ( i .c . ,  the sender and the rccei\·er )  
have , we d isti ngu ish two kinds of com m u n icni o n :  

- F u l l  knowledge.  The sender  knows ll'h �H i t  i s  
sen d i n g  and to whom, Jnd t h e  rccc i\·cr knows 
what i t  is rccei\ · ing and from \\·h o m .  

- Part i a l  k nmde d ge .  Either the sender  kno\\·s 
what it is sen d i n p;  and ro 11 · h o m ,  or rhc recei\ -cr 
knows ll'hat  i t  is rece i\ · ing and ti·om \\· h o m ,  bur 
the other p:1 1Ty knows noth i ng.  

STRIP 

This k ind of message i s  typica l  of code d e a l i n g  
with i r regu lar  data accesses, for i nstance,  code 
with :� rrav refe rences contai n i n g  \·cctor- \ a l u cd 
subscri pts. 

The STRI P phase ( shortened from "strip 1 1 1 1 ner";  

probably a better term would be the "loca l i zer" ) t<l kes 
rhc statemems categori zed bv DIVIDE as n e e d i n g  

comnHmicarion and i nserts cJI Is ro l i brarv rou t ines to 
mm-c the dar:� tt·om w h e re it is to where it needs to be. 

I t  then loca l i 7.cs para l l e l  assign mcms comi n g  fi-om 
vector assign men ts :� nd FORALL constructs .  I n  other 
words,  each prou:ssor has some ( possi bly zero ) n u  m 
ber o f  JrL1\' locations that m ust b e  stored to .  A set o f  
l oops i s  gcner�ncd rhar cal c u l ates rhc \'a I u c  ro b e  stored 
and stores i t .  The bounds f()r th ese loops are depe n 
d e n t  o n  t h e  d istribu tion o f  t h e  J IT�l\' be i n g  assigned to 
and the section of the arrav bei n g  assigned ro . Th ese 
bou n ds ma\' be exp l ic i t  n u m bers k nown at compile 
time,  or rhev m:1y be expressions ( when rhe array s ize 
is nor  known at com p i l e  ti me ) .  I n  any case, they arc 
ex posed so that they mav be opti m i zed by l ater phases. 
Thev �1 re nor c1 l l s  ro ru n - r ime routines.  

The su bscri pts of each d imension ot- each arra\' in 
the statement  �1re then re\\'ritten i n  terms of the loop 
\·ari a h l c .  ·rh i s  mod i fication cfkcti \·dv turns rhe ori gi 
n a l  global s u bscr i p t  i n to a loca l  su bscri pt.  Scalar sub
scr ipts a rc a lso conve rted ro l ocal su bscripts, bur i n  this 
case rhe su bscri pr ex pression docs not i nvolve loop 
i n d ices.  Si m i l a rl v, sca lar assign m e n ts that reference 
arrav clc mcllts have their su bscri pts com·crtcd ti·om 
glob:� ! �1d d rcssing to loca l  ad d ressi ng, h::tscd on the 
ori g i n :� l  su bsc ript and the d istri bu tion of the corre 
spond i n g  d i mension ot' the a ITa\·. The\' do not require 
stri p loops . For example ,  consider the code ti·agmenr 
shmm in Figure I l a .  

H e re I<. i s  some variable whose val u e  h a s  been 
assigned bc km· the FORALL Let us ass u m e  that  A 
and JJ have been d istri buted over a 4 X 5 processor 
aJT<l\' in such a 1\'J\' that the first d i m e nsions of A and B 
arc d istri buted CYCLI C O\'er the first d i mension ofrhe 
processor �l iTJ\ ( \\'h i c h  has exte n t  4 ) , and the second 
d i mensions of A and B are d istri bu ted BLOCK m·cr 
the second d i m e nsion of rhc processor arrav ( \\'h i c h  
h as e x tent S ) . ( "The progra m m e r  em e x p ress t h i s  
through a bci l i tv i n  H Pf. ) The gennatcd code is  
shown i n  Figure I I  b.  

l f rhc  arrav assigned to on the lcft- h�md s ide ofsuch 
a scltc mem i s  �1 l so referenced on rhc ri ght-hand side, 
then replac i n g  rhe  para l le l  f O RA L L  h\'  a DO loop 
111;11· 1 · io l .ne the " fetch before store " semamics of the 
ori g i n �1 1  statement .  That is, an  arra\' c l e m e n t  ma\' be 
assigned ro o n  one iterat ion of the no l oop, and th is  
llC\\" \ 'a lue mav su bsc q u e nt lv  be read on :1 later i tera
tio n .  In the orig in :1 l mea n i n g  of rhc st:: nemcnt ,  ho\\ 
e\·er, a l l  v�1 l u cs rc1d wou l d  be the orig ina l  val u es .  

T h i s  pro b l e m  em a lwavs b e  rcsohnl b v  C\':� l uating 
the righ t-hand s ide of the statement  in i rs e nr irct\' i n to 
�1 tc mporan· �1 JTa\', a nd t hen-i n a second set of DO 
loops-�1ss igning th:tt temporarv to the left-hand s ide .  
We usc depende nce a n a lvsis to dete r m i n e  i f  s u c h  a 
prob l e m  occ u rs ar a l l .  b en i f  it d ocs, there are cases i n  
\\' h i c h  loop rransfcmnations c a n  b e  used to e l i m i nate 
the need r(lr  <1 te mporary, as o u t l ined in Reference 1 9 .  



r e a l A ( 1 0 0 ,  2 0 ) ,  8 ( 1 0 0 ,  2 0 ) 
1 h p f $  d i s t r i b u t e  A ( c y c l i c , b l o c k ) ,  B ( c y c l i c , b l o c k )  

f o r a l l  ( i  = 2 : 9 9 )  
A ( i ,  k )  = B ( i ,  k )  

e n d  f o r a l l  

( a )  Code F ragment 

m = m y_ p r o c e s s o r ( )  

i f  k m o d  5 = L m / 4 J  t h e n  
d o  i = ( i f  m m o d  4 = 0 t h e n  2 e l s e  1 ) , ( i f  m m o d  4 

A ( i ,  L k / 5 J l  = B ( i ,  L k / 5 J l  
3 t h e n  2 4  e l s e 2 5 )  

e n d  d o  
e n d  i f  

( h )  Pseudocode Cennared for Code Fragmenr 

Figure 1 1  
Code Fragtncnr and Pseudocode GcnCLHCd r(>r Code Fr"<lgmcnr 

( Some poor i m plementations a lwws i n trod uce the 
temporarv en:n when i t  is  not  needed . )  

U n l i ke other H l'f i m ple mentations, ours uses 
compi le r-generated i n l i ned expressi ons i n sre:1d of 
function cal ls to determine local Jddressi ng nlucs .  
fu rthermore, ou r i m plementati on does nor introd u ce 
bJrrin synchroniz:nion, since the sends Jnd receives 
gener:1ted by the transform phase wil l en f(m:e :1ny 
necessary synchronization . I n  gener<l l ,  this is much less 
expensive than a naive insertion of b:1rriers. The 
reason this works can be seen as fol l ows: first, any value 
needed by a processor is computed either loca l ly or 
non loca l l v. If the ,·alue is computed local ly, the normJI 
comrol rl

.
O\\' guarantees correct Jccess order for that 

,·a l u e .  I f  the \'J i u e is compu ted nonlocal lv, the gener
:ned recei,·e on rhe processor that needs the ,·a l u e  
c1uses rhe  rece i, · in g processor t o  "·air u nti l rhe \'a lue 
arri,·es from the send ing processor. The send ing 
processor wi l l  nor send th e  val ue  unti l  i t  h:1s computed 
it ,  �1gai n  because of normal contro l -flow. I f  the sendi ng 
processor is readv to send data bc f()re the n:ceiving 
processor is ready tor it ,  the sending processor can 
cont i n u e  without waiting fcJr the (btJ to be received . 

Di gital ' s !'Jra l le l  Software Environment ( PSE) butkrs 
the dara unti l  it is  needed . ' ;  

Some Optimizations Performed b y  t h e  Compiler 

The G E M  bJck end performs r ile fol l owing 
opti m izati ons : 

• Constant tol d ing 

• Opti m i zations of ari thm eti c I F, logical IF, and 
block IF-TH EN-ELSE 

• Gl obal com mon su bex pression e l imin ation 

• Removal ofi nv�1rian r  expressions from loops 

• Global a l locJtion of ge ne ra l  registers across pro
gram u nits 

• I n -line expa nsio n of statement fu nctions and 
routi nes 

• Optimization of a1ny ad d ressi ng in loops 

• Va lue propagation 

• Deletion of red undan t and unreachable code 

• Loop u nro l l i ng 

• Sofuq re pipcl in in g ro rearrange i nstructions 
between d i fkrcnr u nrol led loop iterations 

• Array temporarv c l i m i nJtion 

In addition, the transtC:mn component performs 
some i m portant optimi za ti on s, mai n ly devoted to 
improving i nterprocessor com m u n ication . We have 
implemented the fol lowing oprimizJtions: 

Message Vectoriza tion 

The co mpiler ge nerates code to l i m i t  the commu nica
tion to one SEND and one REC E I V E  tor eJch arrav 
bei n g  mo,·ed between any t\YO processors. This i s  the 
most obvious :1nd basic of all the opti mi zations that a 

compiler c111  pe rtcmn f'o r distribu ted - mcmorv arc h i 
tectures a n d  has been \\' idclv srudicd -'"-12 
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I f  the :11T,11'S A and B arc bid  o u r as i n  F igu re 1 2  md 

if 13 is to be ass igned to A, the n J IT�11 ·  c l c m e ms LJ( 4 ) , 
13( S ) , �1 1 1d  /J( 6 ) , a l l  of 11 h ich l i 1  c 011 p roccssm 6,  

shou ld be scm to processor 1 .  Clc�1 d1·, \\'c do 1 1 ot 11 :1 n t  
t o  gcncr�ltc th ree d istinct messages t(J r  th is .  Thcrd(Jre, 

we co l l ect these tilrce c lements ;1 1 1d  genn�Hc one mes
sage con ta in i ng :1l l  three of the m .  This oamplc 
i nvo lves fu l l  know ledge . 

Commu nic:�tions i nvo lving p�1rt i <1 l  kn01dedgc arc 

<11so vecrorized, but rhev ;1 rc much more npc ns ive 
because the si de of the mcss:1gc wi thou r i n  i ti ;1 l k.no11 l 
edge Ius t o  b e  informed o f  the mcss.1ge . A l though 
there <ltT sc1 ·c ra l \\'a)'S to do th is ,  ;1 1 1  <l iT costh', e i ther  in  

t im e m i n space .  
We u sc the S;1mc method , i nc idcnt.1 l h, to i n l i nc the 

H P F X X X_SC:AfTER rou t i nes . These l l tll m u ti nes 
h �11 e been i ntrod u ced to h<m d l c  �l pa r:1 l lc l COilstt· ucr 

th<H cou ld cause more th:1 11 one I 'J i u c  to be ;1ss igned ro 
the same location . The ou tcome ofsuch cases is d eter
m i ned lll' the rou ti ne be i ng i n l i ncd . For i nsu ncc , 
S U M_SCATTER s i mp lv adds :1 l l  the val ues thJt Jrrive 

Jt each location and assigns the tin:1 l  resu lt  to that loct
tion . A lt hough this is an cx:1mplc of i n tc rproccssor 
comm u nicJtion ll'ith parti a l  kno11· l c d gc ,  ll'c ca n sti l l  
b u i l d  u p  messages s o  r h ;:� t  onlv :1 m i n i m um n u m be r  o f  
messages arc senr.  

In some cases , II'C can i m �Jro,·c the h :md l i ng of com 

mun iut i ons ll ' i th par t ia l kno11 lcdge , p rm i dcd rhn· 
occ u r  m ore th:1 11 once in a progra 11 1 . For more i n for
mation, please see tbe section Ru 1 1 - t i m c  Preprocessing 

of l rregu lar D:�ta Accesses .  

Strip Mining and Loop Optimizations 

Str i p m i n i ng and loop op t i m i z:nions h a1 'C to d o ll'i th 
gc ncr: ni ng efficient code on a per-processor basis, ;md 
so i n  some se nse can be thought of .1s convt1ltiona l .  

Gcneral i l', 1\'C fol low the processi ng d c u i l c d  in  
Rckrcnce 19 and summ:1ri zcd as : 

• Strip m i n i n g obstacles ;:�n: c l im i n :ncd 11 l 1 er e  possi 
ble  lw loop transfi:mn ;lt ions ( loop rc1 e rs:1l o r  l oop 
i nt e rcha nge ) .  

ARRAY A 

PROCESSOR 
N U M B E R  

mem[Aoose + OJ 

memiAbase + 1 J  

Figure 1 2  
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• Te m poraries , i t' i nr rod ueed , are of m i n ima l size; this 

is <1ch ic1 cd 111 '  l oop i mcrchange . 

• Exterior loop opti mi zation is used to <1 l l o11· reu sed 
dau to be kept in registers 0\'Cr consecut i 1·c i tera 
tions of thc i nne rmost loop . 

• Loop fusion e nables more effici ent  u sc of com c n 
t ion ;l l opti mi ;.at ions and m i n im izes loop ove rhead . 

Nearest-neighbor Computations 

Nea rest - ne igh bor compu tat ions are common i n  code 
written to d iscrct ize  p:l l·t ia l d iffe ren t ia l eq u :1 t ions . Sec 
the cx:l !nplc gi 1 e n  in hgu rc 2 .  

lf11·c h ;ll-c, ti:Jr n:lm p lc , 16 processors , ll' ith r i te  :l1T<11' 
A d istri bu ted in <l ( 1 \ / .0C:K, P,LOCK) bshion ol'l:r  rh� 
pi'Ocessot s ,  then concc ptt1<1 1 iv, the JIT<ll' is d istribu ted <b 

i n  hgurc L\ ll ' hcre the <1 1TOII'S ind icate comnnm ica
tion needed hct11·ccn neighboring processors . In bet, 
in this  c1sc, uch processor needs to sec l':l l ues onh·  
ti·om a n:11TO\I' stri [ l  ( or "sh:ldO\\' edge " )  in the m c m o r�· 

of irs n eigh bori n g processors, as shown i n  Figure 14. 
The com p i l e r  ident i fies n ea rest-neighbor com pu r:1 -

t ions ( the use r docs not have to tag them ) ,  and it a l ters 
th e ad d ress i ng ofuch a 1-rav i nn,Jved in these compu
tations ( th rou ghou t  the comp i lat ion u n i t ) .  As ;1 resu l t , 
each processor em store th ose arL11' elements that :1 rc 
need ed from t he neigh bori ng processors. Th ose <JIT<ll 
e l e me nts :1 1-c m <JI 'cd 1n ( u s i ng message Yectori zat ion ) 

;1t rile beg in n i ng of the comp u tation , after ll' h ich  the 
e ntire com f'U t:nion is l ocal .  

Recogn iz i ng nc1 rcst- ne igh bor statements he lps 
gcn c r;nc be tte r code in sci'Cral ll'avs :  

• Less ru n-time overhead.  T h e  compi ler em c1s i lv 
idcntit)• the exact sm:1 1 l  portion of the <liT<l)' 
th:lt needs to he lllOI'ed . The commun ication ti:Jr 
n earest-neighbor ass i gn ments is extremely regu L1r : 
At each src p ,  each processor is se nd i ng Jn cmirc 
s h :�doll' edge to prcc i sc lv one of i rs ne igh bors . 
Therct()l·c the com m u n icnion p mcess i ng 01-crhc:1d 
is  grut l l ' red u ce d .  'T hat i s ,  11·c a rc ab le to gencr:Hc 

+ 
t 
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+ 
t 

Figure 1 3  
A ;\�;1 1·c,t - nc igh hor Com rn u n icJtion Pattern 



Figure 1 4  
Sh.1d o11· Edges Fo r· c1 :\ccHcsr-ncigh bor· Computation 

cor11 m u n ication i nvolv ing even kss 0\'C rhead than 
general com m u n icnion i m·olv ing fu l l  knowledge . 

• No local  copyi ng.  I f  sh:1dow ed ges were not used , 

then the t(l l lowing stambrd processing would take 
pbce : �or c:1ch s h i tted-Jrr:Jy rdi.: rcncc on the right
hand s ide of the ''ss ignmcnt , s h i ft the e ntire :1rray; 
thcn idcmi �· that parr ol .

. 
thc s h i r'tcd a rray that l ives 

loc1 l l \' 011 each processor and create a local tem po 

r,m• to h o ld i t .  Some of that  tcmporarv ( th e  part 
reprcscmi ng o u r  sh,ldo\\' edge ) II'Ou ld  be m oved in 
from :1 neigh bori n g  processor, and the rest o f  the 
tc mporarv \\'(lli ld  be copied l oc1 l l v  ri·om the origi 
n a l  arLl\'. O u r  processi n g  e l im inates the need for 
the local tcmpor,u·,· and tix rhc local co�w, which i s  
su bstami,l l  t!.>r large ''rravs. 

• G reater local  in· of rdi.: rcncc.  When the :�cn!a l  com
pur:�tion i s  pcdcmncd,  grc.1tcr local in·  of reference 
is ,1c h iC\ni because the sh,ld OII' ed ges ( i .e . ,  the 
rccci,·cd , ·a  l u es ) :11-c 110\\' p:� rt  of the atTJ\', r:1ther 
than being '' tcmporan· somc\\·hcrc e l se in mcmon·. 

• Fcll'er mcss,1gcs.  h n ,1 l l y, the opti m i z,nion a lso 
makes i t  possi ble for the com p i l e r  to sec that some 
messages m,1,. be com bined i n to one message , 
rhnelw red u c i n g  the n u m ber of messages that 
m ust  be se n t .  for insuncc,  if the right- hand s ide 
of the '1ss ignment st,Hc m e ll t  i n  the above exam ple 
a lso co11t,1 i n cd '1 term A( i + l , .f + 1 ) , C\'Cn though 
overlapping shJd o\\' edges a nd J n  add i tiona l 
shJd O\\' edge \\'ou ld  now he i n  the d i agona l ly adja 
cent processor, no :�dd i riona l  commun icuion 
\\'ou ld need to be generated . 

Reductions 

The S U M  i n tri nsic fu nction of t-:ortrJn 90 takes an 
arrav argu ment a nd returns rhc s u m  of a l l  its  e l ements. 
Al tcrn;�tivc lv, S U M  c1n re turn a n  '1 rrav ll'hose rank i s  
one l ess thJn the rJn k  of i ts '1 rgu mem, and eJch of 
\\'hose ,.,1 l ucs is the s u m  of the c lements i n  the argu 
ment a long .1 l i ne p'1ra l l c l  to J spcc i ticd d i mensio n .  

In  either case , the rank of t h e  resu l t  i s  less t h a n  that o f  
t h e  argu ment;  thcrd(m:, S U M  i s  rdi.: rred t o  ''s ,, 
red uction i ntr i ns ic .  Fortran 90 inc l udes J b m i l \ '  of 
such reductions, :1nd HPF <1dds more .  

\Ve i n l i nc t hese red uction i n trinsics i n  s u c h  '1 \\'a\' 
JS to d istrib u te the \\'ork JS m u c h  ''s possi b le  'Kross 
the processors and to m i n i m i ze the n u mber of  nlCs
sagcs sen t .  

I n  genera l ,  the red u ction is pcdc>rmcd i n  three b:�sic 
ste ps: 

l .  Each processor local h· pcrbrms the red ucrion oper
ation on its pan ofthc red uction source i nto :t bu fri.:r. 

2 .  These partia l  red uction res u l ts :� rc combi ned ll'ith 
those of the other processors in a " log;�ri thmic" 
fashion ( to red u ce the n u m ber of'  messages sen t ) .  

3 .  T h e  accu m u l ated res u l t  i s  then l oc;� l l v  copied to the 
target location . 

F igure 1 5  shows h ow the compu tations and com
m u nications occu r i n :1 complete red u ction of '1 n J ITJV 
d istributed over tour processors. In this  rigure, each 
vertica l col u m n  represents the mc morv of <1 s ing le  
processor. The processors arc  thou g h t  of ( i n  th is  case ) 
as being arranged in ,, 2 X 2 sq uare;  th is  is purely tell· 
conceptua l  purposes-the Jctu :t l  processors arc typi 
ca l lv con nected t h rough a Sll' i tc h .  

F i rst,  the red u ction i s  �1ertcmncd l oca l l v  i n  the 
memorv o r· each processor. This  is represe nted bv the 
vert ica l  arrO\\'S i n  the  tigmc .  Then the compu tJtions 
are acc u m u l ated over the tC)Li r processors in  ti\'O steps: 
the ti\'O paral lel cun-ed a JTO\\ S i n d i cJtc the i nter
processor com m u n ication i n  the ri rst srcp, tcl l l <med bl' 
the communication i n d icJted b\' the rc m;� i n i n g  cunni 
arro,,· i n  the second step.  Of course , t( ll· ri \ c  to e ight 
processors, t h ree com 111L1 1 1 ic1tion steps \\'ou ld  be 
needed , and so on . 

Although th is  basic idcJ ne,·cr c h ,J n ges,  the Jctual  
generated code must t�1 kc i mo ,Kcount \'a rious bctors . 
These i nc l u d e  ( 1 )  ll'hether the object being red uced 

Figure 1 5  
Compu rcuions and  CornnJ u 11 icuion for :1 C:omplcrc 
Reduction O\'Cr l'our Proccssors 
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i s  rep l icated o r  d i stri b u ted , ( 2 )  the d i ffere n t  d i stri 
butions that uch �liTa\· d i mension m i g h t  ha\·c , a 1 1d  
( 3 ) wh ether the n:d u cr i on i s  comp lete or p:�r t i �1 1 ( i .e . ,  

\\'ith a DL\11 argume n t ) .  

Run -time Preprocessing o f  Irregular Data Accesses 

Run-t ime preprocess i ng of i rregu l ar d a ta accesses 1s 
a popu l:lr teehni<] U C .23 I f  an e x p ression i m·ok in g the 
same pattern of i rrcgu b· dac1 �Kcess is p rese nt more 
th an o nce in �l compi Ll r ion u nit ,  add i t i ona l r u n - t ime 
preprocessi ng can be used ro good effect. An �1bsrr�1ct 
example  \\ ·ou l d be code ohhc tiJrm : 

c a l l  s e t u p ( U , v ,  W )  
d o  i = 1 ,  n_t i m e_s t e p s ,  

d o  i = 1 ,  n ,  1 
A ( V ( i ) )  = A ( V ( i ) )  + B ( W ( i ) )  

e n d d o  
d o  i = 1 ,  n ,  1 

C ( V ( i ) )  = C ( V ( i ) )  + D ( W ( i ) )  
e n d  d o  

1 d o  i = 1 ,  n ,  
E ( V ( i ) )  

e n d  d o  
E ( V ( i ) )  + F ( W ( i ) )  

e n d  d o  

\\· h i ch could be \\Tittcn i n  H I 'F as :  

c a l l  
d o  i 

A 
c 
E 

e n d d o  

s e t u p ( U , V ,  W )  
1 ,  n _ t i m e_s t e p s ,  
s u m_s c a t t e r ( B ( W ( 1  : n ) ) ,  
s u m_s c a t t e r ( D ( W ( 1  : n ) ) ,  
s u m_s c a t t e r ( F ( W ( 1 : n ) ) ,  

A ,  V ( 1  : n ) )  
c ,  V ( 1 : n ) )  
E ,  V ( 1 : n ) )  

To t he comp i l er, the s ign i tica ll t t h i ng about  th is  
code i s  tha t the i nd i rect ion \·ccrors V a nd VV arc con 
sta n t  m·er i te rations of the loop. Therefore, the com

pi ler computes the sou rce �1 1 1d t:t rgct addresses of the  
Lb ta that has  to be scm and recc i \Td L)\' each processor 
once at the top of rh e l oop, rh us pavi ng th is pr ice one 
ri me .  Each such statement then becomes a c omnHJ il i 
cation with ful l  know l ed ge and is executed q u i re effi 
ciently with mcss�1ge \'CCtoriz�ltion .  

Other Communication Optimizations 

The processi ng needed to set u p c o m m Lul icarion of 

Mra\· ass i gnmen ts is t:1 i l' l y o pcnsi \ ·e . For e:�ch c lement  
of source data on a procc�sor, the \·�1 l u c  of the dat�l and 
r l 1c  targe t processor n u m ber arc com puted . for each 
targcr data on a processor, the so urce procc.:ssor n u nl 

ber <1 nd t he target mcmon· �1d d rcss :1re compu ted . The 

compi l er and r u n  ri me �1 l so need to sort out loc1l daLl 

rhat do not involve coJnmu 11 ication,  as \\'ell as to \'CC
torizc the data that �1 1-c to be coJn m u 11 icated . 

vVe tr\' tO Opt i m ize the COill i)) U n icarion p rocess i n g 

b\· a n a lvzing the itcr�1r ion sp�Kc <1nd d <lta space of rhc 
a r ra\' sections innlhnl . E:-,::� m ples of th e patterns of 

operat ions rh at \\'C Of)ti mizc inc l ude the ro lJO\\' in g : 

• Con ti guous dat<l . vVh c n  the source or ta rget loc::d 

arra\' section on each processor i s  i n  con riguou s 

me morv addresses, the f)roccssing can be opti m i zed 

Di!'i Ll i  Tcdll1 iC,11 JounLl l  \ 'p l .  7 :-<" .  :i J '!'IS 

to treat the section as �1 \\· ho l e , i n stead of coml)ur

ing the \·a l uc or memorv �1ddress of each clemenr in 
the section . 

In genec1J ,  a rray sccnon s belong to th is  c:�rcgorv 

i f  the last vector d i m ens ion i s  d istri buted B LOCK 

or CYCLIC ::1 nd the prior d imensions ( if a n v )  �11-c 
<1 1 1  seria l . 

I f  the sou rce and t�1 rgct <Jrra\· sec rions satist\ ·  C\Tll 
more resrrictcd constr,l i n ts, the process i ng m·crh cad 
Ill::\\ '  be fi. 1 rthcr  1·ed uccd . For o�1mpl c ,  a JT<l \' opn�\
tions that i n\'Clkc se nd in g �1 cont i gu ous section of 
H LOCK or CYC LI C  disrri burcd d:tt�l to a si ng l e 
processor, or \ · icc \ 'Crsa,  be lon g to th is categor\· and 
res ul t i n  very cftic icnt comm u n ic:�rion proccss i ng . 

• Un ique source or urge r processor. When a p roces

sor onJv sends dat�l to �1 u n iq u e processor, or < 1  pro

cesso r o n l \' rccci \·cs d�l t�l ri·om a u n ique processor, 
the processi ng c:�n be optim ized ro use tha t u n i q ue 

processor n u m bcr in stead of comp ut i ng the p roces
sor number for each c le m e n t  in the sec ti on . This 
opti m i zat ion a lso al)p l ics ro L1 rgcr :t lTJ\'S that arc 

fu lh' rep l ica ted . 

• I rregu l ar d�1t;1 access . I f  a l l  i l lli ircc tion \'Cctors 
a rc ful l v  re pli ca ted f()r an i rregu l a r data Jcccss, 
\\'C can actu a l l �' i mple men t t i l e  array opuat ion as 
a ful l - knowledge con1 rm1 n icati<m instead of a more 

expen si ve parri :� l - kno\\' l c d gc com munication . 

ror ex�llll p i c ,  t he i rregu la r lL H<l access sta rc mc ll t  

A ( V ( : ) )  = B ( : )  

Cll l  be tmncd i l lto a rcgu l :tr re mapping state ment if  
I · i s  fu l l\ '  rep licated �1 11d A and IJ :�rc bor h d istri b u ted . 

f u rthermore, i f  lJ is <l l so hdh· rep l icated, the srarc 

mcnt is recogn ized as a loc1l  �1ss ign ment, rc mo\ · i n g 
rhc com m u n ication p rocessi ng overhead a ltogethe r. 

Performa nce 

In th is  section , \\'C oaminc rhe pc d(mnance of rhrce 
H P J-' p rograms . One program �1pp l ies the sha l lm\·

\\'�ltcr eq u ations, discrc tizcd u si ng a ri n i te d i fkrc n c c  
sc heme t o  a spec i fic p rob l em ;  �\n othcr is a c onj u g�1tc 
gr:td ic m soh·cr for r hc Poisson cq u :�ti on , and rhc 
th i rd i s  a th ree- d i mc ns i on�1 l tin i tc d itk rcncc sohn. 
These programs are not reprod u ced in th is paper, but  
th e\· can be obt<li ncd \ ' i a  the World Wide Web at  
http:/ /\\'\\'\\'.digi t::J I .n>m/i n f(>/h pcjf90/. 

The Shallow-water Benchmark 

The s h 3 I I O\\'- \\'<ltCr cq u <Hi on s mode l atmosph er ic 
rlo\\·s, tides, ri\·er <l llU co<Jsral  tl o\\ 'S,  and oth er p h c 
nomen:t .  The sha l l m\ -\\'.ltcr be nch mark progra m uses 
th ese eq u ations to s i m uhtc a spcc i tic rio\\ '  p rob l em . I t 

mode l s var ia b les re l ated ro r hc pressure,  veJocitv, and 
\·orric i tv at each poi nt of a t\\'o-d imensional mcsh th:tt 



is a sl ice through either the water or the atmosphere. 
Partial d i fte rcnti a l  equations re late the variables. 
The model is im plemented using a �l n i te-diftcre n ce 
method that approximates th e partia l diffe rentia l  
equ ations at each of the mesh points.1' Mode ls based 
on partial d i fterenti�l l  eq uations are ar the core of many 
s imu lations of physica l phenome na; fin i te d ifkrcnce 
methods arc common ly used �or so l vi ng such models 
on com puters. 

The shal low-water program is a widc lv q u oted 
bench mark, partly because the program is smal l 
e nough to examine and tune careful l �', vet it per�orms 
real compu tation represen tative of many sci entitlc si m
u lations. Unl ike SPEC and other be nchmarks, the 
source �or the shal low-water program is not control led.  

The sha l low-water benchm ark was wr itten in  H PF 
and run i n p�1 ra l l c l on workstation ��mns using PS E .  
There is no ex p l ic i t message-passing code in  t h e  pro
gra m .  We modi fied the Fo rtran 90 version that 
Applied Para l le l  Research used �or i ts bench mark data . 
The f90 / H Pf version of the program t<lkes advantage 
of the new katu res in  fortran 90 such as modu les . 

The Fortran 77 version of the progr<lm is an u n modi
fied version from App l i ed Para l le l  Researc h .  

T h e  result ing programs were r u n  o n  two hardware 
con�igu rations: as many as eight 275- megahertz 
( M Hz)  D EC 3000 Model 900 workstations connected 
by a G I GAswitch system , a n d  an eight- processor 
AlphaServer 8400 ( 300- M H z )  system using shared
mem ory as the messaging med i u m .  Tabl e 1 gives the 
speed ups obtained �or the 5 1 2 X 5 1 2 -sized problem, 
with fTMAX set to 50.  

The speed ups in eac h l i ne J re re lative to the DEC 
Fortran 77 code, compiled with the DEC Fortran 
version 3 .6  compi ler and run on one processor. The 
DEC Fortran 90 -wsf com p i l er  is  the DEC Fortran 90 
version 1 . 3 compi ler  with the -wsf option ( " paral le l 
i ze HPF �or a workstation ta rm " )  specified.  Both 

Table 1 

compilers use version 3 . 5 8  of the Fortran RTL. The 
operati ng system used is Digi ta l UNIX version 3 . 2 .  

Table I ind icates that this H PF version o f  shal low 
water scales very well to eight processors. In bet, we arc 
getting apparent su perl inear speed up in some cases. 
This is d ue in part to optimizations that the D EC 
Fortran 90 compiler per�orms tha t  the serial com piler 
does not, and i n  part ro cache eftects: with more proces
sors, there is more cache.  On the shared-me morv 
m ac h ine , we are getti ng apparen t  super l i near speedups 
even when compared to the DEC Fortran 90 -wsf 

compiler's one -processor code; this is l ike ly due to cache 
effects . The program appears to scale well beyond eight 
processors, though we have not made a benc hmark
qual ity run on more than eight identical processors. 

For p u rposes of comparison, Ta ble 2 gives the pub
l ished speedups �l·om Applied Para l le l  Research on the 
shallow-water bench mark tor the I BM SP2 and I n tel 
Paragon paral le l arch i tectu res. The speed ups shown 
a rc re lative to the one- processor version of the code .  
This  table ind icates that the scal ing ac h ieved by the 
D EC Fortran 90 compiler on Alpha workstation tarms 
is  compa rab le to that achi eved by Appl ied Paral l e l  
Research on ded icated paral le l  systems with h igh
speed para l l el interconnects. 

A Conjugate-gradient Poisson Solver 

The Poisson partia l  d ifferential  equation is a work
horse of mathematical physics, occu rri n g  i n  problems 

Table 2 
Speedups of H PF Sha l l ow-water Code on I B M 's and 
Inte l 's Para l lel  Arch itect u res 

I B M  SP2 

I ntel Paragon 

r- Num ber of Processors -, 
8 4 3 2 1 
7 . 50 3 . 8 1  

7 . 3 8  3 .84 

1 . 97 1 .00 

1 .95 1 .00 

Speed ups of DEC Fortran 90/H PF Sha l l ow-water Equation Code 

E ight 275-M Hz, 
DEC 3000 
Model 900 
workstations in 
a G I G Aswitch fa rm 

E i g ht-processor, 
300- M H z, 
sha red-memory 
S M P  A l p h aServer 
8400 systems 

DEC Fortran 90 -wsf 
Compiler 

DEC Fortran 77 
Compiler 

,------- N u mber of Processors -------� 
8 4 

8.57 3 . 1 3  

1 0. 6  5 . 3 0  

3 2 

2 . 1 9  1 . 59 

3 .86 1 .9 7  

1 .00 1 .00 

1 . 1 2  1 . 00 
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of heat tlow and elcctrostJtic or gravitational poten 
tia l .  We have i nvestigated a Poisson soh·cr using the 
conjugate-gradient  a lgori thm . The code exe rcises 
both the nearest- neighbor optim izations and the 
inlin ing abi l i ties of the D EC FortrJn 90 compi ler. '' 

Ta b l e  3 gives the t imings :111d speedup obtained 
on a 1 000 X 1000 JrrJv. The h:1rdw:1 re and sothvare 
contlgurations arc identica l  to those used for the 
shal low-water timings. 

Red-black Relaxation 

A common method o f  solving p:trtial d i fkrenti:tl  
equ ations is red - black rel axation -'" vVe used this 
method to solve the Poisson eq uation i n  J three
d i m e nsional cube. We compare the p:1ral l e l ization 
of this a lgori thm tor a d istri b u ted- memorv svstem 
(a cl uster of Digita l Alpha workstations ) wir l� P�ra l l c l  
Virtual Mach ine ( PVM ) ,  which is a n  ex pl icit  message
passi ng li brary, and with H P F . l' These a lgori thms arc 
based on codes written by Klose, Wolton, and Le mke 
and made a\·ai l a b l e  as pan of the suite o f  GENESIS 
d istri buted - memorv benchmarks.'" 

Table 4 gives the speed ups obtained t(x both 
the H PF and PVM \'ersions of the program, which 
soh·es a 1 28 X 1 2 8 X 128  probJ em, on a cluster of 
DEC 3000 Model 900 workstations connected bv a n  
FDDI/GI GAswitch syste m .  The speed ups shown arc 
relative to DEC Fortran 77 code written for and run on 
a single processor. This  ta b le  shows th:lt the H PF ,·er
sion perf(m11S somewhat better than the PVM version . 

There is a sign ifica nt d i tkrence in the complexitv ot· 
the programs, h owever. The PVM code is q u ite intr i 
cate , because it requires that the user be responsibJ e 
tor the block partitioni ng of the volu me,  and then tor 
exp l ic it ly copying boundary t:Kes between processors. 
By contrast, the H P F  code is intuitive and tar more 
eas i lv m aintai ned . The read er  is  encouraged to obtain 
the codes ( as described abm·e ) and compare them.  

Table 3 

Table 4 
Speedups of D E C  F o rtran 90/H PF 
a n d  D E C  Fortra n 7 7/PVM o n  
R e d - b l a c k  Code 

,--- Number of Processors , 
8 4 2 1 

D E C  Fortra n 7 7  

D E C  Fortran 7 7/PVM 7 . 0 1  

D E C  Fortran 90/H PF 8 .04 

3 . 7 3  

4. 1 0  

1 . 79 

1 .9 5  

1 .00 

1 .0 5  

In concl usion, we have shown that i mportant a l go
rithms fa m i l iar  to the scientitlc a nd technica l  com mu 
n ity can be \\'ri tten in H PF .  HPF codes scal e  wel l  to at 
le<lSt eight processors on farms of Alpha workstations 
with PSE :tn d  del iver speed u ps competi tive with other 
\'endors' dedicated paralle l  architectures.  
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1 7 .0 

4 
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Design of Digital's 
Parallel Software 
Environment 

Dig ital's Pa ra l le l  Software E n v i ron ment was 

desig ned to suppo rt the devel opment and exe

cution of sca l a bl e  pa ral le l  appl ications on clus

ters (fa rms) of distributed- and shared-memory 

Alpha processors run n i n g the D ig ital  UNIX oper

ating syste m .  PSE supports the paral le l  execu

tion of H i g h  Perfo rmance Fortran appl ications 

with message-pass ing l i braries that meet the 

low-latency and high -ba ndwidth com m u n i ca

tion requ i rem ents of efficient paral le l  comput

i n g .  It provides system manage ment tool s  to 

create cl usters for d istri buted para l le l  process

i n g  and development tools to debug and p ro

f i le  HPF p rog rams. An extended version of dbx 

al lows H PF-distributed arrays to be vi ewed, 

and a para l lel prof i ler  supports both program 

cou nter and interval sampl ing.  PSE a lso suppl ies 

generic fac i l it ies requ i red by oth er paral lel  lan

g u ages and systems. 

Dig,it:ll TcchnicJl ]uurnal 

I 
Edward G .  Benson 
David C.P. LaFrance- Linden 

Richard A. Warren 
Santa Wiryaman 

Digi r:t l 's PJr�1 l l c l  Sofr11·;1t-c Etl l'i ro nmcnr ( PS E )  11 as 
dcsig:ncd ro support the dc, ·c lopmenr and execut ion 
of scabble  par:rllcJ :t pplic:tr ions on c lu sters ( b rms ) of 
d istri bute d - : m d  s lun:d -mcmorv A lpha pr<Kcssors 
r u n n i n g  rhc Digira l  U l'\ 1 \  operatin g s1·src m. PS E 
\ C rsion 1 . 0 supports r il e  H igh Pcrtorm;1ncc fmrran 
( H l' f )  bngu;1ge; ir :t l so su ppl i es ge neric t:1e i l i r i cs 
req u i red b\' other p:-tL1 1 i c l  l :tnguages and S\'stc m s .  PSE 
prm·idcs tools ro clef-inc ;1 c l uster of processors :t nd ro 
11J;1mgc d istri b u ted p<1r;1 1 lc l  execution . I t  :-rlso comains 
dc \·c lopmcnt rools  t( >r d ebuggi ng and pro�i l i n g p�1ra l ·  
l e i  H P f-'  progr<1 1llS .  PS E su pports opt i m i zed message 
pass ing 0\ n  m u l t i p le inrcrconncct l\'pcs, i nc l u d i ng 
�i bcr d istri bu ted d :-rt;1 i mcrbce ( 1-'DDI ) ,  JS\' tK h ronous 
tr;1 t J skr  mode (ATM ) ,  ;md sh :t rcd memorv. ' 

In this  paper, 1\'C pre scm ,1 1 1  cll'e rvic\\' of PS E versi on 
1 .0 Jlld expla in  \l·iw it " as d esigned �1nd selected 
t(Jr u sc 11 · i r h  H PF programs. \Vc rhcn d iscuss c l u ster 
d c ti n i rion :tnd managemcnr,  d escribe the PSE �1ppl i ·  
c1rion mod e l ,  and di sc uss !'S F's mess:tgc -p:-rss ing com
m u n icHion options, i n c l u d i n g  an opti m i zed transport 
t(H mcss;1ge passi ng. We concl ude with our ped(Jr
manu: tTs u l rs .  

Overview o f  PSE 

Mam' resc:trchcrs and computer i n d u srrv e x perts 
bcl icl't: rh ;lt to achieve cosr-efkcti\·c sca l :-r b l c  paL1 1 1 c l  
process ing;,  svsrems mu st h e  b u i l t  u s i n g  off·rh c ·  
she l f  components ;l lld n o r  spcc i :-r l i zcd C : P Us a n d  
i n tncon tJects . 2 ' I n  accord atlCe 1\·irh t h i s  \·i cll', ,,.c 
hJ\C designed Digi tJ I 's PS I-: ro s upport the b u i l d i ng 
of a consisrenr 1·er H e x i b l e  a n d  cas1·- ro - u sc par�l l l c l 
proecssi ng cm'i ron m c nr  ;\Cross <1 nc m·orked col lection 
of Alp h :1Generation \\ orksrar ions,  sen·crs, J.nd svm 
merric t n u lr iprocessors ( S M Ps ) .  Layered on top of thc 
Di gi t;JI U l\' ! X  operJ.ti ng wsrc m ,  PSE prm·ides rile SI'S 

tem sofn, ;uT ;md rools needed to group co l l ections of 
m.1ch incs t()r paralJ e l  process ing and to m:tnage rr;1ns
parcmh· rhc d istri bu tion and r u nn i ng of p:�r�1 l l c l  app l i 
e :tr ions.  PS E is implemenr e d  <1S <1 set  of run-r ime 
l i br:-rries ;u 1d u ti l i ties <1 tld ;1 Lhemon process, 

PS I-: \ 'ersion l ,0 is designed ro support c luste rs con
sisr i ng Df 1 ro 256 mach i n es i n terconne cted ll' i th  ;1 nl' 
ncl\1 orking El bric that Digi t;J I  U :'\T X  suppo m  ll' i r h  rbe 



tr:msmissio11 con trol prorocoljinrcrncr protocol 
( T C P/ l P ) .  Ne tll"or ki n g  tech n o log ies em r:mge h·om 
s i mple Ethernet to � D D I ,  ATM, and M EM O RY 

CHA\: ;-.: E L.  l\1r�1 l l e l e\ecu tion is most dli c ie n r  ,, ·hen 
the i mercon nect technolog1· oftcrs h i gh - ba nd 11 ·idth 
and lm1·- l a tencv com m u n ications ro the user ar the 
process leve l .  When bu i ld i ng a c l uster t(x p�1 ra lle l pro
cessi ng, rhe bisectional  ba ndwidth ofrhe commun ica
tions b bri c shou ld scale with the n u m ber of processors 
in the c l uster. In practice , such a contiguration cu1 be 
:�c hi eved lw bui ld i ng c l u sters using Alph:1 processors 
�u1d D igi r�1 l 's G I GAswi rc h/FDDf as compone nts in �1 
m u l ti stage s11·itch confi gurati on.45  Fi gures l �md 2 
sh o11· tii'O oamples of PS E c l uster contigu r:nions. 
Alt hough the design center tor PSE is :1 set of m�1eh i nes 
conn ected by �� high -speed l ocal area i ntercon nect,  a 

c l uster can be constr ucted that i n cl udes remote 
111�1chi ncs con nected Lw a ll"ide :�rca llCtll"ork .  

PS E i s �� co l l ect ion o f  tn<HW inrerrel:m:d C I J t ities that 
support p:1L1 I lc l process ing.  PS E's model i s  to col lect  
machi nes (c:� l led members) i n to a set ( ullcd �� cluster) . 
The members arc gem:r:� l ly  a l l  rile m:�c hi ncs Jt :1 si re or 
ll'i th in �m org:� n ization thar have or m ight h:11'c PSE 
in sta l l ed .  One rhcn su bsets the duster i nro named 
(portitious) th�u mav m·erhp .  The membe rs of J pa rt i 
tion usu.1 lh · sh �1re some common atrri burc ,  ll'h ich 
could be �1d m i n istrati1·e ( e . g . ,  the machi nes of rhe 
de1 c lopm e n r  grou p ) ,  geogr:� ph ic ( e . g . ,  connected to 
rhc same �[) [) [  s11 · i tc h ) ,  or re l e\·�1 1 1t  to rhe con figu ra 
tion ( e .g . ,  IJrge mcmon·, S M P ) .  

The me m be rs o f  a c luster, the p�lrt i t ions, a n d  o r  her 
n.: IJted dara form a confi gu rat ion chr�1 basc that  em be 
m�1 i n r:�i ncd i n  d i fkre n t  w:�ys, bur prckr:� bly [)I' a sys 
tem administrator. The configuLnion dac1 b:1se Gill be 
distri buted using the Domai n Name Sysrcrn ( DNS ) or 
as ;l s imple hie di stri buted by Ne twork f i l e  Syste m 
( NfS ) . '' A Lbemon process fa rmd runs on cKh mem
ber ro pro1 · idc per- member d vn�1mic i n t(mn ::�rion , 

such as a1·a i l a b i l i tv :� nd SI'Stem load ;werage . The static 
database plus  rhc dvna mic  int(mn:�tion a l lo11· applicJ
r ions to pertorm rasks such as load balanc ing.  

HPF Program Su pport 

PSE was designed to be largelv l angu:�ge - i ndcpendcnt; 
i r  current ly su pports rhc H PF programming l angu age . 
H PF allows progra m mers to C\pn.:ss d:�ta parallel com
putations easi ly using l-'or rr;m 90 array - ope rat ion sy n 
tax.  A s  a resu l t, users c a n  obr:� i n  r h e  bcndits o f  pa ra l l e l 
processing ll' i tho u r  becom i n g  systems progra m m e rs 
::m d  developing message p<1ss ing or th reads- based pro
grams. The H P �  langu :�gc :md compi ler  are diswssed 
e lse11·here in rhis issue of th e Dl/i, ilal Techn ical 
.foumar 

Writi ng para l l e l Jppl ic�nions in HPF is sign i ticmrly 
less comp lex ti1Jn decomposing '' prob l em and coding 
a sol u t ion us ing e xpl ic it mcss:�ge passing, but  good 
development tools arc requ i red . To :�! l ow the viewing 
of H PF d istrib u ted arrays, we developed an extended 
version ofdbx :�mi a pa r:� ! le i protiler rhat supports borh 
program cou nter and i nrcrva l samp l i ng. These rools 
are d iscussed Jarcr in this  p::�per. 

H i gh pert(mna ncc :�nd cftic icnr com m u nication :�re 
essen tial  to success in p:�ra l lc l  processing.  PS E inc ludes 
a pri\'ate message -pass ing l i bLH'I' for use ll'ith com pi ler
gen erated cod e .  Thus ir JI'Oids m·crhe:�d such as bu tter 
a l ignment and size check i n g  that ::�re req uired ll'ith 

user-1· isib le  p rogra m m i n g  in terfaces, such as Par;� l l c l  
Vi rtual Machine  ( PVM ) . ' The message -passi ng l i brary 
su pports shared memory and both TC:P/ I P  and use r 
d atagram protocol ( U D P )/ I P protocols on many 
types of media,  i n c l ud i ng �[)!) ]  and ATM .  PSE also 
i nc lu des an option:�! su bset i m pl e mentation of the 
U DP, known as U D I'_ prime, rh::tt has been opt imized 
to red uce latcncv and i m p rove cftic ie ncv. This opti 
mization is d i scussed brcr in rhis paper. 

FULL DUPLEX 
FDDI 

GIGASWITCH FDDI 
t 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 

I l 'l 
ALPHASERVER DEC 3000 DEC 3000 DEC 3000 
8400 MODEL 900 MODEL 900 MODEL 900 
SMP SERVER WORKSTATION WORKSTATION WORKSTATION 

DEC 3000 0 
DEC 3000 DEC 3000 

MODEL 900 MODEL 900 MODEL 900 ALPHASERVER 
0 2 1 00 SERVER WORKSTATION WORKSTATION WORKSTATION 0 

' E������T �-
E
T���� - - - - - _o - - - - - • •  '- - - - - - - � - - - - • - - ' - - - - - - - � - • - - - - -D - - -l 
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Figure 1 
PS E lhsic Conrigur�rion 
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Figure 2 
l'S E Multistage S\\ i tch C :ontig;ur,uion 

Before d c1·el opi ng I'Sf. t(Jr use \\ith Hf'F prog1·,1 m s ,  
Dig i ta l considned r11 o major altem,ni'  cs : th e d istri b 
u ted co mpu ti ng c n 1· i ro n m c n t  ( DCE )  ,md l'V M . ' '' 

( At that t i m e ,  the mess,Jgc - rJassi n g  i ntcrhcc I JVl l'l J 
stand ard efl(Jrr \\'JS in progress. �<> ) 

A l though a good model t(Jr cl ien t-server :1 ppl icn ion 
dcp l ovment, DCL 1s designed for usc w i th I 'CillOte C : l' U  
resources 1i1 proced ure cal ls t o  l i b raries .  This  mode l 
is 1 ·en · difkrc n r  ti·om the data-p,u·a l l e l  :1 1 1d  mcss,lgc
pass i ng natu re of distr ib uted para l l e l  process ing.  I rs 
svnch ronous proce d u re ca l l  model req u i res the o ten
si,·e use ofrh rc1ds . In ,,ddirion, DCE con t,l i ns '' signi t� 
icant n u mber of setu p :�n d  management  Llsks . For 
these reasons,  we rejected the DCE environ ment . 

\ 'o l .  7 �"- 3 J l)l)� 

Th ree m '1jm cons ider:�ti ons i n  o u t· c hoice to de1 ·c lop 
PSE in stead of using PVM \\'eJ'C stab i l i n ·, ped(mllJilCc,  
<l ll li tra nsparc ncv. At the st:�n of the l'SE project, the 
pub I ic lv a,·,J i Llhlc ,·ersion of PV ,\11 d i d  not mee t the sta
bi l i ty, pertcmll,l llCC, ,mel tr,1 11sparency g<x1ls of the PSF 
project.  

Cluster Definition and Management 

I'S E i s  d es igned ro operate in  a com mon svsrem em·i 
ron t J lent 11 ·here s1 stems are o t·ga n i zed so that u sn 
access, ti l c I l:Jmc sp,Ke, host n:�m cs , and so on arc con 
siste n t . T h e  u l ti m ate goal for t h e  SI'Stc ms i n  :1 d istrib 
uted p<l ral lcl -proccssing cnvi ronmuH is to approach 



the rr�1n sp�1rcnr us:� bi l i n· of J S\' lll lllctric m u l ti proces
sor. EK i l i rics such as :\fS ( to moullt/sh�lrc ri le s1·src m s  
�1mong machines,  i n  particu lar worki ng d i rectories ) 
:l lld IK t\Hlrk in r(mn arion scn·ice ( ::--.: I s )  ( a lso kno\\'n JS 
"vcl lo\1' p:1gcs" an d mcd to share password ri l es )  arc 
ri·c qu emlv used ro set up :1 common S\'Stc m cm· iron
rncnr .  ln  such �1 n cm·ironmc:nt, users em log i n to :my 
m:�c hinc �llld sec the same cnviron mcm. Other di stri b
uted cnviroll l llC 1 1tS such JS Load Sluri ng F:�ci l i ty 
( L<; F )  m:�kc this same design :�ss u m prion . "  

A consiste n t  ti l e  llJille sp:1ce �1 l l ows a l l  processes rh�H 
1mkc u p  :til :tp p l i c:ltion tO h :11'e the SJillC ri le S\'StCI)) 
1 ic\\' lw sim ph· changi ng d irector\' ro the worki ng 
d irccron· of rhc i m·oking appl ication .  Consiste nt user 
:tcccss �l l lo\\'s PSE ro use the sra nd;�rd U ?'\ I X  re mote 
shel l r� c i l i tv to start up peer processes \\' ith St:liKb ro 
secu ri rv checking.  

S1·ste ms i n  : 1  common svstem en\' i ro n m c n r  ;�rc c a n 
did �ltcs r o  become mem bers of a c l uster. A clu ster i s  
often t h e  largest s e t  o f  machines run ning I'SE  �l iH.i 
sh�1r ing a common system enviro n m c nr with in  <l l l  
org�1 n i zation o r  site. A cl uster is  divided into p�1rrir ions 
that cu1 ovcrbp.  A partition consists of :1 set of 
m:�c h incs grou ped toge ther ro meet the needs of �lll 
appl icJrion or user. Al though p:� rr i r ions 111:1\' be 
ddi ned in manv ,,·�ws, S\'Stems in  a partit ion usu a l l l' 
sh�1rc common :Jttri b u tcs.  

Partitions 

1\lLl l l c l  progLllllS run most dlic irnrh on :1 h.lLlllccJ 
h�lrd\\'�l rc c o n rigma rion . Tvpicai J \', org�1 n i z;�tions h:J\'t 
:1 varied col le ction of machines.  01·cr ti me,  org;� n iza 
rions often acq u i re new ha rd w�1re \\' ith d i ffe re nt ncr
work �1cbprcrs, hster CPUs, and more memory. S u c h  
si tu�Hions Gill casilv lead to i ncreasing d i ffic u l ty i n  
pred icting :�pp l ication pedormancc i F  sched u l i n g  
a n d  lo�lli -h;�l :mcing :� l gori thms treat a l l  m:� c h i ncs i n  
.1 c l u ster c q u i ,· a lcnr lv. I n  add i tion to  I JJrdw<liT d i ffer
ences, i n d i,· idua l m�lch i nes can h �11 ·e d i fkrenr sotiw��re 
i m t:1 l l ed t l 1�lt  �1fkcts thc abi l in· ro run �lppl icat ions.  

The PSI-: engineering team recognized thJt  the 
n u m be r  of c lnracrcristics th�lt users m igh t ll'�l l l t  to 
man�1gc r(J r  processor <1 f location ;� nd load -b:J ianc in g 
pu rposes wou l d  be 01-c rwhe lmi ng. To l i m i r  the prob
lem, a design w�1s ch osen rhar ::t l l ows mac h i nes ro he 
grou ped arbitra ri l y i nt o  named p:1rririons .  A p�1rt ir ion 
c:m he thought of as a para l l e l  mac h i n e .  Al though 
:1 svsr<: m em he :1 m e m ber of two d itkrenr partiti ons 
:�nd rh crc rcxc c1 use overlap, PS E docs nor :� rrempr ro 
lo:�d b;�l�lncc or sc hed u l e processes bcvond parti t ion 
bo u mb1·i es .  ( ),·crbpping partit ions c:�n rhcrd( Jre c re 
�ltc �l COilll1 l cX a n d  pote ntiJ I!v con rl i c ting sc hed u l i ng 
situ <Hio n .  Wd l-ddi n ed and m�1 naged p:� rr i t ions  a l l ow 
ror rloibi l i tl' �l nd prcdictab i l i n .  

I n  add i tion to id c n ti n· i n g mJchi 11e m e m bersh ip,  
p;�rri rio n ddi n i rion al lo\\'S v ariou s e\ecurion - re l �ned 

characteristics to be set. F\�lm p l es inc lude the spcciri 
cation of :1 debu l t  com m u n ication ti'Pe , the debult  
execution priori n·, the upper  bound on the execution 
prioritv, �m d access control to partition reso u rces. 
Access conrrol i s  enti:Jrn:d onlv on l'S E- re l ated acri vin· 
and does llOt afkct the usc of thc m :1c b i ne fOr Other 
::tpplications. 

Configuration Database 

PSE c l uster conri g u ration i n r(mnation is captured 1 11 

a datJbase.  The cbt;�base i n c l udes a l ist of c l uster mem
bers, partit ions, �md p:1rririon m e m bers. Addit ional  
:Jttri butes such Js the dd:lll l t  p;�rrir ion of a c lu ster, user 
access l i sts ri:>r �1 partition, and preferred nenvork 
addresses for mem bers or·:J p�1rr i rion can be encoded in 
the database. 

The PSE conriguration databasc cJn be d istri b u ted 
to a l l  c l uster members in  tll'o w�ws: by storing it  i n  
a ti le  that i s  accessible h·om ;� I I  c l uster members, or by 
stor i n g  ir <1S :1 Domain Name System ( DNS)  database . 
The us:1ge pa tte rns of the c l uster data base fir we l l  with 
the usage patterns of :1 ])J S database . In particular, 
DNS provid es cenrr�1 l ad m i n istrative control with  
version n u m bering to maint�l in consiste ncy d u ri n g  
updates. I t  is designed rc lr q u crv-oli:e n ,  upd;�te -se ldom 
usage; it  is di stri buted and :� l lows secondarv se rvers to 
increase a1·a i l ;�bi l i rv. App l i cations J i nkcd with the PSE 

run -t ime l ibL1ries rransparc ml v  access the dat::Jbase ro 
obta in  conriguration i n r(mn�Hion . 

In the D�S darah;lsc , cK h PS E configuration 
to ken - 1· a l u c  p<1 i r  is  stored as D NS TXT records .  The 
origi n a l  spcciticarion t(>r DNS did not h:1ve TXT 
record s, bur ;�dd it iona l  general i n rornution w;�s 
attached to do m�1 i n  n:1mcs :Jt the request of M IT's 
Project Athe n a .  1 1 The l i st of the TXT records, along 
with DNS header i n r( m1l<Uion such as version n u m ber, 
ro rms 3 DNS domain wh ose name is t he PSE c l uster 
name. To bci l i ratc rhc creation and setup of :1 PSE 
cl uster, \\'e b u i l t  t h e  psed bedit u r i l i tl' for e d i t i n g  �md 
ll1<1i nt:l i n i n g  conriguration lhtabases .  

A s imple ri le that is ;l\ '�li l �lb lc  O i l  a l l  m e m bers of the 
cl uster can �1 l so be used �1s the c l uster con figuration 
data b;�se . The ti l e  c o u l d  be mJdc :ll'ai l a ble t h rough 
1'\'FS or copied to a l l nodes using rd ist . T h i s  altcrnatil'e 
might be <1 ppropriJtC fllr \'C rV s i m p l e  cl usters where 
the services of ])NS �1rc not w:ltTa nted or in cases 
where Joc1l  policv prec ludes thc usc of DNS.  

Dynamic Information and Control 

In addition to rhc st:ltic i n r(>rmation ofrhe con rigura 
tion database, there arc also se1·eral pieces of  d yn amic 
information thar opti m i ze usage or' cl uste rs and p;�rr i 
t ions .  At the most fu ndamen t�ll lel·el is  :11·ai labi l in·, i .e . ,  
is  a machine r u n ning; Other i n rixmation i ncludes the 
n u m ber  of C: l'Us, l o:�d :l\'cragc, nu mber of a l lowed 
PSE jobs, ::tnd n u m ber  of �1cti 1·c I'S E jobs .  Al l these 

Digir:d T.:chnid J ournal Vo1 . 7 :--: o. 3 1 9':15 27 



fKtors can help an applicuion choose the best set of 
mem bers for parallel execution.  This d\'llJ.mic inform:� 
rion is coll ected bv a d:�emon process (farmd) .  The 
farmd daemon process executes as :1 privi l eged ( root ) 
process on each c luster mem ber :�nd l iste ns tor req uests 
on a well - known cl usrcr-spcciflc U D P/lP port. 

M u lt ip le c l uster members ddincd in the con fi gura
tion d:.uabasc :-tiT designated as lo::�d sen·e�·s . The load 
servers arc the centra l  rcpositorv for the dvnJ.mic 
i n formation for the en tire c l u ster. Their farmd process 
period ica l lv  rece ives t ime-sta m ped upthtcs h·om the 
ind iv idua l  daemon s .  Applications querv the load 
servers for both static and dvnamic i n for mation . 
Appl ications do not themselves parse the data base nor 
query the i n d iv i d u �l l  farmd d�1emons r u nning on each 
c l uster member. 

Once PSE is i nst::� l lcd and configured,  farmd is 
st:�rted each time the  syste m is booted. Thc nJmc o f  
t h e  c l uster t h at farmd \\'i l l  service a n d  t h e  n u m ber o f  
t�S E jobs (job s lots ) that \\'ill be :�I lowed ro run arc set. 
The i netd faci l ity is used to restart farmd in  res�)OilSc to 
UDP/ I P  connection req u ests, i f  farmd is n or r u n 
n i n g _, ., Usc o f  t h e  inetd fJc i l ity  to start farmd im pro,·es 
the ava i b b i l i ty of machines to r u n  PSE appl ications by 
transpare nrlv  restarting farmd in the case of a b i l ur e .  

As farmd daemons a re st:�rted , they attempt to 
establish TC P/ I P  connections \\'ith their neighbors as 
ddi n cd bv the PSE confi g u r<Hion cb tabase H This 
process i s  un derraken lw <I l l  cl uster m e m be rs and 
quic iJy resu lts in a configuration ring whose pu rpose 
is the detection of node or IH.:twork h i l u rcs .  We chose 
a s imple ring of TCP/ l P  connections because the 
mechanism is passive, i . e . ,  i t  rel ics on the loss of 
TCP / I  P connecrivit\' and docs nor impose ::l tl\' :�d d i 
r ional  l oad o n  t h e  wstcm o r  network u n d e r  nonll<l l  
conditions.  When connectivity t o  �� membe r  i s  lost, 
ne igh boring cl uster mem bers report the member 
being unavai lable .  This prevents PSE from attem pting 
to sched ule  new applications on the fai led member. 

Fai l ures that do not break the configuration ring, bur 
prevent u pdated load i n f(mll ation fi·om being sent to 
the load scr,·er, arc detected lw checking the tim e
stamps on previously received load i n formation.  As 
soon as a "t ime-to-l i ve"  period expires f(>r a p<�rticular 
member's load inrormarion , the load servers disable fur
ther use of the suspect node.  Svstcm managers arc also 
a ble  to set the n u m ber of job slots to zero at anv ti me, 
thus disabling the host tor new PSE-rclatcd activ it ies.  
This bas no effect on Cli!Tentlv executing applications. 

Pseudo-gang Scheduling 

The starr- u p  sequence for a PSE appl ication i n c l u des 
the poten tia l  mod iticarion of execu tion prioritv <l lld 
sched ul ing policy. These ch�mges �1 re m:�de in Jccor
dance with the user command - l ine  options and/or rhc 
defa u l t  ch aracteristics de fi ned Lw the PSE configura 
tion dar�1 base . To a l lo\\' nonroor U l D  processes to 
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elevate sched u l i n g priori ties a nd/or al ternate sched 
ul i n g  pol ic ies,  farmd mod ifies the user process's 
schedu l i n g  priority or pol icy. Processes sche d u l ed �H 
a high rea l -rime priori ty using a first i n ,  first out 
(FfFO ) queue w i th preemption policy achie,-c a 
pseudo-gang-sched ul ing effect. ( Gang sched u l i ng 
ens u res that a l l  processes associated with  a job are 
sched u l e d  s imultaneous l y. ) Th i s  effect occ u rs because 
of the sched u l i ng preference given high -priori tv jobs 
and because PSE pol l s  ror messages fo r a period of 
r ime before giving u p  the C P U .  

Using PSE 

Para l le l  appliurions ::�re d eveloped for PSE usi ng the 
Digi tal Fortran 90 compi l er. When the fortra n 90 
compi ler  is in \'Oked with the -wsf N rlag, HPF sou rce 
codes arc compiled and then l i n ked with ;1 PS E l i brarv 
f(>r parallel ex ec ution on N processors. After de6ning a 
pMtirion in which to run,  a PSE app l ication can be r u n  
s imply b y  typing r h c  mme o h h e  appl icati o n .  The fol 
lowi ng example shows the compi lat ion and execution 
of a f<.> u r- p roccss program cal l ed m ) pmp, on a set of 
c luster mem bers in the partition named fast .  

c s h >  s e t e n v  P S E _ P A R T I T I O N f a s t  
c s h > f 9 0  - w s f  4 m y p r o g . f 9 0  - o  m y p r o g  
c s h > m y p r o g  > m y p r o g . o u t  < m y p r o g . d a t  & 

Transparent lv,  PSE starts up tour processes on 
mem bers of the partition t:1st; c reates com mun ications 
channels  between t he processes; su pports red irected 
standard input, output, and error (standard Ij O);  and 
contro ls t he execution and te rmination of the appl i ca
tion . Se,·eral environ ment varia b l es and run-t ime Hags 
are ;n-a i lab lc  to control how an appl icat ion ex ecutes.  
Figure 3 shows ho\\' to use PSE. 

PS E Application Model 

PS E implements an appl ication as a col lection of inter
connected processes. The in itial process created when a 
user runs an <lpplicarion is cal led the CU!tlr ollini), process. 

It provides ::tppl icarion distri bution and start-up sen·iccs 
::�nd preserves U N I X  user-intcrbce semJn tics ( i . e . ,  stan
dard ljO ) ,  but does nor particip::�re in the H PF para l l e l  
comp u tation . T h e  control l ing process usual ly  deter
mi nes \\'h ich partition m embers to usc for the para l l e l  
com p u tation b1• getting system load i n rormarion fl·om 
a l oad server md tbcn d istri buting tl1e ne\\' processes 
across the partition . As an alternatin:,  users can d irect 
compu tation onto specific  partition members. 

The con trol l i ng p rocess starts J process ca l led the  
io_manap,er on eac h parti tion member participat
i ng i n  the para l l e l  o:ecut ion.  E:�ch io_ma nagcr then 
starts one or more appl ication peer processes that 
pcrr(mn the user-specihed computation . The u se of 
an io_m�l llagcr 1s nccessa rv to cre::�re a pa re nt-chi ld  
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process re lationship between the io_managcr and peer 
processes. This relationship is used for exit status report
ing and process conrro l .  It also ena bles or eases other 
activities, such as signal hand ling and propagation.  Peer 
processes cre�ue com mu nication channels between 
themselves and perform standard !jO through a desig
nated peer. Stand:trd I/0 is forwarded to and from the 
control l ing process through the io_manager. Figure 4 
shows a PSE application structure. 

Applica tion Initialization 

Prior to the execution of J llV user code, an i n itial iza 
tion routine execu tes automatic a l l y  through function
a l i t\' provi ded by the l i nker a n d  loader. The 
i n i tial i zation rou tine impkrnenrs both the con tro l l ing 
p rocess fu nctions :md the H P f-speciti c  peer initi a l i za
tion.  Because no expl ic it  ca l l  is req u i red , para l le l  H PF 
procedur e s  can be used within non - H PF main pro
grams, :md proper i n i t ia l ization wi l l  occur. A s imple 
H PF mJin program can a lso be used with PS E to start 
up and manage a task-para l l e l  application that uses 
PVM or MPI tor message passi ng.  

I n  ge nera l ,  the contro l l ing process p laces peer 
processes onto members of;l part i tion , a l though hand 
place ment of indil'id ua l  peers onto sel ected mem bers 

is possi b le .  To achieve e fficie ncy and f1 irness in map
ping a set of peers, the comro l l ing process cons ults 
with a load server for load - balancing i n formati on . 
Which mem bers are used a n d  the order in which they 
are used is based on each m e m ber's load average, 
n u m ber of CPUs, and n u m ber of avai lab le job slots. 

As an a l ternative, PS E may nup peer processes onto 
members based upon a user-se lected mock of opera 
tion . In the dctault physica l mode of operation , PS E 
maps one peer process per mem ber. In virtual  mode, 
PS E a !  l oll'S more than one peer process per member, 
thereby cnJbl ing large virtual c l  ustcrs. This is  usefu l  
for developing a n d  d ebuggi ng parJI Ie l  programs on 
limited resou rces.  Virt u a l  c l usters a l so i mprove app l i 
cation availab i l i ty :  when t h e  requested n u m ber of peer 
processes is greater th an the :wai lab le  set of partition 
mem bers, appl ications continue to run;  however, they 
may sufkr perf(mnance degradation .  

Application Peer Execution 

Each appl i cation peer process has an io_manager 
parent process that provides it with env iron ment 
i n i t ia l ization, exit  va lue processing, l /0 b u rkri ng, 
signal torwardi n g, and potemial sch edu l ing priority 
and pol icy modification . Rather than i n c l u d e  the 
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s u mption <1 l lo\\'s PS E to i m pl e m e n t  a t ime lv c :-; i t  
mode l ,  i . e . ,  one b v  ll'h ich \\T c 1 n  reason a b l v  �1ssumc 
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nonn�1 l  �lcti,·irY ll' i l l  cease after reeci1·i n g  the bsr nit  
n oriricuion h·om an io_man agcr. 

Peers rh�lt o i t  abnormalh·  J11<lke it d i fricu l t  to 
prm ide �l mcJni ngfu l  o i t  1 ·a l u e t(>r the Jppl icJtion . 
Cons ider one peer process that ex its due ro �l segmen
tation bult and another that ex i ts due to J tloaring
poi nr exception . There is no single e x i t  val u e  possi ble 
ti:>r the :1ppl i cation; PSE chooses the tirsr abnornJJI  
va lue i t  sees. �urrhcrmorc, as a resu l t  of error detec
tion in the comnHl l l ica tion J ibra rv, the other peer 
processes wi I I  e x i t  ll'i th  l ost network connections. It is  
possible that the control l i n g  process ll'i l l  sec an exit  
l':t l u e  ti: >r this c fkcr before i t  sees an ex i t  ,.�1 I m: ti:> r  one 
ofrhc c1 uses, resu lt ing i n  <l mislead ing appl iurion e x it 
,.�1 l u e .  To u n d c rstJnd a fa u l ting p::u·J I Ic l  appl icnion 
running un der PSE, the core fi les associated ll' i th  each 
peer process must be examined.  

PSE inc lu des support t(x capturing the e nt i re Jppl i 
cJ tion core st�lte Jnd tor d iscri min at ing the  mu l ripk 
corL' ti les  of a p�lrJ l l e l  appl ication . Because peer  pro
cesses sh:1rc the same working di rectory, �l i lY  core ti les 
ge ncr:Jted wou ld be i nconsiste nt and overll'rire one 
<l llothcr due to N processes writi n g  to the s�1 mc core 
ti le  n:1mc.  PS I::: solves this  problem lw estab l i sh
i n g  a sign::1 l hand ler that  catc hes core- generati ng sig
nals, cre<ltes a peer-specific subdircctorv, changes to 
the nell' d i recton·, and resignals the sign�1 l  to c:1usc the 
IITi ring of the core ti le .  The root ti:>r the core d i recto
ries cJn be set through an en1 i ronmcnt vari�1 b l c .  

Issues 

Although l'S E Jchic,·es the srambrd U N I X  look -and 
kel f(>r most 3ppl ication situations, complete trans
parency is nor achieved.  f:or ex.�1mple ,  r i m i n g  au 
applicarion -colltro l l i n g  process us ing the c-she l l 's 
bui l t - in  rime command , does not ti me user code or 
�) f'ol · ide meanin gfu l  statistics other rhJn the c bpscd 
ll'a l l  clock rime to starr a p:lra l lc l  application and ro teJr 
i t  do11 n .  Another s itu:Jtion that h ighl ights the p�l r:J I I c l  
n�1 ru re o f  I'S E occurs d u ri n g  app l icnion debugging:  
m u l tip le  deb ug sessions arc StJ rtcd lw r u n n i n g  the 
:1 ppl ic::nion ll ' ith :1 debugger flag ra ther th�1 1 1  l11' using 
dbx direcr h·. 

Tools for HPF Progra m ming 

The d c,·e lopmellt  model  t(>r H Pf- b�1scd :1 ppl icnions 
is �l rwo-srcp process. First, a serial I-'orrran 90 progrJm 
is wri tte n ,  debugged , a n d  opti mize d .  Then it is  para l 
le l izcd with H P I-'  directives a n d  JgJin d e b u gged and 
opti m i zed . The de1·elopmenr tools supplied with PS E 
Jdd rcss 11roril ing and debuggi ng. Unl ike most of PSI::: , 
ll'h ich is l:1ngu agc - indepe ndent, both rhe pprof proti l 
i n g  bci l itY  a n d  the " d bx i n  n ll' in doll's" debu ggi ng 
t:Ki l i n· �liT spccitic to HPF programming.  

Profiling 

Sc,·eral issues in  protl l i n g par:� l l c l  H P F  programs do 
not appl:' ro fortrJn progr<lms that execute seriallv. 
HPF execution occurs through mu lt ip le  processes on 
m u l rjple processors s i m u l tJneouslv and the rct()re pro 
du ces m u l tiple proti l ing data sets. T h e  storage and 
ana lvsis of these data sets mu st be coord i nated to pro
duce accu r:Jte and comprehe nsive program pro tiles .  
U nl ike typical Fortran programs, s igniflcanr t ime e - m  

be spent com m u n iuring in :1n H Pf progra m .  The 
D i gi ta l  UNlX prof Jnd p i x i e  uti l i ties d o  not  handle  
e i ther  of these i ssues . ' ;  I n  add i t ion , the  prof u ri l i n· has 
coJrse -gra incd ( 1 - m i l l iseconcl resol u tion ) program 
counter ( PC )  samp l i n g  and reports on lv doll'n ro the 
proced u re leve l .  To add ress these issu es, Digital added 
pro fi l i n g  support to the �o rrran 90 compi ler  and 
de,·eloped the pprof ana il'sis tool . 

Data Collecti ng The PSE par�1 l lel profi l i ng fac i l i tv 
hand les profi l i n g da ta col lection i n  para l l e l  by writi ng 
data to a set  of ti les  that  arc un iquelv named . I t  
encodes t h e  appl ication name,  the type o f  data col lec
tion , and the peer n u m be r  of the process. The ana lysis 
tool pprof merges rhe data in rhc fi le set when per 
forming an a lysis and prod ucing reports. 

lt  su pports tll'o rvpcs of datJ col l ecting: non i n 
rrusi,·e rrad i rioml P C :  sJmpl ing a n d  i mr usive i n tcn·al 
profil ing.  PC: sampl in g simplv records the program 
cou nter at each occ urrence of the s1·srem clock inter
l'al i n terrupt. To achieve an �Kcurarc execu tion profi le  
ll' i th PC sa mpl ing,  progra ms must be long r u n n i n g  
to become statisrieJ I Iy  s igniticanr.  Also, i t  is  d ifficu l t  r o  
g:1rher do- loop i teration dJtJ u s i n g  PC s:1mpling.  

We developed i mcrval profi l ing su pport to overcome 
the defici encies of PC sampl i n g.  I nterval profi l i n g  is 
achieved with compi ler- i nserted fu nctions that record 
rhe entry and exit  rimes f(>r the execu tion of each evenr .  
This produces an accurate execution profi l e .  El'cnts 
include rou tines, JtTa\' assignments, do loops, FORALL. 
constructs , messJge sends,  and message rcceil'es. 
Because the cntn' ::1nd ex i t  rimes Me recorded,  rime 
spent executing other ei'C l l ts within an ei'Cnt is 
inc luded , which gi1'CS a h i crarchicJI  profi le .  To achiC\'C 
fi ne-resoluti on timings ( single - d i gi t  na noseconds),  the 
AJpha process cvcle coumcr i s  used to meas ure ti m e . ' '' 

Ana lysis The pprof ur i l i rv p rol'ides many d i fferent  
ways to en mine and report on a large ser  of proti l i n g  
data ti·om a p3ra l le l  program execution . Diftc rmr 
approaches inc lude f(>eusi n g  on routi nes, statements, 
or communicnions. In  contrast, prof reports on proce
d u res onlv. With pprof, the scope of the an alvsis cJn be 
l i m ited to a single peer process or cncompJss a l l  Jppl i 
cation processes. The range of reports generated can be 
comprehensive or l i mited to a nu mber of c1·enrs or 
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�' perecn c1gc of time . Users em spcci r\• their  reports 
fi·om a combi nation of a na l ys is , report tcm11:-tt, :� nd 
scoping options . By d e b u l t, rhe pprof u rilitv reports on 
rou tine- level acri, · itY a1·e raged across a l l  peer pmcesscs, 
11·h i c h  prm·ides an 0\na l l 1·ie11· of :-tppl iCJtion be h ;n ior. 

Para l lel progra ms exec u te most eftl.cicnr l1 ·  ll 'hen 
there is m i n i m u m  com m u n i cnion betll'ccn processes. 
The h i g h - l e ve l ,  d ata par.1 l lel  n a tu re of the H Pf 
language red u ces the 1 · is ibi l i tv o f· comnu1 1 1 icnion to 
the programmer. To m ake tuning easier, pprof 11·:-ts 
designed ll' i th the abi l in ·  to tclCus t u n i n g  0 11 com m u n i 
cation . Reports c a n  b e  gc nc r;Hcd th<H h c l f, corrcL1re 
the usc of· HPF d:na-d istri but ion d i rccti1 cs to 
obscnnl commun ication acri, ·i ries . 

Debugging 

for l'SE I'Crsion 1 . 0, \\'C �1 rc sup ph-i ng a " d bx i n  n ll'i n 
doll s"  c1 pJbi l i n·. E a c h  peer i s  contro l l e d  Lw ;1 separJte 
i nstance of d bx that h :�s i ts Oll ' l l  X term 11 i n d o11·. Tl 1 is  
capahi l i rv gi ves users h<lsic debuggi ng fu ncrio11 �1 l i t1', 
i nc l ud i n g  the a bi l ity to set bre a kpoints, ge t backrraces , 

and examine l'<l ri ab les on :-tn a l l -peer or J per- peer 
basis .  \Ve �1dded a nell' comm:�nd to dbx, hpfget, rhat 
a l l  oil's the 1 iell ' ing of i n d i 1· idUJ I  e lemenrs ot· �1 d i stri b 
u ted arr�11'. \Vc recogn i ze i r  <1S hr from mee ti ng rhc 
challenges of an H Pr debugger, and 11-c :-tt-c conr i n u i n g  
t h e  d c1 ·c lopmcnr of a nell' debugging technol ogv. 

Message-passing Model 

One of the goals of PS I-: is to support high-pert(mn�l iKe,  

re l i ab le  message pass i n g  t(Jr p:-tra l l c l  appl icnions .  At 
the st;1rt of the project, the H Pr 1:-�ngu:�ge and com 
pi ler  tech nology were sti l l  in their inbnc1·. Even 
though no H PF applic:1rion cod e lnse existed , the PS E 

team needed to dctcrm i n c  the mcssagi ng- f1;1ssi ng 
req u i rcmems. To support message pass ing succcss
fu l h-,  PS E IL1d to be tle � i b l c enough to acco nJ modare 
11C\\. i mcrconncct tech nol ogies ;1 11d nen,·ork proto

cols, :Jlbp t ro the message - p:1ssi ng c haracrnisrics of 
tururc H Pl-' appl ications, and su pport the ch�mging 
dem:�nds of the  compi l e r. A n eed tor high pntc>r
mancc and eft!ciencv 11·i rh loll ' Luencv "·as :�ssumcd . 

Tbe PSE message - p:�ss i ng bci l in· prm idcs pr i m i 
tii'CS to i n iti:J i ize and term i nate mess:�gc- p:1ss ing oper
at ions , ro al locate and d o l loc:nc 111 essagc b u ftcrs, :1n d  
t o  send :md receive messages. A PSE  messJgc conL1ins 
a t:�g, a sou rce peer n u mber, �1 11d 1':-tri:�b lc- length d:1t:1 .  

The higher lavers ti l l  i n  rhc tag, ll'h ich is used ;1S : 1  111CS
sage idcmifier on recei1 ·c.  'The dJta is  a strc1t11 of l11'tcs 
ll'i thout  am· data- n·pe i n t(mn:�ri o n .  These p rimi ti 1 cs 
:-tre nor i nt e n d ed to be used in rhc :-tpp l i c:� t ion code. 
The H PF  compiler i m p l ici t i l' ge nerates c:�l ls  ro these 
prim i tives . Bec.1use the mcssage· p;1Ssi ng prim iri 1-cs :� rc 
tighrlv cou 11led to the H PF coJ n pi l c r, overhead such .1s 
data -a l ignment  restrictions ;1 ! 1d error c hecking can be 
e l i m i n�1 rcd . 

The PSE message-passi n g  model assumes th�H the 
app l ication peers �1rc r u n n i ng on svstems with the s;m1e 
CPU ;l rc h itecturc :-tnd ncrworking capa bi l i ties .  Eac h 
pen pmccss can send or rccei1·e b i n ;ln'  messages 
dircctll '  to m ti·om a111· other peer. This is d i fk rem ri·om 
the PVM model ,  "·here mcss;1gcs might  be romed to 
:t pvmd lhcmon to be m u l ti p l exed to :-tnorhcr peer, or 
messJges m igh t be converted ro external cbt;1 represen
tation ( XD R) to al low t(Jr data passing between 
m�Khi nes " i th d i fterent ;1rchirecrures. ' '  

B u fk r  a l location �md dea l location routines a 1·c spe
citic to cKb of the com m u n iution options th:l t  PSE 
supports. ( T hese options :1rc d i scussed i n  the tc > l l o\\·
i n g  sections . ) Bet(Jre �1 message can be sent,  :1 buffer 
must  be :t l located . The send primi tive sends rhe mes
sage J n d  i m p l i ci tlv d e a l l outes the b u ffe r. The recci 1·c 
pri m i ti 1 e i m p l i ci t !�- a l l ocates :1 buffer conta i n i ng the 
ne11 h- ;1 1Tilni message . Rcce i1·e bufk rs h �1 1 c to be 
dca l loutcd o p l i cirh· ;1fte r t iKI'  arc used . O ur  i niti�1 1  
des i gn �1 l lo11·ed a rcce i 1-cd message bufkr t o  he reused 
t(x se n d i ng a new mess;1gc , possiblv to :1 d i fkrcnt peer. 
This des i gn was i neHici c m , cspec i a l l v  ll'hcn �1 com m u 
n i cation option s u c h  a s  s h a red m e mon· opti mi zes 
b u fk r  :t l l ocnion on �1 peer- lw-peer basis. The c ur rcll t 
design uses a peer n u m ber ;Js a parameter  ro the bu tTer 
:1 l loc1tion rout ine  a n d  docs nor a l l o" reuse of rhc 
recci 1ni message bufkr. 

The send primi tive se nds  a message cont:J i ned i n  
a prcl l l ocated buffe r  to a spcciricd peer. I t  gu�1r:1ntecs 
rc l i ;1bk in -order d c l i l'l'l'\. of messages. fm underh · ing 
p m tocols, such :-ts C D  l'/ I I' rhat  do not prm· idc th is  
l l'l-c l of sen·ice , the mess;1ge- p;1ssi ng l ibr:�n· m u st pm
,· idc i t .  A bro:-tdcast pri m i ti 1 c is a l so p rm i d cd to send 
a single message to al l  peers . 

The receive pri m i tive uses J particu lar  mcss�1gc rag 
to rccei ll' a m essage II'J t h  a matching tag ti·om a n v  
peer. This  :� I l oll'S the compi ler  t o  u s c  fu nctions that  em 

pcrt(Jrtl1 cdcu l a tions correcrlv ll'hcn d :1 t:1 is req u i red 
fi·om sc1 c r:-t l peers,  regard l ess of the order in 11·hich 
mcss�1ges Jrrive . The nornu l operation t(x rece i 1·e is 
to block the recci 1· i ng peer u mi l  a matc h i n g  ragged 
message :�rri 1·cs .  A nonhlock ing receive is :� lso pro
l i ded to pol l  for mess�1gcs . 

Communication Options 

PSE pnll ' idcs appl i cations wit i J  several run -r ime sc lcc
t�J b l c  com m u nication opt ions . With i n  a s i n gle  S M P  
wste m ,  PS E su pports message passing m-er shared 
memo1'1'. O n m u l tiple s1·stcm con tigurations, !'S F su �) 
ports ncr11urk message pass ing u s i n g  the TCl'/ f P  or 

UDP/ 1 P protocols o1·er ;1111' nen1·ork media  that  the 
Digita l  U � J X  operat ing syste m su pports. Cu rrc n t l l', 
PSE sup ports �1 si ngle  COI11 11 1 U n i carion option ll' i th in  
:� n :-t pp l iution execu t ion,  b u t  rhe des ign supports 
m u l ti p l e  protocols a mi intercon n ects. Ru n - ri me selec
t ion o f th c  com m u n ic:-tt ion options a n d  m c d i J , " h i c h  



is i m pleme nted usi n g  J I"CCtor or' poi n ters to fu nctions 
II ithin J sh�1red J i br:trl', pr01 ides rle\ ib i ! in·  to i l l tmd uce 
ne11 ·  p rorocols �1 11d med ia without ha,·i ng to recompi le 
or rel i n k  ex isti ng appl ications. 

Shared-memory Message Passing 

The usc of shared mcmorv as a mcssage - pass 1 n g  
m e d i u m  :l i !OWS [()!' I'CrV h igh pcrf()rlllancc because 
d a ta d ocs 11or have to be copied . When d esi gn i ng 
shJre d - memorv messaging, we l ooked :H a variety of 
i n terrcbted issues, i nc l ud i ng coord i n �nion mecha
n isms, memorv-sharing strategies , and memorv con 
s u m ption . The usc or- locks ( i . e . ,  semap hores ) i n  the 
trJdi tional m:1nner to coordinate access ro shared 
mcmon· segments pron:d prob lem atic . �or o a m p l e ,  
c l icnrs often req uest a message ti·om <1 111' peer, 110t 
ti·om a p:lrticu la r peer. This implies the usc of a gcncr:1l 
rccci1-c sc m�1phorc that senders wou l d  u n lock J ftcr 
d c l i1 ·cri ng datJ. Con rc mion tor a s ing le  lock cou l d  be 
s ign i rica n r  �1 11d cou l d  become a pcrtcmnancc bott l e 
n e c k .  l nsrc:1d of locks, a s i m p l e  scr  of prod ucer and 
consumer indexes is used ro manage �� ri ng bufrc r of 
m essages . Send ers read the consu mer i nd e x  Jnd 
u plhtc the producer indo, and receivers rc1d the pro
d u cer i ndo and u pd a te the consu m e r  i nd e \  ro svn 
c h ronizc .  No locki ng is req u i red . 

Sci'CL11 memon·-sharing strategies :1rc possi b le :  a l l  
peers lll �ll ' sh�li'C a s ingle large segment, cKh ])J ir  o f  
peers ma1· sh :�rc a segment,  and each pair of peers 111:11' 
ha\c J p<l i r ofunid ircctional segments .  The usc ofunid i 
recti011:11 p:tirs of sh:1 red- memon· scgmems offe rs SCI'
er<ll :ltkm t:tgcs : i t  s impl ifies the code bv el imi natin g 
m u l tip lexi ng; it tits in 11 c l l  with the design of M E M O RY 
C H A N N E L  h<lrdw<u-c, which is unidirectional ;  and by 
u-c:�t ing receive segments wi th read-on ly  protection ,  i t  
promotes robustness . "  A d isadvantage to the use of 
u n id ircction:tl segment pairs is  i ncrc:1sed mcmorv u sc 
due to l i m i ted sharing.  Because of i ts :1d vamagcs and 
bcuusc r l 1c coord i na r ion of rhe prod ucer/ consumer 
i ndo docs 1 1ot req u i re segments to be sh:1rcd between 
peers, 11·c sel ected u n id irectiona l  p:� i rs of sharcd 
Jnemon' segments as our memon·-sharing strJrcg1·. 

To cn h:1 n cc pcrrc>rmance,  a reccil 't:r spins,  ll'<l it ing 
t(>r a peer to prod u ce a message . I f  there is no d:�ra 
alter J nu mber of spin i terations, the rccci1 ·cr \'o l u n t:l r
i lv dcschcdu lcs i tse lf. T h e  n u m ber  of spin i terations 
was c hosen to be s m a l l  enough to be po l ite , but  large 
enough to perm it sched u l i ng when a peer prod u ced 
:1 message . An a d d i tion:� !  performance e n h a ncement 
a l l ows the user, l ' ia  com mand l i ne opti o n ,  ro prevent 
peers from m i grati ng betwee n  processors, which 
resu lts in better cKhe u t i l i zation . 

TCP/ IP Message Passing 

TCP/ I P  is rhc d c E1 U i t  commun ic:�tion O]>tio n .  I t  pro
' ides fu l l  11  i re b:md11·id t h  for peer- to-peer com m u JJ i 
cJtion wi t l 1  l :1 rge message transfer sizes �Kross <l ,.�1r icn· 

of network mcdi:1 .  The implcmcntJrion of the mess:lgc
pass ing pri miti1·c opc r:ltions is rc i Jt i,·c l v  srra ight
for\\'ard s ince TCP/ I P  prmidcs rcJ i �1 b l e ,  i n -order, 
connection -oriented d c l i1cr1' of messages .  The TC PI 

I P  in i t ia l ization routine sets u p �� 1-ccror of bou nd and 
connected socket descriptors, one r() l' each peer. These 
sockets arc used to send messages to other peers . The 
recei1·e pri mi tive uses a block i ng select( ) system ca l l 011 
a l l  sockets. B ecause TCPI I P is connection based, 
abnormal peer te rmination a n d  ncnvork f�lll l rs can be 
detected bv connection l oss. 

Al thou gh TC PI J P prm ides �1cccprable bandwidth,  
larencv -sensit il  c app l iutions m igbt sufk r  rl·om the 
processi ng 01nhcad of the TCP I IP proroco l .  The 
connection-oriented nature of TC P I I P also requ i res 
th e :�pp l i carion ro m a i ma i n  m �1 m· socket descri ptors, 
11·h ich redu ces sc1 labi l i tl' �l lld necessi tates the usc of 
expensi1·e select( ) svstcm ca l ls on receive . 

UDPIIP Message Passing 

To add ress the l :�rcncv and overhead ofTCP/ I P ,  PSE 

provides U D PIJ P as a n  opt ion rh:1t  can be selected ar  
run t ime.  U DPI I P  i s  a connccrion less protocol that 
provides unord ered , bcst-cftclrt ck l iverv of messages. 
Because U D P/ I P  is con ncction kss, the i n i ti a l i zation 
fu nction needs ro set up a s i n gle  loca l l v  bou nd socket 
description tor a l l  peer-to -peer com m u n icati o n .  F i l e  
descri ptor u s c  is  nor a sca l i ng i s s u e  11 hen U D I'/ I P  

is used k> r  1ncss<1ging.  
Re l i a b l e  i n - or d e r  d c l i 1n1' of messages is i m p l e 

mented a t  t h e  l i bran· leve l .  Each peer maintains a set of 
send and receive ri ng b u ffers , one t(x each peer. The 
ri ng b u ffe rs ha1'C prod u cer and consu mer i ndexes 
to ind icate pos itions in the ri ng wh e re messages can 
be read or writte n .  The bufkr-a l locarion pri m i ti ve 
a l locates bu fkrs from the send ri ng whenever possible, 
or ti·om a poo l of overflow bufkrs when the ring is fu l l .  
The use o f  a n  m·edl ow b u fkr e l i m i n ates the need for 
upper le1 c l s  to prm·idc tlo11 control or to b lock sends .  
Tbe send and rccci ,·c primi ri1·cs manipu l ate rhe pro
d u cer and consumer i n  docs of the send and recci1·c 
1· i ngs . I n -order de l i 1nl· of messages is guara nteed 
through the usc of a s l id ing window protocol 11·i rh  
sequenr.ia l lv  n u mbered mcss�1gcs .  For efticiencv, pi ggv
backed acknowledgments arc used . 

To i m prove sched u l i n g  svnch ron i z::nion a mong 
m u l ti ple peers, especi a l l y when J h i gh -pri orit y fiFO 
sched u l ing policy i s  used , the U D P/ I P option uses a 
n onbJocki ng socket. On receive, it loops ca l l ing the 
rccvti·om ( )  system ca l l  mam' rimes before cal l i ng rhc 
expensi ve select( ) S\'stcm ca l l  to II'J i t  tor a message ro 
arrive. Abnormal peer te rmi n ation and nctll'ork fau l ts 
can not be detected si nce the socket l aver does nor 
mai n tain a connection state. The L D P/ I P  option con
tains a user-specifiable rime-out qlue bv 11·hich the peer 
app l icat ion wi l l  exi t 11· hcn there is no socket acti1·in·. 
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The UDPIIP option provides better bandwidth 
than the TCP l i P  with smal ler messages and matches 
the TCP I r P bandwidth at large message size.  The 
user-level latency red uction , however, was less  than 
expected.  The next t\vo sections d iscuss our investiga
tion i n to ways to optimize the latency o f U D PI I P  and 
the performance of the message- passi ng options. 

Optimizing UDP /IP 

Our i n i tial  approach to i mprove l atencv was to reex
amine the standard U D Pi l P  code path wi thin the 
Digital U N IX kernel for u n necessary overhead . Our 
idea was to create a faster path, opti m i zed tor a 
U D PI I P  over a l ocal area network ( LAN ) configura
tion by reducing n u merous conditional checks in the 
path . A l though this work yielded some improvement,  
i t  was not enough to j usti t)' supporting a deviation 
from the standard code path . An overh a u l  of the origi
nal code path would have been necessary for this  
approach to gain significant  i mprovement i n  latency. 

U D P  l l P  provides a general  transport protocol, 
capable  of r u n ni ng across a range of network inter
faces. We real i ze the va l u e  in reta in ing the genera l i ty 
of U D PI I P .  For opti mal performance, however, we 
antic ipate typ ical c luster con figu rations being con 
structed using a h igh-perkmnance switched LAN 
technol ogy such as the GI GAswi tchi FDDI syste m . ;  
I n  s u c h  configurations, t h e  IP  fa mi ly of protocols 
presents unnecessary protocol - processing overhead . 
A messaging system using a lower- level protocol, such 
as native FDDI, wou ld ofter better late ncy, but its 
i mplementation req u ires the usc of nonstandard mech
anisms to access the data link l ayer d i rectly, which is less 
general and portable than a U D PI I P  i mpleme ntation .  

Based on the above observations, we designed a new 
protocol stack in the kerne l ,  cal led U D P_prime,  to 
coex ist with the standard U D Pi lP stack.  U D P_ prime 
packets conform to the U D P  I IP specirication . ' 9  To 
reduce the amou nt of per-packet processing and 
approach that of a lower-level protocol ,  U DP_ prime 
imposes several restrictions on i ts usc. These restric
tions optimize the typical switched LAt"J cl uster config
u rations .  To retain the generality of UDPI I P,  
U D P_ prime falls back to rbe standard U D Pi lP stack 
when these restrictions are not appucable .  

Restrictions o n  UDP_ prime 

The LAN nature of the c l uster configuration im poses 
a restriction on UDP _ pri me.  Each cl uster mem ber has 
to be within the same J P  su bnet, which is d i rectly 
accessib.le from any other member. With this restric
tion, routing decision and i nternet-to-hardware 
add ress resol ution can be done once tor each peer
to-peer connection rather than on a per- packet basis. 
Per-packet U DP I I P  checksu m  processi ng can also 
be el imi nated,  because i n termediate rout ing is not 

Digital Technica l  journal Vol .  7 No. 3 1995 

i n volved and the data l i n k  cycl ic  redundancy check 
( CRC) is sufficient to guarantee error-tl-ee packets. 

The next restriction is the maximum length of rhe 
message. PSE message passing uses fixed-si ze bufters. 
U D P_ prime restricts the maximum bufter size ro be 
the maximum transmission unit ( MTU) ofrhe u nderly
ing network i nterface. This e l iminates per- message IP 
fragmentation and defragmen tation overhead . S ince 
the messagi ng c l ients have to fi-agment the messages 
inro fi xed-si ze buffers at the h igher l ayer, there is no 
need for rhe IP layer to perform fu rther fragmentation . 

One complicatio n  i n  our current imple me ntation 
occu rs when multiple peers are running on a si ngle 
system while others are o n  remote systems.  The 
default behavior for peers with in  a single system is 
to com m u n icate across the loopback i nte rt�Ke . In this 
s i tuation , there are two MTU values, one for the net
work i n terface and one for the loopback interface . 
Our currenr implementation of U DP_ pri me does not 
a l low communication over the loopback i n terface so 
that a s ingle-size MTU can be use d .  rurrher studies 
need to be done to find an opti mal maxi m u m  buffer 
size, taki ng i nt o  accou n t  mult iple MTU values, page 
a l ignment, and so forth .  

Based on the a bove restrictions, U DP_ prime opti 
mizes the per-packet processing overhead of sending a 
packet by constructing a UDP,  IP,  and d ata l i n k  packet 
header template for each peer ar i n i tiali zation . Except 
for a few fie lds,  the conten t  of t hese headers i s  static 
with respect to a particular peer. UDP _ prime defines a 
new I P  option,  I P  _UDP _ PRI ME, tor the setsockopt( ) 
system ca l l ,  to a l low the messagi ng system to defi n e  
the s e t  o f  peers a n d  t h e i r  I nternet addresses i n volved i n  
the appl ication execution ."' The I P  option processi ng, 
done p rior to sending any message, makes routing 
decisions, performs Internet- to-hardware address res
olu tion, and tills in the static portion of the header 
fields .  When sending a packet, U D P  _ prime simply 
copies the header template to the begi n n i n g  of the 
packet, minimizing the per-packer processi ng over
head and i ncreas ing the l i ke l i hood of the templ ates 
being in the CPU cache . Severa l header fie lds, such as 
the IP identification, header checksum ,  and packet 
length fields, are then fi l led dynamical ly, and the com
plete packet is presented to the i n terface l ayer. 

UDP_ prime Packet Processing 

S i n ce a U D P_ p ri m e  packer is a UDPI I P packet, the 
standard U D P  I IP receive process ing can handle the 
packet and del iver i t  to the messagi ng c l ient .  To trig
ger the use of UDP_ prime optimized receive process
i ng, the sending system uses t he type of service ( TOS ) 
fie ld with i n  the I P  header to specif)' p riority del ivery of 
the packet . "  The priority del ivery ind ication does not 
by itsel f  u n iq uely d i fferentiate bet\veen UD P _ prime 
and U D PI I P  packets, as any other IP packets can 
also have the TOS ti.e ld  set to priori ty. As a result,  the 



optim ized receive processing has to check for the 
packer's ad herence to the U D  P _ p rime restrictions. 
Nonadherence to the restrictions reroutes the packet 
to the standard receive processing code .  

\tVhen a packet arrives a t  a network i nterface, the 
imertace posts a hardware inte rrupt, and the interface 
interrupt service rou tine processes the packer. The 
standard i n terrupt service routine de letes the data l ink 
header, and hands the packet over ro the netisr ke rnel 
thread ." Netisr clemultiplexes the packet based on 
the packet header contents and delivers it to the appli
cation's socket receive bufkr. Netisr, designed to be 
a genera l -purpose packet demultiplexer, runs at a low
i nterrupt priori ry leve l .  The main reason for a thread
based d e m u l tip l exer is extensi b i l ity. New protocol 
stacks can be registered to the thread . Since there is 
no a priori k nowledge of the execu tion and S M P  lock
ing req u irernents of these stacks, a thread- based low
i nterrupt priority demu ltiplexer is needed so that the 
network interrupt processing rime can be h eld to a 
min imum.  The extensi bi l ity feature, however, i n tro
d uces a context switch overhea d .  

For U D P  _ prime, the packet header processing tim e  
on t h e  receive path i s  a lmost  a small constant .  We 
modified the interface service routine to demulti p l ex 
the packet by processing the data l ink,  I P ,  and U D P  
headers,  a n d  de l iver t h e  packet t o  t h e  socket receive 
buffer without handing it over to netisr. This short cir
cuit  path is used only when the packet is a U D P  / IP 

packet with no 1 P fi·agmentation and with priority 
delivery indi cation . If these cond ition s  are not met,  
the standard netisr path is chose n .  The U D P_ p rime 
receive path e l i m inates the netisr context switch over
bead . This is a sign i ficant advantage, especia l ly  when 
the rece iving appl ication runs with a rea l - r ime FIFO 
schedul ing policy. 

SMP Synchronization 

One difficulty in designing the U D P_ prime stack to 
run in paral le l  with the standard U D P/ I P  stack was 
in SMP synchronization .2-' The socket butle r structure 
is a critical section guarded by a com plex lock. 
Req u esting a complex lock i n  Digita l U N I X  blocks 
execution if the lock is ta ken .  To prevent deadlocks, 
i ts use is prohibited at an e l evated priority leve l ,  such 
as the case i n  the interrupt service routi n e .  To work 
around this probl e m ,  a new spin lock was i ntrod uced 
in the short circu it  path and i n  the socket layer where 
access to the socket bu ffe r needs to be sync hroni zed. 

Performance 

To measure message-passing performance, we used 
two DEC 3000 Model 700 workstations connected by 
a G I GAswi tch/FDDI system using TURBOcbannel
based DEFTA fu l l - d u plex FDDI adapters. Each work-

station contai ned a 2 2 5 - m egahcrrz ( M H z )  Al pha 
2 1 064 microprocessor and was running the Digi tal 
U N IX version 3 . 0  operating syste m .  

Figure 6 shows the message- passing bandwidth for 
TC P/ IP,  U D P/ IP ,  and UDP_ p ri m e  transports at dif
ferent  message sizes. The bandwidth was measured at 
the message -passing appl ication programmer i n terrace 
(AP I )  l ev e l ,  raki n g  into account a l location and deallo
cation of each message buffer in addi tion to the data 
transmission .  TCP/ IP ,  UDP/ I P  and UDP_ prime 
bandwidth peaks at approximately 9 5  megabits per 
second at a 4,224-byte message, approaching the 
FDDI peak bandwidth . U D P/ I P  approaches the peak 
bandwidth at a 1 ,4 00-byre message , and UDP _ p rime 
a t  a 1 ,024-byte message . Reaching the peak band
width usi ng small messages i s  a measure of protocol 
processing e fficiency. 

Figure 7 s hows the min imum message- passi ng 
latency for TCP/ I P ,  U D P/ I P, and U D P_ prime 
transports at d i fferent message sizes. The l atency was 
measu red as ba lfofthe min imum rime to send a nlCS
sage and receive the same message looped by the 
receiver system over many iterati ons.  The measu re
ment made a l l owance for the a l location and deal l o 
carjon of each message bufter, in addition t o  the 
round-trip transmissi on . 

Compared to the TCP/ I P  option , U DP/ I P  h as a 
sl ightly h i gher minimum latency. This is not e x pected, 
because the original goal ofrhe UDP/ I P option was to 
reduce TCP/ I P  processing overhead . It is, however, 
encouragi ng to see only a sl ight degradation in l atency 
when t he reliable i n -order de l ivery protocol is imple
m e nted at the l ibrary leve l .  T h is prom pted us to use 
the same protocol engine in the l i bra ry tor 
U D P_prime.  At a very small m.essage si ze ( 4  bytes),  
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prorocol processi ng overhead domin;ltcs rile Lncncv. 

At rhis poi nr, UDP_ pri mc ll"<ls 44 percen t ( 1 03 .5  
microsecond s )  better than TCI'/ I I' ,  CI'Cn though 
U D l'/ I P  and U D P_ primc u�c rhc s;unc meclunism . 

As the mcss;1ge size i ncreases, the protocol �)rocessing 
ri me re mai ns constant,  b u r  the Lht<l COfW ri me becomes 
dominam. Desp i te t h is, U D P_ pri mc 11 ;1s .lppro:..; i matck 
1 2  percent better at a 4-k i lolwtc mcss;lgc. 

Future Work 

The cu rrent c o m m u n icnion opt ions ;l l on g ll' i th  the 
U D !'_ pri me opt imizati on prm· idc good pc rt()l'm:nl cc 
r(>r H P F-style message pass ing on SM I' wsrcms <1 11d 
c l usters . To remain  compc rit i 1 ·c , hm1 ·c 1 ·c r, \\'e need to 
consider su pporr tor n ell' h igh - �)c r t(l l 'nnncc con 1m u 
n icnion med ia  an d  con figurations . We ;lrc 1 1  ork i n g  o n  
su pport r(Jr i\.·I E M O RY C H A � :\' 1-' L, the usc of  mu lti 
ple i n terconnects and protoco l s 11 i rh in  a n  app l ication 
runni tw on ,, c l uster of S,VI J>s, and l i e:hn1·c ighr proto
co ls r(H

0
usc ll'i th ATM at speeds ot" 62 2  m:f!:<l b i ts per 

second .md h igher. The rl o : i b i l i tl' of the mcss;l�c - pass
i n g  design ll'i l l  a l l ow cu rre n t <1Pf) l tcni ons to usc fu ture 
com m u n icnion options 11· i thout rc l i n ki n g .  

W e  arc <1 lso 11·orki n g o n  a nell' H l'F d e bu gger tcc h 
nol og\'. Debugging a c lustcr-st\' l c H P F  progr;,m i s  
considerably h a rder than de bugging a u n i proccss ing 
progr;l m .  H

.
PF's s ingl e-program m u l tip lc-cbt:t ( S l' J\I! D )  

p<lra l l c l  progr�1mming mod e l  i ncl ud es <1 s i ngl c 
th rc;,dcd control structur e ,  a global  n;J t J lC  sp;1cc,  and 
l oosc l l' S\'nc h ronous para l l e l  nccu r ion . H l'f ;1 1so sup
ports �h� ca l l i n g  of e xtrinsic pmcc d u rcs that  usc  other 
par;J I I e  I progra m mi ng stl ' lcs or non p<1ra l l c l  coll1pu t;J 
rion;1 1  kc m c l s .  

Dig;it.l l Tcchni l";�l J ou rnal \'o l .  7 �<> 3 I <J<JS 

The go;1 1  of .1 1 1  H I 'F d e b u gger is to prese n t  the 
<1p p l i cnion in  somcc- l cn: J  terms.  S ince H PF is rough!\· 
forrr:m 90 11 i rh d at;l-distri bution d i rectiiTS, H l'F is 
conccpru :-t l h· .1 single-threaded ap p l ication ll' ith the 
compi ler  tr<JLJst(>rming pieces of the application to ne
c u tc i n  para l l e l . As :-t resu l t , a n  H PF de bugger has to 
ra ke tbc st:ttcs ti·om the actual  peer processes :t nd 
recreate a si ngle  so u rce- l cl ·e l. view of the appl icatio n .  I t  
i s  not a l ll'avs poss i b l e  to do this  with comp l ete preci 
s ion .  Consi der  r h e  user i n te rrupti ng t h e  appl icatio n ,  
ll'h i c h  interru pts t h e  peer processes at d i ffere n t poims 
ll' i th i n  the comput;lt ion . I t  is u n l i keh· each peer is Jt 
the same p l ace ( e . g . ,  the S;l me program sute m e m ) ,  
a nd i t  is q u i re l i kc h  tb ;J t t h e  stack bJcktr.Kes of the 
peers d i fk r 1  E1 c n  i f  the\' arc at the same p l ace,  the\' 
cou ld  be in d i fkrc l l t  i tc rJtions  of their local  por tions 
of a p.lr;l l l c l izcd loop - l i ke ope rat ion . 

A.t the sLJrt of the H l'F debugger project, liT sm
l'evcd <l 1 :-tr ict\' of de hugge rs and d i squ a l i ticd Jl l  of 
rh�m r()[' l ogi�tical and/or technical reasons . Rather 
tha n mod it-\� ;,n ex isting de bugger tec hnology so thJt 
i t  cou l d  debug c lu ste r- stvlc H P F  programs, ll'e i n i t i 
;1ted J n  d h)l't t o  b u i l d  a nell. d e b u gger tec h nolog1·. 
As 11·c con t i n u e  to design the ne11· H PF debugger to 
be gcner:-t l - p u rpos c ,  porta b l e ,  ;md exten si bl e , II'C 11 i l l  
b e  ,1h l c  ro c1 piL1 I i zc 0 1 1  modem program m i n g con
cepts , p<Jradig;ms,  ;md tec h n i q ues .  

Summary 

PS E coma i n s  the too ls  ;md necu tion etll' i ro n m e m  ro 
debug,  t u n c ,  ,md deplo\' para l l e l  appl ications ll'ri rrcn 
i n  the H P F  l a ngu ;Jge . From <1 11 end user's pcrspccti1 ·c,  
PSE provides tL1 1 1S I) <1rcncv, tlexi b i l i tv, and compati
b i l i t\' ll' i t h  r:m 1 i l i ;1 r  too l s .  Usin g  standard U N I X  com
m au d  S\' tl U\ , the same e x e c u ta b l e  can  be r u n  seri :-t l l v  
or in  p;ra l l e l  on h J I'dii':IIT r;l nging fi·om a s i ng le- node 

s1·stcm to a c l uster o f S M P  svstems. PSE supports sn 
r

.
ra l h igh- pcrr(mnance message - pass ing protoco ls ru n 

n i n g  m·cr a 1' <1ri c t\ '  of nc t11·ork media . From <1 s1·stem 
ad n� i n i strarm's p� rspcctiiT , PSE pro1· id cs the rl n i b i l 
l tl · t o  nc;l te J c l u ste r  ri·om srandard componcms <l l l d  
t<� control t h e  c l u ster h 1 '  ;1ss ign i n g  access controls  ;md 
setti ng sc h ed u l i t l g;  pol ic1 ·  J n d  priori ties.  A lthough i t  
currcnt l \' su ppons o n l \' t h e  H PF langu age , PS E has 
th e  rln i b i l i ty :md generi c i n fl-astructurc to su pport 
other para l l c l l angu:-tgcs and program m i n g  mod e ls . 
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An Overview of the 
Sequoia 2000 Project 

The Sequoia 2000 project is the joint effort 

of computer scientists, earth scientists, gov

ernment agencies, and industry partners to 

build a better computing environ ment for 

global change researchers. The objectives of 

this widely d istributed project are to support 

high-performance 1/0 on terabyte data sets, 

to put al l  data in a database management 

system, and to provide improved visualization 

tools and hig h-speed networking. The partici

pants developed a four-level arch itecture to 

meet these objectives. Chief among the lessons 

learned is that the Sequoia 2000 system must 

be considered an end-to-end solution, with al l  

pieces of the architecture working together. 

This paper describes the Seq uoia 2000 project 

and its implementation efforts during the first 

th ree years. The research was sponsored by 

Digital Equipment Corporati on. 

I 
Michael Stonebraker 

The p u rpose of the Sequoia 2000 project is to bui ld a 
better computi ng environment tor global change 
researchers, hereafter referred to as Sequoia 2000 
c l i e nts.  These researchers investi gate issues such as 
global warming, ozone depletion, envi ron ment toxiti
cation , and species extinction and are mem bers of 
earth science departments at u n iversities and national  
laboratOries. A more detailed conception tor the proj
ect appears in the Sequoia 2000 tec h n ical report 
" Large Capacity Object Servers to Su pport Global 
Change Research." 1  

The parti c ipants in  the Seq uoia 2000 project are 
i nvesti gators of tour types:  ( 1 )  com puter science 
researchers, ( 2 )  earth science researchers, ( 3) govern
ment age ncies, and ( 4) i ndustry partners .  

Compu ter science researchers arc responsible for 
bui ld i ng a prototype environment that better serves 
the needs of the target c l ients .  Partici pati ng in 
the Sequoia 2000 project are invesri garors from the 
Compu ter Science Division at the University of 
Cal i fornia, Berkeley; the Computer Science Depart
ment at the Universi ty of Ca l i fornia,  San Diego; the 
Sch ool of Library and In formation Studies at the 
U niversity of California,  Berke ley; and the San Diego 
Supercomputer Center. 

Earth science researchers mu st explain their needs 
to the computer science i m'estigators and use the 
resu lting prototype enviro n m e nt to perform better 
earth scie nce resea rch. The Seq uoi a  2000 project 
comprises earth science investigators from the 
Department of Geography at the Un iversity of 
California,  Santa Barbara; the Atmospheric Science 
Department at the Un iversity of Cal iforn ia,  Los 
Angeles ( U CLA ) ;  the Cli mate Research Division at 
the Scripps Institution of Oceanography; and the 
Department of Earrh , Air, and Water at the University 
of Cal i tornia, Davis. 

To ensure that the result ing computer environment 
addresses the needs of the Seq uoia 2000 c l ients, gov
ernment agencies that are affected by global change 
matters participate in the project. The responsi bi l ity of 
these age ncies i s  to steer Seq uoia 2000 research 
toward achieving so l u tions to their problems. The 
governm ent agencies that partici pate are the State of 
Ca l i fornia Department of Water Resou rces ( DWR), 
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the SLnc of Ca l i torn i �1 Dcp�1 rt m e nt of forcsrn·, rhe 
Coord i n ated Envi ron ment Research L1boJ:�non· 
( C E RL)  or the U n i ted States Arnw, the N ;uion�; l 
Aeronau tics and Space AdJl l J J l isn·:tti�n ( \:AS,-\ ) , rhc 
:\'ation�1l Occ.mic and Atnws�1 h cr i c  A d m i n isrr�Hion 
( � 0,-\ A ) ,  Jnd rhe U n i ted Sr:1res Geo logic Su n·C\· 
( USCS ) .  

The task or' the i n d  ustr\' participa nts i s  to use 
the Seq u oia 2000 tech no l og\' <1nd to offe r "u idancc 
and researc h  d i rection .  In  ��J �i i tion , the\·  ;l rc �� sou rce 

of free or d iscou nted comput ing eq u i pment . D igit3 1  
Equipment Corporat i on 11·:1s rhe origi n:� ! Jnd us
tn· partner. Recen th·, Epoch S\·stcm s , H C\dc tr
Paclcmi , H u ghes , I l l usrra , JV! C l ,  Merr u m  s,·stc rns, 
Pictu rcTc l ,  RSf, SA!C, Siemens, and TR\IV h�1vc 
become p�1rtic ipan ts . 

The pu rpose of this p:1pcr is to f1 1TSent the go.1 ls  or· 
the Sequoia 2 0 00 proj cn �m d to d iscuss ho11 \\ e 
ach ie\-cd th ese goals  ;md the results \\·e acco mp l i shed 
d ur i n g  the t[rst three \'G1rs . The p:1per describes the 
a rc h i tcctmc that \\'C decided to pursue and the sr�ue of 
the sotiw:11'C e ft(Jrts i n  the \'�1 rious �1 rc1s .  The most 
imporr�u l t  l esson we h a\'l� lc1mcd is  r lut the Scq uoi;1 
2 000 S\'stcm must be cons idncd :m end -to-end sol u 
t ion .  Hence , c l i e n ts C1Jl be  s�nisticd o n h  if  a l l  pieces of  
the ;l rch irccrurc \\·ork toge ther in :1 ha rmoni nu � Elsh
ion. A lso, l ll :l ll \' services req u i red lw the c l ients mu st be 

pro\' idcd hy cverv c lcmcm of rhc �1rc h i rccrurc, c1 ch 
\\'Orki u g  \\' ith the others. We i l l u stra te th is  e n d - ro-cnd 
c h�l r:tcrcristic of Sequ oi �1 2 0 00 l)\' d iscuss i ng th ree 
issues th�1t  cross a l l  parts o r' the S\ Ste m :  g;uar�1 mccd 
delt\"Cr\ ', :1 bsrracrs, ;md com pressio n .  \Vc then indicnc 
other spcc i rlc lessons that  \\·c leamcd d u ri ng t h e  h rst 
three vcars of the project. TIK p�l fX� r concludes \\' i th the 
currem st;ltc ofrhe project and irs future d i rections. 

The Seq uoia 2000 Arch itecture 

T h e  Stq u o J �l 2000 a rc h i tec tu re is moti\';Hcd [1\' tcl ltr 
funchmcnt<ll computer science obj cc ri,·cs: 

I .  SujJjJuil lu�!l,h-jX!l[omw uce f'O on /emh! ·ie tlo!u 
sels. The Sequ oia 2 0 00 c l ic ms arc ti· ustrarcd lw cur
ren t  compu ti n g  cm·iro n m c n rs because thl'\" cm JJOt  
e ffccti\·ck store the m�1s:,i \'C �1 moums 

.
of tht.l 

desi red t(lr J'l'SCJrch purposes .  The t(HJ r �1c1d cmic 
c l ients  pl us DWR col lcc ti\ ·clv \\·ant to be ;1h lc  ttl 
store <1f1proxi matclv 100 rc r;1 bvtcs of i n t())' )n,nion, 
m u c h  of\\'hich is common d<1L1 sets used lw m u l t i 
p l e  i n\ ' t:sti g�ttors. These c l ients \\'Ou ld l i ke h i gh 
ped(m1l �J nce S\'Stem sotrw�t rc that  \\ ou ld  �1 l lm1 · 
sh�1ri ng of�1ssorred tcrr i a r\· mc mon· de\· icc�. U n l i ke 
the l/0 <lcti\·iti es of most ot he r sc ient i tic com put
ing users, the ir  activin· im·olves pri mari lv r;l l ldom 
access. For nam plc, DWP.. is  digitiz ing tiK ;tgcn C\·'s 
l i br:� n· of 5 00,000 s l i des �l l ld is  pu rring i t  on- l ine 
using the Seq uoia 2000 s\·src m .  This Lbt�l se t h.1s 

some loca l i tv of reference b u t  wi l l  h:J \ 'C consider
a ble r:1 11 dom acri,· irv. 

2 .  l'ul oil dato in o du!o hos(! IIIC/ 1 /Cf.f.l.C:I IWIII S l 'Sf(!llt 
r / JW IS! To mainr�1 i n  the mttadara th�1 r  de-scri be 
their d:tt:t sets and rhus �1 id  i n  the rerric \ ·:l ! of i n f()r
marion,  the Sequoi:1  2 000 clients \\':tilt ro mO\·e 

:1 1 1  the i r dara to a D B MS .  More i m portam , us i ng 
a D B MS '''ill faci l i r.nc t i le s ha ri ng of int(Jrmatio n .  

Bcc1usc a D BMS ins i sts o n  a com mon schema f(x 
shared i n formati o n ,  i t  \\ i l l  a l l o\\' the resea rc hers to 
dcti n c  �� schenn. Then a l l  researchers m ust  use 
a common n0L1tion t( Jr shared data. Su ch a S\'Stem 
\\ i l l  be '' big i m prm-e mcnr over the cu rren t  .s it ua 
tion where C\'erv da t;1 set ex ists i n  a u n i q ue t(mnat 
�1 1 1d  must be con\'crtcd lw even• rese;Jrc hcr who 
\1 · ishcs ro use i r .  

3.  l'nJ/ 'ide illljJrocecl l 'isucrlizotion tools. Seq uoi a  
2 000 c l i e n ts usc popul ,u· scien r i tic \ · isu;J I  i z a  r ion 
tools such <1S Exp lorer, Khoros, AVS, and I J) L :tnd 
arc c1gcr to use a next-generati on too l ki t .  

4 .  l'ml'ifle h <!J,h-.lpeecl ueli i 'IJJkiug. Scquo i �1 2 000 
cl i en ts real ize thar a 1 0 0 - tcrab\'te storage ser\'cr (or 
1 0 0 - rn�l lwrc sen ers ) \\ i I I  nor be lou red on cac h of 

their d esktops . Morcmn, rhe storage is l i ke / \- to be 
located �lt the other end of a \\· ide ;Jru nct\\'Ork 
( WA � ) ,  br tl·om t h e i r  c l i ent mach i nts . Since the 
c l ients '  \· i s u a l i zarion sccn:�rios i n \'aJ·i:1b/v i n volve 
an i m�lti o n ,  for examp l e , s hO\\ in g  the hsr 1 0  \'CHS 
of rhc ozone bole tw pLw i ng ti me tcJJ"\\'Jrd � the 
c l icms requ i re u ltra h lf.'h-spccd net\\·ork i n g  to 1110\'C 
sequences of i m ages h·om a scn·er mxhinc  to 
a c l i cm mxh i nc.  

To mtcr th ese objccti\'cS, we ad opted the t( J u r- lc\·el 
arc h i tecture i l l ustr:trcd in Fi gu re ] . The :trchitcctu re 
comprise.'> rhc tootpri m  l :tvn, the ti l e S\'Stcm la\'cr, the 

DB;\IS Lwn, �1 11d the 3pp l i cnion la\·er. T l1 is  section 
discusses our cH(Jrts a r  c�1ch ofrhe lc\·e ls  :tnd then con
c l u des \\ i th  <1 discussion ofrhc Seq uoia 2000 nct\\'ork
i ng rl1�1 t  con nects rbc clcmcllts of the arc h i tecture .  

The Footprint Layer 

The r( l otpr i JH la\Tr is �l soft\\ �1 re S\'Stcm th�1t shie lds 
higher- b e l softwa1·c, such as  ti l e  S\'Ste ms, ti·om dc \·icc 
SfK c i tic ch�u·:�ctc risrics of robotic de' ices. These ch;lrJc
terisrics i n c l ude spec i tic mbot commands,  b lock sizes, 
and mcd i :1- spec i fic issues.  The footprint l ;wer G1Jl  be 
thou gh t of �1s :t common robot device drin:r. A t(Jot
pri n t  i m p le me ntat ion nists t(Jr each of the tCHJr  rcrri �1rv 
mcmon de' ices ustd lw the project, n:t mch', :t S01w 
\\ n rc once, read mam· ( \VO l�M ) opt ic:1 l d isk ju kcbox, 
�� n H I' rC\Hi t:�blc opt ical  disk ju kebox, a Mcrru m VHS 

t�1pc j u ke box , �md an Ex�1 lwre 8 - m i l l i mctcr t,1pc j uke
box.  Col lccti\ ·c lv, these tc H J r  devices :tnd the CJ'Us ,llJd 
d is k  sror;1gc S\'Stems in ti·om of t hem were ll �1 Jlled 
BigJ(Jm , �1 ftcr the l egenda n·, \ 'CJ"\' L1 1 1  rec luse sported 
occ:�sion�l l l \ ·  in the Paci he ;..Jorth \\ est .  
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The Scq uoi� 2000 Architecrun: 

The File System Layer 

On top of the footpri n t  layer is the ti le system layer. 
Two ri le  systems man age data in the Bigt-oot multi level 
memory hierarchy. The fi rst t-i le system is Highl ight, 
which extends the Log-str uctured File System ( LFS ) 
pionee red ror disk devices bv Ousterhout and 
Rosenblum to tertiary me mory.1· ·' The original LFS 
treats a disk device as a single continuous log onto 
which newlv written d isk blocks are appen ded . Blocks 
are never overwritten,  so a disk de,'ice can always be 
written seque ntial l y. Hence, the LFS turns a random
write environ ment into a seq uentia l -write environ
ment. I n  particu lar  problem areas, this may lead to 
much h igher performance. Bench mark dar� support 
this concl usion 4 In add ition , the LFS can always iden
ti f:}• the last kw blocks that were written prior ro a t-i le 
S}'Stem fai lur e  by tind ing the end of the log at recovery 
ti me.  Fi le system repair is then very t-ast, because 
potentia l l y  damaged blocks arc easi ly  rou n d .  This 
approach d i ft-e rs 6-om conventional ti le svstem repair, 
where a laborious check of the d isk must be performed 
tO ascertain d isk i ntegrity. 

Highl ight extends the LFS to support tertiary mem
ory by adding a second log-structured t-i le system on 
top of the footpri nt layer. This ti le system also wri tes 
tertiary memory blocks seq uent i a l l y, t hereby obtain
ing the pedcmmnce characteristics of the LFS. The 
Highlight ri le system adds migration and bookkeeping 
code that treats the disk LFS fi le system as a cache tor 
the te rtiary me mory tile syste m .  I n  su mmarv, 
Highl ight should provide good performance t6r 
workl oads that consist of main ly  write operati ons. 
Since Sequoia 2000 cl ie nts want to archive vast 

amou nts of data, the Highl ight file system has the 
potential tor good performance in the Sequoia 2000 
environment.  

The second ti le system is Inversi o n . ;  Most DB MSs, 
inc ludi ng the one used for the Seq uoia 2000 project, 
support bi nary large objects ( B LO Bs),  wh ich are 
arbitrary-length byte stri n gs of variable length . Like 
several com mercial systems, Sequoia's data manager 
POSTGRES stores large objects in a customized 
storage system di rectly on a raw storage device .6 As 
a result, it is a straightforward exercise to support con
ve ntional fi les on top of D B MS large objects. In this 
way, the fi·onr end turns every read or write operation 
into a query or an u pdate, which is  processed directly 
by the DBMS. S imulating t-i les on top of DBMS large 
objects has several advantages. First, D B MS services 
such as transaction management and security are auto
matically supported tor t-i les. In add ition, novel charac
teristics of our next-generation D B MS, i nc l uding time 
travel and an exte nsi ble type system tor all DBMS 
objects, are automatically avai lable t-or tiles. Of course, 
the possi ble disadvantage of s imulatin g  files on top of 
a DBMS is poor performance . As reported by O lson , 
I nversion performance is exceed ingly good when large 
blocks of data are read and written,  as is characteristic 
of the Seq uoia 2000 workload .;  

At the p rese nt ti me,  H i ghl ight  is operational but 
very bu ggy. I nversion, on the other hand, is used to 
manage prod u c tion data on Sequoia's Sony WORM 
j ukebox . Unfortu nately, the rel iabi l ity of the proto
type system has not met user expectations. Sequoia 
2000 cl iems have a strong desire for com mercial off 
the-she l f ( COTS) software and are fr ustrated by docu
mentation gl itches, bugs,  and crashes . 

As a result, the Sequoia 2000 project ream has also 
depl oyed two commercia l  t-i le systems, Epoch and 
AMASS. The Epoch file system is qu ite rel iable but 
does not support either of Sequoia's l arge-ca pacity 
robots. Hence, it is used heavily but only for small d:�ta 
sets . The AMASS fi le  system is j u st com ing into pro
du ction use for Sequoia's Merr u m  robot and replaces 
an earl ier COTS syste m,  which was unrel iable .  Given 
the experience of the Sequoia 2000 team with tertiary 
memory su pport, tertiary me mory users should care
fu l l y  test a l l  fi le system software . 

The DBMS Layer 

To meet Sequoia 2000 cli ent needs, a D B MS 
mu st su pport spatial d ata such as points, l i nes, and 
polygons. I n  add i tion, the D B MS must support the 
large spatial arrays i n  which sate l l i te imagery is natu 
ra l ly stored .  These characteristics are nor met by pop
u lar, genera l -pu rpose relational and object- orie nted 
DB1\tlSs.7 The best fit  to cl ient needs is a speci a l 
purpose Geographic I n formation System ( G I S )  or 
a next-ge neration object-relational DBMS.  Since it 
has one such object-rel ational syste m ,  namely 
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POSTGRES, the Seq uoi::t 2 000 project elected to 
tix us i ts D B J'viS efforts on this s1·srem .  

To make th e POSTGRES D B M S  su it::tb l e for 
Sequ oia 2000 use, we requ i re �1 schcm�1 t(>l. :� I I  Seq u oia 
d �1t:1 .  This  ciat:1base design p rocess h:ts CH>Ivcd as :1 

cooper::ttive ex ercise between v:1 r io us d :tt�1b�1sc experts 
:tt Bcrkelev, the San Diego Su perco m p u ter Center, 
C E RL, and SAJC. The Sequoi:� schc111�1 is rhc collec· 
rion of metadata that d escribes the d�1ta stored in t he 
POSTGRES D B MS on Bigt(>ot. Spcc i tiCli lv, these 
mcrad:Ha comprise 

• A standard \'Ocab ularv of terms ,,· irh �1grced·u pon 
defi n i tions that arc used to descri be the (b tJ 

• A set of rvpcs, i n stances of 11 h i c h  m�n store data 
"'' lues 

• A hier:1 rchicll col l ection of c l :�sscs tlut descri be 
<lggrcg:tt ions of the bJsic rvpcs 

• fu nctions ddi n ed on the rvpcs and chsscs 

The Sequoia 2000 schema Jccommodatcs fou r  
bro:td categories of data:  sc1 l"r, vector, raster, a n d  rc xr.  
Sc:dar  quantities are stored as POSTG KFS tvpcs and 
<lSse mblcd i n to c l asses in the usual ll'<l\'. Vector q u <1nt i ·  
tics arc stored i n  special l i ne ;md poi l·gon tv pcs . 
Vectors :tre fu l lv enum er:tted ( as opposed ro :t n arc· 
node rcprcse nt�ltion ) to take ack111ugc ot. I'OSTC RES 

inde.\cd searches. The ad1 an t,1gcs of this  rcprescma· 
tion an: d iscu ssed in more dct:t i l  in  "The Sequoia 
2000 Bench mark ., -

Rastcl· d ata consti tute the b u l k  ofthe Sequoia 2 000 
data. Th ese data are stored in l'OSTC RES m u l ti 
d imensional  arrays objects .  T h e  con tents of textual 
objects ( i n  PostScript or sca nned page bi tmaps ) arc 
sro rcd in a POSTG RES docu ment tV fK .  Both d oc u ·  
ments and arravs make usc o t· :1 I'OSTG R E S  l arge 
object storage manager that can su ppor t Jrbi tr<Jrv· 
length objects. 

We ha1-e tu ned the POSTC.i KES D B MS to mccr 
rhe needs o t' the Sequoia 2000 c i J C n ts .  The i ntcr hce 

to POSTG RES arravs h :ts been i mp ro1·cd , :t nd a n m·el 
c h u n king StLltcg\' i s  11011 · oper;Hion,l l . ' ln stc.1d of 
stor i n g  an <l iTa\· b1· orderin g the <l iT�l\ '  indexes ti·om 
bsrcst changing to sloll'est changing, this SI'Stcm 
chooses �1 stride tor each d i mension ;md stores c h u n ks 
ohhc correct stride si zes in each storage object. When 
user  qu eries i nspect the array i n  more th;m one ll'ay, 
this tec hn ique resu lts in dramatica l lv  superior retr ieva l 
perr(mll<lllce . 

Scquoi;l 2000 c l ients tvpicallv run queries ll ' i th user
ddincd fu ncti ons in the pred ic:ttc . MorcOI'C I', m <lnl' 
of rhe pred icates arc I'CI'I' expc nsi1·e i n  C : l'U tim e to 
compute .  For c.\ample,  the Santa IS;lrb<J r<l group has 
ll 'rittcn a function, S�QW, that recognizes the SJJ0\1'· 
co1·cred regions i n  a satel l i te image . I t  is <1 uscr·ddincd 
POSTGRES function rhar <Jccepts <1 11 i mage <lS <1 1 1  argu · 
men t  :t nd retu rns a col lection of poh·gons.  A t1·p ic1l  
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qu en· usmg the 51\:0W fu nction ror t h e  table 
IM A G ES ( id ,  dare,  conrent) II'O uld be to ri nd the 
i m ages that ll 'crc molT than 50 percen t  snoll' and that 
II'Cre obsen'ed su bsequent to June 1 9 9 2 .  In SQL, th is  
q uerv i s  expressed as r() l l oll·s: 

se lect id  
ti·om J MAG ES 
ll'hcrc AREA ( S N OW ( content ) ) > 0 . 5  
and date > " J u n e  I ,  1 99 2 "  

The tirst c lause i n  t h e  predicate req u ires the CPU to 
e1 ·a l u atc m i l l i ons of i n structions, 11·hercas the second 
c lause req u i res on il· a Tell' hu nd red i nstructi ons . The 
DBMS must be cogn iD l l lt  of the C P U  cost of c l auses 
11·h cn constructi n g  a qu cn p l ;'tn ,  a cost component 
that has bee n i gnored l11' most pre1· ious opti m i zation 
11 ork. We ha1·e extended the POSTG RES opti mizer ro 
deal intc l l i gcnri!' ll' i th cxpcnsi1·e ti.Jnctions .'' 

It is h igh ly  desirable to a l l ow pop u lar e x pensive 
fu nctions to be p recomputed . Tn this way, the CPU 
need onlv evalu ate each such fu nction once, rather 
than once t()r cK h query in ll'h ich  the fu nction 
appears. Our approach to rhis issue i s  to a lloll' data
b�lses to cont�1 i n  indexe s on a fu nction ohhe data :md 
not on j u st the da t:t object itse l f. Hence , the database 
ad minis tr<lror can spcc i t\ · that a B · trec i n dex be b u i l t  
tor t h e  fu nction AREA (S �OW( con tent ) ) .  A reas of 
i mages :1re a rra nged in sort ord e r  in a R- tree, so t i le 
ti rsr c l ause i n  the <1 0<ll'e q u crv is  11011 1·en· in cxpcnsi1·c 
to com pute .  Using this tech n iq ue , the function is 
computed at  d �1ta cntrv or data upda te rime and not at 
q uen· C\':t lu .nion ri m e .  A consequence of fu nction 
index ing is that inserti ng :1 new i mage i n to the dat<l · 
base may be very ri mc·con s u m i ng, since fu nction 
compu t<ltion is now inc l uded in the load transactio n .  
To d e a l  ll' ith t h e  u n desirable l e n gthy response ri mes 
f(>r some loads, 1\'C h,wc a l so explored lazv in dex i ng 
and partial  indc.\ i ng.  Thus,  index bu i ld ing docs not 
need to be s\' l lchronous 11· ith data load i n g. 

The ked back rrom the Seq uoia 2 000 c l ients reg<mi · 
ing  POSTG R.ES is rhat it is not re l iable enough to 
senT as a base r(>r  prod uc tion 11·ork. Moreo1·cr, the 
documentation is in <ltkqu J tc ,  and no taci l i r� ·  ex ists to 
tra in  users. O u r  users ll'a nt a COTS prod uct and not 
;'! resem.:h p roto type. Conscqucntil', the Sequoia 2000 
project has m igrated to the com mercial version of 
POSTG RES, namely the I l l ustra syste m ,  to obta in  a 
COTS D B MS prod uct.  Migration to th i s  systt:m 
req u ired re load ing :� I I  project d ata, a task that is now 
ncari l'  complete . 

The Application Layer 

The appl ication laver of the Seq uoia 2 000 a rchi tectu re 
conta ins  ri1·e clements: 

] .  An offthe·sh c l f l' isual izarion tool 

2 .  A 1·is ua l ization envi ron ment 



3 .  A browsi ng capabi l i ty for te xtual  intixmation 

4. A faci l ity ro i n terrace the UCLA General Circ u l a 
tion Mode l  ( G CM ) to t h e  POSTG RES/ I I I ustra 
SI'Stem 

5 .  A desktop ,·idcoconterencing or "picturephonc'' 
taci l i tl' 

For the off-the-she l f  visua l ization too l ,  we have 
conve rged around the usc o f AVS and I D L for project 
activities. AVS has :m easy - to- use "hox�.:s-and-arrows" 
u se r  interface , ll "hcrcas I DL has a more conventional 
l i near programming notatio n.  On the other hand,  
I D L  has better tll"o-d i mensional ( 2 - D )  graphics tea 
t l l res. Both AVS and I D L  a l l o\\' the use r  to read and 
write ti l e  data.  To con nect to the DRMS, we have writ
ten an AVS-POSTGR.ES bridge. Th is program a l lows 
the user to construct an ad hoc POSTG R.ES q uerv and 
pipe the resu l t  in to :m AYS boxes-and-arrows ne t11·ork. 
Seq uoia 2 0 00 cl ients can use AYS for fu rther process
ing on any data retrieved from the D B MS. I D L  is 
being interfaced to AVS by the vendor. Conseq uent ly, 
data retrieved from the database ca n be moved i nto 
I D L  using AVS as an intermediarv. Now that \\'e have 
mi grated to the I l lustra D B MS, 1\'C arc consideri ng 
porting this AVS bridge to the I I  l u stra :1pplicarion pro
gramming i nterface ( API ) .  

AVS has sorm: disadvantages <lS a visu a l i zation roo] 
t(lr Seq uo ia 2000 cl ients. First,  i ts type syste m,  which 
is  d ifterent ti·orn the POSTG R..ES/I I IustrJ type system, 
has no d i rect knowl edge of the common Sequoia 
2 000 schema.  I n  addition, AVS consu mes sign ificant 
amounts of mJin memon·. Archi tccrural lv, AVS 
depends on vi rtual  memory to p;lss res u l ts between 
various boxes. It <l lso maintains the output of each box 
in virtual  mem ory f(x the d u ration of an execution ses
sion . The user can thus change a r u n - time parameter 
somewhere in the nct\l'ork, :m d AVS ll"i l l  recompute 
on I \· the downstream boxes Lw raking <ldvantJge of rhc 
pre1· ious output .  As a resu l t , Seq uo i a 2 0 00 cl ien ts, 
ll 'ho genera l ly prod u ce very large intermediate resu l ts, 
consu me large arnou nts of borh vi rtual  and real mem
ory. In tact, c l ients report that 64 me gabytes of re a l  
memorv o n  J workstation i s  often not enough to 
enab le  serious AVS use.  Furthermore ,  AVS docs nor 
s upport zooming in  to irwestigatc (bta of int e rest to 
obtain h i gher resol u tion, nor docs it keep track of the 
h istory of how Jny given data c lement was con
structed , i .e . ,  the so-ca l led dar::� l i noge of an i te m .  
Lasrlv, AVS has a video player mod e l  fc>r animJtion 
that i s  too prim i ti1·c tor manv Sequoi;l 2000 c l ients.  

Consequenrlv, 1\'C have d esigned rwo new visual iZ<l
r ion em·iron mcnts .  The first S\'Stc m ,  cJ ! Icd Tecate, is 
being bui l t  at the SJn Diego Su percomputer Center. 
The Tecate i n fr.lstruc tLire enabl es the creation of app l i 
cations thJt J l low end users to browse tor a n d  visual ize 
data ti-om nctlnlrked data sources. This software 

p la tform capi ta l i zes on the a rchitectural  strengths of 
c u rrent scien tific visual i zation systems, network 
browsers, database management system fro n t  ends,  
:md virtual  rca l it\1 svstems, as discussed in J companion 
paper in this issue ofrbejouma/ 1" 

The other S\'Ste m,  Tioga, is a boxes- and-arrows pro
gramming environ ment that is  D B MS- cen tric, i .e . ,  the 
environ ment type syste m is the same as the DBMS 
type syste m .  The Tioga user interrace gives the user 
a fl ight s imubtor parJdigm for broll"si ng the output 
of a net\I'Ork. I n  this  wav, the l'isu J ! i zer can navigJtc 
around data and then zoom in ro obta i n  addit ional 
data on i tems of rn rticu lar  i n terest .  The prel im inarv 
Tioga design 1\'JS p resented at the 1 99 3 Very Large 
Databases Conkrcnce . "  A first prorotype , descri bed 
by vVood ruft� is currently running. ' "  

A commercial  version of the Tiog;l environment has 
a l so been i m p leme nted b\' l l l ustr.l . The Sequ oia 2000 
project is nu king considerable  usc of this tool ,  which i s  
named Object- Kn owledge. Early user experience with 
both Tioga and Object- Knowledge i ndicates th at these 
systems arc not easy to use. vVc ;�rc now ex ploring 
ways to im prove the Tioga system .  ·rhc objective i s  to 
build a s1·srcm that <l scientist with minimal  rr;� in ing i n  
the em·ironmcnt can use ll'ithout J re ference manua l .  

T h e  th ird c l ement o f  t h e  appl icJtion l aver is a 
browsing capabi l i ty tor textual  i n tcm11ation of interest 
to our cl ients .  This capabi l ity is a cornerstone oF the 
Sequoia 2000 architecture .  I n iti a l ly, we converted a 
stand -alone text retrieval svstem ca l led L:1ssen to o u r  
D BlvlS-ccmric ,·icll". T h e  first pJrt o f  the Lassen svstcm 
is a taci l i tl' fclr constructi ng 11eightcd knword indexes 
Tc)r the \\'Ords in a POSTGRES document.  This index
ing system ,  C heshire, bui l d s  on the pioneeri ng work of 
the Cornell Smart system and opcrJtcs as the Jction 
pJrt of a POSTG RES ru le ,  which is tri ggered on c:1ch 
d oc u ment i nsertio n ,  u pdate , or rcmovaJ L I -' The sec
ond part of the Lassen system is a tl·o n t-end querv tool 
that u nderstands natural language . This  tool a l lows 
a user to request J l l  docum en ts rh;�t sJtis�' a col lection 
of keywords by using a natural l a ngu age interf�Ke. The 
Lassen system has been operationJI tor more than 
a vear, and retric,·als can be req uested agai nst the cur
rentlv l oaded col lection of Seq uoia 2000 documents.  

In addit ion,  we luve mmcd Lassen to Z39 . 5 0 ,  
a popu lar protocol oriented toll"ard in fOrmation i nter
change and i n t(mn ation retri eva l . "  The c l ie n t  portion 
oF Lassen has been cha n ged to emit  Z39.50,  and 
we h a\"C written a Z39 . 5 0 -to- POSTGR.ES trans lator 
on the server side. I n  th i s  1\'av, th e LJssen cl ient code 
can access non-Sequoia 2000 i n for mation and the 
Sequoia 2 0 00 scn·er can be ;Kcesscd b�' rext -rctr iev,l l  
fi-ont ends other than t h e  Cheshire svsre m .  

vVith  o u r  move to t h e  I l l ustra D B M S ,  we have con
verted the c l ient s ide of L1ssen to work with J l l ustra. 
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I l l u str::t has J l 1  i tnegy�ued docu me nt d �n�1 tvpe 11 i th 
capa b i l i ti es s i m i lar ro the extens i on s 11·c m:-tdc ro 
POSTGRES. 

A rel ated Berkc lt\' pro ject i s  r(K uscd 011 d i git i; i ng 
a l l  the Berkc l c\· Comp u ter Scie nce Tec h n i c�1 l Rq)orts. 
This project uses �1 Mosaic c l ient  to �1ccess �1 cu stom 
World Wide We b scnn ca l l ed D i e ns t , 11·h ich stores 
tec h n i cal report objects in a L � I X  ri le  SI'Stc m .  J n a tC\\' 
mont hs, 11·e e x pect to co n1·crr D ienst to stmc objects 
i n  the Seq u oi:-t 2000 d ;na b:-tse, rath er th;1n in ti les .  
\Vhcn th i s SI'Ste m ,  nicknamed Datab:�sc D i e ns t , is 
operat i ona l , M osa ic/ Dienst sen·icc ll ' i  I I  he �1 1'<1 i  l :tb le  
r( >r all textu al  objects i n  the Seq u oia sch e m ;l . 

Our fourth thrust i n  the application laver is �1 bci l i t\' 

ro i ntcr bce rhe LI C : LA Cc ncra l  C : i n.:u l.1ti ot1 Model  

( G C :'vl ) to the POSTCRES/ l l l us rra SI'Stc nl . Th is pro

gram is :1 "cbu pum p" bec1use i r  p u m ps cbL1 o u r  of 
the si m u l;nion m od e l  :-tnd i mo the D B M S .  \Vc 1 1 ,1mcd 
rhc progra m " the b ig  l i fr" attcr rhe DWR pu m p i ng 
station that r:� i scs Northern C:t l i t(m1 ia  11 ;Hn m·er the 
Te hacha pi Mou n t;l ins in r.o Southern Cl l i t(m1 i;l .  

Bas ica l l v, t h e  UC : l .A C C : M  prod uces :1 1ccrm or' s im
u lation outp u r  ,.�1riables r()r each t i me stq) o f ;l l en gt h 1· 
ru n tor each t i l e  in ;1 three - d i mensiona l  ( 3- D )  grid of 
the atmosp here ;1 1 1d  occ;l n .  De pe nd i ng 011 the sca l e 
of thc mod e l ,  its reso l u t ion,  and rhe clp;l b i l in·  of the 
serial or pa ra l l e l  m:-tchine  on 11·hich the mode l is r u n 
n i n g ,  the C C L\ G C : Ivl c�1 1 1  prod uce ti·om 0 . 1 to 1 0 .0 
megabytes per se cond ( J\'l B/s ) ou tpu t .  The pu rpose of 
rile big l i tr is ro i n st�1 1 l  rhc outpu t dar�1 into : 1  chr�1 b;1se 
i n  re:d ti m e .  U C LA sc it· n r ists can then usc Objccr

K.noll ' led ge , Tiog�1, Tc c;ltc, AVS, or l D L  ro , · is u a l i zc 
the i r  s imulation o u t p u t .  The big l i rr 11 i l l l i kc il h�11 c ro 
ex p loi t p ar: d ldis m i n  rhc d�Ha managn, i f  i t is req u i red 
to keep up \\'i th  rhe ncc u tion of the model on ;1 11L1s
si ,·c ll · para l l e l �1 rc h irccrurc . 

The rifrh appl ic1t ion S\'Stem is a con krc n c i n g  SI'S
tc m .  Si nce Scq u oi:J 2000 is �1 d istn b u rc d  pm jcct , II'C 
lcarnccl e�1rlv that bcc- ro - L1cc meet i n gs rh;H req u ired 
p;lr ricip;m ts to tr;l lc l  to other s i tes �1 nd e lectr on ic mai l  
\\'C re not su ftic i c m ro keep proj ect mem bers "·urki n g  
;ls J tc: a m .  Consequcml 1·, 11·e purch �1scd u m k rcncc 
room 1 idcocon krc n c i n g  eq u ipm ent t( >r each p roject 
s ire .  ·rhis tcc l1 11o log1 costs .lt)p rmim�1tc l l- S::iO ,OOO per 
s i te ;md �• l l o11 s m u l t i ll '<l l ' , · id coconk rcnccs o1·cr i nr c 
gratccl sen i c e s  d i gi ta l nenwrk ( lSD:..! ) J i n e s .  

Al though the con krc ncc room cq u i p mc m h ;ls 
h e l ped project  com nH 1 1 1 ic1 t i on immc nsc lv, it m us r be 
set up :111d ta ken doll'n Jt eac h usc bcc1usc rhe rooms 
i t occ up i es Jt the 1·ario u s  si tes arc norm �1 l i l- used ;ls 
c l ass rooms. ·rhcrd(>rc, 1 · ideocontere n c i n g  te n d s  to be 
usee! for arra nged conkrcnccs and nor t<.n spu r-ofrhc
moment in  tcr:tct ions .  To J l l e1 ·i a  te rh is shor rcom ing,  

Seq uoi a 2000 h�1s �1lso i n ,·csted in  desktop 1 id cocon 
krc nc i ng . A 1 · idco com p 1Tssi on bO<lrd , ;1 m i cm1) IJOnc,  
speakers, <1 nctll'ork co1 1 11 ccrion , :1 1 · idco c1mcr;1 , and 

the ;lppropri:Jte soft\l'<lrC can rum a con1·enr ional 
11·ork.st�1t ion i nt o  a d es ktop ,·i d coconkrcncing bci l in·. 
I n  :-tddi rion , v ideo can be easi l v rr�1nsmi ttcd o1·er the 
n etll'ork. i n rcr bce til;H is presc1 1t in l' i rtu a l l v all Sequoi�1 
2000 c l i ent 1 11Jc h i ncs. We �•re usi ng the 1\il bone sott-
1\':Jre s u i te ro connect abou t 30 of om c l i e n t  machines 
in this bs hion and arc mi grat i n g  most of om , · ideo
con krencing :1c ti1 · i ties to desktop tcc hno l og1· . This 
c fr(m, 11 h i c h  is ca l led Hol h'll'ood , sn·i,·es to fu rther 
i m prm·c the �1 b i l i n· of Sequoia 2000 researchers to 

COmJ11 U I 1 1Ca  tC . 
Norc that rhe Seq u oia 2 000 researchers do not 

need group\\'�lrc,  i . e . ,  the abi l in• to have com mon \\·i n
doll S on nll l l t ip le  cl ient m a c h ines se parated lw a WA:..J , 
i n  \\ ' h i ch common code c�1 n  be r u n ,  upd :ltecl , and 
i nspected . lb t h e r, our resc:J rch c rs need a 11 :11 '  to h o l d 

i m t) I'Oll 1 J)tu d isc u ssions on proj ect  bus iness . The1·  
1\'<llH ;1 l m1·-cosr m u l ticast picru 1·c phonc ca pabi l i n·, and 
our desktop v id eocon k re nc i n g dh>rts :1re t(>e used i n 
this d irection . 

Sequoia 2000 Networking 

The l :1st ro11 ic  of this section 011  t i le  Seq uo i a 2000 
�•rch i rcc tu rc i s  the nct\\'orking �1 gc mh . Regard i ng 
f i gu re I ,  i t  is f)ossi b l c for the i mp / c me m�nion ofc1ch 
L11 ·c r ro n i s r  on a difrerent mac h i ne . Spccitica l h·, rhc 
�• ppl ie ;nion cu1 be remote ti·om rhc [) n 1Vl S ,  11 ·hich c:�n 
be re mot e  ti·om the ti l e S\'Stcm, ll' h i c h  c1n be remote 
fwm rhe stor;1gc de1·ice .  E:tc h  Lwcr of the Seq uo i :-t 
2000 ;lrc h i tcc ru rc �1ssu mes :1 local  U N I X  soc ket con
nccrioll m �1 loc1l  area netll'mk ( J .AN ) or VVAN coniJCc
rion usi ng the tra nsm iss ion contml prorocol/intcrnet 
protocol ( TCI'/1 P ) .  Actua l con nections among 
Seq uo i;l 2 000 sires usc e ithn rhc l n remcr  or ;1 dcd i 
utcd T 3  net11 ork, 11·hich t h e  U n i1nsin· o f  Calitomia 
prm idcs �1s p.1rr of irs contr i b u tion ro the pmjecr. 

The l le t11 or ki n g ream j ud ge d J ) i g ita l 's A l p h a  
processors to b e  t�1st eno ugh r o  rou te T 3  packets. 
He nce , the pmjcct uses co 1wcn t ion;1 l ll'orksra rions ;1s 
rou ters; custom machi nes �1re nor req u i red . F u r

thcnnorc,  rhc Seq uoi;1 2000 11e t11 mk Ius i nstal l cd 
a u n i q ue gu<l r;l l ltccd del i1·n,· sen icc th ro u gh 11·h i c h  
a n  appl iGl tio n c111 make a co 11 tr�JCt 1 1  i t h  the ncr11·ork 
tlur 11· i l l  gu;lrmtce a spec i ri c  ba ndll ' id th ami la tcn cl' i f  
the c l i e n t  se nds information a t  �1 r�l tc th<H  docs not 
ncc cd rhe r,1 rc speci fied in the comr�Kt .  These a l go

rit h m s, ll ' h ic h  �1rc b<lsed on the ll 'ork o f FcrL1r i ,  requ ire 
�• se tu p pk1se f·()r ;1 con n ecti on that J l loutcs bancl 
ll ' idth o n  ;1 1 1  the l in es and in �11 1  the s11 i tches . ' '  

Lasth·, t h e  n cr\\ 'ork researchers arc conccrnccl that 
rhe D igit;11 l' :\ 1 \  Uormerh· DEC OS l-j l ) oper:-tt i ng 
s1·stem copies c1Tr1·  bnc tou r  r imes in bctll·ccn retrie1 -

i ng it ti·om the d i sk and send i ng it out  OI'C r �1 ne n1·ork 
con n e c tion . The e fficient i mcgr:� r i on of nc t11 ·ork i ng 
sen·iccs i n to rhc operating s\'ste m is the topic of 
a com 1x1 1 1 ion p�1pcr bv Pasq u;, l c  ct ::1 1 .  in th is  issue . ' "  



Sequoia 2000 as an E nd-to- End Problem 

The m�1 jor lesson 11·c ha1 c le::m1ed ti·om the Scquoi �1 
2000 project is rh�1t manv issues being our cl ient s  c\n
not be isobrcd ro �l s ingle Lwcr of the Scq uo i �1 2 0 00 
�1 rch i recrurc .  This section descri bes three such end-to 
end problems:  gu:1ra nrecd dc l i 1-crv, :� bstLKts, :1 1 1 l1 
COil\ 1XeSS10n . 

Guaranteed Delivery 

Clearl v, guar:�ntced de l ivery must be an cnd-ro-end 
col ltracr. Suppose a Scq uoi:� 2000 c l icnr wishes ro l' isu 
:dizc a s11ccitic compu rarion ;  t( >r oample,  rhe cl ient 
11·a1HS to obscr1·e H u rricanc And rc11· as i t  mm·cs ti·om 
the B�1h�1n1 :1s ro f lorid:� ro Lou isi .111�1 .  Spcci ti c1 l i l ·, the 
cl ienr 11·ishes to 1'isu:1 l i zc appropria te s�ud l i rc im:�gcrv at  
a resolut ion of 500 X 500 in 8 -b i t  co lor at 10 ti·:unes 
per second . H ence , the c l ient req u i res 2 . 5  M B/s of 
b:mdwidrh ro his screen .  The t() I J 011 ·i ng sce 1 urio m ight 
be the co1 11 �1utat ion steps that t�1 kc pbcc . 

TilL D H MS must run a q uery to krch the s�uc l l i tc 
im:�gerv. The q uerv m ight requ i re retu m i ng �1 1 6-b ir  
d�lta l'�l luc  t(>r each pixe l  that w i l l u l t i marc lv  appear 011 
the screen . The DBMS must rhcrd(>JT agree to oc
cure the quen· in  such �1 II'JI' rhat i r  guaranrecs ourpur 
.1t �1 r�1tc of 5 . 0  tv! B/s. 

The stor:�gc s1·stcm at  the sencr wi l l  krch some 
number of 1/0 blocks ti·om scconchn· and/or tertian· 
memo!'\'. D B ,\IS quen· opt i mize rs em accuratch- guess 
ho11· mam· blocks thc1· need to rod to s�Hist\· the 
qucr1'. The D BMS can then e1sih· generate �1 guar:ln 
tccd dc l i iLTI' comrxt that the sror::�gc 111:1n�1gcr must 
sarist\·, rhus  �1 1ioll'i ng the DBMS ro sarist\· i rs contract. 

The n e twork m ust �1gree to dc ] i i'Cr 5.0 M IVs over 
the network l i n k  that connects the cl ienr to rhc server. 
The Sequoia 2000 nctll'ork softll'arc expects cxactlv 
rh is tvpc of contract request. 

The 1 isu:1l iz�1t ion pac kage must <�grce to tr:mslarc 
the 1 6-b i r  ,bra clemem i mo an R - hi t  rolor and render 
the resu l t  onto the sncen at 2.5 ;\t! B/s . 

l n  shorr, gu<lra nrccd de l in�n· is a col lccrion of con 
tracts that must be adhered to b1· the DBMS,  the 
storag:c s1·stem ,  the netll'ork, and the 1 i su:� l i zarion 
p�Kbg:c . One �1pproach to arch i tccting thc.'>c contr<lcts 
II':JS presented :Jt the 1 993 Vcn· L1rg:c Dat:1bascs 
Con krcnce . "  

Abstracts 

One �1spcct of the Sequoia 2000 l'isua l i ;.:�r ion process 
is the ncccssirv of abstracr.s. Consider the H u rricme 
And rc11· cx :unplc .  The c l ient might in it ia l lv \\':l ilt to 
broll'sc the l 1 1 1 rric1 nc �lt 100 X 1 0 0 reso l u t ion . Then,  
on ti nd ing  someth i ng of i n terest, the diem ll'ou l d  
proha bh· l i ke t o  zoom in and  i ncre�1sc the resolu tion, 
u�u: lih· ro the nnximum a1·�1 i labk in  rhc original d�HJ . 
This ;1 b i l in· to d1·namic<� l lv  ch;:t ngc the amount of reso
l u t ion in :1 11 i mage i s  supporrcd Lw �1 bsrracrs .  

�ore th�u pro1 · i d i n g  abstracts i s  a much more poll· 
nfu l  construct than mcrc l1· prm id i n g for reso lu tion 
adjustment .  Spccitic1 l i l', obt�1 i n ing more detai l  111 :11' 
e l l t;:t i [ mm·ing from one rcprcscll t:Jtion to �lnotbcr. For 
nampk, on e cou l d  h ::ti'C �1 11 icon t(>r a document ,  
zoom in  to sec the abstract, �1 1 1d then zoom i n  fu rther 
to see the ent i re document.  He nce, zooming c111 
change from iconic ro to tu;l l reprcscmatio n .  This usc 
of abstracts \\'as popu L1rizcd in tlK DBMS communi rv 
by an e:1rlv DBMS l'isu:1 l i z:nion svstem ca l led the 
Spati a l D<lt:l Man�JgcmuH Svsrem ( .S DMS ) .  " 

Scquoi::� 2 000 c l i ems ll 'ish ro ha1·e abstracts; h<)ll'
el er, i t  is clear that rhn· c:m be man;1gcd b1· the l · isua l 
intion roo!, r h c  D BMS, rhc 1 1ct11·ork, or t h e  fi le 
S\'Stem . ln the t( Jrmer c1se, :1bstL1CtS arc de tined t(>r 
boxes -�1n d - a1T011·s ncr11 ·orks . 1 1  I n  rhc DB MS , �lbstr;Kts 
11·ou ld  be ddined t'or ind i1 id ua\ chu clements or t(Jr 
dat:1 cbsscs .  If the ncm ork nJ�1 1 1ages :1bsrr:1cts, i r  11 · i J J  
usc them to a u rom:�ticJ I II '  loll'cr resol ution to e l im i 
nate congesti on . Much rcscc1rch o n  the  optimization 
of network :JbstLKts ( c:: d lcd h i c rarch ic1 l  en cod i ng of 
data in that commu1 1 in• )  i s  :JI'a ibblc .  I n  the tile syste m ,  
a bstracts would he ddrned t(>r ti les. Sequoia 2000 
researchers arc pursu ing �1 1 1  t( > l lr  possi bi lities, and i t  i s  
expected that  th is  n otion ll'i l l  be one of rhe poll'e rfu l  
constructs to b e  used lw  Sequ oia 2000 softw:1 rc , 
perhaps in m u l ti p l e 11·�ws. 

Compression 

The Sequoia 2000 c l i cm� �1rc ad�1m:1nt  on the issue of 

compression-rhn· �1re open to �1 1 1 1· compressi on 
sc heme as l ong as it i s  losslcss. As sc i en t ists , thcv 
belie1·e that ul t imate reso lut ion m�ll' be requ ired to 
underst:-�nd fu tu re phcnome n�1 .  S ince i r is nor possib le 
to predict what these pht: 1 10lllc11:1 might be or ll'hcrc 
rhcv m ight occu r, the Seq uo ia 2000 sc ient ists ll':ln t  
access tO a l l  ch r a  �lt fu l l  rcso lu  rion . 

Some Sequoia  2 0 00 d �1 t:1 c1nnot be compressed 
cconomic:J ! k  and should be stored i n  u ncomprcsscd 
torm . The inc l usion oL 1bsrracrs ofkrs :1 mech:� n ism ro 
loll'er the ba ndll ' idrh requ i red ben1·een the sror:1gc 
de1· ice and the 1 i su :-� l i z�ltion progra m.  No sa1 ·i ng of 
tert iary mc mon· thro u gh compression i s  a1·a i la blc t()r 
such d�l t::t . 

Other dar�1 ought to be stored in compressed t(mn . 
The question of 11· hen compressi on and decompres
sion shou ld  occur C:lll be hand led bv us ing a j ust- in 
time decompressi on strategy. For example, i f  the  
sroragc ma1uger compresses data �1s rhcv  arc  writte n 
and then decompresses them on a rc:�d oper:Hi on , the 
nct\I'Ork manager mal' then recompress rhc dar:1 t(JI' 
transmi ss ion 01 cr :1 WA I\: ro �1 remote s i te ll'hcrc thcl' 

ll' i l l  be decompressed :-� second r ime.  () b, · ious ! l·, d a r�1 
shou ld be lllOITd i n  compressed form and decom
pressed on ! I - 11·hcn 11cccss�1 r1'. l n genera l ,  decompres
sion 11 i l l  occur  in the , · isu�1 l i z:1 tion s1·srcm on rhc c l i ent 
mach ine .  l fsc:1 rch crircri �1 �1rc pcrt(Jrmed on the d�H�1 , 
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then the DBi\rlS may hal'e to decompress the da ta to 
perform the search . If an appl ication resides on the 
same machine as t he storage 111<lll<1ger, the hk svstem 
rnust be in charge of decompressi ng the d�1 0 .  All soft
"·are mod u l es in  the Seq uoi�1 2 000 architecture m u st 
cooperate to perform j ust-in - ti me decompression and 
as-earlv-as-poss ib le compn:ssi o n .  Like guara n teed 
d e l ivery, com pression i s  �1 task that req u i res :ll l  software 
mod ules ro cooperate. 

Specific Lessons Lea rned 

In add i tion to the e n d - to-end issues, \\ e learned orhn 
lessons ri·om the rl rsr three \'cars of the Seq u oia 2000 
experience, as  d iscussed in th is  section . 

Lesson 1: Infrastructure is necessary, time-consuming, 

and very expensive. 

We learned earl\' in the proj ect th:�t  electronic m�1 i l  and 
tr<l\'el bct\\·ecn sites \\'Ould 110t resu l t  i n  the desired 
d egree o t' cooperation ri-om geogr�1 phica l l v  d ispersed 
researchers h·om d i frercnt d i sci p l i n es. Consc q u e nr l v, 
we made J s igniri cant i m·estment  in inh·astructur e .  

This i nc luckd meeti n gs t(>t· �1 1 1  the Sequoia 2000 p:lr
t ici panrs, " ·h ich are 110\1' held tll ' icc a \ 'ear,  :1nd , · idco
con k re n c i n g  equ ipmenr �1 t each s i re .  Through this  
,· ideo l i n k ,  project members interact by hol d i ng 
a weekly d istri buted semimr, semimonthly opcr:1tions 
com m ittee mee tings, occasional steering commim:c 
meetings, and meetings bcn1·cen researchers "·i th 
common i nrercsts. The 1 · ideo q ua l i l\· of the f)roj ect's 
cu rrent 1· ideoconferencing eq uipment is not high, and 
to achicl'c  su ccess " he n  parrici p:u1ts are loc1tcd hr 
apart, speci�1 l l y  tra i ned i n d ivid u J ! s  must opcr:1rc rhe 
e q u ipment .  Neverthel ess, the equ ipment has pro1·en 
to be va luab le in gen erati ng cohesion in  the dispersed 
projccr .  vVe ha1 e i nst:d led desktop 1·i deocon krcncing 
S\'Stems o n  30 Seq uoia 2 000 II'Orkstations and opect 
to repLKc our c u rrent confe rence mom c q u i J)nle rH 
1\'itb n e x t-generation desktop re c h nolog1'. 

l n  ad d i tion,  we conducted a l e�1 rning experi ment  in 
which a course taught bv on e of the Sequoia 2000 bc
u l tv m e m bers Jt the Sa m�l Barbar�1 campus ll'aS broad
cast  o1·cr our 1 · ideoco n tl:rcncing equ ipment ro k) l r r  
other sites. Students could take t h e  course t()t' cred it a t  
thei r respccti1·e camp uses . Of cou rse, t h e  mTrhc1d of 
setting u p such  a course w�1s su bst�mtia l .  A new cou rse 
had to be added at each campus,  and every step in the 
approl':ll process req u i red bricti ngs o n  the bet that  the 
i nstructor ll':lS ti·om a diffcrcnr c:� mpus and on t i le " �1v 
c1·en·th i n g  ll':lS going to \\ Orlc This experiment \\ :lS 
popu lar, and student s  ha1·c requested ::td d i t ion�11 
courses t:wght in  this m a nner. 

On the other hand , we a lso tried to run a computer 
science col loquium using this tec h nology. We bro;H.1 -
cast h·om various s ites to s ix  computer science depart
ments a round the U.S. l n i t i �1 l student i nrerest ll'as high 
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because of rhe l ineup o f  e m inent speakers . S u c h  speak
ers cou ld be recru ited easi ly, because they only h�1d to 
loute the nearest compatible e q u i pment and rhen get 
to that site. No air tr:ll'cl ll'as requ i red . The opcri me n t  
bi lcd,  hO\\'eler, bec:lllse :1ttcnd:mce decreased through
o u t  the semester and ended at an extre mclv km leve l .  

T h e  basic problem \1'<1S that, typical ly, speJkers were 
not ski l l ed in using the medi um-they wou ld  p u t  too 
m u c h  i n formation on sl ides and then tl i p  though the 
s l ides  bd()l'e remote s ires co u l d get a comp l ete trans
m i ss ion.  Al so, the q uestiorh1 1Ki - ans\\'er period could 
nor be I'Cr\' i n teracri1 e because of the m:my s ites 
im ohn1 . The experiment ended after one semester 
and wi l l  not be repeated . 

Lesson 2: There was often a mismatch between the 

expectations of the earth scientists and those of the 

computer scientists. 

The compute r  scientists on the Sequoia 2000 team 
\\'anted �Kcess to knml' !cdgca b le  appl ication specia l i sts 
who could describe the ir  problems in terms u nder
sDmb ble  to the compu te r scientist.  The computer  
scie ntists then 11'<1nted to th ink  through ekg:1nt sol u 
t ions,  1 cri r\· ll'i th  the earth scientists that the so lu tions 
" er e  ;1 ppmpriate, and then protol\'pe the res u l ts .  The 
earth scientists 1\'Jntecl ri n a l  COTS sol u tions to their  
problems;  rhey were u nsympathetic about poor d oc u 
mentJtion, bugs,  a n d  crashes. 

With considerable dh)l't ,  the expect<1 tions arc con
lngi ng.  The ultimate sol u tion is tO mo,·e to COTS 

SOft\l'ai'C mod u l es JS the\' become a1·aiJable rc>r pOr
t iOnS of the S\'Ste m and �w gment the mod u les 1\' i th 
i n -house prorol\'pe code .  

vVc h�li'C r(nmd that  the best way to make t(>rward 
progress was to ensu re rhat och earrh science group 
usi n g  Sequoia 2 000 protol\'[K code had one or more 
sop histicated staff pmgrammers who could deal  
successfu l !  I '  "· ith t he q u i rks oF protol\'pc cock .  With 
computer scien ce expertise su rrou nding the e a rt h  sc i 

c n rists, the problems i n  rhis  area became much more 
ma n<lgc a b l c .  We a lso d iscovered that we cou ld  distrib
u te such expertise.  ln  ta ct, support progr:1 m m e rs for 
Scq u oi�1 2000 c l ients arc ottcn nor at the same plwsical 
locui on �1s rhe clie m. 

Lesson 3: Interdisciplinary research is fundamentally 

difficult. 

One lengthy discussion on the construction of a 
Sequoia 2000 benchmark ei'CI)tua l ly Jed to the d iscus
sion presented in the 1 993 AC :M SIGMOD con te rence 
p�lper c mit led "The Seq u oia 2000 Renchrnark," 
"·h ich "·c rckrred to ptTI· iousk - The computer sci 
e nce researchers were Jrgu ing strongly for a represe n 
tative abstr;Kt example  of earth science data :1ccess, 
i . e . ,  the "spcc mark of earth science . "  On the orher 
hand , the earth scientists \\'Cre egual lv achrnant that 
the benchmJrk com·e,· the CX<lCt dat a  accesses. 



final ly, the computer scienti sts and the earth sc ien
tists r-cJ i i zcd then the word "bcnchmJrk" has a difkrem 
meaning t()r cJch of the two groups of researchers. To 
cJrth sc ientists, a benchmark is a scenario, \\·hcreas to 
com puter scientists, a benchmark is an abstract exam
ple. This \ ' ignctte was typ ical of the experience these 
two discipl ines had trying to understa nd one Jnother. 
Fu ndamenta l ly, this process is t ime-consuming, �md 
ample inrerJction time shou ld be planned tc.>r Jny proj
ect that must dcJI with mu ltiple disciplines. 

The ScquoiJ 2000 project participants made dkc
tivc usc of "converters . "  A converter is a person of one 
discipline \\ 'ho is planted directly in  the research group 
of :mother di scip l i ne .  Through in torrn�1 1  commu nica
tion, this person serves J S  an interpreter and translator 
fi:>r the other d iscipl ine .  Corwerters arc encou raged lw 
the existence of a ti:>rmal exchange progr: un ,  whcreb\· 
ccntL11 Seq uoia 2000 resources pa\' the l i\ · ing opcnses 
of the exchange personnel .  

Lesson 4: Da tabase technology is a major advance for 

earth scientists. 

Our in i tia l  plan was to introduce database technology 
i nto the project with the expectation that the earth sci
entists \\'Ould pick i r  up and use it .  Unfortunate ly, they 
:1rc accustomed to dat:1 being in ti les and t-()lmd i t  vcrv 
difticult  to make the transition to a database vic\\·. The 
earth scient ists arc becoming increas ing!\· aware of 
the inherent ad\'Jntages of DBMS technolot,'\'. 

In ad d i tion , we <1 ppoi nred the earth scientist with 
rhc most compu ter science knowledge as l eader of the 
cl ::�rabasc design effort .  This person chaired a commit
tee of m:1inly computer scientists who were charged 
with prod ucing a schema . 

This technique ta i led for several reasons. Firsr, the 
computer sc ientists disagreed about whether we were 
design ing an in terchange format, by which si tes could 
reliably exchange data sets ( i .e . ,  an on-the-wi re repre
sen tation ) ,  or a schema for stored dar�1 Jt a s i te .  J\!l ost 
earth science standards, such as the Hierarch ic::� !  Data 
forn1at ( H D F )  : 111d the network Common DatJ Form 
( nctCDF) ,  arc of the first torm, and there \\ aS su bstan
tial cnt l l llsiasm tor s imply c hoosing one of these ti:Jr
mats. '�· ' '' On the other hand, some computer scientists 
argued that an on-the-wire representation mixes the 
cl ara ( e .g . ,  a sate l l i te image )  and the metad ata that 
describe i t  ( e .g . ,  the ti·equency of the sensor, the date 
of the data col l ection , and the name of the satel l i te)  
imo a s ingle,  h ighly encoded bit string. A better design 
would separate the two kinds of data and construct 
a good stored schema tor it. 

A second prob l em was that numerous lcgacv 
ti:xrnats arc current lv in usc, and some earth scientists 
did not \\·ant to change the formats rhcv were us ing.  
This led to rn :� m· argu ments about the merits of one 
kgacy ti:mnat cl\'er another, which in turn ca used the 

opposing sides to conc l ude  thJt both tormats under 
d iscussion should be su pported in addition to a neu 
tral representation . 

A third problem was that earth science data arc fu n
damenta l l y  qu ite complex .  For example ,  earth scien
tists store geographic poi nts, \\'hich arc 3-D positions 
on the  earth's surbcc.  There arc approximate ly 20  
popular  projections of  3 - D  space onto 2 - D space , 
incl ud i ng ( l at itude, longitude ) ,  Mercator projecti on,  
and Lam bert Eq ual Azimuthal  projection. With every 
instance of a geographic point, it  i s  necessary to associ
ate the projection system that is bei ng used. Another 
data p roblem is rel ated to un its. Some geographic data 

are represented as integers, with miles as the fu nd a
mental unit ;  other d :1ta arc represented as floati ng
point numbers, \\'ith meters as the underlv ing un it .  
In addition, sate l l i te imagerv must be massaged in 
a \'ariet\' of \V<l\'S tO "cook" it rr·orn raw data into 
a usable torm . Cook ing includes con\·ert ing imagen· 
tl-om a one-d imensional stream of data recorded in  
sate l l i te tl ight order into a 2-D representation .  Many 
detai ls of this cooking process must be recorded for a l l  
imagery. Th i s  dramatical ly expands the  mctadata 
about imagery as wel l  :ts t( >rccs the earth scientist to 
write down al l  the cx trJ data c lements. 

Schema design tur ned out to be l aborious and ven' 
d i ffi cult .  The earth scientists did not ha\'C a good 
und erstand ing of database design and thus were not 
prepared to take on the otrc mc complex it\' of the 
task .  As a resu l t ,  \\'C ILl\'e reconstructed our database 
design effort. Now, rwo compute r  scientists arc 
responsi ble tor prod uc ing a schema. Thev interact 
with the earth scientists when such action helps to 
accompl ish the task .  

Lesson 5: Project management is a substantial problem. 

Sequoia 2000 is a large project. About 1 1 0 people 
attended the last genera l  meeting. The attendees 
included approximatclv 30 computer scientists, 40 
earth scienrjsrs, and 40 visitors ti·om ind ustry. Mu l tiple 
efforts on mult iple campuses must "p lug and plav. " 
Svncbronizing di stri buted de\·e lopment is an extreme 
chal lenge . Furt hermore, the ski l l  of project manage
ment is not fostered in  a un i\-crsirv environ ment, nor 
i s  it rewarded in a un iversity bw l ty e\·a luation .  

The pr inci pal i rwcsrigators viewed the t ime spent 
on project management as rime that cou ld be better 
invested i n  rcsc;�rch activi ties. An obvious sol u t ion 
wou ld be tor the Seq uoia 2000 project to hire a pro
fessiona l  project manager. Unfortunately, it is impos
sible to pay a nonbcu lty person the market rates 
norma l ly  received by such ski l led persons. One strat
egv we attempted to use was to solicit a \' isitor with 
the desi red s k i l l  mix t-1-om one of our industria l  spon
sors. Our efforts in  this d irection biled, and we \\ ere 
never able to recruit project management expertise tor 
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the Seq uoi ;1 2000 eftorr .  As ;1 res u l t, project man;lge
menr WJS pcrt(mned poorlv at  best. I n  Jny t'u r u rc large 
project, th is component should be �1dd resscd sJtisbc
rori ly up fi·ont bv project personne l . 

Lesson 6: Multicampus projects are extremely difficult 

to implement. 

Sequoia  2000 '' ork is ra king place in seve n d i fk rc n t  
orgJ n iz:ttions wi th in  the U n i 1·crsitv o f CJ i i t(nnia cd u 
cat ionJI  S\'Stcm. There i s  a constJnt need to trJnsfer 
monel' and people among these org:1ni zarions. Accom
plish i n g  such molTS is  :1 d i ftic u l t  and s lm1· process, 
hm,·e, er, because of the bu rc1 u c rac1· ll'i th in  rhe S\'S
rern .  In Jddition,  rhe personnel  ru les of the U n i ,·ersitv 
are often in co nflicr  with the needs of the Seq uoi;1 
2000 project. As a resul  r, m u l ti - i  nsti w tion projects,  
where parti c i pants a rc i n  d i fkrcnr and often d i stant  
locations, :1re ntrernelv  d i fficu l t  to earn· our .  

Status and Future Plans 

The Sequoia 2000 project i s  more rh:1n rhrce vcars o ld 
a n d  h:1s nearlv accompl ished i rs objectives. We luve 
a common schema i n  p lace t()r <1 1 1  Santa B;1rb;1 1·:1 and 
UCLA data, ;md :1J I  p:1rri c i J1ants h;11-e agreed to usc the 
schem:t . This schem:t scn·cs as le1 ·erage t( lr the st:m 
dards c ft(>rrs u nder 1\'J\' i n  r h c  spatial at-c n:1 . 1" The 
i n tl·asrr u c r u rc is in p l ace ro e n a b l e  this sc hcm;1 to 
evolvc JS more data tvpes, uscr- d c ti n ed functions, ;1lld 
operators an: i n c l u ded in the fu rurc .  

The combi nation of Objecr- K.noll' ledge ,  ll l u stLl, 
Epoc h, and AMASS i s  prm ing robust and meers o u r  
c l ients' needs.  Lastk, ,,.c IDI'C ample resources ro 
move our prototvpe into prod uction use at U C LA and 
Santa B:1rlx1r;1 d ur i n g  rhc next SCI'cral mont h s .  

We arc ::1 l so extending t h e  scope of t h e  prorotvpe i n  
t\\'O d i fk rcnr d i recti ons.  f i rst, 11·c ll'i ] l rec r u i t  Jdd i 
r ional  ea r r h  scientists t o  ut i l i  1. e  our s1·srem .  T h i s  ll' i I I  
req uire exte n d i n g  our common sche ma t o  m e e t  the ir  
needs and then i n st::1 l l ing our suite ofsoft11'<1rc <lt rhci r  
sire.  vVe expect ro recr u i t  t\\'O r o  three new groups 
dur ing the next  vear. 

Second ,  a compan ion project, the E lec tron ic 
Rcposi rorv, has as one of i ts objccti 1·es to usc rhc 
Sequoi;1 2000 rec hnol og1· to support an cn, · iro n m c n 
t a l  d igi r:t l l i brarv of acri�1l photograplw, poi l'gon;1 1  
data, and te xt tc1 r  t h e  Resources AgencY o f  t h e  Sr;ne o f  
Cal i t(ml i :l 2 1  This electronic  l i b rary proj ect i s  exte n d 
i n g  t h e  rc1ch or' Sequoia 2000 rcclmol ogv ti·om e:�rrh 
scien tists tmi·Jrd a bro::1der comtmtnitl'. 

Our rese:1rch acti1 · ities �1rc also ven' acti 1c .  As noted 
earl ier, 11·c a rc conti n u i n g  our 1·i s u J i i zarion :�cr i , · i r ies 
and antic ip;He an i m p roved Tioga svsrc m .  ·rhe 
Seq uoia 2000 c l ients have made i t  c lear  thJt  rhcv wanr 
seam less ;Kccss to d i stri b u ted chta, and 1\'C h;11·e 
e1·oh-cd POSTG RES to a 11 idc-;1 t'C<1 d istributed D BJ\!lS 
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th:�t makes decisions based on an economic  p:u·�1 d i g m .  
T h i s  system is c a l l e d  Nla riposa .22 I n  our COTS svste m ,  
a b:1d i m pedance mismatch e x i sts between t h e  D BMS 
;md the rerriarv memorv ti k S\'Stc ms.  vVe h :ll'c there -. . 
t(Jrc s h i fted our  rcsu rch t(Kus to constructi ng a n  

i mc l l igcm mass storage i n te r bce that propcrlv s u p 
ports ;1 D BMS . 

h n ;1 1 h', rhc Sequoi ;1 2 000 network currc n rlv sup
ports service guarantees, b u t  there is  no economic 
h·a mc\1 ork in  11· h ich ro pbcc m u l tip le ICI ·c ls  ofsen· ice . 
As a resu l t ,  our net\I'Orking research is focused on con
struction of this tl'pe of ti·;m1ell'ork. 

We ant ic ipate a robust prod uction em·ironmcllt: tor 
earth sci ence resea rc hers l)\' rhc end of 1 99 5 .  I n  add i 
t ion,  we expect t o  conti n u e  to improve the Sequoia  
2 000 etll'i ron m e n  t with ti.t tL t  rc  research rcs u l  ts  i n  the 
:tbm·c ;1 rc1s. 
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The Sequoia 2000 
Electronic Repository 

A major effort in the Seq uoia 2000 project was to 

bui ld a very large database of earth science infor

mation. Without provid i ng the means for scien

tists to efficiently and effectively l ocate req u i red 

i nformation and to browse its contents, how

ever, this vast database would ra pid ly become 

u n manageable and eventua l ly  unusable.  The 

Sequoia 2000 Electronic  Repository addresses 

these problems through i ndexing and retrieval 

software that is i ncorporated i nto the POSTGRES 

database ma nagement system .  The E l ectronic  

Repository effort i nvolved the des ign of  proba

bi l istic i ndexing and retrieval for text documents 

in POSTGRES, and the development of a lgo

rithms for automatic georeferencing of text 

documents and seg mentation of fu l l  texts 

i nto topica l ly coherent seg ments for i m p roved 

retrieva l .  Va rious g raph ical interfaces support 

these retrieval features. 

Dig;i r:1l Tcch 1 1 ical JounlJ I  Vol .  7 :--:o . .'\ l <)9:; 

I 
Ray R. Larson 
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AJl ison G. Woodruff 
Marti A.  Hearst 

G l obal  ch ange researchers , 11' 110 stud \' phenomena that 
i ndudc the Green house Efrect, ozone d cpJct ion , 

globa l cl i mate model i ng,  and ocean dynam i cs, have 

tound serious problems in a ttem pt i ng to usc curren t 
i n t(mn:nion svstems to m:lllage and manipu bte the 
d i 1 ersc i n t()rmation sou rces crucial  to their researc h .1 

These inti:m11ation sou rces i nc lude remote sensi ng dat:l 
and i mages from sate l l i tes :1 1 1d  a i rcraft, databases of 
measurements ( e .g . ,  temperatu re, wind speed ,  s a l i n i ty, 
and sno11 ' depth ) ti·om spccitic geographic Joc :�tions , 

com pin \'ector in formation such as topograph ic maps, 
and \ :1 rgc: a mou n ts of tnt ti·om a l'ar iet\' of sources. 
These tntual docu me nts r:l llge ti·om em i ron mental 
i m p:1cr reports on 1·arious regions to journal  art i c l es 
and tech n ical  reports docu men ting research results. 

The Seq uo ia 2000 project brought toget her com 
purer  a n d  in formation sciemists ti·om the U n ivers i ty 
of C: il i ti:) rn ia ( U C ) ,  Dig i t:\ I Eq u i p ment  Corporat ion , 

:\lld the San D iego S u percom pu ter C:cmcr ( S DS C ) ,  
:md globJ I  change rcse:� rchers ti·om C C  cam puses to 
dc, ·e \op pr:Ktica l so l u ti ons to some of these prob l ems . � 
One goal of this  co l l abor:n ion was the d nT i opmcnt  of 
a l arge -sca le ( i . e . ,  m u l r i te rabyte ) storJge svstem that 
wou ld be :1 1 ·a i lable to rhe researchers Ol'cr h igh -speed 
nct11 01"k l i n ks .  In ad d i t ion ro storing mass i1·e :�mounrs 
of d ,na i n  this  S\'Ste m ,  global  change resc::� rch ers 
needed to be able to sh:�rc i rs con te nts , ro search for 

spcc i ti c  kno\\ 'n i tems i n  i t ,  :md to retri e1·e rc lcnm 
u n known i tems based on various cri teri a .  This shari ng, 
searc h i ng , a n d  retrievi ng h :1d to be done efficient ly 
:� nd c tkcti l·elv, even ll'hc n the scale of the d,1t�1b:�se 

reached the m u l titc r:l bvte r::�nge.  
The go�1l of the Electronic Reposi tor\' portion of 

the Sequo ia 2000 project \\'as to design ::�nd n ·:l i u < He 
methods to meet these needs tor sh ari ng, search i ng, 
a nd retriev i ng dat:tb:�se objects ( primari ly te xt  doc u 
m c !l tS ) .  The Sequ oi:� 2000 Electronic Repos i torl' 

is the precursor of St"I'C L1 1 ongoin g  proj ects ::lt 
the U n i1 ·crs i t\ ' of Ca l i rc>rn ia , Bcrkeb', that Jddress 

the dc1 e lopmcnt of d i gir;1\ li hrar ics .  
For repos i tory obj ects ro he cffecti1 ·e\y sh:�rcd and 

retrieved, thev m ust be i ndned by content. User inter

bees must �1 \ l ow researchers to both search f<)r i rcms 
b:�sed 011 specif·ic char::�creristi cs ::�nd browse the repos
iton· ri:n d es i red i n formation . This  pape r summari zes 



the research conducrcd in these <l rcas by the Sequoia 
2000 project p:�rt ic ipants. [ n  particular, the paper 
descri bes the L:�sscn text  indexing and retri eval meth
ods developed tt>r the POSTG RES database syste m,  
the  GI PSY S\'Stcm f(>r automatic i ndex ing of texts 
using geographic coord inates based on locations men
tioned in  the tnt, :1nd the TextTi l ing method f(>r 
improving access to fu l l -text documents. 

I ndexing and Retrieval in the Electronic Repository 

The prim an· engine f(>r information storage and 
retrieval i n  the Sequoia 2000 Electron i c  Reposi tory 
is the POSTG IU:S ncxt-generarion darabase man
age ment system ( D B M S ) . '  POSTG RES i s  the core of 
rhe DBMS-ccntric Sequoia 2000 system design. All 
rhe data used i n  the projecr was stored in POSTGRES, 
i nc lud ing com plex mul r idi mensional arravs of data, 
paria l  objecrs such as raster and vector maps, sare l l i te 

images, and sers of measuremenrs, as wel l  as a ll the 
fu l l - rext  document s  avai lable .  The POSTG RES DBMS 
supports user-defined abstracr data types, user-defined 
ti.mcrions, a ru les system,  and man�' katu res of object
oriented DB MSs, inc lud ing inheritance and methods, 
through funcrions in both the q uerv l <lnguage, ca l l ed 
l'OSTQUEL, and conventional programming lan
guages. The POSTQ UEL query l angu:�ge provides a l l  
the  features t(lUnd i n  re lational query languages l i ke  
SQL and al so su pports the nonrelational features of 
POSTGRES . Th ese katu res give POSTG RES the abi l 
i n· to support a(k1nccd informarion retrieval methods. 

We used these katurcs of POSTG RES to dn·cJop 
protOt\'pe \'Crsions of advanced index ing and retrin·al 
tech n i q ues t(Jr  the Electronic Reposirorv. We chose 
this approach rather than adopt ing a separate retrieval 
svstcm f(Jr ti.t l l - tcxt  i ndex ing and retrieval for the fol 
l owing rea�ons: 

l .  Text elemems :�rc pervasive in  rhc chrabase, rangi ng 
in size trom short descriptions or comments on 
other datJ i tems to the complete tex t  of large docu 
ments, such a s  environmental impact reports. 

2 .  Te xt e lemcms arc often associated with other data 
items ( e .g . ,  maps, remote sensing measurements, 
and aeri a l  ph otogra phs) ,  and the svste m must su p 
port comp lex  queries i twoh· ing mu l tip le  data types 
and functions on data .  

3 .  1\llany text-only sysren1s l ack  support tOr concurrcnr 
access, cr�1sh recovery, data in tegrity, :�nd secu rity of 
the database , which arc katures of the DBMS.  

4 .  Unl i ke man\' te xt rctrie,·al systems, DBMSs permit  
.1d hoc q u e rving of anv e l ement of the database, 
whether or not a predefined i ndex e xists for that 
e lement.  

Morec)\'er, rhcrc :tre a number  of in teresting 
research issues i l l \·oh::d in the i ntegration of methods 

of text retricv:�l dcri,·ed fl·om in t(mnation retrieval 
research with the access methods and fac i l i ties of 
a DBMS. l n f(m1lation retrieval has deal t primari ly  
with imprecise queries and resu l ts rhat  req uire human 
i nterpretation to determine success or ra i lure  based on 
some specified notion of re le\'ancc . Darabase svstcms 
have dealt wirh precise queries and exact matching of 
the q uery spec i fication. Proposa ls  ex isr to add proba
bi l ist ic weights to tuples i n  relations and to extend 
the relationa l model and query language to deal wirh 
the characteristics of text databases.<.; Our approach to 
designing this proron·pe was ro usc rhc teatures of the 
POSTGRES D B MS to add i n fonmtion retrieval meth
ods to the ex ist ing fu nction:� l i ty of  the DBMS.  This 
section descri bes the p rocesses used in the prototype 
version of the Lassen indexing and retrieval system and 
also d iscusses some of rl1e ongoing development work 
directed toward generaliz ing the inc l usion of advanced 
information retrieval methods in the DBL\11$ 6 

Indexing 

The Lassen index ing method operates as a daemon 
invoked whenever a new text  item is appended to rhc 
database . Se,·era l POSTGRES database relations ( i . e . ,  
c l asses, in  POSTG RES termi nology ) p rovide support 
for the index ing and retrieval processes. Figu re l 
shows these c l asses and their  l ogica l  l i nkages. These 
c lasses are in tended to be treated as system- level 
c lasses, which arc usual ly not seen by users. 

The wn_index class contains the complete Word Net 
dictionary and thesaurus -' It prO\· idcs the normal izing 
basis for terms used i n  i ndex ing te:-:t  e l ements of the 
database. That is, al l terms extracted !Tom data elements 
in the database arc converted to the word form used in 
th is  c lass. The l'OSTQU EL statement defin ing the 
c l ass is 

create wn_index 

termid = int 4 ,  
word = text , 

pos = char, 

I* unique term ID *I 

I* the term or phrase * I  

I *  WordNet part o f  speech 

infonnation * I  

sense_cnt = int 2 ,  I *  number o f  senses o f  word * I  

ptruse_cnt = int 2 ,  I *  types and locations o f  * I  

offset_cnt = int 2 ,  I *  related terms i n  WordNe t * l  

ptruse int2 ( ]  , I *  database are stored in * I  

o f f set = int4 [ ] ) I* these arrays 

All other re feren ces to terms in the index ing process 
are actua l l y  rekrences to the un ique  term identifiers 
( term id ) assigned ro words in rhis cl ass . The wn_i ndcx 
dictionary contains ind ividua l  words and common 
ph rases, a lthough in the protorvpe im plementation, 
onlv s ingle words are used tor i ndex ing pu rposes. The 
otber parts of the record i nc lude WordNet database 
i n formation such as the part of speech (pus) and an 
array of poi mcrs to the d ifkre tJt senses of the word . 

The kw_tcrm_doc_rel cl ass prov ides a l i nkage 
benveen a part i cu la r  tex t  item in any cl ass or tcxr 
large object (we wi l l  refer to either as documents) and 
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WN_I N D E X  

KW_SOURCES 

KW_IND EX_FLAGS 

Figure 1 
The Lassen POSTGRES Classes t()r Indexing ,md Their Li n kages 

a particu!Jr term from the wn_i ndex c lass .  The 
POSTQ U EL definition ohhis cl ass is  

create kw_term_doc_rel ( 

termid = int 4 ,  I *  WordNet termid number * I  
synset = int4 , 

docid = int 4 ,  

I *  WordNet sense number * I  
I *  document I D  * I  

termfreq = int 4 )  I *  term f requency within 

the document * I  

The raw fi-eq uencv of occurrence of the term 
in  the doc u me n t  ( lermji·eq) i s  inc luded in  the 
k.\1·_tenn_doc_rel tu ple . This information is  used in 
the retrieval process for ca lcu lat ing the proba b i l i ty of 
relevance for each doc u ment that contains the ter m .  
The k w  doc i ndex cl ass stores i n formation on i nd i 
,·id ual  documents i n  the database . This information 
i n cl udes a u ni q u e  documem identi fier ( docid ) ,  the 
location ofthe document ( the class,  the attri bute,  and 
the tup le  i n  which i t  is contained ) ,  and whether i t  is 
a s imple attribute or a l arge object (with e ffectivel y  
u n l imited size ) .  The kw_doc_i ndex c l ass a lso mai n 
tai ns additional statistical i n formation, s u c h  a s  the 
n u m ber of unique terms found i n  the doc u ment .  The 
POSTQ U E L  d e fi nit ion is  as tol lo11 s :  

create kw_doc_index ( 

docid = int 4 ,  

reloid = oid, 

attroid oid, 

attrnum int 2 ,  

tupleid oid, 

I* document ID * I  
I *  oid o f  relat ion 

containing it * I  
I *  attribute definition of 

attr containing it * I  
I *  attribute number o f  attr 

containing i t  * I  
I *  tuple oid o f  tuple 

containing it * I  
sourcetype = int 4 ,  I *  type o f  object - - attribute 

or large obj ect * I  
doc_len = int4 , 

doc_ulen = int 4 )  

Digital Technica l  Journal 

I *  document length in words * I  
I *  number o f  unique words in 

document *I 

Vol .  7 No. 3 1 99 5  

The kw_sou rces class contains i n formation about 
the c l asses and attri butes ind exed at the c l ass l n·e l ,  as 
,,·e l l  as statistics such as the n u mber of items indexed 
from any given class.  The fol lowing POSTQU E L  

state ment d e fi nes th is  c lass: 

create kw_sources 

relname = char l 6 ,  

relaid = oid, 

attrname = char l 6 ,  

attroid oid, 

attrnum int2 , 

I *  name of indexed 

relation * I  
I *  oid o f  indexed 

relation * I  
I *  name o f  indexed 

attribute * I  
I *  obj ect ID o f  indexed 

attribute * I  
I *  number o f  indexed 

attribute * I  
attrtype = int 4 ,  I *  attribute type - - large 

object or otherwise * I  
num_indexed = int4 , I *  number of items 

indexed * I  
last t id = oid, I *  oid and t ime for last * I  
last time abstime, I *  tuple added * I  
tot_terms = int 4 ,  

tot_uterms = int 4 ,  

inc lude_pat 

exc lude_pat 

text , 

text ) 

I *  total terms f rom a l l  

items *I 
I* total unique terms from 

a l l  items * I  
I *  simple patterns t o  * I  
I *  match for indexable 

I *  items * I  

T h e  other classes shown i n  Figure l relate to the 
indexing and retrieval processes. The Lassen prototvpe 
uses the POSTGRES ru l es svstem to perform such 
tasks as stori ng the e lements of the b ib l iographic 
records in an appropriate normali zed form and to trig
ger the indexing daemon . 

Defi n i n g  an attri bute i n  the  d a tabase as indexable 
tor i n formation r etrie1·al pu rposes ( i . e . ,  bv appe n d i ng 
a new tu p l e  to the kw_sources defi n i tion ) creates a rule 
that appends the class name and attri bute name to the 



kw_index_tlags class whe never a new tuple is appended 
to the class. Another rule then starts the indexing 
process for the newly appended data . Figure 2 shows 
this trigger process. 

The indexing process ex tracts each unique keyword 
from the indexed attributes of the database and stores 
it along with poin ters to i ts source document and its 
frequency of occurrence in  kw_term_doc_rel .  This 
process is shown in Figure 3. The i ndexing daemon 
and the ru les system maintain other global frequency 
i nformation . For example, the overal l freque ncy of 
occurrence of terms in the database and the total num
ber of indexed i tems are maintained for retrieval pro
cessing. The indexing daemon attempts to perform 
any outstanding indexing tasks before it shuts down.  It 
also updates the kw _doc_index tuple for a given index
able class and attribute with a time stamp for the last 
item indexed (last_tid and last_time). This permits 
ongoing incremental indexing without havi ng to 
reindex older tuples. 

Retrieval 

The prototype version of Lassen provides ranked 
retrieval of the documents indexed by the i ndexing 
daemon using a probabilistic retrieval algorithm. This 
algorithm estimates the probabi lity of relevance for 
each docu ment based on statistical information on 
term usage in a user's natural language query and in  
the database. The algorithm used in the prototype is  
based on the staged logistic regression method.8 

A POSTGRES user-defined function invokes ranked 
retrieval processing. That is, fi-om a user's perspective, 
ranked retrieval is performed by a simple fu nction 
call (k\vsea rch )  in a POSTQ UEL query language 

DO NOTHING 

Fig ure 2 

RULE STARTS 
FUNCTION 
DAEMON_ TRIGGER 

The Lassen Indexing Trigger Process 

statement. Information from the classes created and 
maintained by the indexing daemon are used to esti
mate the probability of relevance for each indexed doc
ument. ( Note that the ful l  power of the POSTQUEL 
query language can also be used to perform conven
tional Boolean retrieval using the c lasses created by the 
indexing process and to combine the results of ranked 
retrieval with other search criteria . )  Figure 4 shows the 
process involved in the probabilistic ranked retrieval 
from the repository database. 

The actual query to the Lassen ranked retrieval 
process consists simply of a natural language statement 
of the searcher's interests. The query goes through the 

Figure 3 
The Lassen Ind exing Daemon Process 
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R ETRIEVE USING 
KWSEARCH 
FUNCTION CALL 

NORMALIZE WO RD 
FORM USING WORDNET 
MORPHING AND GET 
TERMID 

CALCULATE PROBABILITY 
OF R E LEVANCE USING 
STAG E D  LOGISTIC 
REGR ESSION FOR M U LA 

APPEND ENTRIES TO 
KW RETRIEVAL AND 
KW=O U E R Y  

F igure 4 
The Lassen Rctrie,·a\ Process 

same processi ng steps as docum ems in the i n dexi ng 
process. The i nd iv id ual  words o f the query are 
extracred :1 11d located in the wn_i ndn d ictionary 
( after re moving common words or "stopll'ords " ) .  The 
tcrmids  �or matching words ti·om wn_ i ndn a rc the n  
u sed to retrieve all the tuples in  kw_tcrm_d oc_rd that 
contain the te rm.  For each u n ique docu ment identifier 
in this  l ist ofru p les, the march i n g  k11 _doc_i ndn tuple 
i s  rctrinTd . \Vith the �i·eq ue nc�· int(mll ation conta ined 
in kw_term_d oc_re l  and kll'_doc_i ndn, the estim ated 
probabi l i tY of relevance is  calcul ated fo r e:�ch docu 
ment that con tains at l east one term i n  common ll'i th 
the q u er y. The form u lae used in the calcul at ion arc 
based on experi ments with fu l l -text retrieval -" The 
basic e q uation for the probab i l istic mod e l  use d  i n  
Lassen states the fol lowing: The probabi l ity o f  the 
event that a document is relevant R. gin:n that  there 
is a set of N "c lues" associated with that docu ment, A1 
for i = l ,  2, . . .  , 1\', i s  

log O ( R I A , ,  . . .  , A , )  = log O ( R)  + 2 ) 1og O ( R I A,) 

Digit�! Techn ic�! Journa l  

1 =  I 
- log O ( R ) ] ,  ( l )  
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where for :.m y cvcms 1:· and E: the odds 0( /:.' I /;' ' )  i s  
P(E i h"')/Pr f l l;'' ) ,  i . e . ,  a s i mple trans�ormation of the 
probabi l i ties.  Because th ere is not enough information 
to compute the cxJct probabi l ity of rele\·ance �-o r Jtw 
user Jnd any document,  Jn esti mation is derived based 
on logi stic regression o f J  set of clues ( usual !\' terms or 
\\'Ord s )  contained in some sa mple of que ries and t h e  
docu me n ts p re\ iou slv judged t o  b e  relevant to those 
q u eries. for J set of .l! terms that  occ u r  in  both a q u cn· 
and a g;i\·cn doc u m ent,  the regression equ ation is  of 
the t(m11 

.I/ 

log O ( R I A , ,  . . .  , A ,1 )  = c0 + c, · )\M) LX111 , + · · · 

.1/ I 

+ c,. · j\JI-1) LXmA· + cA'_, M + CJ;.,2MZ, ( 2 ) 

ll'h ere there arc /( retrieval variables X111 . K  used to 
characterize each term or c l u e ,  and the c1 coeH!c ients 
are constant  tor a gi\·en tra in ing set of qu eries and 
docu men ts .  The coefticienrs used i n  the prototYpe 
\\'ere d eri\·ed from anah·sis of  fu l l - text d oc uments 



;md quer i es (wi rh re levance j udgments )  from the 
TlPSTER intcmn:nion retrieval test col lection -" The 
deri, ·ation of rhis  fc>rm ula  is given i n  " Proba bil istic 
Re trie' a l  Rased on Staged Logi stic Regression . "' The 
fu l l  ren·i n·al cquJtion used f(x the prororl'pe ,·ersion of 
retrie,·al descri bed in  this section i s 

where 

log O ( N I A1 ,  . . .  , A 1 1) """ - 3 . S l 

I · " · " 

+ \ . lJ + d 374 :Lx,11 + 0 .330 :Lx., , 
I I 
If 

- 0 . 1 9 37 :Lx"' ,] + o.0929M, ( 3 ) 
I 

X111 1 is the qu otiem of the nu mber of ti mes the m th 

term occurs in the q u erv and the sum of the rot:d 

number of tenns in the querv plus  35 ;  
X1112 is  t h e  logarithm of t h e  q u oti e n t  a rri ved a t  bv 

d iv i d i n g  the n u m ber  of times the m th term occ u rs in 
the document by the s u m  of the tot;ll number of te nns 
i n  the document plus 80; 

x/J/.3 i s  the logari thm of the q uot ie ll t arrived at by 
divid i ng the n u m ber of times the 1 11th te rm occu rs in  
the d atabJsc ( i .e . ,  i n  all documents) by the total n u m 
ber o f  terms in  the col lection;  

. ll is the n u m ber of terms held i n  com mon bv the  
q uerv and the doc u m e nt.  

Note that the . 'v/ 2  term cal l ed f(>r i n  Eq uati on 2 was 
not fou n d  to prol' ide any s ignificmt d i fkrence i n  the 
resu l ts and w:1s omitted from Eq u at i on 3. The con 
stants 35 and 80, wh i ch were used in X111 1 and X11,_2 ,  
are :1rbitrarv b u t  appear to offe r t h e  best resu lts 11·hen 
set to the a\·erage size of a q uen· and the <1\'erage size 
of a docu ment for the part i cu l ar database. The 
seq uence of operations pe rformed to ca lcu l ate the 
pro babi l i ty of re levance is shown in F i gu re 5. N ote 
that i n  the figure,  k l ,  . . . , 1<5 represe nt  the consta n ts 
of Equation 3 .  

T h e  proba b i l i t\' of rele\'ance is c ::� l c u lated for e:1ch 
doc u ment ( by com·ening the l ogarith m ic odds to a 
probabi l ity)  and is stored along \\ ' ith a u n iq ue q u erv 
identifier, the d ocumem idenriticr, :md some location 
i n formation i n  the kw_retrieval c lass.  The qu ery itse l f  

CALCULATE NUMBER OF 
TERMS IN COMMON 
BETWEEN QUERY AND 
DOCUMENT M 

FOR EACH DOCUMENT 
CONTAIN ING ANY TERM 
IN THE QUERY 

Figure 5 

SUM FREQUENCY OF 
TERM IN QUERY DIV IDED 
BY ALL TERM 
OCCURENCES PLUS A 
CONSTANT 

2-Xm. l 

CALCULATE LOGARITHM 
OF SUM OF NUMBER OF 
TIMES TERM OCCURS IN  
DOCUMENT DIV IDED BY 
TOTAL TERMS IN DOCUMENT 
PLUS A CONSTANT 

LXm.2 

CALCULATE LOGARITHM 
OF SUM OF NUMBER OF 
TIMES TERM OCCURS IN 
DATABASE D IV IDED BY 
TOTAL TERM OCCURENCES 
IN DATABASE 

�Xm.3 

YES 

CALCULATE DOCUMENT 
PROBAB IL ITY OF RELEVANCE 
P(R) = 1 I 1 + e "(- LOG O(R)) 

CALCULATE DOCUMENT LOG 
ODDS OF RELEVANCE 
LOG O(R) = k1 + (S  · [k2 • :LXm.l 

+ k3 · :<Xm.2 + k4 :LXm.3D 
+ kS · M 

The CJlcu lcuion t( >r the Staged Logist ic  Regressi o n  ProbJhi l i stic Ranking Process 
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and its u ni q u e  ident i tier are stored i n  the k\\'_q uerv 
cl ass . To see the resu l ts of the retrieval operation ,  the 
querv idenri tier is used to 1 ·errieve the approp ri,ue 
kw_retrieval tuples, r:mked i n  order according to the 
estimated proba bi litY of reln·ance .  The k11 _rerrie1·a l 
and kl1 _qu en· classes ha1 e the tollo11·i ng POSTQ U E L  

deti ni tions: 

create kw_query 

query_id = int 4 ,  

query_user char l 6 ,  

query_text = text ) 

create kw_ret rieval 

query_id = int4 , 

doc_id = int4 , 

rel_oid = oid, 

attr_oid = oid, 

att r_num = int 2 ,  

tuple_id = o i d ,  

/ *  ID number * /  
/ *  POSTGRES user name * /  
/ *  the actual query * /  

! *  l i nk to the query * /  
/ *  document I D  number * /  
/ *  location o f  doc * /  

doc_len = int4 , / *  s i z e  of document * /  
doc_ma tch_terms = int4 , / *  number o f  query terms 

in the document * /  
doc_prob_rel = float S ) / *  est imated probabil ity 

of rel evance * /  

The a lgorit h m  used tor ran ked retrin·al i n  the 
Lassen prototvpe was rested <lgai nsr a number of other 
SI'Stems and al gori thms as p<lrt of riJe TREC competi 
tion and prm·ided n.eel le nt retrie1·al perfcmnance '0 
We ha1 e round that the rerr in·a l  coeftic ients used in  
the formula derived from analysis of the TIPSTE R  col 
lection appear t o  work we I I  r()r a 1 ·a rie t-v o f  docu men r 
types. In princ iple, the St<lged l ogistic regression 
retrieYal coefticien ts shou ld be ac hpted to the p<lrt ic u 
l a r  ch aracteristics o f  the  databse b1· col lecting rele
\ 'Jnce j u dgments from actu a l  users and n:::1pph·ing the 
staged l ogistic regression :1 nalvsis to deri1 e ne11· cocfh
cients .  This act iv i ty has not been perform ed t()r this 
protorvpe im plementation.  

The prirnarv con tribution ohhe Lassen proron-pe 
has been JS '' proof-ofconu:pt tor the inr egr<ltion of 
fu l l - te n  i nde\ i ng and ran ked rctrie1·al operations i n  
a relational database management SI'Stem . The proto
type i m p kmentation that we h<we descri bed in this 
secti on has a n u mber of problems.  For example, i n  the 
prototype design tor indexing and rerrie1·a l operations, 
all  the i n tormarion used is ,·isi ble in user-accessible 
classes in  the da tabase .  AJ so, the O\ erhe:.�d i s  bir l 1  
h igh,  in terms of storage and processing t ime,  tor 
m:.�inra in ing the indexing and rcrrie1·al in for mation in 
this way. For example,  POSTGRES a l locates 40 Lwres 
of svstem intormarion for each tuple in a cl ass, and 
i nde\ i ng can rake several seconds per doc u ment.  

Cu rren t il·, ,,-e are in,·estig<Hing a class of ne11· access 
methods to su pport i ndoing and rerrie1·al in  a m ore 
efticienr fash ion . The class of methods ini'Oh·es dec lar
i n g  some POSTGRES fu nctions rhar can c\tr<1Ct 
subeleme nts of a given tl'pe oLmribure ( such as words 
in a text doc u m e n t )  and gencr.ue index es tor each of 
the s u be lemenrs e\tracred . Other n·pes of d ata m ight 
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a l so benefi t  fi·om this cl ass of access methods.  For 
e\amplc,  fu nctions that e\tract s u be le menrs l i ke geo
metri c shapes from i m <lges might be used to generate 
subclemcnt i n de\cs of i m:.�ge collections .  Partic u l ,lr 
i n d e x  c l ement exn·acrion methods can be of great 
,·al ue in pro1 · id i ng access to the sort of i n tcm11 ari on 
stored i n  the Sequ oia 2000 Electronic Rcpositorv. The 
to] I O\I'i n g  section descri bes one s u c h  i n d ex ex traction 
me thod developed to r the special n eeds of Sequoia 
2000 da ta . 

G I PSY: Automatic Georeferencing of Text 

En, i ro n mental  Impact Re ports ( EI Rs ) ,  journal art i 
cJes,  tech ni cal reports ,  and m�1riad other te\t i tems 
related to global ch ange research that might be 
inc luded i n the Seq u oi a 2000 database are e\Jmples of 
J c lass of doc u ments that d iscuss or reter to particu la r  
p laces or regi ons . ;\ common retrie,·al task i s  to h nd 
the i tems that refer to or concentrate on a spccitic geo
graphic regi on. Although it is possi ble to have a 
human ora log each i te m  t(x l ocation, one goal of the  
Electron ic Reposiron' 11·as to make a l l  inde\ ing and 
re rrie,·al auromatic, rhus  el i m i nati ng the req u i rement  
t(Jr h u m :�n anah-sis and cl assification of doc u menrs  i n  
the lbtJbase . Therefore , part of our resG lrch i n1·oh-ed 
de1 ·elop i n g methods to perform au tomatic georefcr
encing of text docu mems, that is,  to auromatica llv 
i ndex and rerrie\'e a docu ment accord i n g  ro the ge o
grap h i c locuions discussed or d ispla1 ·cd in or other
'' ise associated 11·irh irs content .  

I n  Lassen and most other fu l l - text  i n t<m11ation 
retricl'<ll SI'Stc ms, searches with a geographical compo
nent, such as " Fi n d  all documents whose contents per
rain to locJtion X," are not supported d irectlY Lw 
i nd e\ i ng, qu erv, or d i spla1 · fimcrions .  I nstead , these 
searches 11 ork on !I- b,· references to named places, 
esscnriJI I1· as side eHecrs of kei'II'Ord indexi ng. Whereas 
hum�lil indexers are usual il'  able to u ndersund and 
applv correct reteren ces to a document,  the costs in 
t ime ;l nd monev of usi n g  geogra ph ical !\• trained hu man 
indexers to read and index the e n tire contents of a l <lrge 
fu l l - tnt collection are prob ibiri1 -e .  E1·en in cases 11·here 
a docu men t i s  mericu l oush· i n dexed manua l ! �-, geo
graphic in de\ terms consi sti ng of ke\words ( text  
stri ngs) ha\'e se,eral \\·e l l - docu mented prob le ms with 
ambigui ty, svn om·my, :md name changes over rime -' 1 .1 2 

Advantages of the GIPS Y Model 

To dell  11·ith t bese p roble ms , 11·e d e1·el oped a ne1Y 
model for supporti ng geographical !�- based access to 
te\t . ' '  I n  this  model,  1\·ords and p h rases that contain 
geographic place names or geographic ch aracteristics 
Jre ex tracted from documents and used as in pu t to 
certa in database fu nctions.  These fu nctions usc spatial 
IT:lson i n g  and statistical methods to approx imate the 



geograp hic position being referenced in the te xt.  The 
actual i ndex te rms assigned to a document are a ser of 
coordin ate pol�·gons that descri be an area on rhe 
e:mh 's surface in a standard geographical  projection 
system .  Using coord inates i nstead of names for rhe 
place or geographic characte ristic offers a number of 
advantages. 

• Uniqueness. Pl ace names are not un iq ue , e . g . ,  
Venice, Cal ifornia, a n d  Ve nice, I taly, are not appar
ent !�· d i t'tere nt ll'i rhout the qual it\· ing la rger regi on 
to differentiate the m .  Using coordi nates removes 
this ambigu i tv. 

• I mmu nity to spatial bou ndary changes. Political 
boundaries ch ange over ti me, lead ing to confiJsion 
about the precise area being re.ferred to. Coord i 
nates do nor depend o n  poli tical  boundaries. 

• lmmunirv ro name changes. Geograph ic names 
change 01-er r ime,  maki ng i t  d i ftlcu l t  for a user to 
retrieve al l  i n formation that has been written about 
an area d u ring any extended rime period.  Coord i 
nates remove th is  ambiguity. 

• Immunity to spatia l ,  naming, and spe l l i ng l'aria
rion . Names and rerms 1·an· nor onlv o1·er rime but 
also i n  contemporar�· usage . Geographic names 
1·ary in spel l ing over rime and by language. Areas of 
i nterest ro rhe user wi l l  often be given p lace names 
designated onlv i n  the context of a specific doc u 
m e n t  or proje ct . S u c h  va riations occur frequentlv 
for studies done in oceanic locations. Names associ 
ated 11· i rh these stud ies are unknoll'n to most users. 
Coordinates are not subject to these ki nds oherbal 
,·ariations. 

I ndexing texts <l l ld  other objects ( e . g . ,  photographs, 
videos, and remote sensi ng da ta sets) by coord inates 
also permits the use of a graphical  interface to the 
information i n  the d atabase, 11 here representations of 
the objects are plotted on a map. A map-based graphi
cal i n terface has se1·eral adva ntages over one that uses 
text terms or one that simply uses num eri cal access to 
coordi nates. As fu rnas suggests, hu mans use different 
cognitjl'e structures for graphical  i n formation than tor 
1·erbal information, and spatial queries cannot be tl.I i l v 
s imu lated b1· 1nbal queries . "  B ecause manv geo
graphical  queries are inherentlv spatial , a graphica l  
model  is  more i n tu i tive . This  is su pported by Morris' 
observation that users given the choice between menu 
and grap hical i n terfaces to a geographic database pre
fe rred the graphical mode . : '  A graph ical interface, 
such as a map, also a l l o11·s for a de nse presen tation of 
information . "' 

To address the needs of global change scientists, the 
Sequoia 2000 project team proposed a new browser 
p3radigm . 17 This svsre m ,  cal led Tioga, d isplays i n for
mation topologica l l v  according to continuous clurac
teristics that are attribu tes of the data . "  For example ,  

documents may be displayed on a map according to 
the ir  l a titude and longitude.  Docu ments may also be 
displayed accord i n g  to the ti me at which they were 
gen erated and the time to ll'hich the1· refer, as well as 
by more abstract fi.mcrions such as the reading level of 
t h e  docu ment and the au thor's attitudes as expressed 
in the document.  A prototype of the geographical 
browsing compone nt was incl uded in the Lassen 
Geographic B rowser, which is shown in Figure 6. 

This browser al lows any georeferenced obj ect in the 
database to be ind icated by an icon on the map.  The 
u ser  e m plovs the mouse to center the map on any 
location and to zoom in or out tor more or less map 
detai l .  Icons can be made to appear at any coordinates 
and for any range of magn i fication val ues. When an 
icon is selected bv the user, a menu of the objects geo
referenced <H the icon coordinates and detai l level are 
displayed for selection. 

An Algorithm to Georeference Text 

The advantages of georeferencing are apparent. Not so 
apparent is how to pertorm such a task au tomatical ly. 
We developed the following three-parr thesaurus
based algorithm to explore this task; the algorithm pro
l'ides the basis tor georeferencing in G I PS Y . ' "  

1 .  Identifv geographic p lace names a n d  phrases. This 
step attem pts to recognize a l l  relevant content
beari ng geographic words and phrases. The parser 
tor this step mu st "u nderstand" how to identit\' 
geographic rermi nol o�' of tii'O tl'pes: 

a .  Terms that match objects or attri butes in the 
data ser . This step requires a large thesaurus of 
geographic names and terms, partia l ly hand bui l t  
and partia l ly a u tomatical ly ge nerated . 

b. Loical constructs rhar contain spatial informa
tion,  e . g . ,  "adjace nt to the coast," "south of rhe 
de lt:1 ," and "bet11'een the ri1·er and the higb11·a1'. " 

To implement this part of the a lgorithm,  a l ist of 
the most com monly occ urring constru cts must be 
created and integrated into a thesaurus.  

2 .  Locate perti nent d ata.  The outp u t  of the parser is 
passed to a function that retrieves geographic coor
djnare data pertinent to the ex tracted terms and 
phrases. Spatial lv i ndexed data used i n  th is  step can 
inc lude,  tor example, name,  size, and location of 
c i ties and states; name and location of endan gered 
species; and name, location,  and bi oregional char
acteristics of diffe rent cli matic regi ons .  The system 
must idenrit\· the spatial l ocations that most closelv 
match the geograp hic terms extracted bv the parser 
and, when geographic m od i fiers are used , heuristi
cal ly mod i !)' the area of coverage . For example, the 
phrase "south of Lake Ta hoe" wi l l  map to the area 
sou th of Lake Tahoe, covering approxi mate!�· the 
same 1·o l u m e .  This spatia l  representation is ,  lw 
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Figure 6 
Scr( cn h·om rhc L1sscn GcogLl}) h ic  B rm1 ocr  

n ecessi ty, the res u l t  of  <l l1 arbi trary assu mption 
of s it.e ,  b u t  its pu rpose is to pr01·ide o n l v  p<1rti <ll 
evidence to be used in dete r m i n i ng J ocnion s  as 
described bclo11 ·. 

Since geoposit ional  data �()r land use ( e . g . ,  c i h e s ,  

schools,  ;l lld ind ustria l  <li 'C<l S )  :md habi r:1ts ( e .g . ,  
wetlands, rivers, forests, <l lld indigenous species ) 
is a lso <l l'a i l ab le ,  extracted kevll'ords and phr<tses �()r 
t hese tvpes of d ata must be recogn i zed . The the
sau r u s  en tries t() r t h is dat:t should i ncorpor<tte sc1 -
era I other tYpes of i n for m:�t ion,  such as s1·nom·m1' 
( e . g . ,  Lar in and common na mes of spec ies)  :1 nd 
membersh i p ( e .g . ,  wetlands contain cattai ls ,  but  
geopositional data on cmai ls  may not exist, so ll'e 
must use the ir  mention as ll 't:t k e1·idence of a d is 
cussion of ll'et lands and use  that data i nstead ) .  

For o u r  imple mentation ofGI PSY, 11 e used t\1 o pri 
man· data sets to construct the thesaurus .  The tirsr 
was a su bset of the United States Geologic a l  
Su rvev's Geographic Names I nformation Svsrcm 
( G N I S ) . l" This data set contains laritude/longirude 
poi nt coord inates assoc ia ted ll' ith 01-er 60,000 ge o
graphic  r lace n ames in C:d ifo rn i a .  To t:1c i l i ta te 
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com parison ll ' i th other data sets, the G N I S 
l atitud e/lo ngitude coord inates 11 ere con ve rted to 
the Ll m bert-1\z i m u th <l l  p mjcction . Exa mp l es of 
pbce mmes 11  ith assoc i <Hed poi nts i n c l u d e  

U nin:rsi n ·  of Ca l i torni <l Da,· is - 1 867878 -4 7 1 3  79 

Re dd ing : - 1 8 6 3 3 3 9 -234894 

Data t(Jr l and usc ami h <lb it<lt data \\'aS dcri 1·cd 1 11 

the U n i ted St<ltes Geologic1 l  S u rvev's Ccog;ra phic 
l n torn1.1tion R.etric1 ·a l and A.nah·sis S1 ste m 
( CdR.AS ) . �1 

Each idcnt i tied name, phr.1se, or region description 
is  associated with one or  more polvgons that may 
be the place discussed i n  the text. Weights can be 
assigned to each of these polvgons based on the fi·e
q u e ncv of use of its associated term or phrase i n  the 
text  bei ng i ndexed and in the thesau ru s .  Many re le
,·anr terms do not exactJ\' match place nam es or the 
fea t u re and land use types l isted abo1·e . for exam
ple ,  a lfa l fa i s  a crop grown in  C1l iforn ia and shou ld 
be assoc iated with the crop data from the G I R.AS 
Lmd usc data set. The thesa u r us 11 as t h erefore 
extend e d ,  both manu<l l h- and b,· ex traction of 



re lationshi ps ti·om the Word Ner thesaurus,  to 
inc lude rhe ri:>l l owing types o f rerms:7 

Sl'nOI1\'In\' . . . 
= S\' 110 111' 111 

kind -of reL1 rionsh ips 
= lwponym ( mJ p l c is :1 - of rrec ) 

@ : = lwpernvm ( tree is :1 @ of map l e ) 

p:1rt -of rebrionsilips 
# mc rom ·m ( fin ger is a # of lun d )  
% h o lonvm ( hand is �1 % oHi nge r) 
& c1 ido 11 1 'm ( pine  is a & of shortleaf 

pine ) 

3 .  Overlay polygons to est imate a pproximate loc:l 
rion s. The objccr ivc of rhis step is ro combine the 
evidence �1ccumu bted in rile prece d i n g  step and 
1 11kr  a scr  o r· po l vgons th:�t  p rm ides a reason:�bJc 
approxi mation of rhc geogr:1phica l  locati ons  me n 

tioned in rile rcxr. E::tch gf!oj)hrasc. t/ 'e��bt. pul l 'gon 
ru pl c  em be represented �•s a thn.:c-d i mcnsion�l l  
"extruded" po lygon whose b�1se i s  i n  the plane o f  
the x- ;md z- axes a n d  whose hcighr extends upw<lrd 
on rbe y- Jx is  ;1 distance proportional to its weighr  
( sec Fi gu re 7a ) .  As ne\1' pokgons arc added,  sc1·e r�1 1 
cases mav �m sc . 

a .  If rhc base of a polvgon be ing :1ddcd does not 
in tersect with the base of J 11)' other polygons, i r  
is s implv laid on the base m a p  beginn ing at y =  0 
( see Figu re 7b ) 

b. If the poh·gon bei ng added is com plete] �· con 
tJin ed ll'i thin J po lvgon rh�1t ::t l rcadv ex ists on rhe 
geoposi rionJ I  skdine,  it  is 1 :-� id  on top of rh:�r 
exrrudcd polygo n ,  i . e . ,  i ts base pla ne i s  posi 

tioned h i gher on rhe y ax is ( sec Figu re 7c) .  

c. I f  t he polvgon be ing added in tersects but  i s  nor  
whol l v  conr:�incd bv one or more po lygons , r h c  
polvgon bei n g  a d d e d  i s  sp l i t . The intersectin g 
portion is la id on top of rhc ex isting polygon and 
rhe nonime rsceti ng portion is posi ti on ed a r  3 
l ower level  ( i .e . ,  at y =  0 ) .  To min imi ze fragme n 
tation i n  rhis use , po l vgons J r e  sorted b y  size 
prior to being posi tioned on the skyli n e  ( sec 
Figure 7d ) .  

I n  efkct, rhe extru ded polygons, when la id 
together, are "su mmed" by wei gh t to to rm a geoposi 
t iona l  sky l ine whose peaks approxi mate rhe geograph
i ca l  locations being referenced i n  the text.  The 
geographic coord inates assigned to the text segm e n t  
being indexed are determ ined b v  choosi ng a t h reshold 
of elevation z in the skyli ne ,  taking the x-z plane at z. 

and using the pol ygons at the selected e l evatio n .  
Raising the e levation o f  t h e  th reshold wiJJ tend to 
i ncrease the accur::tcy of the retrieva l ,  whereas loweri n g  
t h e  e levation rends t o  inc lude orhcr simi lar regi on s . 

To sec the res u l ts of rh is process i n  the G I PSY proto
type, consider the fo l lowing ro t ri·om a publication of 
the Ca l iforn ia Department ofvVa rcr Resou rces: 

The proposed project i s  the consn·u ction of a ne\\' 
St�te WJtcr Pmjcct ( SvV P )  t':!c i l in·, the Co�stal Branch,  
Ph�sc I I ,  b1 ·  the Deparr m c n t  of Water Reso u rces 
( DvVl'l. ) ;l l ld ;1 loc;d distr ibution EH: i l i n·, the M ission 
H i l l s  Exte nsion, by "·�uer pu n·c,·ors of nort hern Sa nra 
Barbara Coumy. This proposed buried pipe l i ne 
\\'Ou l d deliver 2 5 ,000 acre-feet per yc �r (AF / Y R) of 
SWP \\'atcr ro s�m l .u i s  Obispo Cou n tY flood Contro l 
<l lld Wa ter Conscn·�Hion District ( S l.OCrCWCD) and 
2 7,723 AF/ Y R  to Santa Barb;lLl Coullt\' flood Conrrol 
and \V;Her C :onscn·,nion District ( S BCFCWC:D )  . . . . 
This exte ns ion ,,·mi ld scr\'l: the South Co�1st and 
Upper Sa nt;l Yncz Va lle1·. DWR and the Sa nta Barbua 
Water Pun-cvors Agen cv arc jo i nr lv prod ucing an 
EI R for the Santa Y ncz Extens ion .  The S;mta 
Y ncz Extension Draft E I R  is sched uled for rel ease i n  
spring 1 99 l n 
The resu l t ing surface p lor :1ppc1rs in Figu re 8 .  The 

tigure con t::ti ns a gridd ed represe n ta tion of the state of 
Cal itornia,  which is elevated to d istin gu ish i t  from the 
base of the gr id . The norr.hern p:1rt of rhe state is on 
the left- hand side ofrhe i mage. The rowers rising over 
rhe stare's sh:1pc represe nt poh'gons in the skv l inc  
genera ted [)I' G I PSY's inte rp retat ion of  the  text. T h e  
largest toll'crs occur i n  t h e  are:1 rdcrred to lw rhe rext ,  
primari ly cen tered on Santa Ba rbara Cou nty, San Luis  
Obispo, and rhc S<1 nta Ynez V:1l lcy area .  

The surface p lots generated in  rh is  fa shion can a lso 
be used tor browsing and re rricv::t l .  For e xa mple , rhe 
tll'o-dimensional b:1se of a poJvgon with a th ickness 
above a cert a i n  th reshold can be :1ssigned as a coord i 
nare index to a docu men t . These two- dimensional 
po l ygons m ight then be d isplayed as icons on a map 
browser such as the one shown in hgure 6 .  

Future Work 

Research rem ai ns to be done on several e xtensions to 
the exi sti ng GI PSY i m p lementation . B ecause a geo
grap hic knowledge base and spatial reasoning are fu n 
damental t o  rhe georeferencing process, they have 
been the focus of in it ia l  research eft(ms. 

The ex ist ing prototype can be compl emented by 
the add it ion of more sophisticated natural la ngu age 
processi ng.  For example, spatia l reasoning and geo
graphic data cou ld  be com bined with parsing tec h 
n i q u es to deve lop seman tic representations o f  the 
text .  Adjacency ind icators, such as "south of" or 
"between," should be recogn i zed by a parser. Al so, 
the work on docu ment segmentation described below 
could be used to explore the local i rv of reference to 
geograph i c  enti ties with i n  fu l l - text documents .  
G I PSY's technique may be most effective when 
appl ied to a paragraph or section l evel of a te xt instead 
of to the ent i re document .  
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Fig u re 7 

/ 7  
(a) The "weight" of a polygon, indicated by the 

vertical arrow, i s  interpreted as "thickness." 

(b) Two adjacent polygons do not affect each other; 
each is merely assigned its appropriate "thickness." 

J. I 
I 

(c) When one polygon subsu mes another, their  
"thicknesses" i n  the area of overlap are s u m med. 

(d) When two polygons i ntersect, their  "thicknesses" 
are s u m med i n  the area of overlap. 

Overl;wing Poh·gons to Estimate Approximate Locations 
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Figure 8 
Surface P l ot Produced ri-om the State Water Project Text 

TextTi l ing:  Enhancing Retrieval through 
Automatic Subtopic Identification 

F u l l - le ngth documents have onlv recentlv become 
avai lable  o n - l i n e  in large quantities,  a lthough tec h n ical  
abstracts, short newswire texts,  and legal documen ts 
have been accessible for many years 23 The l a rge major
itY ofon - l i n e  i nformation has been b i b l iographic ( e . g . ,  
authors, titles, a n d  abstracts) i nstead o f  t h e  fu l l  text of 
the docu ment.  For this  reason ,  most i n formation 
retriev:ll methods :1re better suited for accessin g  
abstracts t h a n  for accessing longer documents. Part of 
the rcposirorv research was an e x ploration of ne\\' 
approaches to i nformation retrieval particularlv su i ted 
to ti.l l l - l e ngth texts, such as those ex pected i n  the 
Seq uoia 2000 datalnse . 

A problem \\'ith applying tradi tional i n formation 
retrieval methods to ful l - length text documents is that 
the structure of fu l l - length documents is qu i te d i ffer
ent from that of a bstracts. ( I n  this paper, "ti.l l l - l ength 
document" refers to e xpositorv text of any length . 
Tvpical  examples are a short magazine article and 
a 5 0 -page technical  report. We exc lude d ocuments 
composed of headl ines, short advertisements,  and any 
other d isjointed texts of whatever length.  We also 
assu me that the doc u ment does not have detai led 
orthographical ly marked structur e .  Croft, Krovetz, 
and Tu rtle descri be work that takes advan tage of this  
ki nd of information .'; ) One way to view an expository 
texr is as a sequence of su btopics set agai nst a backdrop 
of one or two main topics. A long text comprises many 
different subtopics that may be related to one another 
and to the backdrop i n  many d i fferent ways. The m a i n  
topics o f  a text a r e  discussed i n  i ts abstract, if  one 
ex ists, but su btopics are usual lv  not me ntioned . 
Therefore, i nstead of q uerying agai nst the entire 
content of a document, a user should be able to issue a 

query about a coherent subpart, or subtopic, of a ti.d l 
length document, and that su btopic shou ld b e  specifi
able  with respect to the document's main topic( s ) .  

Consid er  a Discouer magazine :�nicle about the 
Magel lan  space probe's exploration of Ve nus . ' ;  
A reader d ivided this 2 3 -paragraph article i nto the fol 
lowin g  segments w i t h  t h e  labels shown, where the 
nu mbers ind icate paragraph num bers: 

1-2 l ntro to J'vlagel lan  space probe 
3-4 Intro to Venus 
5-7 Lack of craters 
8-1 1 Evidence of volcanic action 

1 2-1 5 Ri'n Stvx 
1 6-18 Crustal spreading 
1 9-2 1 Recen t  volcanism 
2 2-2 3 Fu ture of M agel lan 

Assume that the topic of volcanic acti,·itv is of 
i n terest to a user. Crucial to a system's decision to 
retrieve this document  is the  knowledge that a dense 
d iscussion of volcanic activity, rather than a passi ng ref
erence, appears. Since volcanism is not one of the 
text's two mai n topics, the number of references to 
this term wi l l  probably not  dominate the statistics of 
term frequencv. On the other hand,  document selec
tion should not necessari lv be based on the n u m ber of 
references ro the target terms. 

The goa l s hou ld be to d e termi n e  whether or not 
a relevant discussion of a concept or topic appears .  
A s imple approach t o  d istinguish ing between a true 
d iscussion and a pass ing reference is to determine the 
l ocality of the references. In the compute r  science 
operati ng systems l i te ra ture, l oca l i ty refe rs to the fact 
that ove r r ime,  memory access patterns tend to con
centrate i n  local ized c lusters rather rhan be distri buted 
evenly throughout memory. S i m i larly, in fu l l - length 
texts, the  close proxi mity of mem bers of a set of 
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references to a part ic u l ar concept is a good indi uror of 
topica l i ty. For exampl e ,  the term L'olcauislll occ u rs 5 
rim es i n  the Magel lan artic le ,  the first fo ur  i n sr;l n ces of 
which occu r  i n  four ad j :\ Ce ll t paragraphs,  ;l l o n g  ll' i th  
accompanvi ng d iscuss ion.  In  co mrast , the rerm scieu
tists. which is  not a ,·a l i d  su b topic , occurs 1 3  r i mes , d is 
tri b u te d  somewhat e\-c n lv througho ut . Bv i rs \'en· 
nature, a su btopic wi l l nor be d iscussed throughout an 
entire te x r .  S i mi larly, true subtopics are nor ind iuted 
by only pass ing references. The term hell l '  do ucer 
occurs on l�· once , and its re lated terms arc con tined to 
the o n e  sen te n ce it appea rs i n .  As its usage is onh· 
a pass in g rckrence,  belh· (Lwc i ng is not a true sub ropic 
of this text.  

Our sol u tion to the problem of reuin ing v:d id 
subtopica l  discu ss ions w h i l e  � H  the same ti me ;woid
ing bei n g  too led by pass i n g  rdcrcnces is to make 
usc of l oca l i rv i n formation :md to partit ion docu 
ments accor d i n g  to their  subto p ica l struct u re .  'This 
approach 's capacitY tor i mp rO\'i ng a sra llCLl rd i n form a

tion retrieval  tasl< has been veri fied bv i nt(mn ari on 
retrieval experime nts using fu l l - texr rest col l ections 
from t he TI PSTER dau base .l(··27 

One wav to get a n  approxi mation of the su btopic 
str ucture is  to break the document i n to paragr;lp hs, or 
for \'cry long documenrs,  secti o n s .  I n  both c1scs, rhis 
entai l s using the orthogr;1ph ic  marking supp l ied l1\ '  the 
author to determ ine topic bound<1ri es. 

Another wav to ap p rox i ma te local structure in l ong 
documents is to divide  rhc docu men ts into n·cn -sizcd 

pieces, \\'i thout regard t( >r :: u 1 \ '  bo undaries .  This 
approac h is not p ractiul ,  hm1 c\ er, because \I C �1re 
i n terested i n  op lori ng rhe pe r t( > rmance oF moti\ ·;Jted 
segm en ta tion,  i . e . ,  segme ntation that rdkc rs rile 
text's true u n derlyi ng su btopic structu re, \\'h ich ofren 
spans pac1graph boundaries.  

To\\'ard r his end, \\'C h:-�,·c dn·c loped To rTi l ing , 

a method f(Jr part it ioning fu l l - l ength tnt docu mems 
into coherent m Lt lr ipa ral:'-r,lph u n its ca l led ti k s . '"·'"..:o' 
TcxrTi l i ng approx imates rhe su btop i c structure of 
a docu rne m by using patterns o t' lcxical con lKCti vin· ro 
fi n d  coherem su bdiscussions.  The l<l\'O ut  of rhc ri les i s  
meant ro reHect the pa ttern o f s u bropics comaincd i n 
an ex pos i ron· to t. The appro;lch uses qu anrir�H i \ e lex
ical  a na l \·�cs ro determine the otenr of rhe tiles ;m d ro 
classit)' rhem \\' ith respect ro ;1 ge nera l  kno,,· ledgc b,1sc . 
The ti les ha, ·e been tound to correspond \\'C I I  to 
h u ma n  j udgments of rhe 111:1jor su btopic bou ndar ies of 
science magn ine ;miclcs. 

The a lgori thm is  a t\\ o- stcp process. F irst, a l l  p:1 i rs of 
adjacent b loc ks of text ( ,,·here b l ocks are usu:-� 1 1 \- th 1-ce 
to t],·e sentences lon g )  arc compa red and ::�ss i gn cd 
a simi Jari n· \'a l u e .  Second , rhc res u l ti n g  sequence of 
similarity va lu es, afrer being graphed and smoothed , is 

exa min ed t( >r peaks and va l l evs . H i gh s imiL1ri t\' \';\ l u es, 
which imply  rlut the adjace nt  b loc ks cohere \\ 'e l l , re nd 
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to form pc1ks, whereas low s i m i l a rin· \'a lues ,  which 
indicJte a poten tial bou nd ary benveen ti les, creJte val 
leys . hgu re 9 sh ows such a graph for rhe f)iscouer 
mag;1 z i n c  ;1 rt i c l e  mentioned earl ier .  The \TrtiCll l i nes 
in dicate '' here hu m:tn j u d ges thought the to pic 
bou ndaries should be p i<J Ctd . The gra ph sh ows the 
com pu te d simi l a ri t\ '  of ;ldjaccnt blocks o f  text.  Pea ks 
ind icate coherency, and val lqrs indicate potemia l 
breaks between tiles. 

The one ;1d j ustablc p:lr;lmete r  i s  the size of th e b lock 
used t()r com parison . This ,·al ue , k. \ 'aries s l i gh rlv ti·om 
to r to tl'\t .  As a heuristi c ,  it is  assigned the a\·erJge 
pa r�1grap h length ( i n sentences ) ,  a ltho ugh the b l oc k  
size t h a r  best matches the  h uman ju dgmem clatJ i s  
sometimes one sentence greater or small e r. Actu a l  
paragra phs are not used because their l engths c a n  be 
h i gh h · i rregu lar, l ead i ng to u n balanced com p :1ri so ns . 

S i m i l a ri t\' is measu red l)\' usi n g a va 1· iation of the 
tt'. i d f  ( rcrm ri·e qu e !K\' times i m·erse d oc u m e n t  ti·e
q u e nc\' ) mc1suremen r . "' In st;l n d a rd tf. i d t� te rms that 
arc ti-cq u enr in  an i ncti,· i dua l  document bur relative l y  
i n trc que llt throughout  r h e  corpus are consid ered to 
be good d i stingu ishers of t h e  contents of the i n d i , · id 
u,l l  docu ment.  I n  TotTi l ing, each block of �' se n 
tences is treated a s  a u n i r , a n d  the freq u e !K\' of ;1 term 
\\'i th in  each block is comp ared ro its freq uencv in the 
enr i rc d oc ument . ( N ote th;Jt r llC a lgor i thm uses a l a rge 
stop l isr;  i . e . ,  closed class words and other ve ry ti-c 
qucnr  re rrns are omitted ti·om the calcu lation . )  This  
appnx1ch he lps bring ou r a d isti nct ion bet\\Ten l ocal  
an d g lob;1 1 ntent of terms. A term that i s  d i scussed fre 
q u en t!\ '' i t h i n  a l oc1 l i zcd cl uster ( th us i n d ic :tti n g  
<1 col 1csin: passage ) \\ i l l  b e  \\'C ighted more hcl\·i h· rhan 
a rerm th;J t  ;lppears ti·cq u c nr l v  b u t  scattered e\'e n ly 
throughout the entire docu me nt , or i n ti-cq u c n tly 
wi th in  one bloc k .  Thus if  :tdj;\Cent blocks share manv 
ter ms,  ;m d th ose sh:1red renw, a re \\'e ighted h<::l\·i h·, 
thne is stmng e\· idence t int the adjacc m blocks 
cohnc 1 1  i rh one another .  
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SimibritY ber11·ecn blocks is ukul arcd b1· the t(,l loll·
l l lg cosJ Jle meastu·c :  Ci 1 en two tex t b l ocks bl �1 11d !J2 ,  

cos ( 1?1 ,1?2 )  = 

" 

L u·, ,, 1 1 ' , ,1 
I I 

I! " 

L "· i ,,, L ll' j ,, , 
t J / '='" I  

11 here 1 ranges m·cr �1 1 1  the terms i n  the document, a nd 
t / '1 "1 is the tf. id f weighr �1ssigned to term t i n block hl . 
Thus,  i F  t he s i m i l a ri tv score ben1 een tii'O bl ocks is 
h igh , then nor o n l y  do the b locks have te rms in com
mon , bur the common terms �llT relatively rare with 
respect to the rest of the doc u m e n t .  The evidence in 
the reverse is  nor as con c lusive . U' :-�djacenr blocks hJ 1·e 
a lo\\' si rni larin· measure,  this docs not necess�1ri il' 
J11C111 that the blocks cohere . 1 n pr:1crice, hm1·e\'er, this  
negJti1·e n·idence is  often j u sr i tied . 

The graph is then smoothed us ing a d iscrete con,·o
l u rion " of the s imi larirv fu nction \\' i th  the fu n ction 
h1?. ( ) ,  where 

I ii � �< - 1 
otherwise .  

The res u l t  is smoothed tiJ rrhcr  11·i th a simpl e  median 
smoothing a l gori thm ro e l i m i t1<1te smal l  l ocal  m i n 
inu -'2 Tik boun dJries <lre d e term ined b v  l ocati ng the 
l owe rmost portions of va l l cvs in  t he res u l ti n g  plot .  
The :1cru a l  valu es of the s i m i b ri ty measures :-�re not 
taken in to accou nt; the re L1  r ive d ifreren ces Jre \\' hJt 
a rc of consequence .  

Kc rrie1·J l processing shou ld  rc tlccr the  assu mption 
that fu l l - length tex t  is  mcmin gfu l lv d i fkrellt i n  struc
ture ti·om abstracts <l llli short <1rticles. VVc ha1 ·e con

d u cted rerrie1·al C X fKri menrs that  demon strate th<lt 
raking tex t  structure in to <lccounr can produce lx:tter 
resu lts than using fu l l - length doc u ments i n  the stJmbrd 
w:w.1''·1'·1" By working with i n  this p<lradigm, we have 
del'e lopcd an approach to \'ector-space-based rerriev<li 
th:-�t :-�ppears ro ll'ork bctrn th<ln  retrie1·ing ag:-�insr e ntire 
docume nts or against segments or p:-�ragraphs a lone.  

The res u l ting rcrrie 1 ·a l  meth o d  matches a q uen· 
<l g:1 inst moti1·ated scgmenrs J n d  then sums the scores 
ti·om the top scgm ems t(>r c:!Ch document.  The high 
est n.:su l ri ng sums ind icne ,,·h ich documents shou ld  
be  retrieved . I n  our rest set ,  this  method prod uced 
higher precision and rec : d l  th:�n retrieving :-�gai nst 
e n ti re doc u m ents or Jga i n sr segments or  p:-�r;�gr:-�phs 
a lone .  2'' Al though the 1 ·ecror-space model  of rcrriel':tl 
II'JS used t(>r these cxperi m c ms ,  proba b i l istic models 
such as the one used in l .:�ssen arc e q u a l h· :-�pp l icab lc ,  
and the method shou l d  prol' idc s imi lar  i m prm·emcnt 
in  rcrricl':ll pert(mn::JJ!Ce . 

We bel ieve that recogn iz ing the structu re of fu l l 
length re x t tor t h e  pu rposes o f  i n  fo rma rion rerriev�1l 

is  1·en· i m port<Jn t  and 11·i l l  prod u ce consi d erable 
i m prO\·ement in re rrie1 ·a l efkcti1·eness 0\ 'Cr most oist
i ng s imi lari n·- b:-�sed tec h niques.  

Conclusion 

The Sequoia 2000 E lectro n ic Repositorl' proj ect has 
pro1·ided a rest bed for de1·eloping :-�nd e1·;�l uaring tec h 
nologies req u 1 red t(,r  dfccri1·e a n d  efficient Jccess to 
the digita l l i br�1r ics of the fu ture .  We em npect that as 
digit:�l l i br<lrics pro l i tcr<Jte <1 11d inc lude l <lSt databases of 
i n tormation l inked toge ther by h igh-bandwidth net
works, they must su pport a l l  cur rent �1 11d fu ture media 
i n  an easily accessi ble and con tent- add ressable h1shio n .  

T h e  work begu n on t h e  Seguoi J  2 000 Electronic 
Reposirorv is conti n u i ng u nd e r  UC B c rke lcv 's d igital 
l ibrarv project sponsored jointlv  b1·  the N �nional 
Science Fou nd:-trion ( .0.'SF ) , the National Aeron<1U tics 
a n d  Space Admin istration ( �ASA ) ,  and the Deknse 
Ad vanced Resc1rch Projects Age ncy ( DA RPA ) .  
D igital  l i b raries are <I tlcdgling tec h n ology with n o  
firm standards, :-trch i tecru res, o r  even consen sus 
notions of what they arc and how thev ;�re to work. 
O u r  goal in th is  ongoing research is to develop t h e  
means o f  plac ing the cont e n ts o f  t h i s  dn·eloping 
global 1·i rtual  l i hLlrl' a t  the ti ngertips oF  a ll'or ldll'ide 
cli entele . Ac hie1 · ing this goal ll'i l l  req u ire rhe �1pplica
rion of ach·a nced tec hniq ues tor i n torm:nion retrie1·a l ,  
i n formation filtering, resource d iscol'en·, and the 
application of new tec hn iq ues to r a u to m :-�rically ana
lyzing and ch:-tracrcriz ing data sou rces ra ngi ng ti·om 
texts to vid eos. M u ch of the work needed to en::�b le  
o u r  1· ision of these ne11 technol ogies 1\'::tS pioneered i n  
the Seq uoia 2000 Electronic Reposiron· project. 
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Tecate: A Software 
Platform for Browsing 
and Visualizing Data 
from Networked Data 
Sources 
Tecate is a new infrastructure on which applica

tions can be constructed that al low end users 

to browse for and then visualize data within 

networked data sources. This software platform 

capitalizes on the a rchitectural strengths of cur

rent scientific visualization systems, network 

browsers l ike Netscape, database management 

system front ends, and virtual real ity systems. 

Applications layered on top of Tecate are able 

to browse for information in databases man

aged by database management systems and for 

information contained in the World Wide Web. 

In addition, Tecate dynamically crafts user inter

faces and interactive visualizations of selected 

data sets with the aid of an intelligent system. 

This system automatically maps many kinds of 

data sets into a virtual world that can be explored 

di rectly by end users. In descri bing these virtual 

worlds, Tecate uses an interpretive language that 

is also capable of performing arbitrary compu

tations and mediating communications among 

different processes. 

66 Digital Technical Journal Vol. 7 No. 3 1 ':195 

I 
Peter D. Kochevar 
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A l l  people share the need to find and assimilate infor
mation. Data fi-om which information is created is 
increasi ngly avai lable electronically, and that data 
is becoming more and more accessible with the proli f� 
eration of compu ter networks. Therefore, the world 
is qu ickly becoming abstracted as a col lection of net
worked data spaces, where a data space is a data source 
or repository whose access is control led by means of 
a well-defi ned software i nterface. Some examples 
of data spac<::s arc a database managed by a database 
management system ,  d1e World Wide Web ( WWW or 
W�::b ) ,  and any data object that resides in a computer's 
main memory and whose components arc accessible 
through the object's methods. 

The need to locate data and then map it to a form 
that is readi l y  understood l ies at the core of l earning, 
conducting commerce, and being entertained . To 
address this need , interactive tools arc required for 
exploring data spaces. These tools should allow any 
end user to browse the contents of data spaces and to 
inspect, measure, compare, and identifY patterns in 
selected data sets.  Combining both tasks into one tool 
is bod1 elegant and utile in that end users need to learn 
only one system to seamless l y  switch back and forth 
between browsing for data and assimilating it.  Before 
such applications can be constructed , however, a firm 
fou ndation must be defined that provides an interface 
to data spaces, helps map data into a visual representa
tion, and manages user interactions with elements in 
the '�sualizations. 

This paper describes one such software platform, 
called Tecate, which has been i mplemented as a 
research prototype to help u nderstand the issues 
involved in exp loring data spaces. With Tecate, the 
em phasis has been on developing d1e tools needed to 
build end - to-end appl ications. Such applications can 
access data spaces, automatically create virtual worlds 
that represent data fou nd in data spaces, and g1vc end 
users the ability to navigate and interact with mosc 
worlds as the mechanism for exploring data spaces. 
Because of this emphasis, Tecate's development con
centrated on understanding what system components 
arc needed to create end -to-end applications and how 
those components i nteract rather than on the func
tionality of individual components. As a consequence, 



the tools provided by Tecate can be used to build 
applications of only modest capabilities. 

Historically, Tecate grew out of the Sequoia 2000 
project, which was initiated jointly by Digital Equip
ment Corporation and the U niversity of California 
in 1991 . The primary purpose of the Sequoia 2000 
project was to develop inf(xmation systems that wou ld 
al low earth scientists to better study global envi
ronmental change. Sequoia 2000 participants needed 
to browse tor data sets on which ro test scientific 
hypotheses and then to interactively visual i ze the data 
sets once tound . The data can be qu ite varied i n  con
tent and strucnJre, ranging rrom text and i mages 
to time-varying, multidi mensional, gridded or poly
hedral data sets. Such data may stream rrom many clif
ferent sources, e.g., databases managed by a data base 
management system, a running simu lation of some 
physical process, or tl1e WWW. Therefore, a tool was 
requi red that could interface to any such source. To be 
of maximum use, though, the tool had to be easy 
to use so that the scientists themselves cou ld make 
sophisticated data q ueries and then experiment with 
the q uery results using a wide variety of data visualiza
tjon tec hniques. 

Generalizing rrom its Sequoia 2000 roots, the 
design of Tecate is intended to achieve four goals: 

l .  l n rerface to general data spaces wherever they may 
reside. 

2 . Saliently visualize most kinds of data, e.g., scientific 
data and the l istings in a telephone book. 

3. Dynamically craft user interfaces and interactive 
visualizations based on what data is selected, who is 
doing the visualizing, and why the user is exploring 
me data. 

4. AJJow end users to interact with e lements in  visual
izations as a means to query data spaces, to explore 
alternate ways of presenting information, and to 
make annotations. 

There arc systems avai lable today that have some of 
these capabil ities, but no one system possesses all four. 
Data visualization systems such as AVS, Khoros, or 
Data Explorer are capable of visualizing scientific data; 
however, they are poor at interfacing to general data 
spaces, they provide only l imited interactivit:y \vitl1ill 
visualizations themselves, and they require visualiza
tions to be crafted by hand by knowledgeable end 
users. ' .l.-' Network browsers such as Netscape are good 
at fetching data rrom certajn types of data spaces but 
are limited i n  the variety of data they can directly visu
alize without having to rely on external viewer pro
grams. Moreover, most network browsers offer a 
restricted type of interacrivity where only hyperlinks 
can be f()l lowcd and text can be submitted through 
forms. Final ly, rront ends to database management 
systems provide elaborate querying mechanisms for 

selecting data rrom a database, but they lack a sophisti
cated means for visualizing and further exploring 
q uery results. 

The Tecate architecture borrows from that of visu 
alization systems, network browsers, and database 
management systems as well as rrom virtual reality sys
tems l ike Alice and the Minimal Reality Toolkit/ 
Object Model ing Language ( MR/OM L) !·' One 
major contribution of the Tecate system is tJ1at it 
incorporates the architectural strengths of these 
systems into a coherent whole. In addition, Tecate 
possesses at least two novel features that are not found 
in other data visualization systems. One feature is  
Tecate's use of an interpretive language that can 
describe three-dimensional ( 3-D) virtual worlds. This 
language is more than a markup language in that it  is 
capable of performjng arbitrary computations and 
facilitating commu nication among clifferent processes. 
The second novel component ofTecate is tJ1e presence 
of an expert system that automatically crafts interactive 
visualizations of data. This system is i ntended to make 
data space exploration easier to perform by having end 
users simply state their goals while leavi ng the detaj ls 
of implementing a visualization to anajn tl1osc goals to 
tJ1e expert system. 

The remajnder of the paper outlines Tecate's sys
tem model and arch itecture and then identifies and 
describes Tecate's major components. finally, the 
paper sketches Tecate's capabi l i ties by discussing two 
simple applications mat have been implemented on top 
of me Tecate software fTamework. The first appl ication 
is a tool for visualizing earth science dat.a rcsicling in 
a database managed by a database management system . 
The second app�cation is a Web browser that uses 3-0 
graphics as an underlying browsing paradigm ramer 
than depending solely on me mecliwn of hypertext. 

Tecate's System Model 

After presenting an overview ofTecate's system model, 
this section provides detans of me object model and the 
interpretive, object-oriented language used to describe 
virtual world objects. 

Overview 
From the standpoint of an applications program mer, 
Tecate is a distributed, object-oriented system. AU 
major components ofTecate, as weU as entities appear
ing in virtual worlds created by Tecate, are objects that 
communicate with one another by means of message 
passing. The majn focus within Tecate is on object
object interactions. These interactions occur primarily 
when objects send messages to one another. An object 
can also send a message to itself, which has the effect of 
making a l ocal function cal l .  Unli ke with graphics 
systems such as Open I nventor, rendering is not a cen
traJ activity wi thin Tecate; rather it is j u st a side effect 
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of object-object in teractions -" I n  this sense, Tecate is 
like virtual reality programming systems such as Alice 
and MR/OM L, although Tecate is  far more flexible .  

I n  the Tecate syste m, objects can create and destroy 
other objects and can a l ter the properties of existing 
objects on-the- fly. Sud1 capabi l i ties make Tecate vcrv 
extensible and give it great power and flexibi lity. These 
capabi l ities can also cause problems for appl ications 
programmers, however, if care is not taken 'vvhen writ
ing programs. Presently, all of an object's properties 
are visi ble to all other objects, and hence those proper
tics can be manipulated fi-om outside the object. In the 
fi.1ture, some form of selective property hiding needs 
to be added so that designated properties of an object 
cannot be altered by other objects. 

A powerful teature ofTecatc is irs abi l ity ro dynami
cally establish object-subobjecr relationships. This fea
ture provides a mechanism for bui ldi ng assembl ies of 
parts similar to the mechanisms in c lassical hierarchical 
graphics systems l ike Don� or Open l nvcnror.7 This 
tcatun: also provides the capabil ity of creating sets or 
aggregates of objects rhar share some trait, such as 
being highl ighted.  Tecate allows all objects withi n  a set 
to be treated en masse by providing a means of se lec
tively broadcasting messages ro groups of objects. 
A message that is sent to an object can be fixwarded 
to al l the object's subobjccrs. Thus, for example, one 
object can serve as a container fix all other objects that 
are highl ighted; the highl ighted objects arc merely sub
objects of the container. To u n bighlight all highl ighted 
objects, a single unhighl igh t message can be sent to the 
container object, which then fcmvards the message to 
al l its subobjccts. In general, an object can be the sub
object of any nu mber of other objects and thus simulta
neously be a member of many different sets. 

The handling of user input with in Tecate is 
i n tended to appear the same as ordinary object-object 
interactions. Al l physical input devices that are known 
to Tecate have an agent object associated with them 
that acts as a device hand ler. All objects that wish to 
be informed of a particular input event register with 
the appropriate agent.  When an input eve nt occurs, 
the agent sends al l  registered objects a message notit)r
ing them of the event. Complex events, such as the 
occurrence of event A and event B within a specified 
time period, can easily be defined by creating new han
dler objects. These handlers register to be informed of 
separate events but then, i n  turn, inform other objects 
of the events' conjunction. 

The Object Model 
Tecate uses an object model  i n  which no d istinction 
is made between classes and i nstances, as i s  done in 
languages like C + +  .8 In Tecate, there is a single  object 
creation operation cal led cloning. Any object in the 
system can serve as a prototype fi-om which a copy can 
be made through the clone operation. A clone in herits 
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properties from its prototype by copying the proto
type's properties, but any such property can be a l tered 
or removed, either by another object or by the clone 
itsclt� so that a clone can take on an identity of its own.  

The object model is  based on delegation . When 
Tecate clones an object to produce a new object, 
the prototype's properties are not explicitly copied. 
I nstead , the new object retains a reterencc to the 
object from which it  was cloned . When a reference to 
a property is made within an object, the system looks 
for the property value local ly  within the object. If no 
property \'a lue is found local ly, then the object's pro
totype is  searched to associate a val ue with the refer
ence. l f rhe prototype is itse l f  a c lone, the prototype's 
prototype is recursively searched to resolve the refer
ence, and so on.  This type of "l azy" evalu ation of 
pro perry rctcrenccs is called delegation . 

Note that with delegation, a change in va l u e  for 
a property in an object may affect the values of a l l  
other objects that  can trace their ancestry through 
prototype-clone relationships to the original object. 
This type of semantics is uscfi.1 1 tor establ ishing class
instance- l ike relationships bct\vcen objects. l-'or exam
ple,  one object may represen t  a particular c l ass of 
automobile tire, and a l l  clones of the object would 
represent cl ass instances. If a class - level cha nge is 
needed that would affec t  all i nstances, e .g . ,  a new tread 
pattern is to be i ntrod u ced , only the object represent
ing the tire c lass needs to change. 

The clone -prototype chaining imp l ied hy de lega 
tion can be overridden b�' changing the property 
val ues local ly. Thus, if one particular tire instance is 
to have a new tread pattern, then the pattern is  a l tered 
in that i nstance on ly. Rckrcnccs to the tread pattern 
for that object wil l  usc the local tread value rather than 
chain back to the tire class object. Al l other i nstances 
wi l l  continue to reference the value present in the 6 re 
class object. 

Al l  Tecate objects possess tour classes of properties: 

l .  Appearance-attti bu res that affect an object's 
visual appearance, such as geometric and topologi
cal structure, color, tex ture, and material properties 

2. Behaviors-a set of methods that are invoked upon 
receipt of messages from other objects 

3. State-a collec6on of variables whose values repre
sent an object's state 

4. Subobjects-a l ist of objects that arc parts of a 
given object, j ust as a wheel is part of a car 

Al though most users of the system unitormly see 
com mu nicating objects, a d istinction is actually made 
bet\veen t\vo kinds of objects based on how they are 
implemented by appl ications program mers. Resource 
objects are implemented primarily as external processes 
using some compilablc, general -purpose program
ming language such as C or Fortran . Objects that have 



compute- intensive behaviors or whose behavior execu
tions arc time-critical are general ly implemented as 
resource objects. For instance, most Tecate objects that 
provide system services, such as rendering or database 
management, are implemented as resource objects. 

Objects populating virtual worlds that represent 
data featu res are i mplemented diffe rently than 
resource objects by using an interpretive program
ming langu age ca l led the Abstract Visual ization Lan
guage ( AVL). Such objects are ca l led dynamic objects 
because they may be created, destroyed , and altered 
on-the-fly as a Tecate session unfolds. Nonetheless, 
the ability to dynamically add, remove, and alter object 
properties is nor solely endemic to dynamic objects. 
Resource properties may also bt: changed on - the-tly 
because resources are actual ly implemented with a 
dynamic object that interfaces to the portion of the 
resource that is implemented as an external process. 

The Abstract Visualization Language 

AVL is essential to the Tecate system ;  it is through AVL 

that applications program mers write appl ications that 
usc Tecate's ti.:arures.'' AVL is  an interpretive, object
oriented program ming l anguage that is capable of 
performing arbitrary computations and faci l itating 
communi cation among different processes. Through 
this language, applications programmers spcci f)� and 
manipulate object properties and invoke object lx:hav
iors by se nding messages from one object to another. 

AVL is a typelcss language that manipulates char
acter strings; it is based on the Tel embeddable 
command language . ' " AVL extends Tel by adding 
objcct-oricnn.:d program ming support, 3-D graphics, 
and a more sophisticated event-handling mechanism . 
Although AVL is a proper supe:rser ofTcl, the relation 

ship between AVL and Tel is much l i ke that between 
C and C + + .  By adding a small set of new constructs 
to Tel ,  the way applications programmns structure 
AVL progra ms differs markedly !Tom how they str uc
ture Tel progra ms, ju st as the C + + language exten
sions to C :  greatly alter the C programming style .  

One usc of AVL is to describe virtual worlds that 
represent data sets. Through AV L, objects that popu
late these worlds can be assigned bt:havi ors that are 
el icited through user interaction . �or instann.:, select
ing a 3 - D  icon can cause a Un iversal Resource Locator 
( U lU,) to be foll owed out into the WVVVV. In this 
sense, AVL is somewhat l i ke the Hypertext Markup 
Language ( HTM L) that und erlies all Web browsers 
today, or, more fi ning, it is similar to the Virtual 
R.c:�l iry Modeling Language ( VRML) that has been 
proposed as a 3 - D  analog ofHTM L. ' '  AVL does, how
ever, differ ma rked ly !Tom HTM L and VRNlL, which 
Jrc only markup l:�nguages. Bec:�use AVL is a fu l l 
tledged progra mming la nguage that Ius sophisticated 
interaction h:�ndling built i n ,  it is philosophical ly more 
similar to interpretive langu ages l ike Telescript, 

NewtonScript, and PostScript. "·"·'4 Like Te lescript, 
for instance, AVL programs can encode "smart 
agents" that can be sent across a network to perform 
user tasks at a remote machine, if an AVL interpreter 
resides there . Note, however, that in the present ver
sion of Tecate, there is no notion of sec urity when 
arbitrary AVL code runs on a remote machine. 

AVL incl udes some additional commands that aug
ment the Tel instruction set, for instance, clone and 
delete. The clone command is the object creation com
mand within AVL, and the delete command is the com
plementary operation to delete objects fi-om the 
syste m. Object properties are specified and manipu
lated using the add command and deleted using rhe 
remove command . Behaviors in  one object are initiated 
by another object using the send command, which 
specifies the behavior to invoke and the argu ments to 
be passed . Queries about object properties can be 
made using the inquire command. The which com
mand is used to determine where an object's properties 
are actually defined in l ight of Tecate's use of delega
tion to resolve property references. Final ly, AVL pro
vides a rich set of matrix and vector operators that arc 
useful when positioning objects "�thin 3 - D  scenes. 

As an example of how AVL is used in practjce, 
Figure l depicts a code fTagmcnt similar to one that 
appears in  the vV'vV'vV application described later in the 
paper. The code fi-agmenr creates a 3 - D  Web site icon 
that is positioned on a world map. The code begins 

with the definition of the Hyper/ink object fi-om which 
a l l  Web site icons arc cloned . The Hyper/ink object is 
itself cloned !Tom the Visual object that is predefined 
by Tecate at system start-up.  The Visual object con 
tains properties that relate to the viewing of objects 
within scenes. h)f instance, objects that are cloned 
fi-om the Visual object in herit behaviors to rotate 
themselves and to change their color. To the proper
ties that are in herited from the Visual object, the 
Hyper/ink object adds the state variables uri and desc, 

which wil l  be used to store respectively a URL and irs 
textual description. In addition, objects cloned !Tom 
the !-Iyperlink object will inherit the default  appear
ance of a solid blue sphere having unit radi us. 

The specification for the Hyper/ink object also 
defines three behaviors: ini/, openUrl, and showDesc. 
The inil behavior replaces the inil method inherited 
!Tom the Visual object. When an object c loned !Tom 
the Hyper/ink object receives an init message, it sets irs 
uri and desc state variables, positions itse lf within the 
scene whose name is given by the argument scene, and 
registers itself with the mouse handler agent to receive 
two events. When mouse bu tton l is depressed , the 
agent sends the object the open Uri message, which in  
turn requ ests the W'vVW I nterface to fetch the data 
pointed to by the object's URL. Depressing button 2 
invokes d1e shOti 'Desc message, causing the Web site 
U RL and description to be displayed by a previously 
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# D e f i n e a p r o t o t y p e  f o r  a l l  W e b  i c o n s  

c l o n e  H y p e r l i n k V i s u a l 

a d d  H y p e r l i n k 

s t a t e  { 

u r L " "  
d e s c  " "  

} 

a p p e a r a n c e  { 

} 

s h a p e  { s p h e r e }  

d i f f u s e C o l o r  { 0 . 0  0 . 0  1 . 0 }  

r e p T y p e  { s u r f a c e }  

b e h a v i o r  { 

# I n i t i a l i z e h y p e r l i n k  

i n i t  { u r l  d e s c  p o s  s c e n e  w i n d o w }  { 

a d d s t a t e  u r l  $ u r l  

a d d s t a t e  d e s c  $ d e s c  

s e n d  [ g e t s e l f J  m o v e  " a d d  $ p o s " 

a d d  $ s c e n e  " s u b o b j e c t  [ g e t s e l f ] "  

s e n d  $ w i n d o w  a d d E v e n t  " [ g e t s e l f J  { B u t t o n - 1  { o p e n U r l  { } } }  { B u t t o n - 2  { s h o w D e s c  { } } } "  
} 

# O p e n  t h e  U R L  

o p e n U r l { }  { s e n d  w w w  f e t c h  " [ g e t s t a t e  u r l J " }  

# D i s p l a y t h e  d e s c r i p t i o n 

s h o w D e s c  { }  { s e n d  m e t a V i e w e r  d i s p l a y  " [ g e t s t a t e  d e s c J ' ' }  
} 

} 

# I n i t i a l i z e a n  i n f o r ma t i o n a l L a n d s c a p e  

c l o n e  s c e n e  V i s u a l 

c l o n e  w i n d o w  V i e w e r  

s e n d  w i n d o w  i n i t { s c e n e }  

# C r e a t e  a W e b  s i t e i c o n  

c l o n e  h l i n k  H y p e r l i n k 

s e n d  h l i n k  i n i t  { " h t t p : / / w w w . s d s c . e d u / H o m e . h t m l "  

" S D S C  h o m e  p a g e "  " - 2 . 3  - 2 . 0  1 . 0 "  s c e n e  w i n d o w }  

# U s e  t h e  S D S C  m o d e l g e o m e t r y 

a d d  h l i n k { a p p e a r a n c e  { s h a p e  { b o x } } }  

Figure 1 
An Implementation of a World Wide Web Icon in the Abstract Visualization Language 

defi ned interface widget ca l led the meta Viewer. The 
AVL command getself. which is used within the init 
behavior body, returns the name of the object on 
which the behavior was called, thus allowing applica
tions programmers to write generic behaviors. The 
other AVL commands, getstate and addstate, are 
shorthand for "get [getself) state . . .  " and "add [getself] 

{state . . . l . "  

Once the HyJX>rlink object is  defined, a scene, a dis
play window, and a Web site icon are created . The 
Tecate scene object is cloned fi-om the Visual object. 
The window object, cloned fi-om the predefined 
Viewe1· object, is the viewport into which the scene is 
to be rendered.  Finally, blink is a Web site icon whose 
appearance difters from that which is in herited from 
the Hyper/ink object. Rather than being spherical, the 
shape of the blink icon is a unit cube. 
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Tecate's Architecture 

The general structure of Tecate and how it relates to 
application progra ms is depicted in Figure 2 .  Tecate 
consists of a kernel, a set of basic system services, and a 
toolkit of predefined objects. The Tecate kernel, which 
is shown in Figure 3, is an object management system 
called the Abstract Visualization Mac hine; AVL is its 
native language. The Abstract Visualization Machine 
is responsible for creating, destroying, altering, ren
dering, and mediating commun ication between 
objects. The two major components of the Abstract 
Visual izarjon Machine are the Object Manager and 
the Rendering Engine. 

The Object Manager is the primary component of 
the Abstract Visualization Machine. It is responsible for 
interpreting AVL programs, managing a database of 



APPUCA TIONS 

TECATE 

Figure 2 
The Tecate System and Its Rcbrionship to Application 
Programs 

objects, mediating communication between objects, 
and intcrbcing with input devices. The Object 
Manager is itself a resource object that is distinguished 
by the fact that a l l  othe r resource objects are spawned 
fi-om this om: objecr. In addition, the Object Manager 
is responsi ble tor creating a distinguished dymmic 
object, called Root. fi-om which aU other dynamic 
objects can trace their heritage through prototype
clone relationships. 

The Object Manager is implemented on a simple, 
custom - built  thread package. Each object within 
Tecate can be thought of as a process that has its own 
thread of control. Each thread can be implemented 
either as a lightweight process that shares the same 
machine context as the Object Manager's operating 
system process or as its own operating system process 
separate fi-om that of the Object Manager. Lightweight 
processes are so named because their use requires little 
system overhead, which enables thousands of such 
processes to be active at any given time. Within Tecate, 
dynamic objects arc implemented as l ightweight 

INTELLIGENT 

VISUALIZATION 

SYSTEM 

BIGRIVER 

processes, whereas resource objects arc implemented 
as heavyweight operating system processes, which may 
or may not be paired with a lightweight, adj unct 
process. A low-level function li brary is provided to 
handle the creation and destruction of threads and 
to handle interthread communication regardkss of 

how the threads are implemented. 
Closely allied with the Object Manager is the Ren 

dering Engine, which is a special resource object 
wholly contained \vithin the Abstract Visualization 
Machine. The Rendering Engine is responsible for 
creating a graphical rendition of a virtual world that is 
specified by AVL programs interpreted by the Object 
Manager. When i nterpreting an AV L program, the 
Object Manager strips off appearance attributes of 
objects and sends appropriate messages to the Ren
dering Engine so that it  can maintain a separate display 
list that represents a virtual world. Display l ists are rep
resented as directed, acyclic graphs whose connectivity 
is determined by object-subobject relationships that 
are specified \vi thin AVL programs. 

The present Rendering Engine implementation 
uses the Don� graphics package running on a DEC 
3000 Model 500 workstation.7 The display l ists that are 
created by invoking behaviors within the Rendering 
Engine are actual ly built up and maintained through 
Dorc. The set of messages that the Rendering Engine 
responds to represents an i nterface to a p latform's 
graphics hardware that is indepe ndent of both the 
graphics package and the display device. 

Layered on top of the Abstract Visual ization 
Machine arc Tecate's system services and the object 
toolkit. The system services consist of a col lection of 
resou rce objects that are automatically instantiated at 
system start-up. These resources include an expert 
system ca lled the Intel l igent Visualization System, 
the Data base In terface, the vVWW I nterface , and a 

OBJECT MANAGER 

DATABASE 

INTERFACE 

www 
INTERFACE 

RENDERING 

ENGINE 

ABSTRACT VISUALIZATION MACHINE 

Figure 3 
Derail ofTecare's Kernel ( the Abstr:Kt Visualization Machine) and the System Services Provided by Tecate 
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visual ization programming system called BigRi,·cr. 
Figure 3 shows these resources in  relationshi p  to 
Tecate's kernel . Each resource is a Tecate object that 
has a number of predefined behaviors that can be use
ful to applications program mers .  For instance, the 
W'vVW Interface has a behavior that fetches a data ti le 
referred to by a U RL  and then transl ates the file's con
tents into an appropriate AVL progra m .  

T h e  tool kit within Tecate is  a set o f  predefined 
dynamic objects that program mers can use to develop 
appl ications. These objects arc considered abstract 
objects in the sense that they arc not intended to be 
used directly. Rather, they serve as prototypes from 
which c lones can be created. The rool kir consists of 
objects such as viewporrs, l ights,  and cameras that arc 
used to i l l u m inate and render virtual worlds .  The 
toolk it  also contains a modest col lection of 3 - D  usn 
i nterface widgets that can be used wirhin virtual 
worlds created by an applications program mer. These 
widgets inc lude s l iders,  menus, icons, legends, and 
coord inate axes. 

One usefld object in the toolkit that aids in s imulat
ing physical processes and helps in perfixming aoinu
tions is a clock. This object is an event generator thar 
signals every clock tick. I f  objects wish ro be informed 
of a clock pu lse, those objects register rhemsch-cs with 
the clock object j ust l i ke objects register themselves 
with input device agent objects. The dcbult clock 
object can be c loned , and each clone can be instanti
ated with a d ifkrcnr dock period down to J resolution 
of one mi l l isecond. Any number of clocks em be tick
ing si multaneously during a Tcc:�tc session . Si nce new 
clocks can be created dynamical ly, and objects can reg
ister and unrcgister to be int(mncd of clock pulses 
on-rhe-fly, clocks can be used as timers and triggers, 
and as pacesetters. 

Application Resources 

Tcc:-tte's system services arc prcdctincd application 
resources that aid in interactivc:ly visual izing data .  As 
mentioned previously, these objects inc lude the I nrcl
l igcnr  Visual ization System, the Database I nrerbcc, 
the WVVW Interface, and rhe BigR.iver visua l ization 
programming system.  In addition, :1 1 1  appl ications pro
grammer can casilv add new :-tpplicarion resources 
using tools provided with the base Tecate system .  Such 
new resources can be bui lt around either user-written 
programs or commercial oft�thc-shelf appl ic1tions. 
To create a new application resource, a programmer 
needs to provide a set oHuncrions that c:-tn be invoked 
by other Tecate objects. These fi.nKtions correspond 
to behaviors that are cal led when rhc resource recci,·cs 
a message from other objects. Tools arc provided 
to register the behaviors wirh Tecate and ro manage 
the commu nication bet\\'een �1 resource and other 
TecJte objects. 1' 
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The Intelligent Visualization System 

The I ntel l igent Visua l ization System a l lows Tecate to 
dynamical lv bui ld interactive visuali zations and user 
i n terfaces that aid nonexpert end users in  explori ng 
data spaces. This knowledge- based system is s imi lar i n  
concept to other expert visu al ization svstems, a s  the 
l iterature describes . ' "  1 1  The Intel l igent Visua l ization 
System differs fi-om other expert visua l ization systems 
in rwo important ways. First, the Inte l l igent Visualiza
tion System does not merely create a presentation of 
inf(xmation as do most other systems. Instead , the 
Intel ligent Visual ization System creates virtual worlds 
with which end users can interact to alter rhe way data 
is presented, to make queries t(x additional data, and 
to store new data back into data spaces. 

The second way the Intel l igent Visual ization System 
di fkrs from expert visua l ization systems is that it rakes 
J hol istic approach to fushion ing a visua l ization . Most 
systems decompose data into clementarv components, 
determine how ro visualize each component separately, 
and then recompose the individual visual izations into 
a tinal presentation .  I n  contrast, Tecate's Intel l igent 
Visualization System analyzes the fu l l  structure of data 
by relying on a soph isticated data model based on the 
nuthcmariol notion of fiber bund les n H One way to 
view fiber bundles is as J general ization of rhc concept 
of graphs of marbcmarical fi.mctions. Depending on 
the character of a fiber bundle's independent and 
dependent variables, certain visuali zation techniques 
Jre more appl icable than others. 

I n  genera l ,  the Inte l l igent  Visual i1.arion System 
a u tomatical lv crafts virtual worlds based on a task spcc
ifiGJtion and a description ofrhc data that is  to be visu 
a l ized. A task specification represents a high- level data 
:�na lysis goal of what an end user hopes to undcrsr:md 
from the data. For instance, an end user may wish to 
determine if there is any correlation between tempera
ture and the density of l iqu id water in a c l imatology 
data set. Usual lv, task speci fications must be input by 
:�n end user, a lthough at rimes they can be inferred 
automatically by the svstem.  Tecate provides a simple 
task language from which task speci fications can be 
bui l t , and i r  provides a poinhlnd-cl ick tool tor end 
users ro crc:�rc these specifications when needed . Data 
descriptions, on the other hand, do not require any 
end-user input because they arc provided Jutonuri
ca l ly  by a dat:-t-sp:-tcc intcdacc when datJ is  imported 
i nt o  the svsrcm. 

From the d:-tra description and task spcc ific:-t rion, 
a Planner \\' ith in  the I ntelligent Visual iz:�rion System 
produces a d:-tt:�flow program that when executed 
bui lds an appropri;nc v i rr u :-t l  world rh:�r represcms 
a selected d:-tta set. The Plan ner uses a col l ection of 
rules,  defin itions, and relationsh ips th:-tt �1re stored i n  
a kno\\'ledgc base when bui ld ing a visu:� l ization 
rh:�r addresses a given task spec ification . Contents of 
rhc knowledge base include knowledge about data 



models, user tasks, and visualization techniques.  The 
Planner functions by constr ucting a sentence within a 
dataflow language defined by a context-sensitive graph 
grammar. At each step in the construction of the sen 
tence, ru les in the knowledge base dictate which pro
ductions in the grammar are to be applied and when.  
Presently, the knowledge base is  implemen ted using 
the Classic knowledge representation system; the 
Planner is implemented in CLOS.'u" 

BigRiver 

The dataflow program produced by the I n te l l igent 
Visual ization System is written in a scripting language 
that is interpreted by BigRivcr, a visual ization pro
gramming system similar to AVS and Khoros . � . '  hom 
a tec h nical standpoi nt, BigRiver is not partic u larly 
i nnovative and wi l l  eventua l ly be reimpleme ntcd using 
some ex isting visualization system that has mon: fi.mc
tional ity. The reason that BigRivcr was created from 
scratch was to better u n derstand how ex isti ng visual 
ization progra mming systems work and ro ovncome 
l imitations within those systems. These l imitations are 

their inabi l ity to bt: t:m beddcd within other applica
tions, their lack of comprehensive data models, and 
their inabil ity to work with user-suppl ied renderers. 
The latest generation of visua l ization programming 
syste ms, such as Data Explorer and AVS/ Express, 
overcome many of these l imitations . , _,,. 

Like most of the existing visualization syste ms, 
BigRiver consists of a col lection of proced ures cal led 
modu les, each of which has a wdl -dcfined set of inputs 
and ou tputs. Fu nctional specifications for these mod 
u les represent some of the knowledge contained in the 
I n tel l igent Visualization System's knowledge base. 
Visual ization scripts that are interpreted by BigRiver 
speci f)' mod u le  parameter values and dictate how the 
outputs of c hosen modu les arc to be channe led in to 
the inputs of others. 

BigRiver mod u les come in tlm:e varieties: l/0, data 
manipul ators, and glyph generators. AJ I  modules use 
se lf-d escri bing data tc>rmats based on fiber bund les. 
One t()rmat is used t()r manipu lation within memory; 
the other is an on -the-wire encoding intended tor 
transporting data across a network. An input mod ule 
is responsible tor converting data stored in the on-the
wire encoding into the in- memory format. The data 
manipul ator mod ules transform tlber bund les of one 
in-memory format into those of another. The glyph 
generators take as input fiber bund les in the in-memorv 
t(xmat and produn: AVL programs that when necuted 
build virtual worlds containing objects th;lt represent 
featu res of selected data sets. A single dispby module 
takes as input AV L code and p:1sses it to the Abstract 
Visual ization Machine.  Bv means of the Rendering 
Engine, the Abstr:Jct Visual ization Machine uses the 
appearance attribu tes of objects to create an image of 
a virtual world that contains the objects. 

The Database Interface 

The Database I nterface provides the means to interact 
with a database management syste m, which in the cur
rent version of Tecate can be either POSTGRES or 
I l l u stra.'"·N Database qu eries, written in POSTQ UEL 
for POSTG RES-managed databases or  in SQL for 
I l l ustra databases, are sent to the Database Interface by 
Tecate objects where they are passed to a database 
management system server for execution.  The server 
returns the qu ery results to the Database Interface, 
which then attempts to package them up as an on-the
wire encod ing of a fi ber bundle b u ff-ered on local disk. 
I f  the result  is a set of tu ples in the standard format 
returned by POSTGRES or l l l ustra, the Database 
I nterface pcrf(>rms the fi ber bundle translation . For 
most otJ1er nonstand ard results, the so-cal led bi nary 
large objects ( R LOBs) of the database realm, the 
Database In terface cannot yet arbi trari ly perform the 
translation into the on-the -wire fiber bundle encod 
ing. The only B LOBs that the Database I nterface can 
deal with presently arc those that arc a lready encoded 
as on-the-wire fiber bundles.  The difficult problem of 
automated data f(mnat translation was not addressed 
d u ring Tecate's initial development, although the 
intent is to add ress this issue in the fu ture. 

Once q u ery results arc buffered on d isk, a descrip
tion of the fiber bundle and the location of the buffer 
are sent back to the object that made the q uery 
request of the Database I ntcrfacc. That object might 
then request the ] ntc l l igcnt Visualization System to 
structure a virtual world whose image would appear 
on the display screen by way of BigRivcr and the 
Rendering Engine. Objects in the vi rtual world can be 
given behavi ors that arc el icited by user i n teractions. 
These behaviors might then result  in further database 
queries and so on . Chains of events such as these pro
vide a means tor browsing databases through direct 
manipu lation of objects within a virtual worl d .  

The World Wide Web Interface 

The WWVV lntertace fi.mctions simi larly to the 
Database I ntcrface but instead of accessing data in 
a database, the WWVV Interface provides access to data 
stored on the World Wide Web.  Messages that contain 
U RLs arc passed to the W'vVW I n terface, which then 
fe tches the data pointed to by the U RLs. In retrieving 
data from the \Veb, rhe vVWW lntertace uses the same 
CERN sothvJre l i br:1rics used by Web browsers l ike 
Netscapc. 

Once a data ti le is fetched , the 'vV'vVW Interface 
attempts to translate irs contents in to an AVL pro
gram, which is then passed to the Object Manager for 
in terpretati on.  AVL either specifies the creation of 
a new virtual world that represents the data fi le's con
tents or specifi es new objects that are to pop u late the 
current world being viewed.  lf the fetc hed data fi le  
contains a stream of AV L code ,  the Vv'vVW I ntcrbce 
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merely fonvard s the file to the Object Manager. If the 
file contains general data in the form of an on-the-wire 
encoding of a fiber bu ndle, the WWVV l ntcrtacc 
appeals to the I ntel l igent Visual ization System to 
structure an appropriate virntal world . If the data file 
contains a stream ofHTML code, the WWW I nrerbce 
invokes an internal translator that translates HT1Vl l .  
code into an equ ivalent AVL progra m ,  which i s  then 
interpreted by the Object Manager. This interpreter 
actually u nderstands an extended version of HTM L 
that supports the direct embedding of AVL wi thin 
HTM L documents .  Through this mechanism, 3 - D  
objects with which users can interact can b e  embedded 
directly into a hypertext We b page-something that 
few if any other Web browsers can do today. 

Example Applications 

Applications that browse the contents of data spaces 
and then interactively visualize selected results have 
the same overa l l  structure. One browser appl ication 
component acts as a data space interface, and through 
this interface queries arc posed, q uery results arc 
i mported into the application, and data generated by 
the application is stored back i nto a data space. Once 
data has been i mported in to the Jpplication , a second 
component must map the data into some appropriate 
virtual world . Finally, J thi rd component must manage 
any interactions that may take place between an end 
user and elements that popu late the virtual worlds that 
arc created. 

In  creating an application using Tecate, the Data bJse 
Interface and the vVWW I nterface represent resources 
that can be used to form the appl ication's data space 
interfJce. The mapping of dJta into a representative 
vi rtual world can utilize Tecate's I ntelligent Visual i 
zation System and the BigRiver visualization progrJm-

Figure 4 
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ming syste m .  Finally, the m anJgement of these worlds 
can take place through AVL programs that exercise the 
katures of TecJte's Abstract Visualization Machine. 
The fol lowing two examples tl1at were implemented in 
AV L i l lustrate how Tecate can be used to create applica
tions that browse data spaces. 

Visualizing Data in a Database 
A simple example of an application that exploits 
Tecate's features is one that browses for earth science 
data in a database and then provides visualizations of 
that dJta. The initial user interface for this appl ication is 
bui lt  using a col lection of user interface \vidgers, where 
each widget is a Tecate dynamic object. Because the 
Tecate system docs not yet have a comprehensive 3 - D  
widget set, some wid gets sti ll rely on two-dimensional 
( 2- D) constructs provided by the Tk \vidget set that 
is implemented on top of the Tel language:'" 

Figure 4 depicts the tlow of messages between some 
of the more im portant objects that are used within the 
application. One object is the Map Query Tool that 
is used to make certain graphical queries for earth 
science data sets whose geographical extents and rime 
stamps fal l  within user-specified constraints. The tool 
is bui lt  around a world map on which regions of inter
est can be specified (see figure 5) .  When a user marks 
a region of i nterest on the map and selects a temporal 
rJnge, a qu ery message is sent to the Database 
lnrertace. The result of the query is retu rned to the 
Map Query Tool, which then torwards a description 
of the res ult to the Intel l igent Visual ization System.  
To structure an appropriate visualization, an inferred 
select task di rective accompanies the result.  The ensu
ing script produced by the I ntel ligent Visual ization 
System is executed by BigRiver, which produces a 
stream of AVL code that is sent to the Abstract 
Visual ization Machine tor interpretation . 
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Figure 5 
The Map Query Tool Sho\\'ing a Vtstdi zation of a Qucrv Result 

This AVL program creates a new vi rtu:: d  world that 
consists of a collection of 3 - D  objects . Each object acts 
as an icon that corresponds to one data set that was 
retu rned as the result of the in i tial query (sec hgure 
5 ) .  The I n tel l igent Visual i zation System a lso bui lds 
in rwo behaviors t(>r each icon . Depending on how 
a user selects an icon , either the mctadata associated 
with the data scr represented by the i con is d ispiJvcd in 
a separate window or a q uery message is sent to the 
Database l nterbcc requesti ng the actual data. In 
the latter case, the Map Query Tool again t(>rwards 
r.he qucrv resu l t  to the I ntel l igcnr Visualization System, 
and another virtual  world contJining objects repre
senting data kJtu rcs is created and displavcd with 
the aid of BigR.ivcr Jnd the Abstract Visuali zation 
Machine.  In generJ I ,  lhta exploration proceeds this 
way by creating and d iscarding virtual worlds based on 
interactions with objects that popu late prior worlds. 

After selecting Jn icon to actuJIIy view the data asso
ciated with it, an end user is Jskcd bv the I ntel l igcnt 
Visual ization System to input a task spccitication using 
a Task Editor. General l y, data sets can be visualized in 

many d iffl:rent ways. The I nte l l igent Visual ization 
Svstem uses the task specification ro select the one 
1·isuali zation that best satisfies the stated task. After 
J task specification is en tered, a visuali zation of the 
selected data set appears on the screen . The BigRiver 
dataflow program that the I ntel l igent Visual ization 
System creates ro do that visua l ization can be edited by 
h:md by knowledgeable end users to override the deci
sions made by the system. 

Figure 6 shows a Task Editor and a visual ization 
crafted by the I ntel l igent Visualization System after an 
end user selected a data-set icon .  The visualization rep
resents hydrological dara that consists of a collectjon of 
tuples, each corresponding to a set of measurements 
made at discrete geographical locations. Based on 
the task specification that the end user entered, the 
[ntel l igenr Visual i zation System chose to map the data 
into a coordinate system that has axes that represent 
latitude, longitude, and e levation.  Each sphere repre
sents an individual measurement site, whose color is 
a fi.mction of the mean temperature .  When an end user 
selects a sphere, the actual data values associated with 
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Figure 6 
Task Editor Sho\\'ing a Visualizatio11 of Hnlrologiral DaLl 

the location represented 1)\' the sphere JJ-c disp l avcd . 
I n  addi tion , the I mc l l igc n r  Visual i z;1tion Svstcm J u to
matica l l y  p laces i nto the l'i rtual world ofrhe visu:t l i za
t ion ;1 color legend to h e l p  relat-e sphere colors to mea11  
tcmperatun: v:t l ues.  

hgurc 7 depicts another 1 irrua l  world  s howing J 
visu:t l ization ohbta-sct output h·om a regional c l im;1te 
model  progra m .  The d au set is ;J 3 - D  arrav indexed b1· 
l atitu de , longitude, and cl e1·ation . Fach arrav c l ement 
is a tuple thJt contains cloud d ens itv, water conte nt,  
and temperature I'J i ues.  In this 1 nst;1ncc,  the end user 
e nrered J task speci n cnion that st;ned that the spatial 
variation i n  te mperatu re was of primarv i ll l JlOrtance.  
The I nr e l l igent Visual i zation System responded lw 
spec if -\· ing J l'isua l i zJtion that represemed the te mper
atun: d atJ as an isosurbcc, i .e . , a su rbce 11·hose poi nts 
a l l  h :tve the s:trne 1·a l u c  f(Jr  the tempe ratu re . I n c l u d ed 
i n  the 1·i rtu al  world is ;l widget tklt can be used to 

change the isosu rbcc I';J i ue and the fie ld  l';l ria b l e  th;n 
is being srud ied . 

The isosurbcc widget that :tppc:trs in the l ' isu al i z;l 
tion shown in Figure 7 is of speci;l l  interest bcc:�use o f  
t h e  w a y  that i t  i s  i m plemented. Em bedded i n  the too l 
is a sl ider that is used to change the isosurbcc 1·a luc .  As 
with most sliders, the s l ider ,·:�luc ind icator ;Jutom ;Jti 
ca l ly moves when ;J mouse bu tton is held down while 

Digiral Tcdmiol ) <  n 1rn�l  

poinri n g  at one ofrhe s l ider ends. To ach ieve this sim
ple ;J n imation, Tecate 's clock object is used . When rhe 
mouse bu rron is fi rs� dep ressed whi l e  the c u rsor is over 
a s l ider end , rbe slider ind icator registers i tself to be 

i n formed of c l ock ricks. From then on,  at every c lock 
rick, rhe ind icator receives an u pdate message fi-om the 
c lock, at wh ich time the indicator repositions itself and 

increments or d.eerernenrs the current sl ider value.  
VVhen the mouse bu rron is released , rhe sl ider sends 
a message to B igRiver indicati ng that a new isosurtace 
is ro be calcu lated and d isplayed . In addition, the slider 
ind iutor u nregisters itself f!·om the clock signa li ng 
thJr it no longer is to receive the u pdate messages. I n  
ge nera l ,  appl ications em use this same clock mecha
nism to perf(mn more e la borate animations. 

A 3-D World Wide Web Browser 

I n  the Teute Web browser, exploration of the World 
Wide Web ami i rs comcnrs occurs by placing an e nd 
user onto an i n formational landscape. Th is landscape 
is ;1 3 - D  ' i r tua l  world whose appearance reflects the 
coment and the structure of a designated subset of the 
ent ire Web . Upon applicnion start-up, a n  end user 
is presented with an initia l  informational landscape 
that consists of a p!Jn;lr map of rhe earth em bedded 
in a 3 - D  space, ;lS shown in Figure 8 .  I n  genera l , rhe 



Figure 7 
Task Editor Showing a Visualization of Regional C l i mate Dat3, I nduding an lsosurtacc 3nd cl User I nrcrt,lcc Widger 

initial  i n formational la ndscape can be any 3 - D  scene 
and does not have to be geographically based.  For 
instance, an intormational lan dscape might be a virtual 
l ibrary where books on shelves serve as anchors for 
hyper! inks to diffe rent Web sites. 

In the prese nt browser application, selected Web 
sites appear as 3- D icons on the world map. These 
icons arc positioned either in locations where Web 
servers physically reside or in locations referenced 
within Web documents (see Figure 8 ) .  A user places 
information that describes these sites i nto a database 
that serves as an elaboration of the hot list of current 
hypertext- based browsers. When the browser applica
tion is first started, i t  sends a query for the initial com
plement of Web sites to the Database I nterface. The 
browser application then invokes a BigRiver script that 
visualizes the results by placing icons representing 
each site onto the world map. 

Suspended above the world map is a 3-D user inter
face widget that is used to query a database of Web 
sites that are of interest to an end user ( see Figure 8 ) .  
This database, where the initial set o f  Web sites i s  
stored, includes information such a s  U RLs, keywords, 
geographical locations, and Web site types. Cu rrently, Figure 8 

Tecate Web Browser I n t<>rmarion3l L�1ndscapc Showing 
WW\V Sites Depicted as 3·  D Icons on a Map of the World 
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individual  users arc responsi ble tor mai ntain ing their 
own databases by adding or removing \Ve b s ire entries 
by hand .  An automated me:ms tor bui ld i ng these LhtJ� 
bases can be easily added to the broll'ser appliurion so 
that Web intormation could be Jccu mulated based on 
where and when an end user rra\'cls on the Web. 

Duri ng a browsing session , rhc Web Qu erv Tool 
allows arbi trary SQL q u eries to be posed ro the 

database by an end user. ln addition , the Web Query 
Tool has provisions to a l low pac kaged queries ro be 
initiated by a simp le cl ick of a mouse bu tton . ln both 
cases ,  queries are sent ro the Dat<1base lntert:Jce For 
forwarding ro the approp ri ate dat,1 base ser\'lT The 
Database I nterface pacbges up the query results as 
on�thc�wire fiber bund les which are retu rned to the 
Web Query Tool . The Web Query Tool the n im·okes 
a BigRiver script, which converts the ti ber bundle data 
into AVL code. This code, \\"hen i nterpreted lw the 
Object Manager, creates a , · isualizarion of rhe vVcb 
sires that satisfies the q uery. Genera l ly, a visu:- tl ization 
such as this consists of p l:1cing on the \\'Orld m:1p :1 set 
of 3 �  n icons whose appearances arc a function of the 
Web site type . However, query result \'isual izarions 
need not be l i mi ted to an orga nization based on geo� 
graphical position. For insr:mce, a querv t()r the con� 

Figure 9 
Sample End� uscr Nongeograph iul ! n tcmnatiOtd I ,;l l llbopc 
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te nts of :tn e n d  user's own ti l e  di rectory n:su lrs in  a 
new in t(mnational landsCJpe that consists of an evenly 
spaced gri d  of icons suspended within a room, as 
sbo\\'n in  1-'igu re 9 .  

Each icon that appc1rs \\'i th in a n  in t(mnational 
landscape is cloned ti·om •lll AVL I-IJ1J<'rlinl<. abstract 
object that stores its U lU , in a state \'Jri::�ble.  Each Web 
sire icon inherits ti·om the Hyperl ink prototype a 
beh a,·ior that causes data poi nred to by i rs U R.L state 
\'ariable ro be terch ed lw me.ms ofrhe WWW l nrertace 
"·hen the icon is selected . vVhen the data i s  drawn 
across the Web, Tecate's W\V\V Inre r tace attempts to 
structure a ,·isu �l l i zation of i t .  Figure 10 summarizes 
the message tlow bet\\'een the more importJnt objects 
wirh in the Web browser appl ication.  

If  an end user se lects an icon and a Web server 
returns a stream of HTM L, the WWW Interface trans� 
l ares the stream i n to AV L and d isp iJys the result  on the 
base of an i n,·erred pyramid whose apex is centered on 

the chosen icon (sec hgure 1 1  ) . The text and imagery 
resulting ti·om rhe HTML appear sim ibrly as they 
wou ld when visua l i zed usi ng a hyperrex t� bascd 
browser l ike Netscape . Hype rl i nks arc represe nted as 
highl ighted text, whic h rhe user can tiJI Iow by se lect � 
i ng the tnt. These hypcrl i n ks arc Tecate objects that 
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are cloned !Tom the same HypCI·Jink prototype as the 
Web site icons. If another HTML document is 
retrieved by following a hypcrl ink,  tlut document 
is viewed on the base of :mother i nverted pvramid 

whose apex rests on the selected tex t  and so on ( sec 
Figure l l  ) . Rather than having to page back and t(xth 
between hypertext docu ments as with most hypl:rtot· 
based browsers, in Tecate, an end user needs only to 
move about the virtual world to gain an appropriate 
viewpoint from w hich to ex amine a desired docu ment. 
Overa l l ,  as shown in  figure I I ,  J browsing session 
with Tecate's vVeb browser res u l ts in a t(m::st of pvLl
midal  structures that represe nt  a pictorial historv of 
an end user's trave ls on the We b. 

Although Tecate's Web browser is capa ble of view
ing HTML docu ments, irs main p urpose is not to 
emubte what can currentl y  be done using hyperte xt
based browsers, albei t  using 3-D .  R.1thcr, the new 
browser is i n tended to visual ize primarilv more com
plex types of data. When d �1ra docs not consist of 
a stream ofHTM L code, the WWW I n terrace attempts 
ro visual ize what was returned h·om the 'We b. These 
visual izations can take place in virtual worlds separate 
!Tom the i n tormationa.l landscape !Tom where the data 

Figure 1 2  
Example o f  a Web Document with Embedded 3 - D  Vi rtml World 
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req uest was initiated , or they can be placed within 
the original intormational landseape. Figu re 1 2  depicts 
Jn example of a Web document that has em bedded 
within it a miniantre virtual world containing a model 
of J ur. An end user can fi-e ely i n teract with this model 
to in itiate any behavior ddined for objects populating 
the su bworl d .  For instance, selecting the cJr with the 
mouse cJ uses the car w heels to spi n .  Figure 1 3  shows 
the AV L code embedded i n  the HTM L page for the 
We b docu ment shown in hgurc 1 2 .  

Conclusions 

Tecate provides the infi-astructure on which applica· 
tions can be created f(>r browsing and visual izing data 
trom networked data sources. Architectural ly, Tecate 
seeks to bri ng together into one package useful  tCa
tu rcs t(> u nd i n  visualization systems, network browsers, 
datJbase ti·orlt ends, and virtual reality systems. As a 
first prototype, Tecate was created using a breadth-first 
development strategy. That is, developers deemed it 
esse ntiJI to first understand what components were 
needed to bui ld a general data space exploration uti lity 
and then determine how those components interact. 
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This dn\: lopmenr srr�ncg;1· tLldcd off the fu ncrio11Ji irv 
of i n d i1· idu:�l compone nts t(>r rhc co mplerc ncss of 
:I ri.dl\' ru n n i ng \'iSU�liization S\'StC lll . 

In terms of �1Ch i c 1· i ng i rs design goa ls,  r i le Tcc,Hc 
eft(Jrt h �1s  been modcratch· successti.d . TcGHc Glll  nm1 ·  
prm·idc i nrc rbccs to t\1 o kind of rb t�l sp�1ccs: the 
World vVidc We b �l l ld thLlb�lSCS lllJ113 gcd b\' rhe 
POSTC RES �m d l l l us tLl Lh t�1b�1sc manage m e n t  S\ 'S
tc ms. In addit ion,  i n tnbccs to other dat�l sp�1ccs c�m 
be i m pl e men ted easih' l1\' C I 'C :l ti ng nc\1 resou rce 
objects us ing the too ls pro1· idcd lw Tecate . M u ch 
11 ork sri l l nccds to be d o n e ,  hm1 c1'Cr For cx:�mple ,  rhc  

attc i H.b n t  dar:� transl ation problem must  be  satisbcto
ri k soh'Cd ; da ta pass ing t lmJugh an i n tcrbcc rhat 
is stored i n  one form�1r should be :Hl tom:�tic;� l l v  u m 

l'trtcd i mo Tec:nc 's  b1·orcd t(mna t :md 1·icc l'crs�l .  
When bui l d i n g  ,·isu �l l i ;.�ni ons o f  data, Tccnc nm1 

u ndcrsr�mds da t�l that h �1s :1 s1Jec i rlc  conccpru�1 l  str uc
tur e ,  i 1 1  p:� r t icu l ar, arhi  tr,u·1· scrs of tup les  �md m u l  ri
d i me nsion:� !  �1rr:11'S l l 'hnc �l lT�l\' c leme nts tlU\' be 
tuples.  Al though da ta t\'pcs from man1' d i !'ll:rcm d i sci 
p l ines possess such a stru ctu re , some tvpcs rc m�1 i n  thJt 
dO ilOt,  r(>r i nsta n ce ,  cb t:l rh�H h�1s a latticc- l i kl· or poh·
hcd Lli srrucrur e .  F u rthc rmorc ,  Tee:� tc can noll' con 
struct o n h· crude \ ' isu;� l i;�ltions ofrhc da ta ti'Pcs r lut i t  
docs u n d ersta n d .  The prim�1 n  reason t(Jr r h i s  shOI't
com i n g  is that  the b�1s ic mod u l e  set 11 i r h i n  the 
BigRil'cr resou rce i s  i ncom p lete ,  �md the knml' icdgc 
base 11·i thin the ln tc II i gc m  Visu�l i  iza t ion Svstcm con
tai n s  l i m ited kn oll' ledge of 1 i su :� l i zat ion tec hniq ues 
that can be used to tra ns r( m n d<lLl i nto 1 i r n t �1 l  11 orlds. 

At prcscnr,  Tecate docs d1·nam icJih' Cl'<lrT si l ll fl l e  user 
i nterbccs �1 nd i n tcracti1·c 1 isu �1 l i nrions using i rs l n rdli
gcnt Visu.1 l ization System. This expert SI'Stcm t:1 kcs into 
acco u n t  holl' tb ta is con ccpru;l l l\' structured and e n d 
user t�lsks regarding ll' h J t  is t o  be understood ti·o111 the 
data .  Sti l l ,  the  lnre l l igem Visua l i 1.�1rion S1·srcm docs nor 
I 'Ct consi der  tbt<l sc m <l l l tic s, e n d - u ser prdl: rc l ll:cs, or 
d ispia1· s1·srcm characteristics II '  he n b u i l d i n g  1 isu �l l i !. �l 
t ions.  Nonetheless, Tccnc docs pro1·ide the c1 p�1b i l i rics 

ro create h ig iJiy  ill tcr:�cti i'C allp\icarions. Sophisr ic1tcd 
n·e n t  h :m d l i n g  constructs arc b u i l t  i n to AV L, �uHi rile 

I n rcl l igcnr Visu:� l i zation S1·stcm u ses those tl:atu rcs to 
a u ro m �lticl l l \' p lace user 1 1Hcr f1cc 11·id gcrs 1 1 1to the 
,·irtu<l i  " m lds i r  specifics .  

Rcg�mi i n g  fi.nu re 11·orlz, lwpcfu l l \', succeed i ng gen 
erations of the Tecnc S\'StCtll 11·i ll inc lude l ll�lll\' nell'  
tl:aru rcs and c n hatlCCi l l C l lts .  The ma nagement of 
obje cts needs ro he rcll'orked so that thous<l l lds  of 
objects c1 1 1  be cftic ic 11 t il h�1 1 1d  led si  m u l  t�mcoush' .  
Although Tccne 11011· bu i l ds ,-i rrua l  1\'Cl r lds,  1 i rt u a l  
re:� l i t1· g�1dgctr1'  has 1·cr to h e  i ntegra ted i n ro  rhe SI'S

tc m . The Abstl'acr Visua l i i.Jtioll  Lmgu agc n ee ds 11CII' 

features, �1 11<..i i t  needs to he stream l i ned .  Tccnc i.':l Jl  
also bcndi t  grcarlv ri·on1 ' '  more com plete toolk it  of 
3-D 11 · idgcrs rh<H can be used to i n tcnct 11 i t h  obje cts 
11·i th in 1 i rr u �1 1  11·or!ds. h1dil, the Don� gLlfl hics SI'S-

\ 'o l .  7 ::\o. ·' l9')S 

tcm t h �1r Tecate uses s h o u l d  be repl aced wi rh a more 
m a i nstrG l ll l svstcm l i ke O pc n G L, which wi l l  al low 
Tecate to run on a ll ' i d c l 'arict\' of hardware pl art(mns. 

Tccnc i s  an  e.\citing SI'Stcm to use <1 nd an  C\ccl lent 
r( Ju tKbrion ti·om 11 h ich to p ursu e  ti.1 rthcr rcsc1rch and 
d n c lopmc nr in the C\pl orarion ofgcncr<l i tllt<l sp<Kes. 
Tcon: �1d 1 anccs the SLltc <>t' the art  b\' d e monstrati ng a 

con1 prchcnsi 1·e mcms to graphical ly browse hx data 
:md then i n tcracti1·e lv visua l i ze data sets that  arc 
sele cted . Tecate accom pl ishes th ese tasks b1· us ing an 

C.\ pcrr S\'Stcm t hat a u tom�ni c1 l l l' bu i lds  1 · irr u a l  11 orl d s  
and b1· n pl oi t i n g  the tl n i b i l i t1 o f  a n  i ntcrprct i 1 e , 

object-o riented Ja ngu <�gc th <�t descri bes those 1\'or lds .  
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Hig h-performance 
1/0 and Networking 
Software in Sequoia 2000 

The Sequoia 2000 project req u i res a h igh-speed 

network and 1/0 software for the support of 

global change research.  In add ition, Seq uoia 

d istri buted appl ications req u i re the efficient 

movement of very large objects, from tens to 

hundreds of mega bytes i n  size. The network 

arch itecture i n corporates new designs and 

i m plementati ons of operating system 1/0 soft

ware. New methods provide s ignificant per

formance i m provements for transfers among 

devices and processes and between the two. 

These techniques reduce or e l im i nate costly mem

ory accesses, avoid unnecessary processing, and 

bypass system overheads to i m prove through

put and reduce latency. 

\ 'o l .  7 ;-..:" ·' 1 99 S  

I 
Joseph Pasquale 
Eric W. Anderson 
Kevin Fa l l  
Jonathan S. Kay 

I n  the Seq uoia 2 000 proj ect,  11 e �1ddressed rile [Jroh
lem of des igning a d istri b u ted com p u tn SI'Stem th�H 
can eftic ien tlv rerriel'l: ,  store , <l l l d  rranste1· the 1 ·en· 
l :1 rge d ,\Ll objects con r,1 i ned i n  earth sc ience :�ppl ica
r ions.  B1·  l 'en· l arge , ,,.e mean thra objccrs in  ncess 
of  te ns or e1 e n  h u n d reds of mega lwres ( M B ) . Earth 
science research h :�s massive compu tat ional  req u i re
menr s ,  in large p:trt d u e  to the large dao objects often 
t()l l l ld in i rs :t ppl icarions.  Thne '1re man1· es:1mplcs :  a n  
ad1 a need 1 ·en· h i gh - reso l u tion radiometer ( AVHRR ) 
i mage c u be req u i res 300 MB, �111 ad1·aJKed l' is i b lc  a n d  
i n frared i maging spectrometer ( AVI R ! S )  1 111�1ge 
req u i res 1 40 MB, �md the com mon Lmd sate l l i te 
( LA):' DSAT )  i mage req u i res 2 7� ,\•I B  Am· t h ro u g h p u t  
bottleneck i n  a d istri b uted computer SI'Ste m becomes 
great l l' m'1gn i tied 11 hen d e:1 l i n g  with such l arge 
objects .  I n  ,1d d i tion , Seq uoia 2000 11·as :1 11 e:q)eri mem 
i n  d istri b u ted c o l l a hor:Hion;  rhus ,  col l a bor:nion roo ls 
such as \ ' t ticoco n k rc n c ing \\'ere :1 lso i m port:mr appli
cations to support . 

O u r  efforts i n  rhe p mject t<x used on opcr�Hi n g  51'S
rem 1/0 :1n d  the netll'ork. We designed rhe Scq u oi :1 
2000 11 · ide are:� nctll' ork ( WA N ) rest bed , :t n d  11·e 
e \ p l ored nell' designs in opnari n g  svste m 1 /0 and 
nen1 ork sofn,·a t-c . The contri but ions  of  th i s  paper  arc 
t\\'ot(l l d :  ( I )  i t  su tTCI'S the m;l i n  resu l ts of this 1\'0rk 
:llH.i puts them in pcrspecti1-c lw relati ng them ro the 
ge neral tbra rr�1nsti.:r probl e m ,  a n d  ( 2 )  it prcscnrs 
:1 l lC\1. design t(>r  conra i ncr s h i pp i n g .  ( fo r  a com plete 
d iscussion of conta i n e r  s h i ppi ng, see Re krence l . )  
Si nce conrainn s h i pp i n g  i s  a nell' des ign,  th i s  p:�per 
d e1·orcs more sp:�ce to i r  in re l :tr ion to the  other sur
' c1 ·ed '' ork ( 11·hose der�1 ikd d escr i ptions m :l\' be fou n d  
i n  Rdcret 1ces 2 ro 9 ) . I n  a d d i  rion ro th is  11 ork, '' e con
d u cred orhn ncrll'ork studies �1s parr of  the Sequoi �1 
2 000 l)rojccr .  Th ese i n c l ud e  1-csearch on p rotocols to 
pro1· ide f)Crtormance gu aranrecs .m d m u l t ic1st ing. 10 , -

To support a higJ J -pcrt(mn:l ncc d istri b u ted comput
ing e twi m n m e nr in ll 'bicb :lppl icuions em c ftCetii 'C l\ '  
man i p u l �ue large d :H:J objects, 1\'C 11-cre concerned 11· ith 
achin i n  g. high throughput during the rranster of these 
o bjccrs. The processes or d e�· ices represe n t i n g  the d ;1 L1 
sou rces :md sinks m:ty a l l  reside o n  the s'1mc work
St<Hiou ( s i ng le  node case ) ,  or thcv rna1· be d i stri buted 
o1·cr IJ\<1 1 1 1 '  ,,·orkst.ltions connected b1· the nen1·ork 



( m u lt iple node case ) .  l n  either c:�se , we w�1n n.:d app l i 
C1t ions , b e  th e�· c 1rth science di stribu ted co m p u ta
tions or col la bor�nion tool s  i 1 1 1·oh- i n g  m u l tipoint 
video, ro 1 1 1�1kc fu l l  use of the raw bandwidth prm· ided 
bv the u n derlving com m u nicarion svsrem .  

I n  the m u l tiple node case , the ra11 band11· idrh is 
h·om 45 ro 1 00 meg�1birs per second ( M b/s ) ,  bec:ll!se 
the Sequ oi�1 2000 n e mork used T3 l i n ks t(>r long
d istJnce communication :md a ti ber d istri buted data 
i nr c rbce ( F DD! ) tc>r loc1l area com m u n i cnion.  ln rhe 
s i ngle node case , rhc l'JII' band11 · idth is approx i m Jteh· 
1 00 megabnes �1c r  second,  s ince rhe works tation of 
choice w:�s one of the D ECstation 5000 series or the 
Alp h�1- powcred D EC 3000 seri es, both of which use 
the TL! RBOchannel  �1s the SI'Stcm hus .  

Our 11·ork foc used onh·  on soft11·;m:: im pro1·e mct1ts,  
in particu lar  how to achieve max imum svsrem sotT\\':tre 
per te>rnu ncc gi1 -cn the hardware we selecte d .  I n  bet, 
we found that the throughput bottle necks in the 
Seq uoi�1 distri buted computing cm·i ro nme n t  11·ere 
i ndeed in the 11·orkst:1 rion 's operat ing svstcm softii'Jre, 
and nor in the u ndnlv ing com m u n i cation svstem 
hard11·�1re ( e . g . ,  n c tll'ork l i nks or the svstem b u s )

·
. This 

problem i s  not l i m ited to the Scqu ( ;i J  em ironment:  
gi1 ·cn modern high -speed workstations ( 100+ mi l l ions 
of i nstructions per second [ m ips 1 )  <1 1 1d t:1sr  networks 
( 100+ Mb/s ) ,  pcrt< )rmJnce botrl e necks arc often 
caused [)I '  sotT\\'are, cspccia lh · opu:1r ing svste m soft
ware . Svstem softw:1 re rbroughput h as not kept up 
with the throughputs of 1/0 devices,  especiJ I IV  net
work alhpters ,  ll' h ich have i m pro1·cd trcmenLiouslv 
in  recenr \'l'Jrs. These rcchnolos"· i m pro1·cmcnts are 
being d ri1-cn by J ne11· ge neration of appl ications, such 
as i n tcracti1·e m u l t i m edia i n voking d i g i ta l  1·ideo and 
h igh - resol u tion gr:1phics, that h;wc high IjO through 
p u t  req u i rements .  Support ing these applications and 
control l ing th ese dc1· ices han: tJ:-:cd operating s1·stem 
tec hnol ogv, much o�· ll'h ich II'Js dcsi<rned d u ri tw t imes 

L .  b U 
when intensive 1/0 ll'as nor an iss ue .  

I n  the next section of this pJpcr, ll'e describe the  
Seq uoia 2000 nct\\'ork, 1 1  hich scrH:d JS an operimen
ta l test bed �o r our  11 ·ork.  Fol lowing that ,  11 ·e :1 nah·ze 
the d�lLl tLmsfcr probl e m ,  ll'h ich SCJ�ves as the con;exr 
tor the three s u bsequent sections . There liT d escribe 
our sol u tions  to the d.lLl transfer problem.  hn:1 l lv, 11·e 
present our concl usions.  

The Sequoia 2000 Network Test Bed 

The Sequoi �1 2 000 nenmrk is �1 pri 1·�1te WA:\ tlLl t  we 
designed to span ti1 ·c Gl ll1�1Uscs at rhe U n i1·ersi tv of 
Ca l i t( > rn i <l :  Bcrkcl cv, Davis, Los f\ nge les, SJn Di�go, 
and S�1nta BarbJrJ . The topologv i s  sholl'n in hgure J .  
The b�1ekbone l i n k  speeds a rc 45 Mb/s ( T 3 )  11·i th 
the exception of the Berkde1·- D:11·is l i n k , ll' h ich is 
1 . 5 1Yi b/s ( T l  ) .  At eac h campus,  one or more F D D I  

Figure 1 
S..:q uoi�1 2000 Research N<.:tll'mk 

local  area nctll'orks ( LA Ns ) that  opc r�ltc :J.t l 00 M b/s 
�m:: used t(>r local d istri bu tion . At some cam puses, 
the con figuration is  a h i erarc h ica l  set of ri ngs .  For 
exa m p l e ,  Jt UC San Diego, one f' DDI  ring cmTred 
rhc campus and jo ined th ree sep�lrJtc ri ngs: one at 
rhc Computer Syste ms Lab ( o u r  l aborJtorv ) in the 
Department of Compu ter Scie nce ;md Engin eering, 
one at the Scripps Institu t ion of Occanograph1·, :md 
one at the San Diego Supercomputer Center. 

We used h i gh-pe rtormance ge nera l - p u rpose co m 
pu ters a s  routers, origin�1 l l y  D ECsr:1rion 5000 series 
and later DEC 3000 series (A l pha - powered ) II'Ork
station s.  Using 11·orkstations as routers r u n n i n g  the 
LJ LTR! X or the DEC: OSf/ l ( no11 D i gita l  u \: J :\ )  

operating system prm·idcd u s  with :1 mod i tiablc soft 
II'Jrc platt(mn tor ex peri m e n tation . The T3 (a nd T l ) 
i n tertace bo�1rds 11·ere spcei:1 l lv  b u i l t  lw Da1·id Boggs Jt 
Digita l .  We used otl� rhe-shelf Digit;l l products t(>r 
.F D D I  bo:�rds ,  both mod e l s  DEF'lA, 11· hich supports 
both send and receive d i rect memory �Kccss ( r:li'vi A ) ,  

:111d DEfZA, ll'h ich su pports onlv  rccci1 ·c DlviA.  

The Data Transfer Problem 

Since a d�1r;1 sou rce or si n k  mav he e i ther  a process or 
d e1 · ice , and the operat ing SI'Stem gcn cra l h- pcrt())'lns 
the function of' transtCrri ng data bct11 ·cen processes 
and d evices, u ndcrst:1 n d i n g  the hotrl enceks in th ese 
operating sysn: m data p:1 ths is kcv ro im proving 
perfonn;1nec.  These d atJ paths  gcncra lh- i moh-c trJ 
�·ersi ng n u merous l a1·crs ofoper:ni ng s1·stetn softwa re . 
l n the case of n e tll'ork rr:1nskrs, the d ata paths �11-c 
ex tended bv lavers of ncnvork protocol sofTware . 



To u n dnst;uld rhc pcd(nm;mcc p roble m 11·c \\'C IT 
tr�· i n g ro sokc , consider a common c l i e m- se !Yc r i nrcr
acrion in  w h i c h  <1 c l i e n t has ITq u L·srcd Lh t;l ti-om ;1 
scn·cr. The Lht;1 res ides on some sou rce de1·i c c ,  e . g; . ,  .1 
d isk, :-�nd mus t  be read Lw the scn-er so that i r  111;11· se nd 
the <.btJ to the diem < J I 'CI' :1 n crll'ork .  At the c l i ent, rhc 
data i s  IITittcn to some s i n k  d c,·icc ,  e . g , a �i·ame bu th: r 
for d ispL11. 

Figure 2 sh oii'S a rvpical c n d - ro-end ch t;1 p;nh whnc 
the sou 1·ce and s i n k  end -poi nt 11 ork, ur ions .1 1 -c run n i n g  
protected OJKr;ning Sl'�tcm kemcls s u c h  ;1S L ' � I X .  T h e  
source d e�· icc gcncr;nes cb t;\ i n to t h e  mem o1·1· of i rs 
connected 11 mkstati o11 . This  mcmm1 is gc ner;1 l l 1  o n l l 
addressa blc lw the ke rne l ; ro ;1 l loll' rhc sen·n process 
ro access the <.hLl, i t  is ph1·sic;1l ll' cop i e d i mo mcmor1  
;ld d ress:-� ble  1i1 rhc scn·cr  process 's a d d ress sp;Ke,  i . e . ,  
use r sp;Ke.  Plll'si cal l l' cop1· i n g Lh t;l �i-om o n e  mcm o 1· 1 · 
l ocation ro ;1 11oth c r ( m  m or L' ge n e r;1 l h, tou c h i ll[l: t i l L' 
data r(n <1111' reason ) is '' m;1jor bott le ne ck in modem 
11·orksr;1 r ions.  

Jn rr;11 c l l i n g through the kern e l ,  rhc c h t.1 gc n e r;1 l h · 
rral'e ls  o1·er a dc l ' ice Lll 'cr and <1 1 1  absrr.Kr ion Lll'er. The . . 
dn·icc la1 ·cr is f)<l rt  of the kcn\ L' I 's 1/0 su bSI'StC I11  ;\ Jld 
ma nages the l/0 dc1 ices h1· b u ffe ring da t;\ hcn1 een 
the d e1 · ice ;md the kernel . The Jbst rac r i on l :t1 -cr com
pri ses other kt:rncl  s u bs i'Stcms th:-�r su ppon ;l hsrr<1 c 
t ions of dn·ices, prc)l'id i ng more COI11'l'nicm st: n · i cc s 
for user-Je,·e l r)rocesses . l:\ a m p l cs of kernel a bstraction 
l a1·er sot(\,·arc i nclud e  ti l e  S\'stems :tnd com m u n i cation 
protoco l stacks: <1 file SI'Stem com·e rr� d i sk bloc ks into 
ti les,  and J comm u n i cnion p rorocol stJck colli 'Cl 'ts 
network packers into da ragr:m1s  or stream segments .  
Sometimes,  a kernel im plcmenLHion m;\1' uw.e p l ll ·si 
ca l  CO[Wing of d ata be tll'een the cie 1  icc i<li'L'I' ;\ llci the  
;1 bstr;h:t ion Lwc r; in  hct, cop1· ing 11\;\ 1 '  e1 'C n occur 
ll'i th in rhcse Lll'crs. 
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FronJ ke rnel  space , rhc d ar;\ l l l <11' trave l across severa l 
more b1·ers i n  user spxe, such as the sramhrd I/0 
Lwcr <l l Jd the :-tppl icati on l <1ycr. The sr:-� nd:-� rd l/0 l aver 
hu ftcr.'> T/0 cb ta i n  Ll rge c h u n ks to m i n i m ize th e 
number ot' I/0 S\'Stcm c.1 l l s .  The :-�pp l i cni on l ;\ \ ·er  gen 
Cl';l l l v  h ;ls i rs oll 'n b u ft<.:rs ll'here l /0 cht;\ i s  cop ied . 

I:-' rom the senu· process in user sp.Kc, r h e  dat;1 i �  
r h e n  g i 1 en to the nc rll'ork ;1lb pte r; t h i s  111<\1' cause 
rra11 sfc rs across user process 1 ;1\'l'I"S a n d  rhen across rhe 
ke rnel L11·crs. The lb L1 is then n·anstCrre d o1·cr rhe net
,,·ork, 11· hich gc ncra l l v consists of a ser  of l i n ks con 
llL'Ctcd h1 rou ters . I f  rhc romus ha1c kemcl�  11·hose 
soft11 :1rc stntctmc is l i ke tbJt d escri bed ,\ bo,·c , '' s i m i 
Llr ( bu r  rvp ic1 l i l' s im.pl c r )  i nrramac h i n c d a t;1 rranst(: r 
p;l th II i l l  ;lpp(l ·  

F i n <1 1 h', the tbta arri 1 ·cs <1t rhc c l ie n t 's II'Orksr:ttion .  
There, rhe dara tr:-�1·c ls i n  a s imi Llr  ,, . .,,. ;\S ll'as d escri bed 
t( Jr  the sen er's 1\'Clrkst;lt ion : ti-om the nct11·ork <1Lhpter, 

across t h e ke rn e l ,  t h rough the c I icnt pmccss 's ;ldd  rcss 
sp.1ce, :md across the k e rn e l  ag;1 i n ,  ti n :t l h' rea ch i ng the 
� ink de1 i cc .  

Fro m th is  ;Jn;dl's is ,  one can smrnisc 11 ' 1 1 1' throughput 
llotr le l Jccks ofrc n occ u r  at t l 1e  end pointS of rhe end 
to -end Lbt;1 tr;mstCr parh , ass u mi ng sufticienrlv fJsr 
h;lrd ,, -,,re de1· ices :-�nd Ull1\111 u n i c;Hion l i nks .  Ar rhc e nd 
poims, rhcrc ma1· be s ign i tic111r d at;1 cop1 i n g  :-�s the 
Lbra rr�11·erscs the 1·ari ous sof-(\vare l al'crs , <1 1 1d there is  
l'r<ltect ion-dom,1 i n  cmss ing r kcmel  to u s t:r  ro kern el ) ,  
;\ 11Hlllg orhn tl 1 1Ktions . T h e  01·erheads caused bl' these 
fu nctio ns , d irccrh- ;md in d i rectl l ', can lx s ignitic;mt. 

C :on seq uenth ·, 11·e t(Kused on impro1· i n g  operating 
s1•s rem l/0 :m d nenvork software , i n cl ud i n g opti 
mi ;;lt ions tor the  t(;ur poss i b l e process/d e,·icc  d :n�1 

tLl n s tCr scc narim: process to process , process to de1·ice , 
dc ,·ice to process, and dc1·ice ro d e1 · icc , ll'i th speci;l l  

c\L·e i n  ;1 dd rcss i n g  c1ses 11 hue e i ther  source o r  s ink 
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device is ;� network �lli a ptcr. I n  th is  p�1per, \\'C usc 
rhe term dolo lntl l4.erJII"oblem to re kr to the problem 
of red uci ng these ovc r hc;�d s ro ac h i e1·c h i gh throu gh
pur  between ;� sou rce device Jlld a si nk  device , either 
of \\"h ich can he ;� ne t11·ork aLhpter 11 · i rh in  � �  s i ngle 
worksr:� ri o n .  

Al though the data rr:mskr prob lem mal' al so o i st i n  
i ntermedi ate routers, i r  docs s o  to :1 m u c h  l esser 
degree than with end-user workstations ( assu ming 
m odem rou ter softwa re and h :�rd \\'�lrc te ch noJog, · ) . 
Th i s i s beca use of �� rou rc r' s s i mp l i �i ed ex ecution envi
ron m e l l t  :�nd i rs red uced needs �()r transfe rs Kross 
m u lt ip l e  protected domains .  H o\\"CI "Cr, there i s  noth
ing rh�n prec l u des rhc :�ppJicnion of the tec h n iq u es 
di scussed in  th is paper to rourer SOlT\\";Jre .  In  rict,  si nce 

ll"e used gcnerJ I - p urposc worksta tions �or routers ro 

su pporr �� tlex i blc,  mod i �i ablc  rest bed �(Jr ex peri men
t�ltion ll"i th  nc11 ·  protocol s , our work ll"as a lso appl ied 
ro rourer software .  

I n  the  n o r  three sections, ll"e descri be 1·arious 
�1 ppro:�ches to soil-i ng rhe data rr:�nskr problem . Since 
da ta copv ing/rou c hing i s  a major sottware l i m i tation 
in achi e�· in g h i gh throughput, a1·oiding data co�wi n g/ 
touching is a constant the me.  tVl uc h of our work 
im·olvcs finding \1'<1\'S to a1·oid or l i m i t  touching the data 
11 ·i thou t sacriric ing the tlex i b i l i rv or protection com
monlv provided bv most modern operating systems .  

We descri be tii"O sol utions ro the da ta transtCr prob
lem th�lt avoid a ll phys ica l copving �md art: based on 
the princip le of p r<)\' id i ng separate mec hanisms for 
1/0 conrrol <1 11d data tran sfer. " " Tile readn ll"i l l  sec 
that while th ese two solu tions are based on d i fferent 
:�pproa ches ( i ndeed,  rhev can e1·en be ,·ie11·cd : 1s com 
peti n g ) ,  they ti l l  d i ftc rc nt  n i ch es based o n  di ffe ri ng 
:�ss u m prions of how l/0 is structu red . I n  other words, 
each is :1ppropri �1te :�nd opt ima l �()r d i ftcrenr siwarions. 
I n  add i t i on to the da t�l transkr problem,  11·e �1dd ress a 

special proble m-the bottlen eck cre�ncd bv the check
sum computation t()r f/0 on �\ net11·ork using rhe trans
missi on control prorocol /intcrnct protoco l (TCP/ I P ) .  

Container Shipping 

Conta iner  shipp i ng is .1 kernel sen·icc t hat prm · idcs 
f/0 operations �(Jr use r  processes. H i gh per t(>rmancc 
is obtained lw c l i m i n:� r ing the i n - mc m orv d�1ra copies 
rrad i tional lv  assoc iated ll 'i th f/0. Add i tiona l ga i n s  arc 
�K hil'l'cd bv perm i tt i ng the selective accessi ng ( m ::�p
pi n g )  of d ata . hnal lv, the des i gn ll"e prcsenr makes 
possi b l e speci�ic opti mi zations that fi.1 r thcr i mprm"L 
perform �mce . 

The goa l s of the conr .a i ner  sh ipping mode l of d�H:t 

rranskr tor f/0 are to prov ide h i gh pcrt(mnance with
our  sacri fic i n g  protection and to ti. i l l v su pport the prin
c i ple of genera l - pu rpose comput ing.  F u l l  �Kcess to 
l/0 tbta bv user- l eve l processes has  long been a stan 
dard kature of operat i ng systems. This ab i l i t�· hJs 

trad ir ion a l l v  been prm·idcd bv copying data to and 
ti·om process m c m on· at each i n stance when Lbta is 
rr:� nsrerred .  The di1 ergcnce of C P U  and Jvnamic ran 
dom access memorv ( D RA M )  speeds makes this  i n 
mcmon· cop1· ing more inefti c icnr  a n d  cos rh· c1crv 

vcar. This problem i s  often arr.1cked with ;lppl icnion
spcc ific si l i con or kernel  mod i�icatiom . A l css-cosrlv 
and longer- lasti ng solution is  ro redesi gn the f/0 sub
svstem to provide co�w- frce f/0.  Conta iner shipping 
prm ides this a b i l i rv, as "·e l l  as <lddi ri on al  perform�mce 
gai n s ,  in :1 u n i t(mn, gc ncLl l ,  Jnd practica l ll "a\ '. 

Containers 

A container is one or m ore pages o f mc m orv. Tn these 
p:�ges, it mav conta in a s i ng le block of d:�ta , ll"hose 
l ocnion is ide n r i ti cd Lw an other �1 nd a l e n gth . When 
�� container is 111<1pped i n to an  add ress spxe, the pages 
t(mn a cont i gu ous region of mc mon·, 11 ·hcre rhc d a u  

em be m:� n i pu L�tcd . A conta ine r c a n  be O\\'ncd b v  one 
and onh· one domai n ,  e . g . ,  some user process or the 
kernel i tsc l �� ar <1 11\' s i ng le point in r ime.  The Oll'n ing 
domain mav 111<1p the conta iner for access. When 
Kcess i s  nor req u ired, mappi n g  c:�n be  ;11 ·oide d , 11·hich 
S�l\'eS ti me.  

User-l c,'C] processes usc conr:� iner sh i ppi ng S\'Stem 
c: dJs ro per�orm the �ol l oll" i n g  fu nctions:  

• Al locati on:  cs_a l l oc �md cs_�iTe a l l oc:�rc and deal lo
cate cont a i n e rs and their resou rces ( e . g . ,  pl11 sical 
pages ) . 

• Transkr : cs_read and cs_ II" ri te perr(mn 1/0 us ing 
con t:t i ners . 

• Mappi ng: cs_map and cs_un map �1 l loll" :t process ro 
:�ccess the daLl in a conta in er. 

The cs_read and cs_ll 'rite c:� l l s  t:�ke ;\s p:�ram cters :�n 
l /0 pa th ident i �ier (such as a U :\'l X  ti le  descriptor ) ,  
a data size , a n d  p�1ramctcrs desc ribing a l ist of contain
ers, or a re turn ;\ rca t'or such �� l i st .  Se,·cr;JI opti ons arc 
also <li "J i lahle,  such as one ror cs_read th;n i m m edi are lv  
maps a l l  the resu l ti ng con ta i ners .  Data i s  ne1·cr copi ed 
"·irh in  memon· ro s�nist-\· cs_,-c;�d <1nd cs_11Tite ,  so Jl l  
l/0 pe rt(>rmcd rl.1is \\ ' ;\)' i s copv -ri·ce . 

Because the  mapp i n g  of con t�1 iners is : il w;:ws 
op ri on �1 l , a process can mm·c data ti·om one dl'l · ice ro 
:�norher without ma pp i ng it <lt a l l .  When containers of 
thta tl oll" through a p i fx l i ne ot' se1·eral processes , sub
stantia l  addit ional  savi ngs can be obr:�i ncd i f sn·cral of 
rhc processes do n or m;�p the conr�1i ners, or i f  thcv 
map only  some of the coma i n e rs .  

Al though conta iner  sh ipping has s i x  diftcrcnt sys
tem cal ls  1 ·crsus the t\1 o of con,·cmion �ll l/0, I"CJd and 
write , the actu:� l n u m ber of ca l l s  a process issues wi th 
conta iner  1/0 mav be no �rcner than with con ven
ti onal  1/0. When dao i s nor ma pped , o n h· cs_rc1d 
and cs_write calls are requ i red .  E1·en i f thta is mapped ,  
i t  ma1' be possi ble to pertorrn rhe mJppi ng through 
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rhgs to cs_re�H.I , without  el i l i n g  cs_rn a p .  U n m�lppi ng 
i s  J u tomnic i n  cs_IHi tc , so i f  cs_u nm:1 p  i s  not used, 
t\1'0 S\'Stem Cl i i s  JI"C Sti l i  s u r"ficicnt . 

As shol\'n i n  hgure 3, a pmcess reJds d<H<l i 1 1  J con
ui ncr ti·om one d n·ice and 11rires it to .1 11othn de 1 ·icc . 

Three p�1ges of me morl' tcm11 on e cont�1 incr thJt  store.'> 
tii'O ami onc- h�1 l f  p�1ges of d Jta . On i n p u t  ( c s_read ) ,  
rhe sou rce d l'\ icc d e posi ts tbra i n to p h1·si c<1l memon· 
pages r(mn i n g:  the CO!lt<l i ncr.  T h e  p rocess r h �l t  011 llS 
the eoma incr ma1·  then m �•p ( cs_map ) i t  so t ll;H the 
lb U em be m�m i p u l a ted in i ts �H.id ress sp<KC.  The cb t�l 
i s  then o u t p u t  ( cS_IITi te ) to  the s i n k  dL'\ i c c .  O u tp u t  
G l l l  occu r  without hal'i ng mapped t h e  comainer .  
Nl apping c:1n �• l so occu r  a u romaric1 l h- on cs_rc1d . 

Eliminating In-Memory Copying 

U ncon d i tionJ I Iy  a\'Oi d i n g  the cop1·i ng of tb ta ll'i th i n  
me morl' d ur i n g  l/0 IG1ds ro t h e  ti rst of sl'\-CLl i pe rt()l'
l1l�lllce g:1 ins ti-om coJJtJ iner s h i pping.  Other sol utiom 
nist that �11 ·oid copies onh- in l i m i ted <.:;lses. To be u n i 
r(mn a nd gcn e n l ,  cop,·-ti-ee l/0 must be possi b le  with
out restrictions d u e  ro the de1·i<.:es used , the order ot' 
operations, or rhe JI'J i i ;J b i l i tl '  ofspeci J I  de1Ke h ;mill·<l!'e. 

I n  m;my I/0 oper;uion s,  the dat;l requested l)\'  �1 
use r- le1 -el p ro<.:ess is  JI ITath· i n  s1 stem memm1·  11 hen 
the request is m�1de .  Tl1 is  siru�nion c1 1 1  �• rise when d<lt�l 
i s  mo,·i n g  ben1·ecn two processes 1 · i �1 the I/0 s1·sre m ,  
sud1 a s  is d o ne w i t h  p i pes .  tvb nv optim ized ti le  svs
tc ms pe rt(mn rc ad- ahc1d �m d i n - m cmon· cach i n g to 
i m p rt)l'e pcrfonnan<.:e, so ti l e  1/0 requ ests 111<1\' a lso be 
satistled 11 i th  d �lLl thJt is �l l l'L'<1d 1· in mcmon . 1:-'i n a l h, 
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coiJI·enrion�ll ne r11·ork ;ltl:-t prers rranskr enti re packers 
i n to mc mor\' bdc >re tiKI' :Jrc exa m i n ed lw p rotocol 
l�wcrs in the kcm c l .  Onh·  ,1 fter  protocol processi ng em 

th is  lbU be d c J i,·ered to rhc correct u scr- lel'cl process. 
\Vhen requested d�l t:J is a l reath· in  mcmon·, the onll' 
poss i b l e  COJ)\' - free rrJ nsrcr mechanism that •• I l ows fu l l  
rcld/wri te �1ccess i n  the ;lci d ress sp;�ce of a process i s  
, · i rt t i <l i  memorl' re mapping .  Tec h n i q u e s  rh�H reh· o n  
del· i <.:e-spcci ric ch,lr�lctcristiCS S U Ch �lS progr;l ! l1!11J b l e  
D1\·IA. m o u r ho;�rd p rotocol processors cannot pn11·id e  
u n i t( m n ,  dc1 · ice - i ndcpendent  copl'-ti-ce I/0, because 
these meeh;l l l i sms c a n not rra n , rl:r d�lLl rh:n is a l rc1ch· 
1 1 1  mcmorl'. 

Us ing Yi rtu a l  mcm on· remapping, conuincr  s h ip -
11 ing c 1 1 1  perform copv- hu: l/0 rcg�1 I·dl ess of w h e n  
o r  11·here d �H;l ;uri1cs i n  mc mo n·, �m d 11· i rh  or ll' i thout 
�1 1 1 \' speciJ I  d el'icc h ;lrdll'�l rc thJt  might be �wai l a b l c .  
Vi rtl ! JI  me mor1· h ;1rd11 �1 re is  e m�1 lm·e d t o  umtrol the 
o11 ·ner s h i p  of, ;md �lCcess to , me morl' th Jt conr;1 i n s 
[/0 d;lta . 0 11 ·ncrs h i p �m d :1cccss rig h ts a rc tran sferred 
be t\\'een dom�1ins 11 hen conta i ne r  l/0 is perfc1rm cd , 

w h i l e lhLl s i ts motion less i n  mem on·. This  tc<.: h n i q u c 
req u i re s  no spec i a l  Jssist�l iKe ri·om del'iccs �m d appl ies  
ro inrcrp roccss com m u n i cation JS \\'C I J  <lS a l l  plll'sic.ll 
l/0. Becw se user-Je, ·e l  proccs.-;es re tain complete 
:1ccess ro l/0 data ll ' i th no i n - mc m orl' co�wing, uscr
lt� ·e l  progcun m i n g  rem�1 i ns �• pracric1 l  s o l u t ion tcx 
h i g h - perfonn,HKe s1·sre ms.  

The Gain/Lose Model 

! 11 con L1i n e r  1 /0 ,  ITJd i n g  <l nd IITit ing arc coupled 
11 i th  r l 1e  ga i n  :tnd loss of  mcmorl'. \Vc c h ose the 
g:;l i n/losc model  becau se i t  i s  s i m p l e  :1nd prm·idcs 
higher pert(mnance 11·i rhout  s�Kriric ing protection . 
Sh.1red memOJT is �• more com p l icated �• lrernari ,·e to 
rhe g•• i n/lose mod e l ,  11 h i c h  :1 lso a1·oids da ta copv i n g .  
T h e  u s c  of sh;lred me rnor1 ' t o  a l l m1 ·  a s e t  of pmcesses 
to c ftic icntk commtm icne , hoii'Ci cr, red u ces rhc 
pmrccrion ber11·ecn domains. S harcd -mem orv l/0 
s<.:he mes ;l lso re nd to be compl i <.:<ltcd becwsc of the 
c l ose coordin;nion requ i red between J user process �1 nd 
rhe  kemel 11 hen rhe1 both m�m i pu b re J sh�1rcd tbt�l 
pool. S i nce tbra is nel'er sh<lrcd un der rhc g�1 i n/lose 
mod e l ,  protec tion domains need not be col1l l1 1'0 111 ised,  
�1 1 1 d  less uscr/kemd cooperation �md trust is req u i red . 

The g�• i n /lose mod e l  h;ls th 1·cc major i m p l i c1rions 
t( >r prog1·amm ns . .hrst, a f11'0Ccss must d ispose of l/0 
lhta rh�n it  ga i ns, or mcmoi'\' consu lllf1tion m �n· gnl\\ 
r�1p id l \'. One 11 �1\' to d ispose of lhta is to f1e r t(mn a 

cs_ll' r ire opcr�Jt ion 011  i r ,  so �1 process pedc1r m i n g  
m;Hc hcd r e a d s  ;l n d  II' r i tes 0 11 a srre<1 11l o f  data 1 1 · i U  nor  
;Kc u n w b rc Jll\' cxtr;l memon·. SeL·o n d ,  to :l l '(> id scri 
( >ush' compl ic:ning con1 enr ionJI  me mon· models,  nor 
�1 1 1  mcmorv is el igi b le  for usc in IITire operat ions .  For 
e.\,l m p l e ,  11ri r i ng tb ta ri·om rhe sr;JC k 11 o u l d  lca1-c <1 1 1  
i n con1·e n icnr hole in  that  p�lrt of rhe l' i rt u a l  memorv, 
so this is nor <l l lm1 ed. F i n a l  I I-, beca use ciao th,u i s  



11rinen is l ost, �1 ll'r i t i ng process must copl' ::uw d �1t�1 
th�1t ll' i \ 1  sti l l  be needed �1 fre r  the ll'ri rc . �ortu nare lv, 
appl i cati ons thJt n 101T grea t  1·o \ u mes of tbt �1 often 
h�11·e no t"u rthcr need t(Jr ir  �1 fre r �1 IITite is co mp l eted . 

Implications of Virtual Memory Remapping 

In <1d d i rion to rh e usc or· rhc g�1 injlose mod e l ,  rhe 
decis ion to u sc l ' irt u J I  mcmorv rem :�pp i n g  h�1s sub
st<HHial i l l l [l l i carions t(Jr the des i gn �md usc of ::1n 1/0 
wste m .  Snera l c h �1nges �11·e U I1al·oitbblv 1 ·is ib le to pro· 
gram mcrs.  �or cx�1 m p l c ,  d�lt:l can n o  longer  be p l aced 
oJctll' Jt  Jill' requ ested l oe;nion in an Jdd ress sp:1cc. 
Vi rtual mc morv re mapp i n g can c hange the ,· i rt uJ I 
page in 11 h i ch a �Jiwsica l page of memorv appears ,  b u t  
i t  G1 I1n ot rcdign d�1ta 1 1  i rh i n  a p�1gc.  Fu rthermore , 
mapp ing can rcarr::mge memory o n l l' at pJge bo u n d 
aries . T h e  oacr loc:ni on 11 here i ncom in g 1/0 dac1 i s  
pl �1ced is determ i n ed b1· t h e  kcmc l .  After a rcJd opcL1-
tion is com plete ,  a process e;m d iscover the �1ddress of 
the data �md access ir at th;'!t  ad d ress .  

Some k in ds of l/0 p! J\."c datJ in  memor1· in a hm11 
rhat d i fkrs ti·om rhc 1\'JI' i r i s  presented ro user- leve l 
processes. �or c\amp l c, ncrwork pJc ke ts m�w arr i1·c 
11 · i rh mcdi�1 - levc l  hcJders r l 1at  �1re not seen lw higher 
l evel s .  These p�1\."kcts mav a lso arrive out  of order, or 
i n  ti·agmcnrs that co l led i1 e l1 ' torm �1 s ing le message .  
W i thou t he l p h·om a n  ou tboa rd [lrotocol processor 
or the usc of i n - mcm orv copvi ng, these packers can not 
be l inc�1rizcd . Wirh conr:�i ncr shipping,  a [lrocess m a1 · 
he requ i red to accept a message that  consists of m u l ti 
p le ti·agm c ms i n  mcrnorv. The sem�1ntics of rhe com
m u nic::ni on do nor c ha nge , but the &na rcpresc nr�1rion 
J i fkrs . This issue is less trou blesome t()r 1ni res , because 
kernels tl 'pica l ly usc inre rn::1l  structures to reorgan i ze 
net\\"ork da t�1 11·i rho ut cop1· ing i t .  The m bu ts to u nci i n  
U \! I X  ::1rc 3n e xa mp l e of such a ke rnel structure. 

Virt u �1 1  mem or\' re m;1pping is not a si m ple tec h 
ni que , a n d  i t  m us r b e  used �Yith c1 1·e t o  Jch ie,·e high 
pcrfonm nce . A l th ough re map ping �1 p �1gc is al most 
�1 h,-a,·s Lmcr rh:m copvi ng i r ,  re mapping also con 
su mes r i m e .  T h i s  rime comes ti·om k e rn e l  ,· i rrua l mem 
ory bookkeepi ng 3 n d  ti·om side c fkcrs ( such as 
rr;ms larion look�1side bu tkr f TLB ] tl ushcs )  of address 
spKC c h�mgcs . For these I"CJSO!ls ,  collt�1 ine 1· sh i pp i ng 
ma kes �1 1 1  mapping opt io 1d . SoiJlc operat ing systems 
such �1s JVLlch pcrt(mll l az1· mapping, u si n g rhe p3gc 
b u l t  m n: h �1n is m ro lll<1 p p::1ges \\ hen rhe1· are ti rsr  
�Ku.:sscd . " This tec hnique avoids u n nec ess3r\' map 
operati ons bur i n c u rs rhe C\ tra penaltv of h::11'i 1 1g ro 

m�1p on dem::tnd 11· h i le  .1 progr�1 111 II"J i ts t<.1r access 
ro dat;l .  Ta king on e  page b u l t  t(Jr even' page in a large 
region,  �1s i s  com mon in m odem S\'Stc ms,  is panicu 
brll' e x  pensi,·e . F u rrhc rmorc , bz1· m�1p pi ng s r i \ I 
req u i res the sett i ng of page ta ble en tries ( :md possi b lv  
oth er thr::1 str uctu res ) to prepare tor the possi b i l i n· 
of page h ulrs, ll' h i \." h can he cosr l v tcJr \'CI"\' l arge data 
objects. Th i s cost is avoided in con t�1 iner shipping.  

Optimizations 

'The conr�1 i ner s h i p ping des ign m�1kcs poss ib le  opri 
mi zarions bel'ond cop1· �md map cl i mi 1!�1 ri on .  Some 
n l<lizc usc of the fKt th�n 1 /0 often tlo\\"s through 
p�nhwavs that arc pred ictable . Other opt imi zations arc 
possi b l e on a pe r- coma in er bas is . 

H igh- speed l/0 is often generated b1· long- runn ing 
processes, such as mu lt imedia appl ic at i ons , real-time 
data process i ng , or processes tb�n r u n  t(Jr ::1 long r ime 
merelv bv 1· irtu e of processing a I'Ll" I '  large lbta object 
( common i n  Sequ oi �1 appl ications ) .  Th i s 1/0 rypica l lv  
tlo11·s thro u g h  p�uhwa\'s in the S\'Stc m th::lt �11-c esscn 
ti�1 1 ly sraric .  Da ra emers through one dC\·i cc,  mm·cs 
through a ti \ed set of domains,  �md lca,·es th rou gh 
�m other dc1·ice . Kernel ::1\l.�lrcness of rhis loc1 l in· can be 
used to opti m ize some conrainer operarjons. 

An 1/0 path th ro ugh ,,· hich same-sized conta in ers 
mo, ·e rcpcated lv ofkrs r hc opportu n in·  ro recvcle 
containers :llld their  associ�ned d:� ta stru ctures .  Per
rr�msfe r  cost can be red uced bv reusing the s�Hnc set of 
pages <1nd re usi ng page t;1b les  and add ress sp;1cc . To 
pe rtorm recyc l i ng , rhc  kernel can keep track of ll 'h ic h  
con tainers II'UC gin:n to ll' h i c h  processes , or t h e  ker
nel c::1n match u p  rec\'c led contai ners b1· size or lll' 
dev i ce rvpe . 

In a svstcm 11 · i rh a l arge secomb rv cache, promprl l' 
I"CC\'c l i ng 3 jusr-11ri tren conta i ne r mav a \ 1 01' i rs reuse 
\\' b i l e  i ts tb ta is st i l l in the cKhc. I n  the best case, �111 
d::1ra 11lJI' be a u romatica lh· cached bec lLl sc of this rccv-. . 
c l i ng .  For e\amplc,  D M A  ope ra tions in D EC: 3000-
series svste ms u pdate the secomhry cac he . Because 
this cache i s  m u c h  taster rh�m main mcmon·, th e cbta 
can noll' be accessed more q u i c ldv. 

Even without i de ntit)• in g an 1/0 parhw::w, careful 
tracki ng of the conte n ts of cont::J i ncr mcmon· pages 
u n  aiJoll" sav i ngs in  securin· -dri1 ·cn zero ti l l s .  A j u sr
ti-ecd p �1gc consists e ntirc lv of scnsitii'C dar::1; the ent ire 
page m u st be c lcm cd bdorc it cJn be gi, ·cn ro ::lll\' 
other user. B u t  i f  th is page is used ::ts r hc target of �1 
datJ-generari ng opera ti on s u c h  �1s a DMA, on l v the 
part nor m·eniTi trcn needs to be zeroed . Furthermore, 
th is zero i ng can be postponed u nti l the dat::t i s  m3ppcd ; 
rhus it mav be ::11 oi ded comp l ete I I-. I f  ti l l i n g  mcmorv 
11 irh zeroes causes i t  to be l oaded in  th e c::tchc, ze ro i ng 
i m med iate ly bct(Jrc the map otkrs a C1C I 1e  bcnctir ,  
beca use the  clara may be used shorrlv ::1ti:cr  i r i s  nupped .  

Container Shipping Implementation and Performance 

Conta i ner shipping h <lS been i m p lemented in D EC :  
OSF/ 1 ITrsion 2 . 0  ( 11011 D ig i r�1 l U � IX ) o n  Alph:� 
powercd D E C  :WOO -series ll'orkst�Hions. A l l six system 
\."a i ls arc supported , a nd conta i n e r  l/0 c::tn be mc;'! 

su rcd i n  ::1 ,·aricn· of si tuat ions . Con,·e11t ional U \l ! X  
l/0 re mains ,  so a svsrcrn can boor and run normal lv, 
using con tJ i ner 1/0 onh · t(ll" spec i tic experi m ents . 

In our ur l v p�1 per, 11 e sho\\"cd si gn ifi cm t throu gh 
p u r  imp rove ments tor containe r-based i nrcrprocess 
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co m m u nicnion ( JPC : )  11·i rh in the U LT R ! X  1 ·e rsion 
4.2;� ope ratin g system on a DECstation 5000/200 
svstc m . ' With the nc11 ·  DEC OSI-jl i mp lementation 
011 Al pha worksr.1tions, liT com 11ared the l/0 pufor 
mance ofconvcntion JI  U N I X  ljO to that ofcoll t;l incr 
s hi pp i ng rix ; 1  l'aric tl' of 1/0 de� ices as we l l  <1S I PC.  

These experiments ;\ rc described in  d e ra i l  elsew here . " '  
Large i m prove ments i n  th rou gh f1l l t 11·erc obse nni , 
trom 40 pcrccm ror fDDl nctwork l/0 ( desp i te L1rgc 
non-data - touch ing prorocol ;1 11d d e1· icc -d ri1·er ol·cr
head s ) ro 700 percent  r(> r  socket- based ! PC : .  

We d evised a n  ex pe ri ment t h <l t  exercises horh the 
! PC:  ;md I/0 capa bi l i t ies of cont;J incr sh i pp ing.  
l m ;lgcs ( 640 X 480 pi x els, 1 lwte per p i\el ) <l re scm [)I' 
one process and received bv a second process u s i ng 
socket ! P C  The receiver process then docs output ro a 

ri·anlC b u frc r to d ispla1· the im:�gL'S on the scree n . This 
i s  a com mon <lppl i carion in the Sequoia project : view
ing ;1 JJ an imation com11osed of i mages d isplavcd <H 
a LHC of u p  to 30 ri·amcs per second ( fps ) .  I n  fJcr, sci 
en tists often want ro 1 ·i ew as m:�ny s imu l rancouslv 
d isp l aved animations ;\s poss ib k .  

We carried o u t  th is  expe ri ment ti rst using com·c n 
tion;Jl  UN I X  1/0 ( i . e . ,  re ad and IIT i te )  a n d  then using 
container sh ipping ( i . e . ,  cs_read and cs_ll'ri tc ) .  Figure 4 
shows the throughput obtained t<.>r a sender process 
transkrri ng data ro a rece i 1·er process, wh1ch then out
p u ts the da t<l to a ri·anlC bu ffer. The i m provement of 
cont;l iner  shipping ove r UNIX 1/0 is a lmost 400 per· 
cenr . Assuming rhe maximum 30 tps rare , comc n ·  
tiona! l/0 su ppor ts the  fu l l  d ispLw of one an i mation 
and conta iner 1/0 su pports six . In gener;l l ,  the greater 
the 1 -clati1 e speed bet11cen an 1/0 de1·icc <lnd 111CJ11-
orv, the greater the rc lati\ 'C throughput of  container 
sh i pp ing l'ersus UNIX 1/0 wil l  be. 

Related Work 

The usc of 1·i n u a l  rr;� nskr tec h n i q ues ro <l void the 
pert(mnancc pcna l tv of physical COfW i n g goes back 
to TFN£X_,., JVbch ( l i ke TE_:\! EX ) uses 1 · i rr u:�l copl 
i ng ,  i . e . ,  tra nskrri ng ;1 Lbta objccr by 111�1pping it in  
the !1CII. address space , �1 1 1d then p lws i ca l lv copv i ng i f  
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- o  f- LU  
� (f)  
D.. a: :r: w  20 <.9 o.. 
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rhc cbta is modi tlcd (copv-on -writc ) . 21 This d i ffers 
ti·om co11ta im:r sh ipp i ng , which uses v irtual moving; 
i . e . ,  rhe lbta object leaves the sou rce domain and 
;lppears i n  rhe desti nation d o m a i n ,  11· hc re i t  em be 
rL\1d and ll'rittcn ll' i thour  caus ing h u l t  hand l i ng, 
ll' h i c h  is cxpcns i, ·c . I f  the orig ina l  domain 11·;1 nts to 
keep a co11\ , i t  ma1· do so cxpl ic i til-. Thus, container 
sh ipp ing p LKes J grea te r burden on the pro gramme r 

i n  re turn r(Jr  i m proved perrcmn :mce . 
The tii'O s1·ste ms that arc most s i m i L1r  to con tainer  

s h i f)ping ;11-c D A S H  :�nd fburs. 1' 2'' Conta iners a r c  si m i 
I :J r  to t h e  J PC: pages used i n  DAS H J n d  t h e  hst b u fkrs 
used lw Fbuts .  DASH prm· idc s h i g h - pertcmmnce 
i n terproccss communiution : i t  ach iCI'cs bst,  loc:� l  T PC 
lw means of page remapping, which a l lows processes 
ro own regions of a restricted <\ rca of :1 s h :�rcd address 
space . The rburs S\'Stem uses �1 s im i l ;lr techn iq ue , 
en hanced by caching the p rev i ous owners of a b u ffer, 
<1i l 011 · ing reuse among trusted processes and e l im i 
na t ing  mcmorv m;Hl;Jgcmenr u ni t  ( M l'vl U )  upd ates 
;1ssociated with ch <\nging bufti:r ownersh i p . The d i f
krcnces between these t\I'O s1·srems �l l ld container 
sh ip pi ng ;Jrc exami ned in det;\ i l  c lse,,·hcrc .'' 

Peer-to - Peer 1 /0 

I n  ;1dd it ion to con tai ner s h i ppi ng , ll'e h a1·c im·csti 
g;ucd an ;Jitcrnativc I/0 S�'Stcm software model c:1 l led 
11ccr-ro-pcer I/0 ( P P I O ) .  i\s a d i rect resu lt of the 
srr ucw rc of this mode l ,  i ts imp lemenr;1 rion J\'o ids 
the wel l - known ove rheads assoc ia ted with data copv
i ng .  Un l i ke other sol u t ions , l1Pf0 a lso reduces the 
n u m ber  ofconrcxr-swirch  O fK rar ions req u i red to pcr
t<>rm 1/0 operations. I n  con trast to contai ner ship 
p ing, P l' I O  is based 011  a stream i ng a p proach , 11 here 
d <1 L1 is perm i tted to tlo11· ber�,·cc!l a prod ucer and con
s u m e r  ( these may be d evices , ti les ,  ere . )  without pass
i ng through a contro l l ing process' add ress space . I n  
P l' I O ,  processes usc the sp l ice SI'Stem cal l  to create 
kcrn c l - m ai nt;l i ned associations between prod u c e r  and 
consumer. Sp l ice represents Jn ;Jd d i tion to the CO!li'C 1 1 -
r io ! l<11 ope rat i ng s1·srcm I/0 i merfaccs ;md i s  1 1ot J 

rc place! ll c nr t()r the rc<\d and write svstem functions.  

The Splice Mechanism 

Tile sp l ice mechan ism i s  a S\'Stcm t-i.!ncrion used ro 
csr<1bl ish a kc rnel-man;Jgcd daLl path d i rectly betwe e n  

1 /0 device pee rs . ' -'  l r  i s  the pri m an' mechanism r i l a r  
processes i ll \·okc to  usc P P I O .  W i th spl ice,  a n  ;1ppl ica
t ion expresses an assoc iation between ;1 data sou rce 
and s ink d i rcctlv ro rile oper:ning wsrcm through the 
usc of ti l e  descriptors. These descri ptors do not rckr ro 
mcmorv ;\ddrcsses ( i .e . ,  thtv ;lrc not b u tlers ) :  

s d  = s p l i c e ( f d 1 , f d 2 ) ;  

As shOII'll in Figure S ,  rile cal l esta b l ishes �1n i n - kernel 
tbta path , i .e . ,  a sp lice , between a data source and s ink  
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de1·icc . If the l/0 bus and the dl'l ices su pport hard
ware streaming, the data p:1th i s  d i recrlv over the bus, 
�ll'oid ing Sl'stem memon· a l together. Al though the 
process docs nor necess�1r i ly  manipu i <He the data, 
it controls the size and r iming of rhe Jatatloll'. To 
man ipu la te rhe d �1t�1 ,  a processing mod u le can be 
doll'n loaded e i ther i nto the ke rnel or d i rectlv on the 
de1·ices if tiKI' su pporr process ing .  

The dat�l wurcc :1nd sin k  dev ice <1re spccitied bv the 
rdcrc11Ces t\.i I :1 nd tli2 ,  rcspecti,·ch·. The spl ice descrip
tor sd is used in  su bscqucm c:1 l l s  ro read or ll'rite to 
comrol the tlow of data across rhc splice . for cx:1 mple, 
the fol l owing call causes size b1'tcs ofd�Ha ro tlo11· ti·om 
the sou rce ro the s ink :  

s p l i c e _ c t r l _m s g  s c ;  
s c . o p = S P L I C E _O P_ S T A R T F L O W ; 
s c . i n c r e m e n t  = s i z e ;  
w r i t e  ( s d ,  & s c ,  s i z e o f ( s c ) ) ;  

Data produced b1· the de1 ices rekrenced 111' fli I is :luto
maric:J i i l' routed ro td 2 without u ser process i merven
rion , umi l  s ize bl'tcs hal't: been produced <lt the source. 
The incremcm tic ld spccitit:s the numbn of byres to 
transtCr anoss a splice bct( Jre returning control  to the 
cal l ing user �lppl ication . vV hcn control is returned , 
dat�1tlow is stopped.  A SPLIC E_O P_STA RTfLOW 

must be executed ro resr:1rr d::tr;1 Ho11·. The i ncrement 
represt:nrs an  import�m t concept in  PPI O �md rdc rs ro 
rhc amou m of d;1L1 rhe usn process is ll'i l l i ng ro ha1 e 
transt\:rred lw the operating s1·srem on i rs beha l f. 
ln e ftect, i t  speci tics the level of delegation rht: user 
process i s  11·i l l ing ro gi1·c to rhc s1·srcm.  Spccit\· ing 
SP l . I C E_ l NCRE M ENT_ D E h\ U l .T ind icates the  sys
te m shou ld choose an appropri;He incrcmenr. Th i s  is 
gener:1 l l y  a bu tfer sizt: deemed convenient by the oper
atmg svstem.  

The splice mechanism elimin :ltes copv operations ro 
user space bl' not re l \ ' ing on bufter interfaces such �1s 
those prcsenr in the conventional 1/0 fu nctions read 
and wri te . Bl' e l im in ;ning the user- bTl bu th:ring, kn
ncl buftcr shar ing is possi b le .  More spec i tical l l ·, ll'ht:n 
block :1 l ignmenr is not req u i red bv :1n 1/0 device, a 

kernel - len: [  bufkr  used for thra i nput 111:11' be used 
su bsequentlv tc>r data output .  

I n  addit ion to rcmol' ing the bufkring inrerhccs, 
sp l ice a l so combines the rcad/ll'ri te functiona l ity 
together in one cal l .  The spl ice cal l  ind iGltcs to the 
operat ing system the sou rct: :1 nd s ink  of ;1 tbt�ltloll', 
prol'id ing suftic icnt i n t(m11Jtion tor the kerne l  ro man
:Jge the datJ transfer lw i rse l f ll'i thout req u i ring user
process execution. Thus, comexr-swi tch oper:1t ions 
t( Jr data transfer :1re e l im inated . This  is important: con 
text Sll' itches consume C P U  resources, degrade c:1che 
pcrtcm11ance b1 ·  reduc ing loca l itv of reference , and 
<l tkct the perbnnance oh·irtual mcmon· lw req u i ri ng 
TLB im·a l i dations 27·2s 

For applications mak ing no d i rect man ipu lation of 
l/0 dat:l ( or t(>r those al loll' ing the kernel ro make 
such man ipubrions ) ,  spl ice rclcgJtes the issues ofman
�1ging the datatlow (e .g . ,  buftcring and flow control ) 
ro the kerne l .  Data mm·emel l t  111:11' be accompl ished 
lw a kernel- le, ·cl thread, poss ib lv actil·ated lw comple
t ion events ( e .g . ,  device in terrupt)  or opcr:1 r ing i n  a 
more SI' J K hronous hsh ion .  flo11· control 111:11' be 
achieved by selective schedu l i ng  of kernel thre:1ds or 
si mph· lw posting reads on h· to dat�1 -prod ucing 
dc1·ices when data-consu ming peers complete l/0 

operations. A kernel - level imp lementation pr<)Y ides 
much tl o i bi l itl' in  choosing 11· h ich comrol abstLJC tion 
is most �1 ppropriate .  

One cri t icism of streaming- based lht�1 rranster 
mechanisms is that they i n h ib it  i nnovation in  appl ica
tion dc,·c lopmenr b1· d isal lo"·ing appl ications d i rect 
�Kcess ro l/0 ti<ua .'" Howe�Tr, m�mv appl ications that 
do not requ i re direct mani pu lat ion of 1 /0 data can 

bcneti r  ti·om stream ing  ( e .g . ,  daLHTtrie,· ing scr1·ns 
that do not need ro i nspect the data thcv have been 
requested to dcli1 ·er to a c l i ent ) .  r:u rrher morc , tor 
Jppl icarions requiring well - known d:1ra m:mipu larions, 
kcmel - res idenr process ing mod u les ( e .g . ,  Ritchie's 
Stre:1ms ) or outboard ded iuted processors are more 

easi lv ex ploited wi th in  tht: kernel Of1erating environ
menr th�m in user processes. ·'"·' �  In  r:1cr, l'P I O  supports 
processing modu les .'• 

PP/0 Implementation and Performance 

The I"' P I O  design II'Js concci 1·ed ro support large data 
tr;mskrs. Tht: Jecou pl ing of l/0 data ti·om process 
address space reduces cache i ntnkrencc and e l imi 
n:Jtes  most data copies �1nd process m:1n ipu!Jrion.  
l' P I O  :1nd the accompanv ing splice system ca l l  ha1·e 
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bee n im plemented 11 irhin the U LT !U :\ 1crsi on 4 . 2 J  
operati ng svstcm t(Jr t h e  D EC SOOO serit:s work
sr:�r ions, :md 11 i rh in DEC O S F/ 1 ITrsion 2 .0 ti1r D J-:C 
3000 series ( Ai pha- pmH·red ) 11 orkst:�r ions, c;H.:h t(Jr 
a l i mited number ofdc:,· ices. 

Three pert(mnance c1 .1 lu ation stud ies  of P P I O  
ha,·e been c:�rried our :Jllli :�re descr i bed i n  our earil 
j)Jpers . 2·' ' Th L I' i nd icate Cl'U :JI';l i L lb i l in· i m prm es l)\' 
30 percent or more; and throughput and Lw:nc1· 
impro1·c b1· ;1 bctor of t11·o to three, depending on 
the speed of l/0 devices. (3ener:1 1 1v, the l :�tencv ;md 
throughput pcrform.l !Ke imprm emenrs ofkt·�d bl· 
PPJO i m prove with bster 1/0 de 1·iccs, i ndicat ing th,{t 
1' 1 '1 0 sca les wel l  with ne11· IjO dn ice rechnolog�·. 

I m proving Network Software Throug hput 

Net11·ork 1/0 prese nts a S flecia] 11roblcm in th;l t  rhc 
complcx i tl' of the abstracti on l ayer ( sec Figu re 2 ) , .1 
sr:�ck of n e twork protoco l s ,  is gencr:�lh- much grea ter 
than that tor other types of 1 / 0 .  I n  th is  sectio 1 1 ,  11 c 
sum mari1.e the resu l ts of an ;mall'sis of m·cr he:�ds r(J r  
a n  imp lcment:nion of TCI'/ I P  11c used i n  rhc Scquoi;l 
2000 project .  The pri m:1 1'1' bmrlcncck i n  :K hiel ' i tw 
high through put  commun ic:ltion tix TC P /l l' is du� 
to data-touch ing  opcr:nions: one expected cu lpri t  i s  
d :lt<1 co1wing ( ti·om kernel  ro user sp:Kc, :1 1 1d 1 · icc 
versa ) ;  another is the ch ecksum computation . Si nce II'C 

ha1 c a lrcad1· t(Jcused on ho11· ro :JI·oid d :1 ta COfwing in  
the previous  two sections, 11'e d isc uss how one c:�n 
sat(: i l· a1·oid computing checksums t(Jr a common case 
in net11·ork com mun ic1rion .  

Overhead Analysis 

We u ndertook a studl' to determine ll'h:�r bottl en ecks 
might ex ist i n  TC P / I P implcmenr:�rions ro d i rect us in  
our  goa l  of opti miz ing throughput .  The fu l l  stud I '  is 
descri bed el se11·hcre.'' 

-

hrsr, we c:�tegorized l'arious generic fi.t ncrions com
monk e�ecuted b1 TC : P/I P ( :-tnd U IW/1 I' ) pmrocol 
St<lcks: 

• Checksu m :  t i le chccksu n1 computation tllr U D I' 
( user d:�ragram protocol ) :md TC ;p 

• Data M ove : :111\' operat ions rh;H i m  oh-e mm·l l l '' 
d:1ra ri·om one r�em on· lourion ro another 

::-

• M b u f: r he messagc - b u ftl:r ing scheme used L)\' 
Bcrkcl cl' UNI X-based nctll'ork su bsvstcms 

• l'rotSpcc :  ;1 1 1  proroco l - specitic oper:�r ions,  such as 
setting header tie lds ;md maint ;l i n ing  protocol st:ltc 

• DJtaSrrucr: the m;ln ipul ation of 1 arious data struc
tu res other rh:�n m b u fs or those Jccou nted ti lr in 
the ProtSpec category 

• OpS1·s : oper.uing s1·srcm on:rhc.1d 

\'ol . 7 �o . . > 1 99 �  

• ErrorC hk :  The caregon· of checks t(x user :1 11d SI'S
rem errors, such :1s pJramcter check ing on socket 
s1·stem c:1 1 1 s  

• Other:  This tin:1l cJtegorv of OI'Ct- l lC ;ld i n c l udes :1 ! 1  
the opcr;nions th<H :l iT too sm:J I I  ro mc:1su tT .  Irs 
r ime ll':lS computed bv tJking the d i fkrcnce 
bct11·ecn rhe roul processing r ime :md the sum of 
the r imes of a l l  rhc other categories l i sted above . 

Other stud ies h:li'C sholl'n some of th ese m·erhc1ds 
ro be cxpensi l'c 32 -'·' 

\Vc me;lsured rhc tota l amount  of e\ecu tion ri me 
spent in the TCP/ I P  and U D P/I P protocol stacks JS 
implemented in r l 1c DEC: U LTRJ X  1usion 4.2a kerne l ,  
ro send <l lld rccei1·c T P  p:Kkets of a wide range ofsii'.es, 
broken doii'JJ accord in g ro rhe CJtegories l isted ab01 c .  
A l l  mcasun:tnenrs 11·ere taken using :1 logic an;l ln-:cr  
:1ttachcd to a DEC :su rion 5000/200 ll'orksr.nion con
nected to <tnorher s imi hr " orkst:uion Lw :111 fDDJ LAN 

;mached through :1 Digital DEfZA F D D l  acbptcr. 
hgutT 6 sh o11 s the pcr- p:�cket p mcessi ng t imes 

l't: rsus  p<Kkct size f<>r the various OITrheads tc)r U DP 
p<K kers.  Th ese arc ril l ·  :1 l:1rge r;1 nge of packet sizes, 
h-om I to 8 , 1 9 2  bvres. One can dist ingu ish tii'O d i rkr
enr  nvcs of m·erhuds:  those due ro dat:1-rouc l 1 i ng 
oper:1r ions ( i . e . ,  d;lt:l move and checksu m )  and those 
d ue to non-data- touch ing  opcr;nions ( a l l  other c1tc · 
gories ) .  [hrJ-ro u c h i n g  ovcrhc.1ds dominate rhe  pro· 
cessing time ti·lr l a rge packets that n-picalh· conra in  
app lication d:�ra, whcre:1s non-dara-rouch ing opera
t ions domi n:lte thl" process in g time t(>r Sl1l:J i i  packets 
rh:n nvica l l v  contJ in  conrml i n rc>rmar ion .  Ceneral lv, 
d:1ta-rouch ing  01 erhead rimes scale l i ne:1ril' 11 i t

.
h 

p:1cker s ize ,  ll' hcrc:1s non - data-to u c h i ng m·erhcad 
r imes arc COillfl<l rat i l'eh· constant .  Thus, data -touch ing 
m-crhcads fXCSctH rhe major l i m i tat ions ro a chin i ng 
maximum throughput.  

D:�r:J - touching operati ons, 11·h ich do identica l  IHJrk 
in rhc TC P and U l W  softll'are, <liso dominate process
ing times ror L l rge TCP packers . '' 

Minimizing the Checksum Overhead 

As CJll be seen in Figure 6 ,  the l a rgest bottleneck ro 
.Khin· ing m:nimum thro u ghpu t ( i . e . ,  11 hich one 
xhie1·es lll' send ing l a rge pJCkers ) i s  the checksum 
comp ut:nion . \Ve ;lpp l ied tll 'o optimizat ions to m in i 
m i ze th is OI'CI'hC.1d : impro1 · i ng t h e  impicme nt.ltion o r· 
rhe check sum comput:ttion,  and avoi d i ng rhe check
su m J l togcthcr in :1 spec ia l  but  common case 11· herc 11-c 
k i t  II'C ll'erc not com promisi ng d:1 ta i nregritl'. 

\Vt.' impro1·cd rhc checksum computation imple
mentat ion bv applv ing some birlv stanchrd tec h 
n iq u cs: oper:ning o n  3 2 - bi r  rather t h a n  1 6 - bir  11 ords, 
loop u nrol l i ng, and reorderi ng of in structions ro 
11l<lx i mizc p ipel ining. Wirh these modificat ions, 11·e 
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red uccci till: c hccksu m com flU ra rion time by more 
rh:-�11  :1 tacror ot r.n) . f igure 7 sbo11·s rhar rhc on:ra l l  
throughput i m p rovement is  37 percent.  The through
pur  measureme n ts ,, ·ere made bctll'ecn tll'o 
DFC:station 5000/200 syste ms com m u nicJting mu 

an F D D I  nn11 ork .  OI'Cr:-t l l  t h roughput is sti l l  a �i-ac
tion ot the m:n i m u m  F D D I  ne r.,·ork bandwidth 
( 100 M b/s ) bec:-�usc ot cb t:J-cOpl' ing OI'C rheads and 
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C H E CKSUM 
E L I M I NATION 

mach i ne -speed l i m i tations.  Sec Rekrc n cc 6 t<x 
der�1 i l cd n.:sulrs. 

A ve ry easy way of sign i ficant ly raisi ng TC:P and 
UDP throughput is ro s impll ' awid computing check
su ms; i n  tacr, m any systems provid<: options ro do jusr  
th is .  Th<: I n rcrner checksu m ,  ho11·e1Tr, ex i sts for �1 
good reaso n :  packers arc occ1sion:Jih- corrupted 
d u ri n g  rransm issi o n ,  and rhe c hecksum is  needed to 
de tect corru pted dar�1. In bet, the Inrcrner Engi neer
ing Task Force ( I ETF) recommends that svste ms nor 
be shi pped ll' i th  checksu m m i n g  disabled bv dd:1 ll l t. "  

Ethernet and F D  [) l networks, however, i m plement 
rheir  011 n c1·c l ic  rcd und:Jnn· checksum ( C:RC ) .  Thus,  
p:-�ckcrs senr di recr lv over :-tn Erherncr or FDDI ner
ll'ork :-trc :1 l re�1d1· protected from data corru ption, �1t 
least Jt  the leve l provided by rhe C RC.  One em argue 
thJt f(lr LA l'! communic:uion , the I nternet ch ec ksu m 
compu r�nion docs nor sign iticanrly �1dd to rhe mach i n 
e n ·  for nror de tection a]rc:tdl' prm·idcd i n  h ;1 rdware .  

Thus, o u r  second opri m i z�nion was s impll' ro e l i m i 
nate the sotiw:-�re checksum computJrion :-� ltogerhcr 
when compuring the c h ec ksu m II'O u l d  make l i rrlc 
ci i ftercnce. Conseq u e n r l v, :-�s p:-� rr of the  i m plemen L1 ·  
rion o f  r h e  protocol ,  ll' hen t h e  sou rce a n d  dcsti n�1-
rion arc d eterm ined to be on the sam<: LAN ,  rhe soti·
"·:-�re checksu m co1npu ration is <1HJided . figure 7 
shows the result ing 74 percent i m provcmcllt i n  
throughput  m-cr the u n mod i fied U LT RI X  ,·ersion 
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4 . 2 :� operat in g S\'Stcm,  ;md a 27 percent l lnproYe mciH 
over the implcment•Hion with the opt i m i zed check

sum compu t:�tion a l goi ·ir bm . 
Of course, one m ust be ,.er,· c;l rcti.I i ;l hout d <:c i d i ng 

when the J nr c met c hecksu m is of m i n inLli  \';l luc . We 
bel ieve it is rc;lsonab l e to turn off checksums "·hen 

cross ing  a s i 1 1glc IlLt\\ ork th;H i mplcmems irs o\\·n 
C RC : ,  esreci <l ih' " hen  one consid ers the pcrtorm;mcc 
bendlts of doing so. In additi on , s ince the destinations 
of most TC I' ;l nd U D P  pa ckers ;lre "·i rh in  the s;lmc 
LA !'\ on "·hich the\ '  ;1rc sent,  this po l ic \ ' c l i m i n <ttcs the 
soft\\'<ll"C checksum computation t(>r most p<Kkets. 

Our checksum c l imi n<lt ion pol i c\· dift\:rs somcwh;H 

ti·o111 trad it iOila l  TC: l'/ 1 P des i gn in one :�speer of p ro
tection agai nst corrupti o n .  In ;ldd i tion to rhc protec
tion bet\,·ecn n c t\,·ork i mcrbccs gi,-cn lw rhc Erhcmcr 
a n d  rDD! checksu ms, \\·c req u i re :1 softw;1 IT cl1ecksu m  
i n  host memor y  J S  <1 protect ion from crmrs in  d atJ 
transtCr ovtr rhe  I/0 bus. For com mon dc, · ices such 
as d i sks, howc\·cr, dar;:� tr;msrcrs 0\cr the 1 /0 bus ;1 1·c 
rouri nclv assumed to be correc t and ;uc nor ch ecked i n  
softw;l rc . Therefore , ;1 red uction i n  protection aga i n st 
1/0 bus tr:� l lSkr errors t(Jr 11cnn>rk dC\ ices docs not 
seem u n reasonable .  

Turn i n g  off the I nrcrnet  c h ecksum protect ion i n  
an\ ' ll' ider ;1 IT,l con te xt sec:ms u il\\ i s e  "·i rh our consi d 
e ra b l e just iticu ion . N o r  <l l l ne t,n>rks arc protecte d b,· 
CRCs, and it is  d iHicu l r  ro sec how one might  c he ck 
that <l ll entire routed p<Hh is protected lw C RC:s \\' i th
out undue complications im ohing I I' n re nsions .  
A more fu nchmenta l  prob lem i s  that n e twork C : I\Cs 
protect a p;lckct on lv  bet\\'ccn nct\\·ork i mcr bccs; 
errors ma\· <1risc \\'h i l e :1 p;1ckct is in  ;l gate'' ;l\ mac h i ne .  
Al though such corru 11r ion is  u n l i ke lv  ri>r  a s ing le 

mach ine,  the cha nce of dat<1 corru ption occu lTing 
i ncrc:�scs ex poncm ia l h · "·i t h  the  n u m ber of gatCI\ ;1 1'S 
a p;�c kct crosses. 

Summary a n d  Conclusions 

We descri bed , ·arious solu tions to achieving h igh pcr
tormance in operating s\·stcm 1 /0 :�nd nctll'ork sofr
ll arc, "·irh <l p<lrt icu lar emphasis on th roughput . T\\·o of 
the solutions, contain er sh ipping ;l nd peer-to-peer I/0, 

focused on ch ;1ngcs in the l/0 S\'Stcm soft\\':liT struc
ture to a\ ·oi d data cop,· ing and other O\ crhcad s. Till' 
thi rd solution t(JCused 011 the J\'Oidancc of ;lddirion;1 1  
d ata- touch i ng o,·crhcads in  TC:P /I f' nctll'ork soiT\\';lrc . 

C:ontJ incr  sh i pp i ng is <l kernel  scl'l · icc th;H prO\ i des 

l/0 Of1e!'ations t(Jr user processes .  High pcrt(mnancc 
is obt;l i ncd bv e l i m in at i n g  the i n - mcmorv tb u copies 
tr:�d itiona l l \· ;lssoc iarcd \l ' i th l/0, ll'i thour  s:�criric ing 
sakt\' or reh · ing on dC\ ' iccs \\'ith special - p u rpose func
t ion ;l l in ·. F u rt her gai ns arc ac h i eved lw permi tt i ng r i le  
selccti,·c a ccess i ng ( 111<1f1pin g ) of tb tJ . \.Yc IllCls urcd 

Digi r;�l Tcchnic;ll journal \'o l .  7 :--:o .  3 ] <)<J::i 

f1err(mn;uJcc i m prm-cmenrs m·cr UN I X of 40 pe rc en t 
( n etwork l/0 ) to 700 percent ( socket I PC ) .  

P P ! O  i s  b;lscd o n  rhe h'vorhcsis tlut the mcmorv 
miemed model o f  l/0 prcsc m in  most opcr:�r i n g S\'S
tCillS prcscms a bottl eneck th:�t ;1d vc rsc ly affects ove rall 
pcrtonn:�nce.  P l' L O  d ecoupl cs user-process execution 
from i nrerdc1·icc d:n:� rlo\\' ;m d c ;m :�ch ic1 ·e i m [1 I'O\ ·c 
nlClltS i n  both larencv :�nd t h roughput O\'Cr coil\'Cn 
rional svstcms b,· <1 hcror o f  2 ro 3 .  . . 

h n a l l \·, " c  considered the spcci:� l c1sc of nct"·ork 
l /0 \\'here data mo,· ing/copying is 11ot the on I \ '  1mjor 
m·crhcad . \A/c shO\\'t:d that the checksum C0!11 [1U t;1tion 
i s  a major sou rce ofTC : P/1 P ncn,·ork process ing m·er
hc1d . We im pn)\'cJ pcrt(mll;l i lCe bv optimizing th e 
checksum compu t;1 ti on :1 lgorirhm and c l im i n ;1ting 

the checksum compu r:�tion \\'hen commun icating 01·er 
;l s in gk· LAN that supports i rs Ol\'11 C R.C, i mprO\ i ng  
throughput lw 3 7  percent t o  7 4  perce nt  t(>r U D P/IP.  
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