TensorFlow 5

20161 H 28 H






F—8 S 11
1.1 Introduction || fA/; . . . oo 12
1.2 Downloadand Setup | F#(5%%E . ... .. o L 14

1.2.1 Requirements | ZZEFER ..o o 14
1.2.2 Overview | ZZ3EEIR ... o . 14
1.2.3 PipInstallatioin |[Pip ZZ3% . . . . .. ... ... ... 15
1.2.4 Virtualenv installation | & Virtualenv %3¢ . ... ... ... ...... 16
1.2.5 DockerInstallation . . .. ... .. ... ... ... ... .. .. ... 18
1.2.6 Test the TensorFlow installation | #ll i TensorFlow %23% . . . . ... ... 19
1.2.7 Installingfromsource . ... ....... ... ... .. ... 19

1.2.8 Train your first TensorFlow neural net model | /Il 25 5 — > TensorFlow

B 23

1.2.9 Common Problems | % UWLIFJRR . . .. ... ... 23

1.3 BasicUsage || fEFRHZERE .. .. ... . 26
1.3.1 Overview | M . . o .o 26

1.3.2 The computationgraph | 1F5& . . ... ... ... ... ... ...... 27

1.3.3 Interactive Usage | & HLAAEH . .. ... .. ... . L 29
134 Tensors | FKE . . . oot 30
1.3.5 Variables | 285 . . . . . ... 30
1.3.6 Petches |HU[F] . . ... 31
1.3.7 Feeds|f:45 . . . . . 32
FIE AMBGE 33
2.1 MNISTHLARZSIATT oo e e e 37
2.1.1 The MNIST Data | MNIST#(#54E . ... . ... ... ... ... ..... 38
2.1.2 Softmax FIVASZH ... .. 40
2.1.3 SEELRIARERS oo 43
2.4 YIGRARERL L 46
2.1.5 Evaluating Our Model || PEAEFRATABEA o 0oL oo oo 48

2.2 Deep MNIST for Experts [[ZRAMNIST . ... ..ottt 50




2.3

2.4

2.5

2.6

2.7

2.2.1
222
2.2.3
224

Setup | 223 . L
Build a Softmax Regression Model || # % Softmax [F] B8 . .. .. ..
Train the Model | YIIZRBE8 . . .o ..o
Build a Multilayer Convolutional Network | {42 % JZ G 4R | |

TensorFlow Mechanics 101 . . . . . . . . . . . . o @ i i i ittt i e

23.1
2.3.2
2.3.3
234
2.3.5

BRI .
HEEEIE . e
MR (BuildtheGraph) ... ... ... .t
PGRBERY
i

BIMAMIL

2.4.1
2.4.2
2.4.3
244
2.4.5
2.4.6
2.4.7

OVEIVIEW . . . . . o o e e e e e e e e e e e e e e
Code Organization . . . . ... .. ... unennenenn..
CIFAR-10 2L . . Lo
FREPAT GRS
2
TEZAGPUMCR BYIGREERL oo
2 2

Vector Representationsof Words . . . ... ... ... ... ... ... .....

2.5.1
2.5.2
2.5.3
254
2.5.5
2.5.6
2.5.7
2.5.8
2.5.9

2.5.010 Bl
TEIRFRE IR e e e e e e

2.6.1
2.6.2
2.6.3
2.6.4
2.6.5
2.6.6
2.6.7

112
BERA
FORRESTHE .
TEBMESEIE

B

Sequence-to-Sequence Models . . ... ... ... ... .. oo,



H

x

2.8

2.9

3.1

3.2

3.3

3.4

5
2.7.1 Sequence-to-SequenceBasics . ... ... ..... ... .. .. 89
2.7.2 TensorFlowseq2seqLibrary ... ... ... ... . ... ... ..... 90
2.7.3 Neural TranslationModel . . ... ... ... .. ... . .. . ... ..... 91
274 LetsRunlt . ... ... . .. . e 93
275 What Next? . . . .. e e e e e e e e 94
TR TR 95
281 FEARBEE 95
282 ENGFEEE . ... 95
283 EXARMTTTEE © o 95
284 FFUBTHE . . o 96
MNISTHUHE FEL . . . o 97
291 EEECME . e 97
292 WEREHE . .. 97
BERN 101
3.0.1 Variables: G, #J4atk, fRAF, FIWKE ... ... oL oL 102
3.0.2 TensorFlow ALl 101 . . . .. ... .. .. .. . . 102
3.0.3 TensorBoard: 2~ i FERIATAAL . . ... L 102
3.0.4 TensorBoard: FAMIRIARAL . . . . o oo 102
3.05 BUEEEN . e 102
3.0.6 ZRFERIBAAI . . .. 102
307 IIMEHHIOD. o oo 102
3.08 HENEIIMI Readers. . . . .. .. 103
309 MHIGPUS . ... 103
3.0.10 JLE AP Sharing Variables . . . . . ... ... ... 103
A, WAL, BRI .. 104
3.1 ARG . 104
3.1.2 RV . . 104
3.1.3 DRAAIINER ... 105
A 108
3.2.1 . L 108
322 AEABEG] ... 109
323 EMEMBREATIERN? . 110
324 fERSZE . . oo 112
TensorBoard: FJARALEEST L L 113
331 BUEFIIL . 113
3.3.2 JA3 TensorBoard . . . . ... 114

TensorBoard: PR FTARAL © . . o o o 115



3.4.1 %I (Namescoping) F195 4 (Node) ... ... ... ... ..... 115
342 H .o 118
35 BUHEEEL . ... 120
35,0 Ha . . 120
352 MEAEUE . .. 120
353 MICHFEECEE ... . 121
354 FHUEIE . . .o 126
355 ZEHINEIE ... 127
3.6 REEMIDAG] . . 128
3.6.1 BAFIMERIMER . .. ..o 128
3.6.2 Coordinator . . . . . . v v it e e e e e e e e e e 128
3.6.3 QueueRunner . ... ... ... ... ... .. 129
364 FEANE L 130
37 B HT0D oo 131
370 U . 131
372 SEXOpHIEL o 132
373 NOpEHkernel ... ... ... 132
3.7.4 ARESEAEERE 133
375 KBmOpREMIERTAE . o 134
376 BAEZEME . 134
3.7.7 OpiEM .o 135
3.7.8 GPU CHE .o i 147
3.7.9 M Python SEBUEEFE . . . ... 147
3.7.10 £ Python HSEIL—AMJEARBREL . . . ... oo 148

3.8 FSENEHEEEEL ..o 150
381 BB . e 150
382 WME—ANHERRILEEE .. 150
383 EH MEEEROp ... 153

39 A GPUSs .. ..o 155
39.1 SRR 155
3.9.2 WCFEEAIRIRIEI . ..o 155
393 FLIBIRER . . oo 155
394 EZGPURGHEMEHEA—GPU . . ... ... . . 156
395 FHZANGPU ... . e 156
EPNE PythonAPI 159
A1 OVEIVIEW . o v v v e e i e e e e e e e e e e e e e e e e e e e e 160

4.2 BuildingGraphs . . . . . . .. L 161



B %

4.3

4.4

4.5

4.6

4.7

7
4.2.1 Contents . . . . . . .o e e e e e e 161
4.2.2 Coregraphdatastructures . ... ... ... ..., 161
423 TensSOTtyPeS . . o v v v v i it i e e e e e e e e e e e 176
424 Utilityfunctions . ... ... . . e 179
4.2.5 Graphcollections . ...... ... . ... . e 182
4.2.6 Defining new operations . . . . . .. . .. ..t 183
Constants, Sequences, and RandomValues . . . . ... ... ............ 193
4.3.1 Contents . . . . . o v it e e e e e e e e e e e e 193
4.3.2 ConstantValueTensors . ... .. ... ... ..., 194
4.3.3 SEqUENCES . . . v v v v i e e e e e e e e e e e e e e e e e e e e e e e e 197
434 RandomTensors . . .. .. .. .. .. ... 198
Variables . . . . . . . . e 203
4.4.1 Contents . . . . . .ot e e e e e e e e e e 203
4.4.2 Variables . . . . ... 204
4.4.3 Variable helperfunctions . ... ... ......... ... .. ... ..., 209
4.4.4 Saving and Restoring Variables . . . . ... .. ... .. .... ... ..., 211
4.45 SharingVariables . . ... .. ... ... ... ... 217
4.4.6 SparseVariableUpdates . . . . ... ... ... ... . 221
Tensor Transformations . . .. ... ... ... ... .. . . . ... 227
451 Contents . . . . . v v vt e e e e e e e e e e e e e 227
452 Casting . . . . o o i e e e e e e e e e e 228
4.5.3 ShapesandShaping ... ... ... ... .. .. . .. .. . .. 231
4.5.4 SlicingandJoining . . . ... ... . . . e 235
Math . ... . e 245
4.6.1 Contents . . . .. .. oot e 245
4.6.2 Arithmetic Operators . . . . . . . . v vt it i ittt e et 248
4.6.3 BasicMathFunctions . ... .. ... ... ... ... ..., 250
4.6.4 MatrixMath Functions . ... ... .. .. ... .. .. .. ... ...... 256
4.6.5 Complex Number Functions . ... ... ................... 262
4.6.6 Reduction . .. ... ... ... ... 264
4.6.7 Segmentation . . . ... ... ... e 269
4.6.8 Sequence ComparisonandIndexing . .................... 274
Control Flow . . . . . . e 280
471 Contents . . . . . v it e e e e e e e e e e 280
4.7.2 Control Flow Operations . . . . . .. ... .ot 281
4.7.3 Logical Operators . . . . . . .. . . .ttt 283
4.7.4 Comparison Operators . . . . . . . .o v v v i vt vt i it 284
4.7.5 Debugging Operations . . ... ... ... ..., 289



4.8

4.9

4.10

4.11

4.12

4.13

Images . . . . . . e e 292
4.8.1 Contents . . . ... v it i e e e 292
4.8.2 EncodingandDecoding . . . ... ... ... ... .. ... . .. 293
4.83 Resizing . . . . . .. . e e 297
4.84 Cropping . . o o i v it i e e e e e 300
4.8.5 Flippingand Transposing . . . . . . . . .. ... 304
4.8.6 Image Adjustments . . .. ... ... ... 306
Sparse Tensors . . . . . . .. e e e e e e e e e 310
4.9.1 Contents . . . . ..ot iiee 310
4.9.2 Sparse Tensor Representation . ... ... .................. 310
4.9.3 SparsetoDense Conversion . . . ... .........ceuuiueenn.. 313
4.9.4 Manipulation . ... ... .. ... e e e 315
InputsandReaders . ... ... .. ... .. .. ... 320
4.10.1 Contents . . . . .o e e e e 320
4.10.2 Placeholders . ... ... ... ... ... 321
4.10.3 Readers . . . . . .. vttt e e e e e 322
4.10.4 Converting . . . . . . . o i i e e e 337
4.10.5 QUEUES . . . v i e e e e e e e e e e e e e 342
4.10.6 Dealingwiththefilesystem . . ... ... ... ... .. ........... 347
4.10.7 Inputpipeline . ... ... ... .. .. e 348
DataIO (Python functions) . . . ... ... ... . ... ... 356
4.11.1 Contents . . . . . ot e e e e e e e e e 356
4.11.2 DatalO (Python Functions) . .. ... .. .. .. ... .. ......... 356
Neural Network . . . . . . .. . e 358
4.12.1 Contents . . . ..o e 358
4.12.2 Activation Functions . . . ... ... .. .. . o o e 360
4.12.3 Convolution . . .. . . . . . e e 363
4.12.4 Pooling . . . ... e e e 367
4.12.5 Normalization . ... ... ... .. ..t 369
4.12.6 LOSSES . . v i e e 371
4.12.7 Classification . . .. .. .. . .. i e 371
4.12.8 Embeddings . .. ... ... .. 373
4.12.9 Evaluation . ... ... ... . ... 374
4.12.10 CandidateSampling . . ... .. ... ... ... . . .. 375
Running Graphs . . . .. . .. . . . e 384
4.13.1 Contents . . . . . .. L e e e e 384
4.13.2 Session management . . . . . . . ...ttt e e e e 385

4.13.3 Errorclasses . . . . . . . . e e e 389



B X 9

4.14 Training . . . . o e e e e e e e e e e e e e e e 396
4.14.1 Contents . . . . . o e e e 396

4.14.2 Optimizers . . . . . . o o o ittt e e e e e e e e e e e e e e 398

4.14.3 Gradient Computation . . . ... .. ... vt 407

4.14.4 Gradient Clipping . . . . . . . . . i 409

4.14.5 Decayingthelearningrate . ... ... ... ... ... .. ......... 413

4.14.6 MOVINGAVEIAZES . . . v v v v it e e e e e e e e e e e e e e e e e e e 414

4.14.7 Coordinator and QueueRunner . ... ... ... .............. 417

4.14.8 Summary Operations . . . . . . . . ..ot v i ittt 422

4.14.9 Adding Summariesto EventFiles .. ... .. ... ... .......... 426

4.14.10 Trainingutilities . . .. ... ... ... ... L 429
FEHE C++API 431
ERE HR 433

FEtE Hib 435



10

B &



11



S

12 ¥ &
1.1 Introduction || & 4T

Let’s get you up and running with TensorFlow!

AFERH 2R T ##HIZ4T TensorFlow !

But before we even get started, let’s peek at what TensorFlow code looks like in the
Python AP], so you have a sense of where we're headed.

28T, EFRATSEE —B# ] Python API 45 (1) TensorFlow 7~ 64%HY, 1E/R
PR E SN BB VIS R ENR.

Here’s a little Python program that makes up some data in two dimensions, and then
fits a line to it.

X B /N Python R 7440 — Lo Hn N — 4210, P — SR ORI A IX e

import tensorflow as tf
import numpy as np

# Create 100 phony x, y data points in NumPy, y = x * 0.1 + 0.3
x_data = np.random.rand(100).astype("float32")
y_data = x_data * 0.1 + 0.3

# Try to find values for W and b that compute y _data = W * x_data + b
# (We know that W should be ©.1 and b 0.3, but Tensorflow will

# figure that out for us.)

W = tf.Variable(tf.random_uniform([1], -1.0, 1.0))

b

y

O B R« WLV, B S VR SR =

BB
S

tf.Variable(tf.zeros([1]))
= W * x _data + b

B R R
5 W N

# Minimize the mean squared errors.

loss = tf.reduce_mean(tf.square(y — y_data))
optimizer = tf.train.GradientDescentOptimizer(0.5)
train = optimizer.minimize(loss)

N R R R e R
©S LV ® N o U

# Before starting, initialize the variables. We will 'run' this first
21 init = tf.initialize_all variables()

23 # Launch the graph.
21 sess = tf.Session()
25l sess.run(init)

27l # Fit the line.

28 for step in xrange(201):

29 sess.run(train)

3¢,  if step % 20 ==

31 print(step, sess.run(W), sess.run(b))

33 # Learns best fit is W: [0.1], b: [0.3]

The first part of this code builds the data flow graph. TensorFlow does not actually run
any computation until the session is created and the run function is called.

DL AR I 38 — 80 0 M 1 B0 (9 17 ] (flow graph).  7E—> session % & 37 5F
Hrun() BEEHHZATHT, TensorFlow A~ EATATA] SL T 115

To whet your appetite further, we suggest you check out what a classical machine
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learning problem looks like in TensorFlow. In the land of neural networks the most "classic"
classical problem is the MNIST handwritten digit classification. We offer two introductions
here, one for machine learning newbies, and one for pros. If you've already trained dozens
of MNIST models in other software packages, please take the red pill. If you've never even
heard of MNIST, definitely take the blue pill. If you're somewhere in between, we suggest
skimming blue, then red.

AT BB EORAR I SR, AT LEIRSEE — T TensorFlow 2 Qi fi# ¥ — 4>
LIPS ) . FERR MU, BN A S i B T MNIST 5 507 7
. Nk, FATHER T PR R RS, 70 AT A E T K iR IR e L e
PEINZRIEVF 2 MNIST B8, 1528 B i 20 200 (0245 00) . A SRAR LAHT MR 53 MNIST
» HSRB B RAAE CEE L. MRIREIAKF A TP 18], BATE BRI
RIS P SR AL N

If you're already sure you want to learn and install TensorFlow you can skip these and
charge ahead. Don’t worry, you'll still get to see MNIST —we’ll also use MNIST as an example

in our technical tutorial where we elaborate on TensorFlow features.

intro_mnist expert_mnist

'-_.__‘_____—________/'

WRARE R 7 Yo 2% 5 ) F1 22 % TensorFlow , ARAT DABE I IX 650, B ) 32
JETH L. A, (RIS F F) MNIST — 7E# 1R TensorFlow [HFERS, FATE
S 1 MNIST {F 9 —M 4.

UEFBEEFIEAE: 1 Pk, 2 JEARMEH, 3 TensorFlow 101,
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1.2 Download and Setup || T 5% %

You can install TensorFlow either from our provided binary packages or from the github

source.

AT DAE B AR AL — b, B YRACHD, 4223 TensorFlow.

1.2.1 Requirements | Z&EFEXK

The TensorFlow Python API currently supports Python 2.7 and Python 3.3+ from source.

TensorFlow Python API H #j 3 #F Python 2.7 #1 python 3.3 PL_Fhi 4.

The GPU version (Linux only) currently requires the Cuda Toolkit 7.0 and CUDNN 6.5
V2. Please see Cuda installation.

SCFF GPU iz L IUMA (PR Linux) 7% Cuda Toolkit 7.0 fl CUDNN 6.5 V2. B A
2% Cuda %%5.

1.2.2 Overview | £3 2k

We support different ways to install TensorFlow:

TensorFlow ¢ FFidid LA R AN F] 1) 7 :e 2%

* Pip Install: Install TensorFlow on your machine, possibly upgrading previously in-

stalled Python packages. May impact existing Python programs on your machine.

o Pip %% fEARRINLES 223 TensorFlow, W g2 [F]I B H 2 5 22 2% ) Python £,
FF B2 ma 2R ES 2417 7] 1247 1 Python F£/7.

* Virtualenv Install: Install TensorFlow in its own directory, not impacting any existing

Python programs on your machine.

e Virtualenv % %%: 1£—PMMAL AR T 222 TensorFlow, A2 520 B IRHLES 2 HTiE
471 Python F£F.

* Docker Install: Run TensorFlow in a Docker container isolated from all other pro-

grams on your machine.

o Docker 2 %5: 7E— ML) Docker 75 28 H % %% TensorFlow, f H AN 25200 2 /R AT
#_E AR AT AR T .
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If you are familiar with Pip, Virtualenv, or Docker, please feel free to adapt the instruc-
tions to your particular needs. The names of the pip and Docker images are listed in the
corresponding installation sections.

WRKE LR Pip. Virtualenv, Docker iX 86 T B E R, 15 F FHHFE H 24t
HIARAD, AR AR 5 5K %2 3¢ TensorFlow. VRZXTE T SR I ) 22 3¢ BORE Hh #8.21) Pip 5k
Docker %% it i I Bi15 .

If you encounter installation errors, see common problems for some solutions.

WERAFIBR] T AR, TS R IL I SRR R TT %

1.2.3 Pip Installatioin | Pip & 3%

Pip is a package management system used to install and manage software packages
written in Python.

Pip & — T2 M Python AFEINE T R4

The packages that will be installed or upgraded during the pip install are listed in the
REQUIRED_PACKAGES section of setup.py

L REM AL (REQUIRED_PACKAGES section of setup.py) #JH} T pip %2 I K5 24k 22
2B B (1 )2 S A

Install pip (or pip3 for python3) if it is not already installed:

R pip MM 2R, A LU AU S8 22k pip (TR AR HI Y /2 Python 3 5%
& pip3):

1 # Ubuntu/Linux 64-bit
2‘$ sudo apt-get install python-pip python-dev

1 # Mac 0S X
z‘$ sudo easy_install pip

NP

Install TensorFlow:
22 %% TensorFlow:

1| # Ubuntu/Linux 64-bit, CPU only:
) $ sudo pip install ——upgrade https://storage.googleapis.com/
tensorflow/linux/cpu/tensorflow—-0.6.0—cp27—-none—linux_x86_64.whl

1 # Ubuntu/Linux 64-bit, GPU enabled:
2 $ sudo pip install ——upgrade https://storage.googleapis.com/
tensorflow/linux/gpu/tensorflow—0.6.0—cp27—-none—linux_x86_64.whl

# Mac 0S X, CPU only:

2 $ sudo easy_install ——upgrade six
$ sudo pip install —-upgrade https://storage.googleapis.com/
tensorflow/mac/tensorflow-0.6.0—py2—none—any.whl

For Python 3:
#:F Python 3 [fY] TensorFlow % 2%:
J# Ubuntu/Linux 64-bit, CPU only:



https://en.wikipedia.org/wiki/Pip_(package_manager)
https://en.wikipedia.org/wiki/Pip_(package_manager)
https://github.com/tensorflow/tensorflow/blob/master/tensorflow/tools/pip_package/setup.py
https://github.com/tensorflow/tensorflow/blob/master/tensorflow/tools/pip_package/setup.py
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)

% &

S

sudo pip3 install ——upgrade https://storage.googleapis.com/
tensorflow/linux/cpu/tensorflow-0.6.0—cp34—-none—linux_x86_64.whl

Y H

Ubuntu/Linux 64-bit, GPU enabled:
sudo pip3 install ——upgrade https://storage.googleapis.com/
tensorflow/linux/gpu/tensorflow—-0.6.0—cp34—-none—linux_x86_64.whl

B A H

Mac 0S X, CPU only:

sudo easy_install ——upgrade six

sudo pip3 install ——upgrade https://storage.googleapis.com/
tensorflow/mac/tensorflow-0.6.0—py3—none—any.whl

You can now test your installation.

2 HARET LI 22 25 75 BT

1.2.4 Virtualenv installation | &F Virtualenv & %

Virtualenv is a tool to keep the dependencies required by different Python projects

in separate places. The Virtualenv installation of TensorFlow will not override pre-existing

version of the Python packages needed by TensorFlow.

Virtualenv /& — M BRAE AN A AL B A7 CRTA F Python T H BT 7% MO 1) T A« Ten-

sorFlow ] Virtualenv % %% A 237 o 56 Al £ %3¢ 1) TensorFlow Python ##6i 1.

With Virtualenv the installation is as follows:

F: T virtualenvif) %353 LT )L

Install pip and Virtualenwv.

Create a Virtualenv environment.

Activate the Virtualenv environment and install TensorFlow in it.

After the install you will activate the Virtualenv environment each time you want to

use TensorFlow.

%% pip A Virtualenv.

37— Virtualenv 753,

BUEIXAS Virtualenv 2353, I HAE IS T 223 TensorFlow.

IR G, FHRAR T EAE F TensorFlow 2 B W 0 E0E X Virtualenv P15,

Install pip and Virtualenv:

2% pip Hl Virtualenv:

1| # Ubuntu/Linux 64-bit |
z‘$ sudo apt-get install python-pip python-dev python-virtualenv \



http://docs.python-guide.org/en/latest/dev/virtualenvs/
http://docs.python-guide.org/en/latest/dev/virtualenvs/
https://pypi.python.org/pypi/virtualenv
https://pypi.python.org/pypi/virtualenv
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[ # Mac 0s X |
2 $ sudo easy_install pip
s‘$ sudo pip install —-upgrade virtualenv J

etcCreate a Virtualenv environment in the directory ~/tensorflow:
{E~/tensorflowl{ /2 | 437 —) Virtualenv 335 :

{$ virtualenv ——system—-site—packages ~/tensorflow

Activate the environment and use pip to install TensorFlow inside it:
& Virtualenv 335 3-8 H pip 76 1Z 3055 T %2 2% TensorFlow:

$ source ~/tensorflow/bin/activate # If using bash
$ source ~/tensorflow/bin/activate.csh # If using csh
(tensorflow)$ # Your prompt should change

# Ubuntu/Linux 64-bit, CPU only:
(tensorflow)$ pip install —-upgrade https://storage.googleapis.com/
tensorflow/linux/cpu/tensorflow-0.5.0—cp27—-none—linux_x86_64.whl

o MY, B~ VO R R Y

g # Ubuntu/Linux 64-bit, GPU enabled:
o (tensorflow)$ pip install ——upgrade https://storage.googleapis.com/
tensorflow/linux/gpu/tensorflow—0.5.0—cp27—-none—linux_x86_64.whl

111 # Mac 0S X, CPU only:
127 (tensorflow)$ pip install ——upgrade https://storage.googleapis.com/
tensorflow/mac/tensorflow-0.5.0—py2—none—any.whl

and again for python3:

$ source ~/tensorflow/bin/activate # If using bash
$ source ~/tensorflow/bin/activate.csh # If using csh
(tensorflow)$ # Your prompt should change

# Ubuntu/Linux 64-bit, CPU only:
(tensorflow)$ pip install —-upgrade https://storage.googleapis.com/
tensorflow/linux/cpu/tensorflow—0.6.0—cp34—none—linux_x86_64.whl

g # Ubuntu/Linux 64-bit, GPU enabled:
o (tensorflow)$ pip install ——upgrade https://storage.googleapis.com/
tensorflow/linux/gpu/tensorflow—-0.6.0—cp34—-none—linux_x86_64.whl

111 # Mac 0S X, CPU only:
12l (tensorflow)$ pip3 install ——upgrade https://storage.googleapis.com/
tensorflow/mac/tensorflow-0.6.0—py3—none—any.whl

With the Virtualenv environment activated, you can now test your installation.
fE Virtualenv PRI, SR L0 223

When you are done using TensorFlow, deactivate the environment.

M1 TG 55 18 H TensorFlow B, HUH G 1Z 3055 .

ﬂ(tensorflow)$ deactivate
2‘$ # Your prompt should change back J

To use TensorFlow later you will have to activate the Virtualenv environment again:
IR 7 A H TensorFlow #8875 %246 FE U Virtualenv PR35

1 $ source ~/tensorflow/bin/activate # If using bash. \
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18 %

2 $ source ~/tensorflow/bin/activate.csh # If using csh. \
3 (tensorflow)$ # Your prompt should change. \
J # Run Python programs that use TensorFlow. \
s # When you are done using TensorFlow, deactivate the environment. \
7‘ (tensorflow)$ deactivate \

1.2.5 Docker Installation

Docker is a system to build self contained versions of a Linux operating system running
on your machine. When you install and run TensorFlow via Docker it completely isolates the
installation from pre-existing packages on your machine.

We provide 4 Docker images:

* b.gcr.io/tensorflow/tensorflow: TensorFlow CPU binary image.
* b.gcr.io/tensorflow/tensorflow:latest—devel:CPU Binary image plus source code.
* b.gcr.io/tensorflow/tensorflow:latest-gpu:TensorFlow GPU binary image.

* b.gcr.io/tensorflow/tensorflow: latest—devel-gpu:GPU Binaryimage plus source code.

We also have tags with latest replaced by a released version (eg 0.6.0-gpu).

With Docker the installation is as follows:

¢ Install Docker on your machine.
* Create a Docker group to allow launching containers without sudo.

e Launch a Docker container with the TensorFlow image. The image gets downloaded

automatically on first launch.

See installing Docker for instructions on installing Docker on your machine.
After Docker is installed, launch a Docker container with the TensorFlow binary image
as follows.

e N
1L$ docker run —it b.gcr.io/tensorflow/tensorflow \

If you're using a container with GPU support, some additional flags must be passed to
expose the GPU device to the container. For the default config, we include a script in the

repo with these flags, so the command-line would look like:

e \
1\$ path/to/repo/tensorflow/tools/docker/docker_run_gpu.sh b.gcr.io/ \
‘ tensorflow/tensorflow:gpu ‘

You can now test your installation within the Docker container.


http://docker.com/
http://docs.docker.com/engine/installation/ubuntulinux/#create-a-docker-group
http://docs.docker.com/engine/installation/
https://github.com/tensorflow/tensorflow/blob/master/tensorflow/tools/docker/docker_run_gpu.sh
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1.2.6 Test the TensorFlow installation | J|iz TensorFlow %& 3
(Optional, Linux) Enable GPU Support

Ifyouinstalled the GPU version of TensorFlow, you must also install the Cuda Toolkit 7.0
and CUDNN 6.5 V2. Please see Cuda installation.

AR 1G24 T GPU Wit A ) TensorFlow, 534 7 # %2 %% Cuda Toolkit 7.0 A1 CUDNN 6.5 V2.
HZ [ Cuda %45,

You also need to set the LD_LIBRARY_PATH and CUDA_HOME environment variables. Con-
sider adding the commands below to your ~/.bash_profile. These assume your CUDA in-
stallation is in /usr/local/cuda:

168 T AR S A AR B P B LD_LIBRARY_PATH 1 CUDA_HOME . %5 7] L{E~/ .bash_profile
BN — R4, BRI H CUDA %3547 B N /usr/local/ cuda:

1 export LD_LIBRARY_PATH= \
z‘export CUDA_HOME=/usr/local/cuda

Run TensorFlow from the Command Line | M AL 1TIE1T TensorFlow

See common problems if an error happens.

W B[RS, 1HS 0 LI

Open a terminal and type the following:
ToF &3, BN 4R4
$ python

>>> import tensorflow as tf

>>> hello = tf.constant( )
>>> sess = tf.Session()

>>> print(sess.run(hello))

Hello, TensorFlow!

>>> a = tf.constant(10)

>>> b = tf.constant(32)

>>> print(sess.run(a + b))

42

>>>

W B N O VA W N e

B R
N B

Run a TensorFlow demo model | iZ{T— TensorFlow A& R1REY

All TensorFlow packages, including the demo models, are installed in the Python li-
brary. The exact location of the Python library depends on your system, but is usually one
of:

AT WA TensorFlow [f) Python AL ES P A 17— Sy iR . FLAARRL A7 B
TR, CfTEE SE TS I

1} /usr/local/lib/python2.7/dist—packages/tensorflow \
z‘/usr/local/lib/pythonz.7/site—packages/tensorflow \
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You can find out the directory with the following command: # 7] DL PL T 54 4L 2
BRIEEAR:
{$ python —c J

The simple demo model for classifying handwritten digits from the MNIST dataset is in
the sub-directory models/image/mnist/convolutional.py. You can run it from the command

line as follows:

%EﬁzEﬂﬁ%models/image/mnist/convolutional.pyﬁTElfﬁﬁﬂf*ﬁ\fffﬂ MNIST & 4533t
ITFESHF ORI ZE]. T LM DN R A Ear 24T T B4RIE AT

# Using 'python -m' to find the program in the python search path:
$ python —m tensorflow.models.image.mnist.convolutional

Extracting data/train-images—idx3-ubyte.gz

Extracting data/train-labels—-idxl-ubyte.gz

Extracting data/tl0k-images—-idx3-ubyte.gz

Extracting data/tl10k-labels-idxl-ubyte.gz

...etc...

[C R B R« WLV, B S VR SR =

# You can alternatively pass the path to the model program file to
the python interpreter.

$ python /usr/local/lib/python2.7/dist-packages/tensorflow/models/
image/mnist/convolutional. py

[
1S)

11 e e W

1.2.7 Installing from source

When installing from source you will build a pip wheel that you then install using pip.

You'll need pip for that, so install it as described above.

Clone the TensorFlow repository

1}$ git clone —-recurse—-submodules https://github.com/tensorflow/ ‘
‘ tensorflow ‘

——recurse-submodules is required to fetch the protobuflibrary that TensorFlow depends on.

Installation for Linux

Install Bazel Follow instructions here to install the dependencies for Bazel. Then down-
load bazel version 0.1.1 using the installer for your system and run the installer as mentioned

there:

1'$ chmod +x PATH_TO_INSTALL.SH }
2'$ ./PATH_TO_INSTALL.SH —-user |

Remember to replace PATH_TO_INSTALL.SH with the location where you downloaded the

installer.

Finally, follow the instructions in that script to place bazel into your binary path.
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Install other dependencies
{$ sudo apt-get install python—numpy swig python-dev

Configure the installation Run the configure script at the root of the tree. The configure
script asks you for the path to your python interpreter and allows (optional) configuration
of the CUDA libraries (see below).

This step is used to locate the python and numpy header files.

1$ ./configure !
z‘Please specify the location of python. [Default is /usr/bin/python]: \

Optional: Install CUDA (GPUs on Linux) In order to build or run TensorFlow with GPU
support, both Cuda Toolkit 7.0 and CUDNN 6.5 V2 from NVIDIA need to be installed.
TensorFlow GPU support requires having a GPU card with NVidia Compute Capability

>= 3.5. Supported cards include but are not limited to:
* NVidia Titan

¢ NVidia Titan X

NVidia K20

NVidia K40

Download and install Cuda Toolkit 7.0

https://developer.nvidia.com/cuda-toolkit-70

Install the toolkit into e.g. /usr/local/cuda

Download and install CUDNN Toolkit 6.5
https://developer.nvidia.com/rdp/cudnn-archive

Uncompress and copy the cudnn files into the toolkit directory. Assuming the toolkit is

installed in /usr/local/cuda:

1}tar xvzf cudnn-6.5-1inux—x64-v2.tgz
z\sudo cp cudnn—-6.5-1inux—x64-v2/cudnn.h /usr/local/cuda/include \
s sudo cp cudnn-6.5-1inux-x64-v2/libcudnn* /usr/local/cuda/lib64 |

Configure TensorFlow’s canonical view of Cuda libraries
When running the configure script from the root of your source tree, select the option

Y when asked to build TensorFlow with GPU support.

1$ ./configure

) Please specify the location of python. [Default is /usr/bin/python]:
3 Do you wish to build TensorFlow with GPU support? [y/N] y

4 GPU support will be enabled for TensorFlow
5|
6)

Please specify the location where CUDA 7.0 toolkit is installed.
Refer to




)

22 %

S

N

README .md for more details. [default is: /usr/local/cuda]: /usr/local

/cuda

8|

9 Please specify the location where CUDNN 6.5 V2 library is installed.
Refer to

1ol README .md for more details. [default is: /usr/local/cuda]: /usr/local
/cuda

11
12l Setting up Cuda include
13l Setting up Cuda lib64
14/ Setting up Cuda bin

15 Setting up Cuda nvvm

16, Configuration finished

This creates a canonical set of symbolic links to the Cuda libraries on your system. Ev-
ery time you change the Cudalibrary paths you need to run this step again before you invoke
the bazel build command.

Build your target with GPU support

From the root of your source tree, run:

1 $ bazel build -c opt ——config=cuda //tensorflow/cc:
tutorials_example_trainer

5 $ bazel-bin/tensorflow/cc/tutorials_example_trainer —-use_gpu

o # Lots of output. This tutorial iteratively calculates the major
eigenvalue of

s # a 2x2 matrix, on GPU. The last few lines look like this.
5 000009/00VVO5 lambda = 2.000000 x = [0.894427 -0.447214] y
[1.788854 -0.894427]

7 000006/000001 lambda = 2.000000 X
[1.788854 —0.894427]

5 000009/000009 lambda = 2.000000 x
[1.788854 -0.894427]

[0.894427 —-0.447214] y

[0.894427 -0.447214] y

Note that "-config=cuda" is needed to enable the GPU support.

Enabling Cuda 3.0

TensorFlow officially supports Cuda devices with 3.5 and 5.2 compute capabilities. In
order to enable earlier Cuda devices such as Grid K520, you need to target Cuda 3.0. This

can be done through TensorFlow unofficial settings with "configure".

$ TF_UNOFFICIAL_SETTING=1 ./configure

# Same as the official settings above

uos W N e

WARNING: You are configuring unofficial settings in TensorFlow.
Because some

external libraries are not backward compatible, these settings are
largely

untested and unsupported.

)}

N

©

Please specify a list of comma-separated Cuda compute capabilities
you want to

19 build with. You can find the compute capability of your device at:

11 https://developer.nvidia.com/cuda—gpus.

17 Please note that each additional compute capability significantly

increases

13 your build time and binary size. [Default is: 1: 3.0

14
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15| Setting up Cuda include

16 Setting up Cuda lib64

17 Setting up Cuda bin

15 Setting up Cuda nvvm !
wLConfiguration finished

Known issues

Although it is possible to build both Cuda and non-Cuda configs under the same source
tree, we recommend to run bazel cleanwhen switching between these two configs in the
same source tree.

You have to run configure before running bazel build. Otherwise, the build will fail with
a clear error message. In the future, we might consider making this more conveninent by in-

cluding the configure step in our build process, given necessary bazel new feature support.

Installation for Mac OS X

We recommend using homebrew to install the bazel and SWIG dependencies, and in-

stalling python dependencies using easy;nstallorpip.

Dependencies Follow instructions here to install the dependencies for Bazel. You can then

use homebrew to install bazel and SWIG:

P
{$ brew install bazel swig

You can install the python dependencies using easy;nstallorpip.Usingeasy;nstall,run

1‘$ sudo easy_install -U six
2 $ sudo easy_install —U numpy
3L$ sudo easy install wheel

We also recommend the ipython enhanced python shell, so best install that too:

{$ sudo easy_install ipython

Configure the installation Run the configure script at the root of the tree. The configure
script asks you for the path to your python interpreter.
This step is used to locate the python and numpy header files.

e B\
1$ ./configure

|
z\ Please specify the location of python. [Default is /usr/bin/python]: \
|

3LD0 you wish to build TensorFlow with GPU support? [y/N]
J

Create the pip package and install

2

# To build with GPU support:
4\$ bazel build -c opt ——config=cuda //tensorflow/tools/pip_package:
\ build_pip_package

o

3

1}$ bazel build -c opt //tensorflow/tools/pip_package:build_pip_package W
|
|
|
|
|


http://brew.sh/
https://ipython.org/
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¢ $ bazel-bin/tensorflow/tools/pip_package/build_pip_package /tmp/ \
\ tensorflow_pkg \
1 |
g # The name of the .whl file will depend on your platform. \
o $ pip install /tmp/tensorflow_pkg/tensorflow-0.5.0—-cp27-none- \
‘ linux_x86_64.whl \

1.2.8 Train your first TensorFlow neural net model | llZx % —“> TensorFlow &

gg

Starting from the root of your source tree, run:

MR A FIFUGIBAT — TR

1$ cd tensorflow/models/image/mnist

2 $ python convolutional.py

3 Succesfully downloaded train-images—idx3-ubyte.gz 9912422 bytes.
4 Succesfully downloaded train-labels-idxl-ubyte.gz 28881 bytes.
5 Succesfully downloaded tlOk-images—-idx3—-ubyte.gz 1648877 bytes.
6 Succesfully downloaded tl1@k-labels-—-idxl-ubyte.gz 4542 bytes.

7 Extracting data/train-images-idx3-ubyte.gz

g Extracting data/train-labels-idx1l-ubyte.gz

o Extracting data/t10k-images—-idx3-ubyte.gz

16 Extracting data/t10k-labels—-idxl-ubyte.gz

11 Initialized!

12l Epoch ©.00

-
w

Minibatch loss: 12.054, learning rate: 0.010000
Minibatch error: 90.6%

Validation error: 84.6%

Epoch 0.12

Minibatch loss: 3.285, learning rate: ©.010000
Minibatch error: 6.2%

Validation error: 7.0%

NN R R R R R
B ©® L ® N o _u_b

1.2.9 Common Problems | F I [a) %
GPU-related issues | GPU A X o] #}l

If you encounter the following when trying to run a TensorFlow program:

1}ImportError: libcudart.so.7.0: cannot open shared object file: No
‘ such file or directory |

Make sure you followed the the GPU installation instructions.

Pip installation issues | Pip & %5 #1 {[a] 21

Can If, during pip install, you encounter an error like:

[
z\IOError: [Errno 2] No such file or directory:

Solution: upgrade your version of pip:

U N
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{pip install —-upgrade pip J

This may require sudo, depending on how pip is installed.

SSLError: SSL_VERIFY_FAILED If, during pip install from a URL, you encounter an error
like:

i . |

z‘SSLError: [SSL: CERTIFICATE_VERIFY_FAILED] certificate verify failed \

Solution: Download the wheel manually via curl or wget, and pip install locally.

Linux issues

If you encounter:

2 , , |
. |

AkSyntaxError: invalid syntax

Solution: make sure you are using Python 2.7.

Mac OS X: ImportError: No module named copyreg

On Mac OS X, you may encounter the following when importing tensorflow.

1}>>> import tensorflow as tf
A ee |
3‘ImportError: No module named copyreg

Solution: TensorFlow depends on protobuf, which requires the Python package six
-1.10.0. Apple’s default Python installation only provides six-1.4.1.

You can resolve the issue in one of the following ways:

¢ pgrade the Python installation with the current version of six:

1L$ sudo easy_install -U six J

¢ Install TensorFlow with a separate Python library:

— Virtualenv

— Docker

Install a separate copy of Python via Homebrew or MacPorts and re-install TensorFlow

in that copy of Python.



)
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Mac OS X: TypeError: __init_ () got an unexpected keyword argument ’syntax’

On Mac OS X, you may encounter the following when importing tensorflow.

>>> import tensorflow as tf
Traceback (most recent call last):
File "<stdin>", line 1, in <module>
File "/usr/local/lib/python2.7/site—-packages/tensorflow/__init__.py
", line 4, in <module>
5 from tensorflow.python import *
6 File "/usr/local/lib/python2.7/site—-packages/tensorflow/python/
__init  .py", line 13, in <module>
7 from tensorflow.core.framework.graph_pb2 import *

PRI SR

9 File "/usr/local/lib/python2.7/site—-packages/tensorflow/core/

framework/tensor_shape_pb2.py", line 22, in <module>

19 serialized_pb=_b('\n,tensorflow/core/framework/tensor_shape.proto
\x12\ntensorflow\"d\n\x10TensorShapeProto\x12-\n\x03\x64im\x18\x02
L\x03 (\x0b\x32,,.tensorflow.TensorShapeProto.Dim\x1la!\n\x03\x44im\
x12\x0c\n\x04size\x18\x01 ,\x01(\x03\x12\x0c\n\x04name\x18\x02 ,\x01
(\tb\x@6proto3")

TypeError: __init__ () got an unexpected keyword argument 'syntax’

-
—

This is due to a conflict between protobuf versions (we require protobuf 3.0.0). The

best current solution is to make sure older versions of protobuf are not installed, such as:
0

]£$ pip install ——upgrade protobuf J

J&3: Download and Setup


http://tensorflow.org/get_started/os_setup.md
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1.3 Basic Usage || {5 A3 Z 4

To use TensorFlow you need to understand how TensorFlow:

* Represents computations as graphs.

¢ Executes graphs in the context of Sessions.

* Represents data as tensors.

* Maintains state with vVariables.

* Uses feeds and fetches to get data into and out of arbitrary operations.
{8 H TensorFlow Z R/ 75 2 [ fif# X T~ TensorFlow ] LA T FEAitli A1K:

o iR (graphs) KFK R itH.

o fE21% (Session) PTHATH.

o K= (tensors) KAFKEIE.

o Jliid & ¥ (variables) 4EHFRA.

o [FFHE2 (feeds) MR E (fetches) BF B AL N ELAE H AT frT 4.

1.3.1 Overview | 252

TensorFlow is a programming system in which you represent computations as graphs.
Nodes in the graph are called ops (short for operations). An op takes zero or more Tensors,
performs some computation, and produces zero or more Tensors. A Tensor is a typed multi-
dimensional array. For example, you can represent a mini-batch of images as a 4-D array of
floating point numbers with dimensions [batch, height, width, channels].

TensorFlow & —/> UL B (graphs) KFZ R 1B 9nTE R4, B B S8 2 A op (op-
eration 145 5). —> op B FEHZ N KE (tensors) PATTHE, AT EZ AN KE . K=
K MMERRRIN T 1) 2 ge AL A, URAT LK — N R R R O — A D47 80
éﬂ, ﬁ@%é&ﬁé}%ﬂ%[batch, height, width, channels].

A TensorFlow graph is a description of computations. To compute anything, a graph
must be launched in a Session. A Session places the graph ops onto Devices, such as CPUs
or GPUs, and provides methods to execute them. These methods return tensors produced
by ops as numpy ndarray objects in Python, and as tensorflow: : Tensor instances in C and
C++.

TensorFlow & — PRt v R Ak . ETHRITIa T, B IFE 216 (Session
O) PRGN, 435K E I op 70 KB40 CPU B, GPU 2 28] X % (Devices()) L, [AIHT 24t
PAT op BIT71E. RXETTEPAT G, B2 E K E (tensor) IR [F], 1E Python 1B 5 H, iR
Enumpyﬁ"]ndarr‘ay X5 E C Al C++ 1B Z P, iR [Bltensorflow: : Tensor S 47 o


http://www.numpy.org/
http://www.numpy.org
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1.3.2 The computation graph | i+ &[5

TensorFlow programs are usually structured into a construction phase, that assembles
a graph, and an execution phase that uses a session to execute ops in the graph.

i, TensorFlow %A% A # P5 NBr Be A Sk oK A 32 I BORI I AT B B B FH 141
ZUTH A, 1Mf5E#EFIH session T AT+ 5 B 11 op 1.

For example, it is common to create a graph to represent and train a neural network in
the construction phase, and then repeatedly execute a set of training ops in the graph in the
execution phase.

40, FER I BB — AN BERF R AN ZRph 2 N 2%, SR G AEAT BT BUS AT —
2H op AR SEHLE I IIZR .

TensorFlow can be used from C, C++, and Python programs. It is presently much easier
to use the Python library to assemble graphs, as it provides a large set of helper functions
not available in the C and C++ libraries.

TensorFlow 3 £f C. C++. Python Z@f£i5 5. HHl, TensorFlow [ Python [ ¥ il 5
F, e AL TR R4 B R RO fT A A 222 JBT B0 A, T X L8 R A C AN G P o 1 AN T
SCHFo

The session libraries have equivalent functionalities for the three languages.

X =B F 215 (session libraries) A& — 21

Building the graph | #3321+ E[E

To build a graph start with ops that do not need any input (source ops), such as Con-
stant, and pass their output to other ops that do computation.

NITF UG5 T op Z A7 B 1 It — MEAS 75 AT AT 1) %6 N VR (source op), i N i &
(Constance), FREEAIZIEL I E op PUATIEH .

The ops constructors in the Python library return objects that stand for the output of
the constructed ops. You can pass these to other ops constructors to use as inputs.

Python 1] op 14t b8 £k [0 AR S LU 1 op fE VS HH XS B, IXEEXS R AT
L% 25 HE op Fi& BB BN o

The TensorFlow Python library has a default graph to which ops constructors add
nodes. The default graph is sufficient for many applications. See the Graph class docu-
mentation for how to explicitly manage multiple graphs.

TensorFlow Python 6 — 1] # op 1418 B HUIM TS5 mi i ERIA ] (default graph) .
XERZHON R, ZABOAK AL T o 1L Graph JESCRIR T fif 4 o] TR F) 7
B2,

import tensorflow as tf

# Create a Constant op that produces a 1x2 matrix. The op is
# added as a node to the default graph.
#

Uob W N
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¢ # The value returned by the constructor represents the output
7 # of the Constant op.

g matrixl = tf.constant([[3., 3.]])

9

19 # Create another Constant that produces a 2x1 matrix.
11 matrix2 = tf.constant([[2.],[2.]])

13 # Create a Matmul op that takes 'matrixl' and 'matrix2' as inputs.
14 # The returned value, 'product', represents the result of the matrix
15 # multiplication.

16 product = tf.matmul(matrixl, matrix2)

v

29

The default graph now has three nodes: two constant() ops and one matmul() op. To

actually multiply the matrices, and get the result of the multiplication, you must launch the

graph in a session.

BN IAERE =5, P constant() op, —™matmul() op. N T FIEFATH

Meafikia i, 1R EISRIESE R, IRLAHE — 21k (session) FEAZNX A,

Launching the graph in a session | ZES1EFEH N

Launching follows construction. To launch a graph, create a Session object. Without

arguments the session constructor launches the default graph.

See the Session class for the complete session API.

IR S8 i At PTB AT PATIERE . 9 T B Z BT 2 i I, e i B — A

2 IEX G (Session object) s LTI G AR AEARTE W SHUS S H NN KL
SERE) 23 1E APLBTEL, 162 W46 £ (Session object)

1 # Launch the default graph.

) sess = tf.Session()

3]

4# To run the matmul op we call the session 'run()' method, passing '
product’

s # which represents the output of the matmul op. This indicates to
the call

6 # that we want to get the output of the matmul op back.

7| #

s # A1l inputs needed by the op are run automatically by the session.
They

o # typically are run in parallel.

10| #

11 # The call 'run(product)' thus causes the execution of threes ops in
the

12 # graph: the two constants and matmul.

13| #

14 # The output of the op is returned in 'result' as a numpy ~ndarray’
object.

15 result = sess.run(product)
16l print(result)

7 # ==> [[ 12.]]

18
19 # Close the Session when we're done.
20 sess.close()

J

Sessions should be closed to release resources. You can also enter a Session with a

"with" block. The Session closes automatically at the end of the with block.
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SUAE TS U AR OB B IR . AR BT DM wi e &I BTG — 21l %
TREAE “wi th A BREE RIS H 35K ] o

1 with tf.Session() as sess:
) result = sess.run([product])
3 print(result)

The TensorFlow implementation translates the graph definition into executable op-
erations distributed across available compute resources, such as the CPU or one of your
computer’s GPU cards. In general you do not have to specify CPUs or GPUs explicitly. Ten-
sorFlow uses your first GPU, if you have one, for as many operations as possible.

TensorFlow $52 Pl —> “BE” i, Kg LB AL AN R B ) R 53 55 i
(]SR> AR THE R E, W0 CPU 82 ik GPU. il AN EH F 48 2 KA 1 cPU
5% GPU, TensorFlow fig B sl /L F] BE K 78 70 A R B 1 2 — 4> GPU #EATIZ 5.

If you have more than one GPU available on your machine, to use a GPU beyond the
first you must assign ops to it explicitly. Use with...Device statements to specify which CPU
or GPU to use for operations:

IERARI) R A AL —A> GPU, R7E EHIWTE T op #RAF2IA F iz 5 i 4 DL
HVEAT. i MHwith. . .peviceifi FJHIHfifi E WA CPU Bk GPU K4 i Hl:

1 with tf.Session() as sess:

) with tf.device("/gpu:1"):

3 matrixl = tf.constant([[3., 3.]])

4 matrix2 = tf.constant([[2.],[2.]])

5 product = tf.matmul(matrixl, matrix2)
6| .«

Devices are specified with strings. The currently supported devices are:
"/cpu:0": The CPU of your machine.
"/gpu:0": The GPU of your machine, if you have one.
"/gpu:1": The second GPU of your machine, etc.
See Using GPUs for more information about GPUs and TensorFlow.
AT R TR E B,  H TSR B & g
“epuzet:s THEAHNLE CPU;
“Jgpuzo”: THEMNEIEE—A GPU, MR,
Ygpus1ts WFEMLIEE A GPU, BAIEZRHE.
KT GPU KHEZE R, 16214 GPU £

1.3.3 Interactive Usage | %X B\ F

The Python examples in the documentation launch the graph with a Session and use
the Session.run() method to execute operations.

For ease of use in interactive Python environments, such as IPython you can instead
use the InteractiveSession class, and the Tensor.eval() and Operation.run() methods. This

avoids having to keep a variable holding the session.


http://ipython.org/
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SRS Python 7 flAd FH — AN 231 session KA 2N, FEHH session.run() J7i%
PATEAE

%IﬁﬁﬁHIPythoniZﬁ HIA8 B3 Python iR 2 A, 7T LM# F InteractiveSession A%
%?Session?@,fffﬁ Tensor.eval()*ﬂOperation.run() JIERE Session.run(). X FER] DLk
Gl — MR RFFAT 215

# Enter an interactive TensorFlow Session.
import tensorflow as tf
sess = tf.InteractiveSession()

tf.variable([1.0, 2.0])
tf.constant([3.0, 3.0])

X
a

# Initialize 'x' using the run() method of its initializer op.
X.initializer.run()

VW 0 N O VA W N B

=
(5]

=
[

# Add an op to subtract 'a' from
sub = tf.sub(x, a)
print(sub.eval())

# ==> [-2. -1.]

x'. Run it and print the result

BB R R
uobs W N

# Close the Session when we're done.
sess.close()

=
o

[
~

1.3.4 Tensors | 5K=

TensorFlow programs use a tensor data structure to represent all data — only tensors
are passed between operations in the computation graph. You can think of a TensorFlow
tensor as an n-dimensional array or list. A tensor has a static type, a rank, and a shape. To
learn more about how TensorFlow handles these concepts, see the Rank, Shape, and Type
reference.

TensorFlow 12 /718 H] tensor 4 25 # RACE P I8, 1H 5 &I rh, #R A (B 4% 33 1)
AR A2 tensor. /R 0] PAE TensorFlow 5K &5 1 /& — > n 454l 805138, — > tensor
A E — A KA rank, F1—A> shape. 48 [ fi# TensorFlow & Wfa] Ab3IX SEHE 2 (1), 2
Rank, Shape, 1 Type] .

1.3.5 Variables | T=

Variables maintain state across executions of the graph. The following example shows
a variable serving as a simple counter. See Variables for more details.

T2 7 EPATERE ARG TIPS 7 A2 Sl —4
fal TR, E AT WA R E

# Create a Variable, that will be initialized to the scalar value ©.
# @y — AN E, HeWlisihw M

state = tf.Variable(®, name="counter")

# Create an Op to add one to "state .

1]
2|
3]
4
5|
6|
7|

one = tf.constant(1)


http://ipython.org
https://www.tensorflow.org/versions/master/resources/dims_types.html##tensor-ranks-shapes-and-types

S

32 %

s new_value = tf.add(state, one)

o update = tf.assign(state, new_value)
10|
111 # Variables must be initialized by running an “init’ Op after having
J # launched the graph. We first have to add the “init" Op to the
graph.

13 init_op = tf.initialize_all_variables()

14
15 # Launch the graph and run the ops.

16 with tf.Session() as sess:

177 # Run the 'init' op

15 sess.run(init_op)

19 # Print the initial value of 'state'

20 print(sess.run(state))

211 # Run the op that updates 'state' and print 'state’.
220 for _ in range(3):

23 sess.run(update)

24 print(sess.run(state))

25
26 # output:
27|
28|
29|
30
31

=

H H HH
WNEO

The assign() operation in this code is a part of the expression graph just like the add()
operation, so it does not actually perform the assignment until run() executes the expres-
sion.

A Frassign () B A 2 BT H 22 1 283U — ¥ 70, 1E Wadd () #4F — ¢, BT LAE
Hrun O $ATRIEX A, EIFA S HIEHATIRERAE.

TYou typically represent the parameters of a statistical model as a set of Variables. For
example, you would store the weights for a neural network as a tensor in a Variable. During
training you update this tensor by running a training graph repeatedly.

2k — AR B R S HER N — HAR R, fln, 7R Lok — S eh & 4 1
A A BAFHLE A tensor 1. FEYIGRIERE o, i B Rz AT UGB, EHX A

tensor.

1.3.6 Fetches | BX[E]

To fetch the outputs of operations, execute the graph with a run() call on the Session
object and pass in the tensors to retrieve. In the previous example we fetched the single
node state, but you can also fetch multiple tensors:

N T BRI g H N 2, AT AZE S session XTI run() Y FTHAAT BB, £ N —
L& tensor, IX L& tensor £ B URHX [ 45 . 78 2 w1 {1 B, FATRBUE] 1 54T istate,
{HRPR AT LLE R 24 tensor:

. inputl = tf.constant(3.0)
2 input2 =
3 input3 = tf.constant(5.0)

s intermed = tf.add(input2, input3)

tf.constant(2.0)
|
smul = tf.mul(inputl, intermed)
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with tf.Session() as sess:
result = sess.run([mul, intermed])
print(result)

O W N o

10|
11| # output:
# [array([ 21.], dtype=float32), array([ 7.], dtype=float32)]

[
N

All the ops needed to produce the values of the requested tensors are run once (not
once per requested tensor).
TEIREL £ tensor {8, 7E op HI— i T —iHhe (MARLZEN LK ten-

sor).

1.3.7 Feeds | {it44

The examples above introduce tensors into the computation graph by storing them in
Constants and Variables. TensorFlow also provides a feed mechanism for patching a tensor
directly into any operation in the graph.

ERRBIFE TR EI TSI N T tensor, BL % & (Constants) B & ¥ (variables) HJ/ 3
f71i#. TensorFlow It 4 2 (feed) ML, IZALH T i iy 5 AC & b AR B3R AF Y tensor
A DA AR R AR 3R SN T, ELEAH A — > tensor.

A feed temporarily replaces the output of an operation with a tensor value. You supply
feed data as an argument to a run() call. The feed is only used for the run call to which it
is passed. The most common use case involves designating specific operations to be "feed"
operations by using tf.placeholder() to create them:

feed fifi FHl —> tensor i I i & e — S ERAE AOH HH 45 2R, AR T LLIR it feed HdEAF
run() P 2% feed RAERAIE RITIEN AR, T4 K, feed HLTH R, fH LA
5 B LE R IR IO 3R AT 46 52 0N "feed " 3RAF, FRIC A7 122 1l tf . placeholder () Y IX £EHR
PRGN &5 R4

inputl = tf.placeholder(tf.float32)
input2 = tf.placeholder(tf.float32)
output = tf.mul(inputl, input2)

with tf.Session() as sess:
print(sess.run([output], feed dict={inputl:[7.], input2:[2.]}))

# output:
# [array([ 14.], dtype=float32)]

W 0 N O VA W N B

J

A placeholder() operation generates an error if you do not supply a feed for it. See the
MNIST fully-connected feed tutorial (source code) for a larger-scale example of feeds.

IR B4, placeholder()%%TF*Vé??ﬁﬁi**ﬁ\%gﬁ%%%ﬁ%.9§ﬂ:feedEmiﬂﬁiﬁi
KIZEH], 2 WMNIST 421518 feed 2k LA LIRS

J7i3: Basic Usage


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/tutorials/mnist/fully_connected_feed.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/tutorials/mnist/fully_connected_feed.py
http://tensorflow.org/get_started/basic_usage.md
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It

MNIST For ML Beginners || MNIST #1885 SJ A7)

If you're new to machine learning, we recommend starting here. You'll learn about a
classic problem, handwritten digit classification (MNIST), and get a gentle introduction to
multiclass classification.

UL AR ARG 2 WU AH T, BAVHEFZARMA SO R B 352, ASCa i kg — A&
S 1), 5 B R (MNIST), iEARR 2387328 (multiclass classification) i AT ELAL
1 .

Deep MNIST for Experts || SR\ MNIST

If you're already familiar with other deep learning software packages, and are already
familiar with MNIST, this tutorial with give you a very brief primer on TensorFlow.

AN RAR C 20 B TR S AT ELALAGE, I HABX MNIST 1R#AGE, XI5 B RE
5] SRk %F TensorFlow A ¥)+5 1 fif.

View Tutorial | [ 352 1% (2

TensorFlow Mechanics 101 ||

This is a technical tutorial, where we walk you through the details of using TensorFlow
infrastructure to train models at scale. We use again MNIST as the example.

K —RHEARBAE, VEAIN T Wi TensorFlow BER I ZR MUY, A ST 4k
4451 H MNIST 1E 417

View Tutorial | & 521% 2 f2

Convolutional Neural Networks

An introduction to convolutional neural networks using the CIFAR-10 data set. Convo-
lutional neural nets are particularly tailored to images, since they exploit translation invari-
ance to yield more compact and effective representations of visual content.

KR SLEA T i ] TensorFlow 7E CIFAR-10 (4 4E Ll G M AE M4, 45
R 22 0 2 5 Dy PG R B B S A — MR R AR EE B, iR 1 AR
P (translation invariance), Ml A% 5 58 & B0 IR AL 5 A 2.

View Tutorial

Vector Representations of Words

This tutorial motivates why it is useful to learn to represent words as vectors (called
word embeddings). It introduces the word2vec model as an efficient method for learning
embeddings. It also covers the high-level details behind noise-contrastive training methods
(the biggest recent advance in training embeddings).

AR T A2 52 fd H &k R s Bn], B %% (word embedding), /&
—IHRE H . SCE A0 word2vec BERL, & — s B0% SHIRE I U7 k. A0k
W R 7R (noise-contrastive) Y| k712 I — S8 S 40T, i 207122 VI SRR E T
R relinoNIFkiI S

View Tutorial
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Recurrent Neural Networks

An introduction to RNNs, wherein we train an LSTM network to predict the next word
in an English sentence. (A task sometimes called language modeling.)

— %4 RNN H/r 41 3CE, SCR IR 1 —A> LSTM W28 SR I — AN 330 4) 1) R —A
FAE] (AR S5 IR AR AR 1R 5 2.

View Tutorial

Sequence-to-Sequence Models

A follow on to the RNN tutorial, where we assemble a sequence-to-sequence model for
machine translation. You will learn to build your own English-to-French translator, entirely
machine learned, end-to-end.

RNN HFE R Ja 28, S BAER 7 51 2 5 5B AT WL Bl 1. 1R i id— A58
ST HLAR A S, i B 0 ) 35 - 5 B R

View Tutorial

Mandelbrot Set

TensorFlow can be used for computation that has nothing to do with machine learning.
Here’s a naive implementation of Mandelbrot set visualization.

TensorFlow A] LA T 5 #1835 > S8 o R M BT 0. X BSesl 17— EZE M
Mandelbrot ££ & HI T AL 7.

View Tutorial

Partial Differential Equations

As another example of non-machine learning computation, we offer an example of a
naive PDE simulation of raindrops landing on a pond.

X HE TN AENLER 2 ST S B, BATA S — A R AR SEBL R R o0 O R, X R
TV L R R BT

View Tutorial

MNIST Data Download

Details about downloading the MNIST handwritten digits data set. Exciting stuff.

— R T N EMNIST T~ 5175 HE 5 (U R4 B

View Tutorial

Image Recognition

How to run object recognition using a convolutional neural network trained on Ima-
geNet Challenge data and label set.

WA R 32 YT ZR I ImageNet bR A bR 2 B G R 2 M 2 KIs T AR -

View Tutorial

We will soon be releasing code for training a state-of-the-art Inception model.

Deep Dream Visual Hallucinations

Building on the Inception recognition model, we will release a TensorFlow version of

the Deep Dream neural network visual hallucination software.
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2.1 MNIST #1285 SIANIT]

This tutorial is intended for readers who are new to both machine learning and Ten-
sorFlow. If you already know what MNIST is, and what softmax (multinomial logistic) re-
gression is, you might prefer this faster paced tutorial. Be sure to install TensorFlow before
starting either tutorial.

AHAEN H bR X HL#s 5 2] Fl TensorFlow # AKX TR F. WRIREE T
fif MNIST I softmax [F] )5 (softmax regression) [FJAH AR, ARA] PARE S AN PLE B F2
4.

When one learns how to program, there’s a tradition that the first thing you do is print
"Hello World." Just like programming has Hello World, machine learning has MNIST.

BEAVTR - I AR, 55— R SRR % 24T ED “Hello World”. L4 HL 4
FEAT1H Hello World, #L#%%%>] A1 MNIST.

MNIST is a simple computer vision dataset. It consists of images of handwritten digits

like these:
MNIST & —MAT TR T ENA AR E, B g5 FSHFE A

SO/

K 2.1:

It also includes labels for each image, telling us which digit it is. For example, the labels
for the above images are 5, 0, 4, and 1.

EREER KRB AN AIARRE, HURBRATEA 280U, e, B gk s A
RIARZE 70 AL 5,0,4,1.

In this tutorial, we're going to train a model to look at images and predict what dig-
its they are. Our goal isn't to train a really elaborate model that achieves state-of-the-art
performance - although we’ll give you code to do that later! — but rather to dip a toe into
using TensorFlow. As such, we're going to start with a very simple model, called a Softmax
Regression.

FESEERE T, BATR NG — D HLE 2 SR 1 B B i ey, AT A
MIA R ZE BT — M S R A - A AT 2 AR 2 A 2 AR RS 25 S B — UL Y
TR - 177 42 B A48 F {4 ] TensorFlow. FTLA, FATIX B 23 \—ANMR T 3%
BERITFUG, B4 Softmax Regression.

The actual code for this tutorial is very short, and all the interesting stuff happens in
just three lines. However, it is very important to understand the ideas behind it: both how

TensorFlow works and the core machine learning concepts. Because of this, we are going to
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very carefully work through the code.

Xof R AN O A S BARADAR A, T BB B = B A A RS e AT B {2
&, FEMALE AR LA B 1 et AR E R B TensorFlow LAEIRAEAINLAR
FAMHEAM S, B, ZABRESIR TR I LA i S B

2.1.1 The MNIST Data | MNIST #{#E &

The MNIST data is hosted on Yann LeCun’s website. For your convenience, we've in-
cluded some python code to download and install the data automatically. You can either
download the code and import it as below, or simply copy and paste it in.

MNIST (#5461 B P /& Yann LeCun’s website. 7EX B, FATHAE T —147 python J&
ARSI H B N B 2B A Hde g . AmT BN B Bt Uns, 2R8)E A T RS SN
PRI H BT, AT DB R IS 2R A AR ST L

1| import input_data
J mnist = input_data.read_data_sets("MNIST data/", one_hot=True)

The downloaded data is split into three parts, 55,000 data points of training data (mnist
.train), 10,000 points of test data (mnist.test), and 5,000 points of validation data (mnist
.validation). This split is very important: it’s essential in machine learning that we have
separate data which we don’t learn from so that we can make sure that what we've learned
actually generalizes!

TECT R EAR S 0T =385 55000 17 U5 AR 4E (mnist. train), 10000
AT MR EAELE (nnist.test), LLA 5000 17X iEEIESE (mnist.validation). IXFEIY]4)
REEL: ENLAS 2 SR BT I 0 250 — A~ 5 g 0 R et B A 1 U1 i 2 P R
XA PERE, AT SE AN S0 it AR B AR a4 | G240,

As mentioned earlier, every MNIST data point has two parts: an image of a handwritten
digit and a corresponding label. We will call the images "xs" and the labels "ys". Both the
training set and test set contain xs and ys, for example the training images are mnist.train.
images and the train labels are mnist.train.labels.

IR AT SRR A, B> MNIST £dls oo Wl k. —KEEsFE5Er
TR A — AN L AR RS . FRATTIEIXLE B B0 “xs”, JLREARZE RN “ys”. IZREL
PRI A B AL xs Ml ys, ECATINZEIEEAE Fr Zmnist. train. images , 1%k
B2 /Emnist. train. labels.

Each image is 28 pixels by 28 pixels. We can interpret this as a big array of numbers:

Bk A B 28 x 28 53R, FATATBLH — B SRR R XK

We can flatten this array into a vector of 28 x 28 = 784 numbers. It doesn’t matter how
we flatten the array, as long as we're consistent between images. From this perspective, the
MNIST images are just a bunch of points in a 784-dimensional vector space, with a very rich

structure (warning: computationally intensive visualizations).


http://yann.lecun.com/exdb/mnist/
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/examples/tutorials/mnist/input_data.py
http://colah.github.io/posts/2014-10-Visualizing-MNIST/
http://colah.github.io/posts/2014-10-Visualizing-MNIST/
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2.2:

HAHEX AL R — A, K 28 x 28 =784, W EFFX AN (B
[ ) AEE, RERFFSAE A RAAR I, WX MAEKE, MNIST
R A 00 B U AE 784 Y ) 85 (8] LAY A, OF B EUBCE e 4 ) G 2R
P AT RS T S AR R ).

Flattening the data throws away information about the 2D structure of the image. Isn't
that bad? Well, the best computer vision methods do exploit this structure, and we will in
later tutorials. But the simple method we will be using here, a softmax regression, won't.

Je B A BT B = BRI SRR R . R B AGRAEAEN, R
RN INE ST R X G R, RITSEREERE P NH. HARAERXNH
P IRAT BN X LL 5, T/ I ] SR HCF Y, softmax [B]JH (softmax regression), AN
SA IR LL AR (5 .

The resultis that mnist.train.images is a tensor (an n-dimensional array) with a shape
of [55000, 784]. The first dimension indexes the images and the second dimension indexes
the pixels in each image. Each entry in the tensor is the pixel intensity between 0 and 1, for

a particular pixel in a particular image.

K, F MNIST Y ZGEIEE T, mnist.train.imagesi&—" RN [55000, 7847 [
sk, B NEERTHRRSIER, B oA AR RS K E A R G R A
TR B B — NI E, R E A B EZ AR, BT o1 2.

mnist.train.xs

784

60000

2.3:


http://colah.github.io/posts/2014-10-Visualizing-MNIST/
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The corresponding labels in MNIST are numbers between 0 and 9, describing which
digit a given image is of. For the purposes of this tutorial, we're going to want our labels as
"one-hot vectors". A one-hot vector is a vector which is 0 in most dimensions, and 1 in a
single dimension. In this case, the nth digit will be represented as a vector which is 1 in the
nth dimensions. For example, 3 would be [0,0,0,1,0,0,0,0,0,0]. Consequently, mnist.train
.labelsis a [55000, 10] array of floats.

FEOF L ¥ MNIST #0488 (I FR 252 T 0 21 9 I HT, F kR4 @ B RN
M. N THTIEAERE, AR5 2 "one-hot vectors". —“> one-hot [f] &
B 7R AR BUT R 1 DANLR B AE R A 0. BT DMERLEURE T, B n B ROR
RN RS n 465 (N0 IR By oh 1[0 10 i, B, AR%E 0 KR

([1,0,0,0,0,0,0,0,0,0,0]). K, mnist.train.labelsi&—> [55000, 10] HIELFH[%.

mnist.train.ys

e —
10 | - = =

60000
K 2.4:

We're now ready to actually make our model!

B, FATESIT IR H R R !

2.1.2 Softmax [E]Y3 /43

We know that every image in MNIST is a digit, whether it’s a zero or a nine. We want
to be able to look at an image and give probabilities for it being each digit. For example, our
model might look at a picture of a nine and be 80% sure it’s a nine, but give a 5% chance to
it being an eight (because of the top loop) and a bit of probability to all the others because
itisn't sure.

FATHIE MNIST Bdls i) — K- 7R om — A (0 2 9 1)) Fov. B4, i RAR
RFRER 2SR R RERIIE C R T 5w 1o RIBER ALsr 1. b, SRATAIEEAL AT g
R IKECT e MR, BUAIWTH B RECT 9" MR Ty 80%, T 5% HIMER & T4
8" (K 8 F1 9 #A LB /NMED, RIS 45 T HAB BT X R MEZR (i K
BAGREATHI AT RETE T A0

This is a classic case where a softmax regression is a natural, simple model. If you want
to assign probabilities to an object being one of several different things, softmax is the thing
to do. Even later on, when we train more sophisticated models, the final step will be a layer

of softmax.
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KRN AIL softmax [A1F H ARl 20 10— SR S 1. softmax A6 R4 AT LA R 45
AR R R, £ BATNZE MR RN, &5 b A HEH
softmax K7 B HES .

A softmax regression has two steps: first we add up the evidence of our input being in
certain classes, and then we convert that evidence into probabilities.

softmax [F]J5 (softmax regression) 73W25: B JaX i A4 73 20 S8 T HA KK
“UESE” AINSRAT, SRJEREXAS “UESE” BAERAL IR,

To tally up the evidence that a given image is in a particular class, we do a weighted
sum of the pixel intensities. The weight is negative if that pixel having a high intensity is
evidence against the image being in that class, and positive if it is evidence in favor.

FAVE B 7 ik BRI K R R w2826 “IEd 7. W E A A
oA I EBLZIE AR TR, MAE N T, AR ARG R I A R E S
SCRAZ K 8 TIXA R, I ABUE N IE.

The following diagram shows the weights one model learned for each of these classes.
Red represents negative weights, while blue represents positive weights.

NHEAE SR T AR S B By B AREME RN TR BT R RORUE. 4
OAREFIBUE, T OARRIERE.

0 1 2 3 4
5 6 7 8 9

2.5:

We also add some extra evidence called a bias. Basically, we want to be able to say that
some things are more likely independent of the input. The result is that the evidence for a
class i given an input x is:

HATE TR ESINBIMN “UESE”, ATRRZ N m B (bias). BHIKRY, HAIHHEE
R T 5PN IR HFIWES . P 145 % R B R x AREEHCT @ i S AE
I T PLR R

evidence; =) W; jx;+b; 2.1)
J

where W; is the weights and b; is the bias for class i, and j is an index for summing over the

pixels in our input image x. We then convert the evidence tallies into our predicted proba-
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bilities y using the "softmax" function:
Forr, wy AOGRBLE, b OGRS i BMER, jARRGER T x WBRERRGIHTEBER
. SRJE F softmax pREY AT DS IX LeF 5 # 4 iR y:

y=softmax(evidence) 2.2)

Here softmax is serving as an "activation" or "link" function, shaping the output of our lin-
ear function into the form we want — in this case, a probability distribution over 10 cases.
You can think of it as converting tallies of evidence into probabilities of our input being in
each class. It’s defined as:
X B[] softmax 7] PLF AliAe — N #ah (activation) BRIEEGE S22 (link) BREL, EHATE
E"J@%‘f BR AP B L e 4 R AT AR AR 5, At R T 10 MR IR A
b, g KB, X TR AN YA R LA softmax bR R BN — MR
fH. softmax BEA] LLE XL N:

softmax(x) = normalize(exp(x)) (2.3)

If you expand that equation out, you get:

FETTA AT TR, TS,

o exp(x;)
softmax(x); = —Zj exp(x)) (2.4)

But it’s often more helpful to think of softmax the first way: exponentiating its inputs and
then normalizing them. The exponentiation means that one more unit of evidence in-
creases the weight given to any hypothesis multiplicatively. And conversely, having one less
unit of evidence means that a hypothesis gets a fraction of its earlier weight. No hypothesis
ever has zero or negative weight. Softmax then normalizes these weights, so that they add
up to one, forming a valid probability distribution. (To get more intuition about the softmax
function, check out the section on it in Michael Nieslen’s book, complete with an interactive
visualization.)

{5 2 (AT softmax B2 p& B0E SRS —FE . R AE Z R R BoRIE, &
IEMAR Ee 25 S . AN RHE RN, SRR XS B 5 R IR B8 Chypothesis) B
T ASRBAL A, fez, H0A SEAD UE S SR AE AR (RSO 7 BT A S8/ SR R 4
BB BB AN T LA 0 fE s fi{E. Softmax 24 5 £ IE ML IX LA EAE, fHEA]
S ASET 1, PLRIE — MR 8ER 4. CEZ AR T Softmax pREI{E ., HILL
2% Michael Nieslen {5 B X A7), HHpg 96 T softmax AT 22 B xCH AT A4 i
FED


http://neuralnetworksanddeeplearning.com/chap3.html#softmax
http://neuralnetworksanddeeplearning.com/chap3.html#softmax
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You can picture our softmax regression as looking something like the following, al-

though with a lot more xs. For each output, we compute a weighted sum of the xs, add a

bias, and then apply softmax.

Xt ¥ softmax [B] VAL AT DLR] R T (K B RE, xR (1 s INBGRAN, F23H00 L —4

&=, &/aEH S softmax pREH

+b1 —_ —)@

+ba| —>

+b3| —> —)@

Xewyos
l
®

If we write that out as equations, we get:

AR E G AN, TS

Y1 Wiiz1 + Wigz1 + Wigz: + by
Y2 | = softmax |Wa12a + Waoxa + Wasxa + by
Y3 Wiz + Waoxs + Wisxs + b3

We can "vectorize" this procedure, turning it into a matrix multiplication and vector addi-

tion. This is helpful for computational efficiency. (It’s also a useful way to think.)

FAT T U R s XA TR R ARSI AN XA B R e AR

(52— P EE A 2 825 7 50,

Y1 Wii Wip Wis| |23 by
Y2 | = softmax | (Wa1 Waa Was|:|Z2| + | by
Y3 Ws1 Wsa Wis| |x3 bs

More compactly, we can just write:

kb, ALV RN R R 5

y=softmax(Wy+b)

2.1.3 SEI[EYI4EHEY

(2.5)

To do efficient numerical computing in Python, we typically use libraries like NumPy

that do expensive operations such as matrix multiplication outside Python, using highly

efficient code implemented in another language. Unfortunately, there can still be a lot of

overhead from switching back to Python every operation. This overhead is especially bad
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if you want to run computations on GPUs or in a distributed manner, where there can be a
high cost to transferring data.

N T 4 python s R EAT BUE THER, BATE R A (U0 NumPy) Sh#8 ps 2%
TR SR R ) R 2% i S A I A AN 5 Se L. A, AT S D) ]
Python fIEE—/MEE, 3882 —MRKHITH. WRIRM GPU RBHATAMR IR, &b
FITH R, M ATt 50730, e o 8 2 M ST AT R A fr s

TensorFlow also does its heavy lifting outside python, but it takes things a step fur-
ther to avoid this overhead. Instead of running a single expensive operation independently
from Python, TensorFlow lets us describe a graph of interacting operations that run entirely
outside Python. (Approaches like this can be seen in a few machine learning libraries.)

TensorFlow 3 & 7 111 B HLE python Z A58 R, {E &N 1 18F G 517 1 15 1) A1 L8 T
B, e Tit—P 58, TensorFlow A HMHIZAT B — R J0H5E, T2 ib3wATAT LG
RISt IR — 2 A S BT RARAE, SR)5 48— E24E Python Z AMEAT. GXFERUUINIZ
179730 ATRMEADRINLE: 2 X R B 2.

To use TensorFlow, we need to import it.

{i F| TensorFlow 2§, HiESNE:

1himport tensorflow as tf

We describe these interacting operations by manipulating symbolic variables. Let’s
create one:
FRATIE I BT 5 AR B ORI X B W] A L AR BT, W DA R A 7

A

1 x = tf.placeholder( , [None, 784]) J

x isn’t a specific value. It’s a placeholder, a value that we’ll input when we ask TensorFlow
to run a computation. We want to be able to input any number of MNIST images, each
flattened into a 784-dimensional vector. We represent this as a 2-D tensor of floating-point
numbers, with a shape [None, 784]. (Here None means that a dimension can be of any
length.)

x A& —MRFE B, 12— 5 6L FFplaceholder, FRATTE TensorFlow 1& AT THE I A
XAME. BATAE R T EEE N MNIST B, 3K KB E -V 784 i1 &= &
ITHT 2 ZE R RBOK E R R RIX L, XA TKEREIRE [None, 784]. (X HLffINonek
7 MUK R 5 — AR E T LURAE TSR D

We also need the weights and biases for our model. We could imagine treating these
like additional inputs, but TensorFlow has an even better way to handle it: variable. A
Variable is a modifiable tensor that lives in TensorFlow’s graph of interacting operations.
It can be used and even modified by the computation. For machine learning applications,

one generally has the model parameters be variables.

FATHIAETY th 75 ERCE A AN B, 2R IRATAT AEEAT 80 S A (fE ]



2.1 MNISTHLE 5 NI 47

HALFF), {H TensorFlow A — AN 4P 15K KR EAT: variable. —Mvariablef{FE —
MBS R Tk E, fF(ELE TensorFlow I T-H#IIASE B EHAE B, BT LA T
SR, W DR RSP E . T &ML A I N, —RE S A RS, W)
PLHvariable &I,
tW
z‘ b

tf.Variable(tf.zeros([784,10])) \
tf.Variable(tf.zeros([10]))

We create these variables by giving tf.Vvariable the initial value of the variable: in this
case, we initialize both W and b as tensors full of zeros. Since we are going to learn W and b,

it doesn’t matter very much what they initially are.

AT T t£ . variable AR FIVIME K G E A [F fivariable: 7EXH, FATHIH 2 NE
5K E R AT, PRy FRATTEE 2 SIwb {E, BATTRIYIME AT LARE S
Notice that Whas a shape of [784, 10] because we want to multiply the 784-dimensional

image vectors by it to produce 10-dimensional vectors of evidence for the difference classes.

b has a shape of [10] so we can add it to the output.

R, wHIYERE R (784, 10], PUNIRATARZA] 784 4500 &l fr v 23R LUE DI 2] — 1
10 4E IR B ) B, AL N FEECF SR, bR (101, AR LAFRATAI DLEEATE
JnE H b

We can now implement our model. It only takes one line!

PAE, TTRASEIERATRREAR 1, HFE LN — 474
]ty = tf.nn.softmax(tf.matmul(x,W) + b) J

First, we multiply x by W with the expression tf.matmul(x, W). This is flipped from
when we multiplied them in our equation, where we had W,, as a small trick to deal with x

being a 2D tensor with multiple inputs. We then add b, and finally apply tf.nn. softmax.

B, ATHtF. matmul(x, w)FR x LI W, W2 arZECBmp w,, XH x &
—A 2 4eskEHA 2NN, REEINLE b, FEAEA Bt nn. softmaxBf 5 BT .

That’s it. It only took us one line to define our model, after a couple short lines of
setup. That isn’t because TensorFlow is designed to make a softmax regression particularly
easy: it’s just a very flexible way to describe many kinds of numerical computations, from
machine learning models to physics simulations. And once defined, our model can be run
on different devices: your computer’s CPU, GPUs, and even phones!

2, BATEM T IUT R RS R B E AR &, K5 AT AT AR E IRATH
B, TensorFlow AMYAY AT LA softmax [Hl A o1 SARTSRe il el £, 0 B FHIX MR &
R 177 FORA IR HAB SR BB TS, MLES 2 SRR R ) B A AU () R R . — L qg
EXAF 25, BATHREA ] AEA R 3% BisqT: iH5AL cPU, GPU, HERT
HL!
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2.1.4 JIEIEE

In order to train our model, we need to define what it means for the model to be good.
Well, actually, in machine learning we typically define what it means for a model to be bad,
called the cost or loss, and then try to minimize how bad it is. But the two are equivalent.

N T INGRERATRIRR,  JRATE e 76 2 S M R AR AR R 4 . s,
FENLER 2 2], BATTIE R E AR KRB R — DALRIRN, XA EFFONEA (cost) B
ik (oss), RJgREHRMEAEIR. H, KF; $OEH K.

One very common, very nice cost function is "cross-entropy." Surprisingly, cross-entropy
arises from thinking about information compressing codes in information theory but it
winds up being an important idea in lots of areas, from gambling to machine learning. It’s
defined:

—ANAEHEHE LR, AR BRI RAREUE “AE XS (cross-entropy). 38 XA THE
S8 BT A5 B R A g A R, (B B i R I A oA A B8 B A5 27 o 45 Al Q0K
R EERARATE. BERE T

Hy (y) == yilog(y) (2.6)

where y is our predicted probability distribution, and y’ is the true distribution (the one-
hot vector we’ll input). In some rough sense, the cross-entropy is measuring how inefficient
our predictions are for describing the truth. Going into more detail about cross-entropy is
beyond the scope of this tutorial, but it’s well worth understanding.
y A RATHN FIE R A,y s SLbr i A (FRATT% AT one-hot vector).  FLRECHLE ) R
figpo s A2 SO PSR A S B AT T A T 038 FOAH AR . SE VR A 50 T 58 SURS A iR
P A BAERIVEE, (ERURIRA DB I PR e

To implement cross-entropy we need to first add a new placeholder to input the cor-

rect answers:

N T A, RATE P/ Z A — A8 AL - fa A\ I -

{y = tf.placeholder( , [None,101])

Then we can implement the cross-entropy — Y y'log(y),
WIGEATRT AR — X y'log (y) T2 XH:

1Lcross_entropy = —tf.reduce_sum(y_*tf.log(y))

First, tf.log computes the logarithm of each element of y. Next, we multiply each
element of y_ with the corresponding element of tf.log(y). Finally, tf.reduce_sum adds all
the elements of the tensor.

oG, M tf.log tFE y MR TR AR EL TR, ATHEy_E— D IoEMer.
log(y_)HIXTRIJCEANTE. HJa, Ftf.reduce_sumit oK & 1 FT A T A AL
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http://colah.github.io/posts/2015-09-Visual-Information/
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Note that this isn't just the cross-entropy of the truth with a single prediction, but the
sum of the cross-entropies for all the images we looked at. In this example, we have 100
images in each batch: how well we are doing on 100 data points is a much better description
of how good our model is than a single data point.

EERAR, X B ASE SOR AR SR A 5 — i — X TR SO Se Al T2 A
100 8 B 7 B9 A2 ORI . X T 100 ASHds s A9 00 2 I bL 20— b R i) R BLRE TE 47
MR FRAT TR R P RE

Now that we know what we want our model to do, it’s very easy to have TensorFlow
train it to do so. Because TensorFlow knows the entire graph of your computations, it can
automatically use the backpropagation algorithm to efficiently determine how your vari-
ables affect the cost you ask it minimize. Then it can apply your choice of optimization
algorithm to modify the variables and reduce the cost.

RAEFRATT RN A 75 ZEIRAT I it v, FH TensorFlow Kl 2R 'E ZIEH A 5
f¥1. A4 TensorFlow il 5 — 5K A /R & AN THSEL S ITHI I, B AT LB s s T s i 1% 46
7% (backpropagation algorithm) KA R e VR 1Y A% B A2 AT 52 ) AR A8 B A /N 1) 31
MAAERT. #R)5, TensorFlow £ ARG FE I AL TE R AW 2 3 58 DL BRI R AS .

1}tr=ain_step = tf.train.GradientDescentOptimizer(0.01).minimize ( \
L cross_entropy) |

In this case, we ask TensorFlow to minimize cross_entropy using the gradient descent
algorithm with a learning rate of 0.01. Gradient descent is a simple procedure, where Ten-
sorFlow simply shifts each variable a little bit in the direction that reduces the cost. But
TensorFlow also provides many other optimization algorithms: using one is as simple as
tweaking one line.

FEIX B, FRATTEEK TensorFlow HI# L R % 5H1% (gradient descent algorithm) L1 0.01
5 2 R e /MU A XU B R R B (gradient descent algorithm) & — N i] B[

TensorFlow R4 1 HAb VF 2 00 Ak 50k I B faf B0t 1 88— A5 A5 mft ] DA FH FG A 1
B,

What TensorFlow actually does here, behind the scenes, is it adds new operations
to your graph which implement backpropagation and gradient descent. Then it gives you
back a single operation which, when run, will do a step of gradient descent training, slightly
tweaking your variables to reduce the cost.

TensorFlow 7E3X HLSLPR B E, B fE)G 6 45 R VR BT 5 A8 5K P HE T
IN—Z BRI S ERAE T T SR AR R SR RS I N e 5k, ARG, BRI IR
e — A — B, BT IR MRIERS, C B PRI, RORIR
g, A A

Now we have our model set up to train. One last thing before we launch it, we have to

add an operation to initialize the variables we created:


http://colah.github.io/posts/2015-08-Backprop/
http://colah.github.io/posts/2015-08-Backprop/
http://colah.github.io/posts/2015-08-Backprop/
https://www.tensorflow.org/versions/master/api_docs/python/train.html#optimizers
https://www.tensorflow.org/versions/master/api_docs/python/train.html#optimizers
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BUE, BB EL 7 RN, RIS TR, JATHZRIN— Rk
B AL FAT R B AR B

1Linit = tf.initialize_all_variables() J

We can now launch the model in a Session, and run the operation that initializes the vari-
ables:
IAEFATAT AE— A session HLHE SFA TR, JF HIaH LR &

ﬂsess = tf.Session()
) sess.run(init) \

Let’s train — we'll run the training step 1000 times!
WRIGTFIR A, X L IRATLE B R A I 25 1000 (X!

1‘For i in range(1000):
2 batch_xs, batch_ys = mnist.train.next_batch(100) \
3‘ sess.run(train_step, feed dict={x: batch_xs, y_: batch_ys}) ‘

Each step of the loop, we get a "batch" of one hundred random data points from our
training set. We run train_step feeding in the batches data to replace the placeholders.

ZIEA B DR, JRATER S REALIUBON 28 vh ) 100 ML FE B 2, SR )5
P T I L A NS HOE B BT S ALAFRIZ AT train_step.

Using small batches of random data is called stochastic training —in this case, stochas-
tic gradient descent. Ideally, we'd like to use all our data for every step of training because
that would give us a better sense of what we should be doing, but that’s expensive. So, in-
stead, we use a different subset every time. Doing this is cheap and has much of the same
benefit.

A5 FH — /NGB 23 B B LN SR B AT VI SR R R B LI 2R (stochastic training)---7£3iX B
SERADIRI U BENUBRE R T Bk, BARREOL S, A1 BB A s Rt AT 5 —
BN, BEOVKREAEATEL MRS R, (HERXFTERKUTHEITHE. e, &
—IRINGRIRAT 0] LU AN R (0 Bt 8 XA mT DA TSR 4, SCnT AR OR AL 3
57 > B HE R B B AR

2.1.5 Evaluating Our Model || 7 F A1 A0HREY

How well does our model do?

AR FRAT BSR4 e G Wi 2

Well, first let’s figure out where we predicted the correctlabel. tf.argmax is an extremely
useful function which gives you the index of the highest entry in a tensor along some axis.
For example, tf.argmax(y,1) is the label our model thinks is most likely for each input, while
tf.argmax(y_,1) is the correct label. We can use tf.equal to check if our prediction matches
the truth.

T eI IRATER R B LE TN IE B IFRAE . tf.argmax() & —NEH A IR, ERes
PRIE—A ok BT E M s s 2 B R S ME. i, of.argmax(y, 1) RPN REAS
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NG AT REXT N AR L RRAE, Ttf. argmax(y_, 1) AR IEHIRIFRES . FATA] LLHtf. equal
SRAGE DU FRATT 8 TR 2 75 L SEARAF VLT
1Lcorrect_prediction = tf.equal(tf.argmax(y,1), tf.argmax(y_,1)) J

That gives us a list of booleans. To determine what fraction are correct, we cast to
floating point numbers and then take the mean. For example, [True, False, True, True]
would become [1,0,1,1] which would become 0.75.

AT 2 45 AT T — 2 AT R B O T A IR TN T e, JRATT AT AE AT R (B
ﬁ&ﬁﬁﬁ,%ﬁmyﬁﬁ-wmyﬁwmFﬂwﬁMmeﬂ%%%Hﬁmﬂymyﬁ
E/E135)0.75.

1kaccuracy = tf.reduce_mean(tf.cast(correct_prediction, ))

AN |

Finally, we ask for our accuracy on our test data.
B, AT R 2 2 R A A A Ko A b A IR AR .

1} print sess.run(accuracy, feed_dict={x: mnist.test.images, y_: mnist. \
‘ test.labels}) !

This should be about 91%.

A RE N KL 2 91%.

Is that good? Well, not really. In fact, it’s pretty bad. This is because we're using a very
simple model. With some small changes, we can get to 97%/. The best models can get to
over 99.7% accuracy! (For more information, have a look at this list of results)

XAGE RIS ? W, JEAKRGEF. Foe b, RAERRMER. X2 IRA AL
AT — A ARR AR, AR, 2/ VNSt RATHT LAS 2] 97% LRG3
BRI R S B W DRI 99.7% HIMERIR ! (T MEZER, ESHREAL A
EAE. )

What matter is that we learned from this model. Still, if you're feeling a bit down about
these results, check out the next tutorial where we do a lot better, and learn how to build
more sophisticated models using TensorFlow!

Pogs R B A, FATHOR AR h 22 S B s AR A, A RARPI R X
BMa 1A RS, ATUAEER NERE, £ BLARKE 2% 3 Wi H FensorFlow 4 2 5 N
SRR LUERAS B 4 (P e !

JRSCHHE: MNIST For ML Beginners


http://rodrigob.github.io/are_we_there_yet/build/classification_datasets_results.html
http://rodrigob.github.io/are_we_there_yet/build/classification_datasets_results.html
http://rodrigob.github.io/are_we_there_yet/build/classification_datasets_results.html
http://tensorflow.org/tutorials/mnist/beginners/index.md
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2.2 Deep MNIST for Experts || R\ MNIST

TensorFlow is a powerful library for doing large-scale numerical computation. One
of the tasks at which it excels is implementing and training deep neural networks. In this
tutorial we will learn the basic building blocks of a TensorFlow model while constructing a
deep convolutional MNIST classifier.

TensorFlow & —/ 3 T KA HAE THE R 5 K PEAF . BRI — D oI I ZRJF sk
PRIR FE 22 I 2% (deep neural networks) o 7EA/N T H, A THE 22~ 2] TensorFlow #7414
HEFFEATTIL, FFCL R — MR AR MNIST 772K 4%

This introduction assumes familiarity with neural networks and the MNIST dataset. If
you don’t have a background with them, check out the introduction for beginners. Be sure
to install TensorFlow before starting.

KRR O A B P 25 F MNIST £dla g . WURARM AR 1 i, HEEH T

RH o FITIR% S ATE AR 1 %23 TensorFlow,

2.2.1 Setup| %%

Before we create our model, we will first load the MNIST dataset, and start a Tensor-

Flow session.

FERVEBM 2 |/, FA1& %N MNIST ##li 4, 285 )3 3)— 1 TensorFlow 231k .

Load MNIST Data | N MINIST {1

For your convenience, we've included a script which automatically downloads and im-
ports the MNIST dataset. It will create a directory 'MNIST data' in which to store the data
files.

NTITERI, WATCAER 7 — MK B3 FEA 3N MNIST #ii 4. B2
H B —A> wnIsT data B H RRAFE L .

1 import input_data
2 mnist = input_data.read_data_sets( MNIST data', one_hot=True)

Here mnist is a lightweight class which stores the training, validation, and testing sets
as NumPy arrays. It also provides a function for iterating through data minibatches, which
we will use below.

BEAL B mnist 2 —> B NumPy 2418 XAEaE 125 S b At 8o r s s 2k . 3K
TR e JE R 2 E R MR — R dhfe, TSt 2 .

Start TensorFlow InteractiveSession | 744 TensorFlow 3Z BE &%

Tensorflow relies on a highly efficient C++ backend to do its computation. The con-
nection to this backend is called a session. The common usage for TensorFlow programs is

to first create a graph and then launch it in a session.


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/examples/tutorials/mnist/input_data.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/examples/tutorials/mnist/input_data.py
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Tensorflow 4 T —/NE R C++ Jm GHEHEHTIZH . 5XA 5 GRHAERZ Y 2
& (session). TensorFlow Zwfe ) MR 2 Se @ — &, SRS 7E session N E

Here we instead use the convenient InteractiveSession class, which makes TensorFlow
more flexible about how you structure your code. It allows you to interleave operations
which build a computation graph with ones that run the graph. This is particularly con-
venient when working in interactive contexts like IPython. If you are not using an Interac-
tiveSession, then you should build the entire computation graph before starting a session
and launching the graph.

XE, AL ER 2 Z 4 7% (InteractiveSession) 28, & 1] PN R
R AN . L H R R IRTEIZ AT IR RIS o, SN — SRy @ S Rk . IXReaa il
F 72 B A A shell 41 iPython 5 R AEF] . @1 R ARBE A fd H InteractiveSession 114, 1RT
FAEITUA session MUNEE 21T, MBI,

1| import tensorflow as tf J

) sess = tf.InteractiveSession()

Computation Graph | it &

To do efficient numerical computing in Python, we typically use libraries like NumPy
that do expensive operations such as matrix multiplication outside Python, using highly
efficient code implemented in another language. Unfortunately, there can still be a lot of
overhead from switching back to Python every operation. This overhead is especially bad
if you want to run computations on GPUs or in a distributed manner, where there can be a
high cost to transferring data.

NT ERGAE Python BLEATHUE T, AT B & NumPy IX4¢ F HAl1E 5
9 5 IZEAT, AE Python A HE AT RUR R G 5 578 BOR L s FOT A RAF (e RE
BHED. B, B HRERRSFEYIRE Python W RARKIFH . Fenlfl), XFhIFE
SAE GPU a5 8 A U HHE R R m i e R e FOE A b AR R & .

TensorFlow also does its heavy lifting outside Python, but it takes things a step fur-
ther to avoid this overhead. Instead of running a single expensive operation independently
from Python, TensorFlow lets us describe a graph of interacting operations that run entirely
outside Python. This approach is similar to that used in Theano or Torch.

TensorFlow ¥ =iz B & 1HH /L Python #hidE47,  [RII BE 3 — 2D ikt G0 b0
HMEE I . ANFT1E Python HHMOLIZAT I8 BT 4 & 51 IR 1E, TensorFlow iE3RAI AT
PIBSZ T Python BAZR DA )T AR 22 B A, X5 Theano. Torch HIMHIZIRAHALL

The role of the Python code is therefore to build this external computation graph, and
to dictate which parts of the computation graph should be run. See the Computation Graph
section of Basic Usage for more detail.

B, 3X 5 Python AQRS ) th 2 M i FLAMDR IS ATt B, JFJE TR Rk
—EI RGBT . 2 GRS R R
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2.2.2 Build a Softmax Regression Model || #J# Softmax [5])31&#!

In this section we will build a softmax regression model with a single linear layer. In
the next section, we will extend this to the case of softmax regression with a multilayer con-
volutional network.

FERRANTT I, BATR A — DML A2 MR )2 Y softmax Al AR . JRATREAE
T /NEHEY RRE JZEIRM L softmax [A] AR,

Placeholder | &5 5

We start building the computation graph by creating nodes for the input images and

target output classes.

AT B i N (GO HE S0 7 R B T S

11 x = tf.placeholder("float", shape=[None, 784])
Jy_ = tf.placeholder("float”, shape=[None, 10])

Here x and y aren’t specific values. Rather, they are each a placeholder — a value that
we'll input when we ask TensorFlow to run a computation.

X B x My FFAREEAAE, AT — S42 4 (placeholder) — 24 TensorFlow i&
AT R E IR AR

The input images x will consist of a 2d tensor of floating point numbers. Here we assign
it a shape of [None, 784], where 784 is the dimensionality of a single flattened MNIST image,
and None indicates that the first dimension, corresponding to the batch size, can be of any
size. The target output classes y_ will also consist of a 2d tensor, where each row is a one-hot
10-dimensional vector indicating which digit class the corresponding MNIST image belongs
to.

B\ TR o8 B R B AL 2 4ETK R (tensor) . X HL, FRATE LE N [None, 784]
[fshape, H:H1784:2 HROK T MNIST Bl Fr HI4EZ £, NoneXf NVshape 55 —MERE, X
T UMM BGOEE, THRREEME. HisfhRy B —24ekE, HhE—
17 R—A 10 4k A1 RARE S B MNIST B A (157 I8 302 (128 51«

The shape argument to placeholder is optional, but it allows TensorFlow to automati-
cally catch bugs stemming from inconsistent tensor shapes.

R placeholderff]shape ZHZE AL, HF 1 &, TensorFlow 8E% H &l $& K £ 4
YA — BT HHIR.

Variables | T=

We now define the weights W and biases b for our model. We could imagine treat-
ing these like additional inputs, but TensorFlow has an even better way to handle them:

Variable. A Variable is a value that lives in TensorFlow’s computation graph. It can be used
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and even modified by the computation. In machine learning applications, one generally has
the model parameters be variables.

FATIUAE B 5 OB WA (i B EATT] LB A A A &, (252 Ten-
sorFlow B —/NE U175 KA : variable. —MVariablef{F## 7E TensorFlow 115
T —AME, B REE TR R TP S OB i . AENLAR 22 ST RO R T A v, B 2
iﬁ*ﬂ&ﬁﬁVar‘iableﬂ%i@ﬂ?o

tf.Variable(tf.zeros([784,10]))
tf.Variable(tf.zeros([10]))

1| W
2 b

We pass the initial value for each parameter in the call to tf.variable. In this case,
we initialize both W and b as tensors full of zeros. Wis a 784 x 10 matrix (because we have
784 input features and 10 outputs) and b is a 10-dimensional vector (because we have 10
classes).

HATEP T tf . variable R NHEAL ARITIRME . FEX A5~ B, FATEWMIbE TG0
Tl w1784 x 10 BJERE (FONBATA 784 MRFAEAT 10 M ED . bz —1 10
ey (FOAERATAE 10 2.

Before variables can be used within a session, they must be initialized using that ses-
sion. This step takes the initial values (in this case tensors full of zeros) that have already
been specified, and assigns them to each variable. This can be done for all variables at
once.

Variablefs £ {EsessionZ BIHIGAM, A HefEsessionFH .« WIGHIL T EWIWGE (K
Bl 4N A ANIFIE S R —variable. IXAMERAERT A— M 58 .

1[sess.r‘un(tf.initialize_all_variables()) j

Predicted Class and Cost Function | 7l 53 28 51515k iR 2

We can now implement our regression model. It only takes one line! We multiply the
vectorized input images x by the weight matrix W, add the bias b, and compute the softmax
probabilities that are assigned to each class.

BAETRAT AT LASE B AT T/ regression B2 |, IX AR B —47 1 RATHE B x AIALE
FEFEwHRE, N g Eb, SRR TR R softmax BEERAHE

{y = tf.nn.softmax(tf.matmul(x,W) + b) }

The cost function to be minimized during training can be specified just as easily. Our
cost function will be the cross-entropy between the target and the model’s prediction.
FEN GRS 2% R B RTAEAR 7 B FRATTIX HL A 4502 bR 80 H s 20 SR AR T
Iy 2 2 1AV A2 SN o
1[c ross_entropy = —tf.reduce_sum(y_*tf.log(y)) J

Note that tf.reduce_sum sums across all images in the minibatch, as well as all classes.

We are computing the cross entropy for the entire minibatch.
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VEE, tf.reduce_sumitiminibatch B ARETK B 28 SR E AR ALK 1 o FATTHE
XS FEHE Pminibatchlf] o

2.2.3 Train the Model | 1)I|Zx1REY

Now that we have defined our model and training cost function, it is straightforward
to train using TensorFlow. Because TensorFlow knows the entire computation graph, it can
use automatic differentiation to find the gradients of the cost with respect to each of the
variables. TensorFlow has a variety of builtin optimization algorithms. For this example, we
will use steepest gradient descent, with a step length of 0.01, to descend the cross entropy.

FATE A E U TR RUATI ZR A I A P I3 2K R 8, 45T R A8 Y TensorFlow Kl
Zro N TensorFlow HIEHEANTEE, &2 M B3R EIR K R 800 T 25148
BHIBEZ . TensorFlow A K& N BT, XA 5, FATHPLEEEZ T ki sg
SRR, BRI 0.01.

1 train_step = tf.train.GradientDescentOptimizer(0.01).minimize(
cross_entropy)

What TensorFlow actually did in that single line was to add new operations to the com-
putation graph. These operations included ones to compute gradients, compute parameter
update steps, and apply update steps to the parameters.

X ARG SR B b2 P RAE TR A — S8, b GE SRR, iHEA
NSHHD KA, I B SEUE.

The returned operation train_step, when run, will apply the gradient descent updates
to the parameters. Training the model can therefore be accomplished by repeatedly running
train_step.

train_stepiX /MR, FIBHEE N FBREFBUE. KL, BB RIIZRmT BhsEd
Ei@@ﬁftrain_stepﬂ%;—ﬁﬁﬁ o

1 for i in range(1000):

2 batch = mnist.train.next_batch(50)
3 train_step.run(feed_dict={x: batch[@], y_: batch[1]})

Each training iteration we load 50 training examples. We then run the train_step op-
eration, using feed_dict to replace the placeholder tensors x and y_ with the training exam-
ples. Note that you can replace any tensor in your computation graph using feed_dict —it’s
not restricted to just placeholders.

BB IR FATHE SN 50 DINZRFEAS, JRJGHHAT — K train_step, flififeed_dict
, AN E B #placeholder ] ExMly o 7 EE, EiFHEEF, /R0 LUH feed_dict R EAL
GROE =8 ﬁﬁﬁﬁﬁ?%?ﬁ%placeholdem

Evaluate the Model | {4 1= 3!

How well did our model do?
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FA TR R AR R ?

First we'll figure out where we predicted the correct label. tf.argmax is an extremely
useful function which gives you the index of the highest entry in a tensor along some axis.
For example, tf.argmax(y,1) is the label our model thinks is most likely for each input, while
tf.argmax(y_,1) is the true label. We can use tf.equal to check if our prediction matches
the truth.

TG, B RITEIRATRLE label & B LM 1o tf.argmax@ —NEH A B €

iR Bl — sk B HANEE R RE R S . B, tf.argmax(y,1) R FRATEE A X &
AN R RBEZE ) 073 8. T tF . argmax(y_, 1) Fn HLSL7r 280 FATAT LA ef.
equal KA W FATHI T 75 5 H L0 K —

1{cor‘r‘ect_pr‘ediction = tf.equal(tf.argmax(y,1), tf.argmax(y_,1)) J

That gives us a list of booleans. To determine what fraction are correct, we cast to
floating point numbers and then take the mean. For example, [True, False, True, True]
would become [1,0,1,1] which would become 0.75.

KRR B . N 7SRRI R AER A, AR AT R R4 9 T B
HKAREXS . B, SREBCPYME. B [True, False, True, Truel®F N[1,0,1,1], I EH
FH5ME Ne. 75,

1[accur‘acy = tf.reduce_mean(tf.cast(correct_prediction, "float")) J

Finally, we can evaluate our accuracy on the test data. This should be about 91% cor-
rect.
fefr, BATATCLHH SRR AR DA B L RHER R, R 91%.

1\print accuracy.eval(feed_dict={x: mnist.test.images, y_: mnist.test. W
‘ labels}) J

2.2.4 Build a Multilayer Convolutional Network | 13} % E &AM 1= E

Getting 91% accuracy on MNIST is bad. It’s almost embarrassingly bad. In this section,
we'll fix that, jumping from a very simple model to something moderately sophisticated: a
small convolutional neural network. This will get us to around 99.2% accuracy — not state
of the art, but respectable.

FE MNIST 47 91% 1EHfi,  SCAEAORERE . AR/ R, AT — D RIR 2%
IR BRI M 28 R SCE R . R BINME 99.2% HIHERFR . BIRAZ &R, H
R LB N R

Weight Initialization | 1 E#]151¢

To create this model, we're going to need to create a lot of weights and biases. One

should generally initialize weights with a small amount of noise for symmetry breaking, and
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to prevent 0 gradients. Since we're using ReLU neurons, it is also good practice to initial-
ize them with a slightly positive initial bias to avoid "dead neurons." Instead of doing this
repeatedly while we build the model, let’s create two handy functions to do it for us.

FEANEA 2 A/, FATSeREEEM W E . — BORY, IR RO S =
RATWORI AR, B 2B A R . PO ERATTA 52 RelU,  Jir URIRE KT 0 IAE R AT
a6 B RE % T AT U I E Dy 0 B9 R (dead neurons). T ANEE G STASAY N5
SAMWITIRARAE, FATTE AR B T Ia 1.

def weight_variable(shape):
initial = tf.truncated_normal(shape, stddev=0.1)
return tf.Variable(initial)

def bias_variable(shape):
initial = tf.constant(®.1, shape=shape)
return tf.Variable(initial)

N o v s W e

Convolution and Pooling | EFR A0t {t,

TensorFlow also gives us a lot of flexibility in convolution and pooling operations. How
do we handle the boundaries? What is our stride size? In this example, we're always going
to choose the vanilla version. Our convolutions uses a stride of one and are zero padded so
that the output is the same size as the input. Our pooling is plain old max pooling over 2 x 2
blocks. To keep our code cleaner, let’s also abstract those operations into functions.

TensorFlow fE &AL _EAMREA) RITEVE. RATEALLBILF? B RMIZKL
K2 FEIEALHIE, FATE— B vanilla fRAS . FRATHEREH 1 2K (stride size),
0141 (paddingsize) FIRLHR, PRUEHNHE ANG A AE [ — KN FATHIMAL H 6 L 4t
[ 2 x 2 R/NEIRERR L max pooling. A /AN B fiifidi,  FRATHERX il Gl — > B2

1\def conv2d(x, W):
z\ return tf.nn.conv2d(x, W, strides=[1, 1, 1, 1], padding='SAME")

|
|
3 |
|
|
|

of def max_pool_2x2(x):
s\ return tf.nn.max_pool(x, ksize=[1, 2, 2, 1], strides=[1, 2, 2,
‘ 1], padding='SAME")

First Convolutional Layer | 55— B %&f1

We can now implement our first layer. It will consist of convolution, followed by max
pooling. The convolutional will compute 32 features for each 5 x 5 patch. Its weight tensor
will have a shape of [5, 5, 1, 32]. The first two dimensions are the patch size, the next is
the number of input channels, and the last is the number of output channels. We will also
have a bias vector with a component for each output channel.

DAEIRATAT LIRS — 2 1 Bl — %> max pooling 7E . HE
A 5 x5 [ patch HHELH 32 MRHE. BERZ (s, 5, 1, 321H05KE, AIPIAN4EE 2
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patch [/, B ZRMAMIBERH, fa s rEEsH . s A FERER

ZINFR) i L )
1\ W_convl = weight_variable([5, 5, 1, 32]) W
z‘ b_convl = bias_variable([32]) J

To apply the layer, we first reshape x to a 4d tensor, with the second and third dimen-
sions corresponding to image width and height, and the final dimension corresponding to
the number of color channels.

NTHEZE—E, BAHEE R A 4d &, 52, 34N E %, &a—464R
RHHIBIE.

1[x_image = tf.reshape(x, [-1,28,28,1]) }

We then convolve x_image with the weight tensor, add the bias, apply the ReLU func-
tion, and finally max pool.
PATE X _image IBUE M E 34T B AR, N LW E, 8 H ReLU B B2, /5 max

pooling.

1‘ h_convil
2‘ h_pooll

tf.nn.relu(conv2d(x_image, W_convl) + b_convl) !
max_pool 2x2(h_convl) J

Second Convolutional Layer | 8 — Z&FH

In order to build a deep network, we stack several layers of this type. The second layer
will have 64 features for each 5 x 5 patch.

N TR AEIREIN S, BT RURERESER. B 2%, &1 5%5
[ patch 23 3] 64 NMEFE

1‘ W_conv2 = weight_variable([5, 5, 32, 64]) )
2 b_conv2 = bias_variable([64]) !
y |
s h_conv2 = tf.nn.relu(conv2d(h_pooll, W_conv2) + b_conv2) !
5‘ h_pool2 = max_pool_2x2(h_conv2) J

Densely Connected Layer | Z & iE1EE

Now that the image size has been reduced to 7 x 7, we add a fully-connected layer
with 1024 neurons to allow processing on the entire image. We reshape the tensor from the
pooling layer into a batch of vectors, multiply by a weight matrix, add a bias, and apply a
RelU.

BUE, BIRFRR4ER 7x7, IATIMA—DF 1024 ML EERE, 1T EeHEE
AN RATHEIAL Z 4 B 5K B reshape BU— 26 [a) &, SR EACEAERE, 0 bimE, ff
HI ReLU i -

1\ W_fcl weight_variable([7 * 7 * 64, 1024]) W
2 b_fcl = bias_variable([1024]) \

3 |
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4 h_pool2_flat = tf.reshape(h_pool2, [-1, 7*7*64]) \
s‘h_fcl = tf.nn.relu(tf.matmul(h_pool2_ flat, W_fcl) + b_fcl) \

Dropout

To reduce overfitting, we will apply dropout before the readout layer. We create a place-
holder for the probability that a neuron’s output is kept during dropout. This allows us to
turn dropout on during training, and turn it off during testing. TensorFlow’s tf.nn.dropout
op automatically handles scaling neuron outputs in addition to masking them, so dropout
just works without any additional scaling.

N TR A, AR E Z AT dropout. FATH— placeholder KAt
— AL JUAE dropout HH R PR HIMER . X AEFRATT AT AZE VIR FE H /B H dropout, 1E
It A2 H O A dropout. TensorFlow HItf.nn. dropoutﬁéf’ﬁ% H ) A #2480 B Y
scale. FITLAH dropout HI AT LA 25 FE scale.

1‘keep_prob = tf.placeholder("float")
z‘h_fcl_drop = tf.nn.dropout(h_fcl, keep_prob)

Readout Layer | i1 2

Finally, we add a softmax layer, just like for the one layer softmax regression above.
W, BATEI— softmax )7, BTN H.)Z softmax regression —#F .

weight_variable([1024, 10])
bias_variable([10])
|

4‘y_conv=tf.nn.softmax(tf.matmul(h_fcl_drop, W_fc2) + b_fc2)

Train and Evaluate the Model | 1)I| Zx F11E{d 1R EY

How well does this model do? To train and evaluate it we will use code that is nearly
identical to that for the simple one layer SoftMax network above. The differences are that:
we will replace the steepest gradient descent optimizer with the more sophisticated ADAM
optimizer; we will include the additional parameter keep_prob in feed_dict to control the
dropout rate; and we will add logging to every 100th iteration in the training process.

RIRBR A Z 45 We ? BATH AT ) LF—FE AR RIINE . A2EAI2HEmE
24 1) ADAM AL AN 2 55038 R 1%, 7E feed_dict H I ZSMFI 241 keep_prob k4%
il dropout b5 #RJ5%E 100 YOERHH — Ik H &

cross_entropy = —tf.reduce_sum(y_*tf.log(y_conv))
train_step = tf.train.AdamOptimizer(le-4).minimize(cross_entropy)
correct_prediction = tf.equal(tf.argmax(y_conv,1), tf.argmax(y_,1))
accuracy = tf.reduce_mean(tf.cast(correct_prediction, "float"))
sess.run(tf.initialize_all variables())
for i in range(20000):

batch = mnist.train.next_batch(50)

if i%100 ==

train_accuracy = accuracy.eval(feed_dict={
x:batch[0], y_: batch[1], keep_prob: 1.0})

W 0 N O VA W N B

[
)
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1] print "step.%d, training,accuracy, %g"%(i, train_accuracy)
12\ train_step.run(feed_dict={x: batch[@], y_: batch[1], keep_prob:
\ 0.5})

13| !
14 print “test accuracy %g'%accuracy.eval(feed_dict={ !
15‘ x: mnist.test.images, y_: mnist.test.labels, keep_prob: 1.0}) J

The final test set accuracy after running this code should be approximately 99.2%.

PAEARHY, 7Ef S B 3 KA 99.2%.

We have learned how to quickly and easily build, train, and evaluate a fairly sophisti-
cated deep learning model using TensorFlow.

HAT ik, FAICE %52 1 H TensorFlow SRAHEF & 2 S 2 . YIZRFIPEAL — 4
O — m ) LRIR L o 2R

JECHbE: Deep MNIST for Experts


https://www.tensorflow.org/versions/master/tutorials/mnist/pros/index.html#deep-mnist-for-experts

It
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2.3 TensorFlow Mechanics 101

Code: tensorflow/examples/tutorials/mnist/

KRB HbE: tensorflow/g3doc/ tutorials/mnist/

The goal of this tutorial is to show how to use TensorFlow to train and evaluate a simple
feed-forward neural network for handwritten digit classification using the (classic) MNIST
data set. The intended audience for this tutorial is experienced machine learning users in-
terested in using TensorFlow.

KIS BAL I, 2 KK R ] A TensorFlow i (£ 88) MNIST #5454
WZRIFPPAl — AN TR0 5 207 1 16 2 AT s 22 2% - (feed-forward neural network).
AT H AR 2 A 2488 F TensorFlow FIAL#S 5 ] TR N 1

These tutorials are not intended for teaching Machine Learning in general.

Bk, BEEZRINEREIARN T HRFH &5 > GBS RERIR .

Please ensure you have followed the instructions to install TensorFlow.

A2 ST A HOREZ 1Y, VIR EL B S TensorFlow R I0BER, 56 1 947

2.3.1 HIEERARIH

ABREGI RN SO
HFEEH P84T fully_connected_feed.py XA, AT AT 4RI Z5:
python fully_connected_feed.py

2.3.2 HEEHIE

MNIST F& AL 7 ST AU — A2 i, FE AR iENL s &R — R K/ 28 x 28
BROTE5EHFREZRIG, FHFARHR LRGN 0-9 P Hm— D Err.

SO/

K 2.6:

HEZMIMER, EE M Yann LeCun Wi H2¢ F MNIST 142484 # Chris Olah X}
MNIST ] AL R 2 .

T#

T:Er‘un\_tr‘aining( )73{2 1 — 45, input\_data.read\_data\_sets() E{iﬁ%ﬁ% f%{fi ]
AN ZRSCA e, 4 T T IERA IEAR , S8 5 X S B 0 gk I TR [B]— A& A pataset
S PR


https://tensorflow/g3doc/tutorials/mnist/
https://tensorflow/g3doc/tutorials/mnist/
https://www.tensorflow.org/versions/master/get_started/os_setup.html
https://www.tensorflow.org/versions/master/get_started/os_setup.html
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1‘data_sets = input_data.read_data_sets(FLAGS.train_dir, FLAGS. \
‘ fake data) !

Add table here?

MANS ST

placeholder‘_inputs()I%li&’l%@ﬁﬁiwj/l\tf. placeholder BeAE, @ e NER A shape
244, shape ZH (B ffibatch_sizefl, JGLLLRSLhRIIIZRHBIE NEIZK.

p
1\ images_placeholder = tf.placeholder(tf.float32, shape=(batch_size, \
\ IMAGE_PIXELS)) |
2‘ labels placeholder = tf.placeholder(tf.int32, shape=(batch_size)) \

TEINZREHA (trainingloop) MG S0 B, A& NIFES B G AR BB £ S0 A,
PLFF A B — NMEAEFT BB I batch_sizefl, SR EAE R 2K AR & 1X Nbatch_size
fH. SRJE M Hfeed_dict 28, FEHEfE Nsess.run() BB

2.3.3 ¥JEEXR (Build the Graph)

TERBIERE SO 2 )5, BT LUS T mnist. py SO, it =i Bt X ok A 1 -
inference(), loss()\lstinline, %ﬂ‘tr‘aining()o KR ETER T -

1. inference() — /X HJ REMIA I IF IR, iy AL i 15 Ao 22 ) 45 i) i S A A3 000 )

2. loss() —4t inference IR N INAE K d5i2k (loss) T ZHIHAE Cops)o

3. training() — (LR ER PRI F IR B (gradients) FT IIERIE.

HEIE (Inference)

inference() BRI R AT Re A4 st 1%, M BNR BIELE 7 I 45 R Coutput predic-
tion) ] Tensor.

CHEZEG SR AN, IR S B) ReLu(Rectified Linear Units) ¥ 28144,
M —X e iER)ZE (layers), ULR—"NEH AT A (node). $8H] T #ith logtis #5714
2N .

o Z O T — M — 1 tf.name_scope 2 T, AT ZAEHIBZ FHIATE TR AR
B AT .

1Lwith tf.name_scope( ) as scope: !

leake databmic el T8l i, RFH T AIARSDIEL
2T MR 2 BARE SR, HE R R FIEAL M (HE T 8] (mnist/ download/index.md) #43.
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hidden1

K 2.7:

FEE SRR I, B — J2 BT s F B AL A (i 22 A0 /E ¢F . variable SR R AR, JF
HALE T % B B shape.

1‘ weights = tf.Variable(tf.truncated_normal ([ IMAGE_PIXELS, \
\ hiddenl_units], stddev=1.0 / math.sqrt(float(IMAGE_PIXELS))), name |
= ) |

2‘ biases = tf.Variable(tf.zeros([hiddenl units]), name= ) \

BN, 241X L 22 fEhidden1 /E FH IS T A2 RO, T 37 40 22 A% B PR JUARE 44 FCKS 25 72 "hiddent
/weights",

AR BN, #PAFWIENERE (initializer ops) .

X Fh e WS OL T, @i tf. truncated_normal PREIWIGE AN EAS &, AT
(1] shape N & —A~ "4k tensor, HHH - NMEFERKZEFNELEIIERE (connect
from) MFITHE, # o 4EEARIZZE TR ELRENERERIN (connect to) HITHL
o X T %M hidden1FIZE— )2, AHN I 4EEE & [IMAGE_PIXELS, hiddeni_units], KA
AR EOR G S N IR [ hidden1)Z . tf. truncated_normalf) 45 BRI EURE AR $i BT 45 21 1) 1
EAIARAEZE , A — A BENL T

SRJG, B tf. zeros BREWI MW 2225 /8 (biases), T{RATA 2 KR IG(EERE 0,
M 'EAT1H shape M2& AR 1Z)Z BT 2]H (connectto) o

ERF = FEEE, A2 N tfoon.relu 8205, NIRRT BREUZ BT 0tE.
matmul ; DL logits #5784 BT 75 1) 53 b — ANt omatmul. = FAKIRAE K, %% H M tf.variablesk
B S5 G AR ECE — E RS tensor FTiEHE.

1Lhidden1 = tf.nn.relu(tf.matmul(images, weights) + biases) J

1Lhidden2 = tf.nn.relu(tf.matmul(hiddenl, weights) + biases) \

1L10gits = tf.matmul(hidden2, weights) + biases \

e, B 2REAE T S5 R logits Tensor.
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sk (Loss)

loss () BRBUE IS I AT TR R 3AE, i — PR ER.
%G, labels_placeholer HIME, K8 Zmi5% N—1 " 1-hot values ] Tensor. 51,
WRFARRFFAN “37, WA ZERSH LS N: (o, o, 0, 1, 0, 0, 0, 0, 0, 0]

1}batch_size = tf.size(labels)

2 labels = tf.expand_dims(labels, 1)

3 indices = tf.expand_dims(tf.range(@, batch_size, 1), 1) !
s concated = tf.concat(1, [indices, labels])

5 onehot_labels = tf.sparse_to_dense(

6‘ concated, tf.pack([batch_size, NUM_CLASSES]), 1.0, 0.0) !

ZJE, XS I— tf.nn. softmax_cross_entropy with_logits RS, H R Eb Bt inference
OBRES 1-hot F5%5 ik tH 1) logits Tensor.

1‘ cross_entropy = tf.nn.softmax_cross_entropy_with_logits(logits, \
‘ onehot_labels, name= ) !

SRJG f# FHtf . reduce_mean BRI, TF 5 batch 485 (25 —4E /%) T 32 Xl (cross entropy )
HFIIME, Rz B E N Bk .

p
1tloss = tf.reduce_mean(cross_entropy, name= ) J

e, BERFaREEE T E R Tensor.

YLk

training() BREUAR N 7L A6 R P& (gradient descent) 5452k fie /MU It 75 (R34

B, l?ZﬁU\loss() B 3R EA 2% Tensor, B HAZ 4 [tf.scalar_summary] , J&
FHAE L summarywriter (MR S0) BCAMEHRES, o] PLIal S SCfF Cevents file) HAE RIS
ff (summary values). TEAGRHIEF, FRE NICER, BB K Tensor )
2Hi{H (snapshot value).

1Ltf.scalar_summary(loss.op.name, loss) !

ok, BATSLEIL— [‘c1c train.GradientDescentOptimizer] , 1 o7 1% 8 BT LR 7Y
234 #% (learning rate) M LR T B (gradients).

1Lopt1mlzer‘ = tf.train.GradientDescentOptimizer (FLAGS.learning_rate) \

ZJG, BATER ML EHTRAFERINEGPE (global training step) HIEE, I
1§ﬁﬁm1n1mlze() PR R I = AR (trlanglewelghts) W04 R 0 BRI R
*ETET B, EXAEAERFR Ntrain_op, J& TensorFlow 231 (session) 5k — 52 %l 45

BRI b AU AT #RAE (LR 30,

N
1\ global_step = tf.Variable(®, name= , trainable=False) !
2‘ train_op = optimizer.minimize(loss, global_step=global_step)

J

38 MU AT B E I R B UdJ:ﬁdl]TBﬂl.ﬂﬂ%%?Eﬁ%bb FEAE o 22 0 5% o A ) 41 00 o 9K 2%
S LG R BLIENE, lﬁglﬁﬂﬁl (AT ARAL(E S EEE) (http://colah.github.io/posts/2015-09-Visual-

Information/)
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e, FEFIREEE T IIZGEEE (trainingop) HiH 45 31 Tensor.

2.3.4 )IZER

— B R EEE, FiEd fully connected feed.py SCAFH R P ARKD #EAT I IR 1l
IEAR RN GRFEAY
[Z]3% (The Graph)

Er‘un_training()ﬁ&@iﬁﬁ@*%ﬁlﬁy & Python B P within &, X4
KU DL @R ERIER Z SEVARI [ tf . Graph 1 25 SE R K .

1Lwith tf.Graph().as_default():

&

\
tf.Graph S /& — R HI 0] DLVE N EEAR AT BI#4E . TensorFlow FKE 075t R i &
A ER N Bl R — AN s R a] .
FIFH Z AR B I E 2 A 37 R mTRE R, (EE @ T AZFERE H .

£1E (The Session)
SERL AT IR HERS . AE AT TR A E 2 J5, FRATEE T LAAE#E — /M tf.Session
, HTisirEl#&.

1Lsess = tf.Session() J

Fi4h, W] LUF fwithfRRS H A Bisession,  BRAIE I35

1Lwith tf.Session() as sess: J

SessionBH AR NSHL, RIZRIDR KN T CRICRA SIS, W
BUEFTHI T BUARIAI 210

IR IG, BT tf variableSEAF#R 2 3L AL 1 1 % A WAL RAE T (i sess.
run() BRECHAT YA o

1 init = tf.initialize_all_variables() 1
2 sess.run(init) ‘

sess.run() 1M 2T ER T 51E NS EE NERVEART R e 8 T4 fERTIX
P, initffE RAE TR EYBWAEFtf.group « BRI AT S ASEXHE, 1M
FAE N IR ZRIEFRE 1T .

WIZAEIR
SR ENPIMGI )G, HUT TR IR T .
R AR — D # A P AR 2,  RE SR RO 2RI i ] BB PR AL «

| for step in xrange(max_steps): \
2‘ sess.run(train_op) ‘
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B, AEREPRIGTZERNE R — 5, R RA L AEE R B R e — 2P
HIE AT VI 73, DAULHC Z BT AR BT AL 7T o

EISES S

PATERE— B0, FATHARG A il — N R 157t (feed dictionary), JH 08 x5
AR NZRPTEAE IR B T, IX 5] 5 R e A e il 2 FL P AR B S AL AT R AR

£i11_feed_dictP 52 A )45 i [fpataset, RE I —Hltikbatch_sizel] G FIFRAE,
5 AL AFARULEC Y Tensor W 2 (485 K — ALK BB AR ZE -

1Limages_feed, labels_feed = data_set.next_batch(FLAGS.batch_size) J

RO, DAL A A, 1 — 4 Python F-HLXT 4, BEAE W& AR 1 S ot

Tensor.

1}feed_dict = {

.
|

2 images_placeholder: images_feed,

3\ labels _placeholder: labels feed,

4} |

XA FIBESGIE N feed_dict ZHL, 14 Nsess.run() BB, X — BRI it
AR
Eﬁﬁfsess.run()@iﬁﬂﬁ, %&E{tﬁ%ﬂlﬂ%ﬁ%ﬁ%%&%ﬁxﬁﬁﬂﬁﬁ\ﬁ [train_op, loss]o

ﬂfor step in xrange(FLAGS.max_steps):

|

z\ feed_dict = fill feed_dict(data_sets.train, images_placeholder, \
\ labels_placeholder) !

3‘ _, loss_value = sess.run([train_op, loss], feed dict=feed dict) !
J

A ESRBUX PAME, sess.run(O) IR Bl —NE AN TLR 04 . HHR— Tensor
XFG, XN T IR A G numpy 4L, I S A TR RS T S AT IR A I R B
Tensor I B Ttrain_opdF N2 = Ay, AL [ ToAH A A6 B 7T 2R 8k /& None, T
Lotz . H2&, RIS HIMZE, loss Tensor [IE AT BE <A FiNaN,  FT
PAFRATTESSR U BB, FFids% T k.

BRI — VRS, WA HBINaN, JIZEH 250 100 NMIZRAP IR, BFTEN—4TfH
BRPRASSCAR, & E A AT IR ES o

1| if step % 100 == O: \
2 print % (step, loss_value, !
‘ duration) !

RS 8 7RIS [TensorBoard] T HI I FH AT 3CA Cevents file), FTAT (¥ BRI 44
(FEX BT ) AREAE RN BLa IR 2 MRIE (op) .

1Lsummary_op = tf.merge_all summaries() J

TEQEIF 216 (session) Z J5, B PLSEHIAL—/Ntf.train. Summarywriter , TS5 A
ALF T IR A B A1 R Iy Ei s ELARAE 10 A S0

1‘summary_writer = tf.train.SummaryWriter (FLAGS.train_dir, graph_def= \
‘ sess.graph_def) !
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JE, BEIKIEAT summary_opltf, RS S SO i 5 N SR I BV IST Ecd R B
e N A E 48 (writer) f)add_summary () BRI o

1‘summary_str = sess.run(summary_op, feed dict=feed_dict) ‘
z‘summary_writer.add_summary(summary_str, step)

HHEE N G, AP ZR S S $T T —A> TensorBoard, 25 BRI I 444
HI1E L.

input new regex . xentropy ()

Split On Underscores:
Xentropy_mean

X Type: 220
1.80

1.40

Selected Runs: 1.00

data 0.600

0.200
rA
e 0.000 400.0 8000 1.200k 1.600k

YR B e R T 2 Ul A4 i 318 4T TensorBoard 12 B, 15 & B #H % Z0fE Tensorboard:
YRt R r] A4k o

RTFHE S (checkpoint) Ay |15 2] LA K J5 B2k Z A AL LLE— P Y ZR B P A A 2
RS (checkpoint file), FRATSEFIL— tf. train. saver

{saver = tf.train.Saver()
J

EINGIGAH, K B H saver.save() 775, MG Ieh 5 NEE T 4 TR
A AAS AR A i S0

1Lsaver.save(sess, FLAGS.train_dir, global_step=step) \

XEE, FATPLEET LUE Hsaver. restore() 71, BRI SE, K24

1Lsaver.restore(sess, FLAGS.train_dir) J

2.3.5 FHEIER

BERE— TP ER, A THIACRS 2 2 08 P I ZR a2 5 I 2, 0 B sk
17Vt . do_eval BRALAAR A =k, 0 M VISRl B . SoiE B 2 S A8 46
1‘print ‘
z\do_eval(sess, eval_correct, images_placeholder, labels placeholder, \

\ data_sets.train) \
|
|
|

3 print
4\do_eval(sess, eval _correct, images_placeholder, labels placeholder,
\ data_sets.validation)
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s print \
6\ do_eval(sess, eval_correct, images_placeholder, labels_placeholder, \
‘ data_sets.test) J

>R, BERMMHYSIEEZ, Jolffidata_sets. testill i BB LE, RAEKE
PIHE S HARA % (hyperparameter tuning) 2 J5 A TR & . (HJE, BT MNIST [ @
Eeifai o, AR IR B — MRVl B A 2

HE L ESR (Eval Graph)

FEATIFBRANEIZR (Graph) AT, FATRZSE I Higet_data(train=False) B £y, HIUHX
A -

1Ltest_all_images, test_all labels = get data(train=False) !
J

FERENVZRIEIA R, FATRIZ S M Hmnist. py AT flevaluationtk £, &AM
logits FAR%E S E H1oss A — . ARy 1 Je i Eval #:1F .

-
1Leval_cor‘r‘ect = mnist.evaluation(logits, labels_placeholder) J

evaluationBR A& A it . nn. in_top_k 31T, WIRALE k AN 5AT AT HE AT A Al LUK IR
HHIBRZE, AR M EAER R BAR M PR IC N IEm . FEASCH, JRATE & B E
1, e RAERE AR, 4 A& B IR

1Leval_cor‘r‘ect = tf.nn.in_top_k(logits, labels, 1) J

WEERME (Eval Output)

ZJa, BATAT LA —ANMEIR, fEH PR INfeed dict, JEZEYH Hsess.run() BRELHT
4?]\eval_cor‘r‘ect¢5cé1"l5’ EE@FK%%?%EE@@?E%1$1ET§§EQ

1} for step in xrange(steps_per_epoch):

3 feed_dict = fill feed_dict(data_set, }
3 images_placeholder, !
4 labels_placeholder) !
5‘ true_count += sess.run(eval_correct, feed dict=feed_dict) J

true_count P FE 2= BN AT A in_top_kEEAEHI e N IERE TN 2 A, 82 1ok, HFEER
IERMAR S8, BRI 8, minl A e R T .

1} precision = float(true_count) / float(num_examples)

|
2 print %
| |
3‘ num_examples, true_count, precision) J

J&3C: TensorFlow Mechanics 101 #1¥: bingjin &%}: LichAmnesia


http://www.tensorflow.org/tutorials/mnist/tf/index.md
https://github.com/bingjin
https://github.com/LichAmnesia
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2.4 LFRBEZEW L

2.4.1 Overview

X} CIFAR-10 Z0H4E 1 70 ML as 2 2T — AN A P SR AN ) @, HAT S5 2 X0 —
2H 32x32RGB WG HE1T 4025, IXEEGMTE T 10 2250 airplane, automobile, bird,

cat, deer, dog, frog, horse, ship, il truck.*

B e | | PP
automobile e E EHHE‘
o Elmalll KES ¥ ERS
ct Al b LA R .
ceor I R I P O N I TR
dog E<m B s
frog o D
horse B 5 5 9 o S L S T
o e e I
ek o i e 0 10 5 o D S

R
»
o

T AR 215 BiE S #5 CIFAR-10 page, LA M Alex Krizhevsky 5 [ A4 15 .

Bix

AHFEN B AR R E S T IR E B RS BN BRI 4%, fE1X—idfE
AR

o HETEN—MHTERI NS LG, INZRIFEATIEA

o NI NT B RS BN B2 2% O A AR 4R Ak — Ay 451

5 F¥ CIFAR-10 & K E [ R 4% F2 A2 BLAI SR A TensorFlow H1 K7 g, JF
R OV SRR . 5 BRI AR NI DL R0 FEARBR, PEBGE & IR
BB HARE, R IIEOR .
RHIENER

CIFAR-10 #(F2{5 75 J 1 TensorFlow -4 i 5B K BE 52 A6 AR ) 1A B 22 P 25

4This tutorial is intended for advanced users of TensorFlow and assumes expertise and experience in ma-

chine learning


http://www.cs.toronto.edu/~kriz/cifar.html
http://www.cs.toronto.edu/~kriz/learning-features-2009-TR.pdf
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o MRZDEANR, WMEMR BIRLIERGE . SRl LR = & v — 1k s

o ZREREH — LB AT NI AL, XA BRI PSAT
NI DL LD B 5

o FIEFAZHNB I AR TR A, DURAE VPl Bl F 1 S A 4 i T
W4 BE 5

o SCHL T REHUE, AT ST SR BE A I 8] A HERS 10 3506k

o AN B BT HOBA A, R S AR AT e A P P R AL B AR AR O
T RALEE;

FATB IR TR Z GUP A, HILLERHE:

o W] LAACE AR5 HAE 2 A GPU _EIFAT I 5

o WLMEZ A GPU Z 3L AN R 8 AE

BATAR BAERES KRFIF 7 A3k, (H437E Tensorflow b AT DLNARGE A 5¢ TAE &2 57
B KME] Cnns &Y

REIZH

ABREF AR — D2 RN, HEREMIELNEZ (nonlinearities) 58 2 X
GG IX G 5 i 208 T A I8 0 B softmax 73 28 8% b X —RIR R T m TET Y
JUZ4b, FEARER Alex Krizhevsky #& H AR —3,

E— GPU &3t JUA/I IR G, 1A RA B 1 e 86% HIFEE . 40157
B NHIRA LR ARRS . BRI AT 1,068,298 NS4, 0k —RIEME 75 2R
19.5M P IRANERAE o

2.4.2 Code Organization

ARHFE FIIS AL F tensorflow/models/image/ cifar10/.


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/
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3k

P Vo F &

cel@ft M cifari# igiferi# cifarf8 tcdfarf® neifhrdi evedin

.py E:X . py j

ZS
Hh
CIFAR-

HETEFAF B E B S

2.4.3 CIFAR-10 {&%!

CIFAR-
10
ih]

He

i
ﬁ:f_lj‘()

.py CPU.py %

ak
GPU
+

il

%
CIFAR-
10

i}

He

i
ilF;J‘O

py il
GPU CIFAR-
k 10
il B
% e
CIFAR- ]

10 T
i} ny
1 P
A, fE

CIFAR-10 X £ 570 3 43 [ ARRE A7 T cifarie. pyo SEREMIIIZE B R4 27 2 765 AN ERAE,
B 3 T AR e ok ) 3 )1 2 PR AT D e A PR B ) 2 i A0S A2 i =%

1. HRAVN: B ¥finputs()  distorted\_inputs ()35 —26#/E, 437 T 1L HL CIFAR
FIEUG FF AT TACEE,  5OR Ja B2 VP A5 A ZR 5T N 5

2. REFAM: G inference(VF—LHAE, M THHTA S, /et El&

#4747 2%; adds operations that perform inference, i.e. classification, on supplied

images.

3. AN BFh10oss() M train() & —LePE, B TiHE#I%k.

WU RIRAL R

REUN

BRI, T

T NAERY 2B inputs() Adistorted\_inputs ()RR EUE R, X 2 MRS
M CIFAR-10 it il XA i U v sefk, T AN B R AaE 7 B0R e r), Rtk
ﬂu{iﬂ%tf.FixedLengthRecor‘dReader‘lZ[iﬁo E%E‘]%?Reader%ﬂ@lﬂﬁﬁﬂ uﬁﬁReading

Data.

R SO R A PR G0 T


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_input.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_input.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_train.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_train.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_multi_gpu_train.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_multi_gpu_train.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_eval.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_eval.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10.py
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/io_ops.md#FixedLengthRecordReader
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/how_tos/reading_data/index.md#reading-from-files
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/how_tos/reading_data/index.md#reading-from-files
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o B g8 2 24x24 BEOK/D, #RBY i R I T PP Al e A LR Y I
Z5s

o B R AT P AR, AR B R 1) 3 2 v AR AN U

XFINGR, BATTINRICT — RFUBEHLA R 1 752K NN I Ed 2 (KD -

o S EREEAT BENLIY 22 A7 B

o BEHLARHR G 5E ) s

o BEHLAZ 0 B 5 106 EEE S

Al LA fEImages T [ AR & & B o] A4, 0 T8N 546 B AR B 5 7 —
Nimage summary, PL{ET7E TensorBoard F & & . XX T axri N &G E® Ef+0H
M

MBERL N UG 34T AR ¥ 75 AL SR AN/ D AL BRI (8] . Ay 1 38 e IX Le VR RS
INZREFE, FRATIE 16 ML LAE F HFATHATIXELERAE, X 16 NIRRT E S ZHEE
— TensorFlow A\ 41| 47

RETN

B (R FIAURE HH inference ) MG, 1% bR L2 TS I B HRAT 20 SR A T U SE TUIEL
(] logits, Hoxf R AR ZH 2377 S0 R o «


https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/image.md#random_crop
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/image.md#per_image_whitening
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/image.md#random_flip_left_right
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/image.md#random_brightness
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/image.md#tf_image_random_contrast
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/image.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/train.md#image_summary
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/io_ops.md#shuffle_batch
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It

Layer
E
[c]@ll@ Ff A conviSZ pooll maxnorml J&] conv2 4 norm2 5 pool2 maxlocal3

e pool- P H s pool-
Gl ing. ] and M ing.
LA J; rec- %
K = ti- I
rec- — fied -
ti- 1k. lin- fE.
fied ear
lin- acti-
ear va-
acti- tion.
va-
tion.

Sk locald:  softmak
T TN AT
f& 1% _line&k
1k 1E 63
BB #
4 4 A
T T i)
i i} t
5 5 log-
jE3 pEE its.
% Ei

XHA —A i TensorBoard £l I EJE, T R g 375 f b 22 20 %«

25.3]: inferenceffJ#i & AR VH— 1LY logits, S8 FHtf. softmax () &N 2%
B Ji R 18] )3 — 4 B P

inputs() Al inference() B AR M 1 YA YIS B i O F A M 1, BLAESRATTHE VA
P 2 e NS — MR B ) 5 — R

25 3]: inference() AR Pl cuda-convnet P A5 iR (Y CIFAR-10 A A AT LE R
[, HERIFEATHIEANSSEREN - R/EIERE, 7T iEkm
28 B R AE R 1) SR A I Y


https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#conv2d
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#conv2d
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#max_pool
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#max_pool
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#max_pool
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#conv2d
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#conv2d
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#relu
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#local_response_normalization
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#max_pool
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#max_pool
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#max_pool
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md
tensorflow-zh/SOURCE/api_docs/python/nn.md#softmax
https://code.google.com/p/cuda-convnet/
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EENNZ

WZR—N AT AT N 27 S I 28 1R FH D7 v R A A 22 10T [ 1, SRR YA soffi-
max ¥ )3 . Softmax [A] JF7E WX 2% 1% H ZE _E N T — A softmax nonlinearity, Jf Hit %
JH— 1L I T E AT 1abel [¥)1-hot encoding42 X i, fEIENMMALIEFEH, TATSX A
> A N IR g A Ok o B (1) H A R B SR AT I 5 R AN BT A AL S IR R
Loss () BRI ()R [ Bt /2 X AME .

7f TensorBoard H{# flscalar_summary K25 & 1% 112840 1 It «

total_loss

4.50
3.50
2.50

1.50

0.500

rn

e 0.000 100.0K 200.0k 300.0k

] 2.9: CIFAR-10 Loss

FRATVE AR AR PN B SRV RN R (7] DA Trainingh & & HAt 772, J
o7 2] AR BN 8] DL B0 A

train() BREIR NI — LS B G AT H AR R B b, XA AR TR . S0
%éEJEEEE (iiémﬁgEiﬁ%ii%iGradientDescentOptimizer)o train()Eﬁéiﬁaégé§ﬂ2[]_‘4\ﬁﬁ

DI — Stk BRIAT AT TH 3R R D 3R, AR BB A

2.4.4 FHAPITHINIGRE

WAL R IT T, PAER AT IS cifar1e\_train. py3RJE B ZRITFE.
{python cifarle_train.py J

B % —IHE CIFAR-10 #1072 LA S EFESSIT, 43 H3h T 3 CIFAR-10 #4E4E,
PRI RLIH 160M K/, RIS — UG AT I Y AR e — 2T
PR AT LU B0 T SRACL

1‘Filling queue with 20000 CIFAR images before starting to train. This
\ will take a few minutes.

z\ 2015-11-04 11:45:45.927302: step ©, loss = 4.68 (2.0 examples/sec;

\ 64.221 sec/batch)

.
|
|
|


https://en.wikipedia.org/wiki/Multinomial_logistic_regression
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#softmax
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/sparse_ops.md#sparse_to_dense
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#softmax_cross_entropy_with_logits
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/nn.md#l2_loss
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/train.md#scalar_summary
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/train.md
tensorflow-zh/SOURCE/api_docs/python/train.md#GradientDescentOptimizer
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learning_rate
0.100

0.0800
0.0600
0.0400

0.0200
0.00 -

L 0.000 100.0k  200.0k 300.0k

] 2.10: CIFAR-10 Learning Rate Decay

3 2015-11-04 11:45:49.133065: step 10, loss = 4.66 (533.8 examples/sec;
0.240 sec/batch)
4 2015-11-04 11:45:51.397710: step 20, loss = 4.64 (597.4 examples/sec;
0.214 sec/batch)
51 2015-11-04 11:45:54.446850: step 30, loss = 4.62 (391.0 examples/sec;
0.327 sec/batch)
6 2015-11-04 11:45:57.152676: step 40, loss = 4.61 (430.2 examples/sec;
0.298 sec/batch)
7 2015-11-04 11:46:00.437717: step 50, loss = 4.59 (406.4 examples/sec;
0.315 sec/batch)

PR AERE 10 D UIZRIREJ5 4T ENH B R R A, AR )m — B A B . T
A2 LR :

o Bt SR G O Lo SR E)D, BROA TRAL F 2 A5 244 20,000 AL
H 1) CIFAR B8 3578 2 EHEBA B

o FTENH SR RAE S el — LA HE 45 R AB I 3ME o T e P R ABL 2 A8 X AT AL
BRI A 5

o LTHIHTEP 2 F b 56 T — HE U 1 AL BRI S 7F Tesla K40C L4t ki, WifAR
1B1T1E CPU I, {hge2 LI 2K
Zx3): MG, BB BN A R SRR K, KEBEVE DGR ANA
PR BT DL A 401 46 A B 47 46 350 78 21 BA 1) A 1] 5 ok e AR 3 B A% 45
fEcifar1e.py 44 ZNUM\_EXAMPLES\ PER\ EPOCH\ FOR\ TRAINJFMEIZ .

cifar1e\_train.py 23 A I AOLE RS 75 i SO GRAF B th BT 250, (HE R 20
B BEAT P4l cifarie\_eval.py s HIZAS & i SCAF SR T PE BE - CFE L T A 4
w: PP,


https://github.com/jikexueyuanwiki/tensorflow-zh/tree/master/SOURCE/how_tos/variables/index.md#saving-and-restoring
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/state_ops.md#Saver
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WRR R B p P IR R, RN Z AT RIS — A CIFAR-10 B8 o 4S5 1!
cifar1e\_train.pyf ()20 5 B h SR it 7O TR Il ZR ) — L5 8, H2dk
ITPTREAY B 7 E 2 50 TR YIRS (M5 8, Een:
* P 2K ALY FE IR/ INIE A T B 1 A A M AR 2
AR o A I ?
*BREE. BUE. BEMERGEH?
LS e 2
TensorBoard#2&fit T 1ZThEe, v LLEIL cifar1ie\_train.py ) summarywWriter & $H14 7
SR 2 7R I e
e an3R AT AT AZE N SRt FE R B B Local 3 E 0L, DA A HURFAE 4 B A A it A 00«
FHEE T B 40125, AE ISR AR b i) BRI 2k JC HAB AR AT e (2 B T IR
FH B R LU DN, B R AE e A 2 (M o A SE O AR, AT TR I HE T
JRAEME, TRAE IR B P AME R A = L. 1S I A ExponentialMovingAverage |
fif b AeT S B o

2.4.5 FHEIER

PUAE W] DLAE 55— F8 70 Bd 4R LR VA I A B g VE e JAA ST fF cifar1e) _eval.py
XPREREAT T PPAL, A inference () B MR, FEAEH T AEPPS B A 10,000
5K CIFAR-10 B ATl 2t H M BRSO 1N, N= Filili{E b & 15 B f v ) — T
5 B F5E label PLEC IR o (It calculates the precision at 1: how often the top prediction
matches the true label of the image) .

N T M AR Y SR R P S S 0, VA P A BEAS SO o S O 72 58T Y
KA S s AT, ii%gﬁifiﬁijfﬁ#ﬁiBBCiFarl@\_train.pyfszo

{python cifarie_eval.py J

EE: AEAER—B GPU LR ST ISR MPFETER, B S
FUNAFFER . RATREMIFE L B 8 GPU LI T ML iRy, s 7E A —
GPU iz AT VA5 FE e N SEER R I SRR Y

PRATRE = 2100 T Bt

ﬂ2015—11—06 08:30:44.391206: precision @ 1 = ©.860 \
A |
J

PP A 2 A B 3R [B] precision@1 (The script merely returns the precision @ 1
periodically)--7E 1% 71 i [2] [ HERf K 52 86%. cifarie\_eval.py [A) i tiR% [a] H o — ]
PATE TensorBoard HdhAT Al (AL T 2245 50 AT L@ IX L8 {7 245 BAE PPl i A2 ot —
)T AR

WGRMIA 2 N T 2 2] AR Bt SRS A MM, DAk BAAS 0 B T A7 2 >0 B B Y
SRS LR B I o 1K — B ARTT sURT AE PR AR T SR T B i P e


https://www.youtube.com/watch?v=9bZkp7q19f0
https://github.com/jikexueyuanwiki/tensorflow-zh/tree/master/SOURCE/how_tos/summaries_and_tensorboard/index.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/train.md#SummaryWriter
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/train.md#ExponentialMovingAverage
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/train.md#ExponentialMovingAverage
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2:5): 18I precision @ 1 A DL, 18 FEIE S 40T LORE 0N 1 BE 52 =i 20 3%
fEcifarie\_eval.py 1 BB BN AR FISME S B 5 20, JFa A b oKk
FIME RE B

2.4.6 1E%/ GPU Rk LilZER

BUCH) ARG T e L& 24> GPU AT R 2215 . TensorFlow FJ LR FH X — 4572
Z GPU R g 1Tl 47 .

AT A IR R AT 25, 5 ZXPN SRR T REAT VR o 0 T4 T R Bk,
RIER B E N (model replica) FFHaAE—PNEHE TP IR IR AL — 1375 DL,

A0SR R FLH AT 2 B R e 20 5 SR s = R SRR RGN SRR e, X2 R 93k
TR e 2T — N IR RIS % U E 25— AR o 8 5 A SR 76 4 (R0 508
1770 HIE DR SRS 2 A —F£18 (Conversely, employing fully synchronous
updates will be as slow as the slowest model replica.)

1ERAH ZA GPU M AR, A GPU s E AR, JHA SR8 NAT
HKIAZATHES CIFAR-10 FE7Y o PRIt AT Tk 3 LA 07 2R B AT I 2R R 4 -

o ERA GPU FJRCE S AR R B A

o SEPTT GPU AL 5E — bl 5 RS TR A S 4L

TERE TSR

ALVER], B> GPU 2 ML e v S8 FEA A THEL. XM B E T AR
HAT BB — KA E i 2 1 2 %> GPU b

X HUEIESR P GPU RE 3L 2RS4, (HR AT M KI{E GPU Z [al &4 4k
WM, B IRATHGELE CPU A7t A 38 i A 1 7R R 25 55 Onf 7 e o & KB T R Ao
BH). XFE—K, GPU EALFL—AH s 2 i & 3 — w24

KT T 1) GPU 2[RI EAT . T GPU H iR 2 RAE R HME (Gt HE
I o BRI S A i A AR TR R A P ) B R BT

AEZMREDRETEFMHRE

TE 2 B P BB AR B AR AR I 75 S — LE R R R

AT S 7 EAOAE RS DU o B THE AR FE AT R R B — S i o . 12
FRAGH, AKX MR XS GN “tower” s X TH—A “tower” AT FHE E R B E IR A
JE
*LE— tower FONPT A BAE R E — DME— IR tf.name_scope ()BT IT—ANVE H
AR HZME— K. Eoln, 25— tower BT AR ER 2 B2l — AN T & tower\ e,
7~fil: tower\_@/convl/Conv2D;


https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/framework.md#name_scope
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o £ tower FISITHERAE RIS AE X & o tf.device() RMNZE R . thin, 7858
—A tower H I FT A BEE AL T device(\textquotesingle{/gpu:0") JEEF, BEEH
R IR BB NAZIB T SE — B GPU I

N TEZA GPU L= &, fra AR & A8 e CPU L, Hilidtf. get_variable
OVilal. 7] L7 Sharing VariablesPA T ff unfa] 3t = AR &,

BEHEZA GPU LiIZER

I RARKINLE b 255 2B GPU,  /RT] LLE L A cifar1e\_multi\_gpu\_train.py
FIASRIAEAE Y I S o AZINAZ I ZRAA R — D2, 24 GPU LA IFAT I

{python cifarle_multi_gpu_train.py ——num_gpus=2 J

IR 1) B 1 400N s «

Filling queue with 20000 CIFAR images before starting to train. This
will take a few minutes.
2015-11-04 11:45:45.927302: step 0, loss = 4.68 (2.0 examples/sec;
64.221 sec/batch)
2015-11-04 11:45:49.133065: step 10, loss = 4.66 (533.8 examples/sec;
0.240 sec/batch)
4 2015-11-04 11:45:51.397710: step 20, loss = 4.64 (597.4 examples/sec;
0.214 sec/batch)
2015-11-04 11:45:54.446850: step 30, loss = 4.62 (391.0 examples/sec;
0.327 sec/batch)
2015-11-04 11:45:57.152676: step 40, loss = 4.61 (430.2 examples/sec;
0.298 sec/batch)
2015-11-04 11:46:00.437717: step 50, loss = 4.59 (406.4 examples/sec;
0.315 sec/batch)

[

N

w

v

)}

~

i B R AR BN GPU i HIH0E 1, Ak, dnRIRKINLE: LR —4 GPU, B4
FrA THEH A 2 fE—4 GPU _bigfT, BMEIRA e &2 N A,

25>]: cifar1e\_train.py LA E K /NBRIAIC B /2 128. 223A7E 2 )~ GPU
FiZ4Tcifar10\_multi\_gpu\_train.pyBIA, JF H & EfHLAL B /NN 64, SR )G
A% 2 Ao BN SRk

247 T—%

WERARCLTERK T CIFAR-10 R . QR T AR ZR H 2L BB 70 2K R GUK
PR, BATEREIRE R TR 70 3, IFE SO 1 P 7 DU S o A
BB RRG

% 3] N #Street View House Numbers (SVHN) $U#E4E . #&—1 CIFAR-10 #
FEMI4 57, s NEE B 4 i SVHN o 2238 502 ) 28 455 A4) DA i T 14 e

JR3C: Convolutional Neural Networks &% : oskycar B%}: KK4SBB


https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/framework.md#device
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/state_ops.md#get_variable
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/api_docs/python/state_ops.md#get_variable
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/how_tos/variables/index.md
http://ufldl.stanford.edu/housenumbers/
http://tensorflow.org/tutorials/deep_cnn/index.md
https://github.com/oskycar
https://github.com/zhyhooo
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2.5 Vector Representations of Words

In this tutorial we look at the word2vec model by Mikolov et al. This model is used for
learning vector representations of words, called "word embeddings".

FEARZAE AN IKFE — T Mikolovet al 2 2| 1) word2vec B . A2 H 142 21 3¢
FHAEX R, #ZN"wordembedding".

251 =5

ARHFE B E B B I 1E TensorfLow H 4% word2vec BV AR, A 77
o FRATMIRATT A ] 75 B F 1) R s SO TP 4R

o BADEE BB FEBET JEHIAT, DURERMATIIZRE G — 257
JHEVEALD -

o [RIBFFRATTHJE 7R T TensorFlow X 145 A fr) a7 5. 55 H o
o i, BATEIRTAEG XA ] BARCA AR T R IR 4

AT A R B HEBE 0 e i Bt s R AR, (HR I RARE A E B, 7T A
tensorflow/g3doc/tutorials/word2vec/word2vec_basic.py £ & 2l — AN 5 ff] B A SE . XA
BB TS AR A T LSS T 38— 2588l Ll g o R . — BRI 4
SEAEEAR T XA EBIRA, /RA] LA tensorflow/models/embedding/word2vec.py, iX
Heft 7 — B IR S, RN IR T TensorFlow ) — S8 EEBER FRFIE,  ELantn
] B8 e A5 A P R AR MR I N SCA R, BB AR A e[ A U b i B A A 55

HEE ., AR E — T AT 2 %% ) word embeddings. 1R A/RX} word em-
beddings RN EFECAE RN LK T, WA RGBS AT NE, BEHIRNET+—LR)E
TEIE

2.5.2 Tl AT AFESF S Word Embeddings?

PR B AR GE AL B ) A PR AR BT AT B A B AR i P (R B R
FILE LR R AL, e mERFEE . MR EEEE. X TR EEE & R)X
—RIES, FATHr 25 B S A7 e IR aa AE o CR AR NSRS B it 1
JRAEEE AT H W YA BGE R . AR5, BRE S P RG0S H AR AT NS
B — 55, 40" cat” — 1A B A] R /R N1ds37 , 1M "dog" — 1A B Al /R H1d143, XL
FE SR IO, VRS EAS RIR 2 18] ) BEAF AE I RIS 2 o HAJTlhid, EALHER
T"dogs" — i (15 B, BIALK AR C AR T cats” BIEE (Fl4n, EAI#ZE
Yo, AVUZME, RN EWAES) . AL, BRI RIE Y IR AL B BT 5ok — b
FEAAER G, AEBAVENGRG AR RN ASAS TR 2 R . 1175 1 A B R sk
SO R 3


http://papers.nips.cc/paper/5021-distributed-representations-of-words-and-phrases-and-their-compositionality.pdf
http://papers.nips.cc/paper/5021-distributed-representations-of-words-and-phrases-and-their-compositionality.pdf
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/tutorials/word2vec/word2vec_basic.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/embedding/word2vec.py
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AUDIO IMAGES TEXT
| o ‘.“ s ‘
‘,f % 1
I i 3
l N X ‘ [o]o]oJo2[oor[0]0 0 =]
: . Word, context, or
Audio Spectrogram Image pixels document vectors
DENSE DENSE SPARSE

K& 2.11:

) B [ R (VSMs) R IRIE R R (B T — MBS mE 2 A, 15 SRR
VAR Bl St D A 0 R KR A ) B (B AE HARTE AR BRI K EFEEN
PisE, ANk JUF A R X — R ) T iR R Ao T 7 A U v, oz o AR v HIL T |
N SO S R R AR TR S SR R SRR B LIS A
FHARE T & A, WEEE N, IR 7k dn, AR E S ),

A eI X AR N S H AN R Baroni etal., AN @M S 2 T IHEUN
D7 RS HARUT R JCAE — AN R AN R i SR [F B A S o e it &, R
JE R IX e 2 T B R B — NN H AR A e TR g v T P A A RV Y AR
IR HE AT B, AE b AR R H B2 2 2N HIR S 2@ = .

Word2vec /& — M Al DUEAT 5 80 3R R 27 2] B TS AL o LR AR AR 53 ) - 4L
AR (CBOW) % Skip-Gram #8 . MEVEM R, XM AR AL, HXH8
CBOW R4 ¥R 1] I F 3Cia)JC ("the cat sits on the") SR H ARial/C (B0, "mat"), T
Skip-Gram R HGEAR S, @S H AR TR TR . Skip-Gram #2284 R HL CBOW
YRR ZHLAET: CBOW Bk TR 2 7041 U5 BEAT 1 FIF AL 2 (5] g — %
BETNXEEMAN— MRS RN, S T/AREEHEE, XMt q
WEI . B2, Skip-Gram fALK A “ bR 3--- HFRAL” BH G — S H M
SLE, XPMMGEAE RBYER R TR S A 3. AREFER T #0144 H b Skip-Gram 15

jﬁ_l!o

2.5.3 AIBIEESTELIIZR

P28 ML A S AR 58 A LR (ML) AT 2, He P B softmaxfunction
K A B PR RT— N 1] b (83K "history”), 5 — M ERRIIER w, (fX3R "target”),

P(w¢lh) = softmax(score(wy, h)) 2.7
exp{score(w;, h)}

Y Wordw'inVocab €Xpiscore(w’, h)}

M score(w;, h) 1H8E T X% w, M E XX h BN GEEMEHBERD . RAOEH

(2.8)


https://en.wikipedia.org/wiki/Vector_space_model
https://en.wikipedia.org/wiki/Distributional_semantics#Distributional_Hypothesis
https://en.wikipedia.org/wiki/Latent_semantic_analysis
http://www.scholarpedia.org/article/Neural_net_language_models
http://clic.cimec.unitn.it/marco/publications/acl2014/baroni-etal-countpredict-acl2014.pdf
https://en.wikipedia.org/wiki/Maximum_likelihood
https://en.wikipedia.org/wiki/Softmax_function

It
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X HAASR R BRI SR ZRB ) e K EL, L i

Jmr =log P(w;lh) (2.9)
= score(wy, h) —log( > exp{score(w', h)}) (2.10)

Wordw'inVocab
LRI T — MR P BB A8 B ke ARSIy i SR
TFAARHR, BB 7 5 b BB IE MM 24 LR SCREE R b A HA v il !
MMER1G T, EH—FI%GERF.

v
Noise classifier @ vs @ @ @ S @

Hidden layer
> g(embeddings)
Projection layer the cat sits on thelmat
P 2.12:

MF— AN BRI, 2414 word2vec BERYRT, FRATTFFANTE XS WE R AR o 1 Fr
FROEREAT %% 2] o T CBOW AU AN Skip-Gram &Ly [ S X A Ol & 4E, M —1 =7
e GEARENA) ER—A FF SR M k BEMIR (4 75) B3 X 45 20 IE (9 H bR
Wt | ATF VR R— N CBOW KR, %1 Skip-Gram A5 7Y H 55 {7 B - (5O 5 1)1
YERITT,

B B SR, FATTH H AR X AR A A

Horp @o(D =1]w;h) LR R B EAE AT BT 3Ch, AR IR E
50, bR w OB AR MR ZESCER R, FRAT E A
A3 HR 2 O SO RIRTF AT A AR Ca T S RIS T D .

2 LS H b ] 4 00 O B0 B R, (RN N A L] O MERRARAIRINT,  H B pR R
Wk IE B KA 1o MECRIZ TR YL, X M7 ik A hles, i BLAE X A0 2% R 4
FERC R ARG B Re s XA BRI AR A LT softmax BREUH BB . IXAETHEL
RS ERRKIIS, BT EXAUR R, R a A TPRE H R kA =k 5
48], MR A M EANERE Ve IXAER ISR IR . AT BT T Snoise-
contrastiveestimation(NCE) /M A HEH ALY 7778, X 7E TensorFlow H O 4834 | —A>
?E@iﬁ%lﬁ@l&ﬁltf.nn.nce_loss()o


https://en.wikipedia.org/wiki/Monte_Carlo_integration
http://papers.nips.cc/paper/5021-distributed-representations-of-words-and-phrases-and-their-compositionality.pdf
http://papers.nips.cc/paper/5165-learning-word-embeddings-efficiently-with-noise-contrastive-estimation.pdf
http://papers.nips.cc/paper/5165-learning-word-embeddings-efficiently-with-noise-contrastive-estimation.pdf
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4
Softmax classifier @@ @ @ N
2
Q
=2
(]
Q
=3
<
Hidden layer 5
Q.
=
> g(embeddings
Projection layer the cat sits on thelmat
\ )
T —
context/history h target w,
K 2.13:

Jnee =log Qy(D = 1|wy, k) + kﬁj E  [logQg(D = 0|, h)]

~ Py nojse

2.14:
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TRRATTHE S B PR B AR 23 B WIS A 1 !

2.5.4 Skip-gram {21!

NHRE — N

TATE SRt — 2L i) DU A e AT R SO R L — N R AR . FRATT AT DA RME T A
P EUE BT, il X AT R AR U A EE S (TR SR Y
77 AR EE Y H H bR 518 0] LR — R IX R SCHR Levy et al.,  FRan v B br 518 72 1 1 A 24
YA “ BT, BEE DLEAR R NS, 5. BLETRA T B AR 1) A A
B E— ERSG AN IE D, XERARXAE - H (FTx, B
98) HRHE e

([the, brown], quick), ([gquick, fox], brown), ([brown, Jjumped],
fox), ...

I SCHEH Skip-Gram A2 ALEH H bR BLIR A1 R SCHEIE Sk, B ATER AN i, %%
M, 2 H quick’ KT ‘the” AT ‘brown’ , H ‘brown’ Tl ‘quick’ 1 ‘brown’ » K1t
ARSI S (A, W) 4R

(quick, the), (quick, brown), (brown, quick), (brown, fox), ...

b bR ESCE R X BN SR SR LI, AR AR R R — A (B A
batch_size {R/PDHIFEARELE, HHEIEXEN 16 <= batch_size <= 512) fE[H—H
(AT RE A B3 E s BRZONBENLER S R (SGD)o FRATTRE — F IR FE & — 2B [k
7.

B ¢ 2oRm B FH quick RIN the FINZRET A NMEIR . H num_noise
SE NI P oA Bkt ORI A CRE ) Bl N, @ W — oA, P(w)s
N TR, FRATE num_noise=1, H sheep &/EMeAE. #: FRutnl LAiHE
B — X M EEAB AR P AE R R T B — AT R BRI AT R

JI.E%G = log Qy(D = 1|the, quick) + log(Qy(D = 0|sheep, quick)).

K] 2.15:

BT AR B AR E B 28 O GmIT B bR G AN AT b

BT NI I %JNEG
= i BRI B KA N R AT T B SRR B B IRE S LY SR, Lh i,
(S 4F TensorFlow 5 %% | T H pR H0nT DA B Y o X T RS EE, bR T IR
HROAR W SR S, 0 R AR B R s A A W S Sh RS FRE R B e, BRI AT BAE
LS BRI R S LR AR 07 A3 X 0 T o

PATAT DAL ST () WS B 2 4 rp DUERATIEE, HA A B AR BLS% -SNE


https://levyomer.files.wordpress.com/2014/04/dependency-based-word-embeddings-acl-2014.pdf
https://en.wikipedia.org/wiki/Stochastic_gradient_descent
http://lvdmaaten.github.io/tsne/
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PR o HIRATH PTG 77 sOR LS IX £ ) B, A0 AT DAAR B 2 A B B3] 2 (8] 9 S
FREMKR, XLhr ERAEFEAHN . ARATE —RORIX PSS ES E T, ER
TR E KR, XAAEFEABY, WSCFEF male-female, gender T2 20
country-capital W55 Z, W0F 77 K EI AR (AT BLZ2% Mikolov et al., 201318 3CH 5] ) o

XWARERE T AT 24X e R AEAE G 1) NLP [ @l nf R R A, e e X —
AMEYFREHT MRS, B — AT 4R EE W R X AMF Collobert et al. B
2 Turian et al.) .

AL BUAELEFRATT B A IR S ) P e

2.5.5 EvEFR

RHEPAHZARE, WAFRE L MRESHOELE . BATHIME—FBEHUERPI4A
XA KR

[ embeddings = tf.Variable(tf.random,ni for m([vocabular ysize,embeddingsize],—1.0,1.0))

SXof gt 7 - S R S T B P — AN B R AR A . S, FRATT TR X E R E R
FEAS LR E X ME MR ZE . (AR i R E S22 SR N EH). &
XAnF.

[Inceyeights=tf.Variable(tf.truncated,ormal([vocabularysize,embedding;izel,stddev=1.0/r

AT TiX S J5, 8T LAE X Skip-Gram 574 T o i g W, kAT C 240
TR A () SC R T IR RN B R AR R — AN B i|] (AT 15 & E tensorflow/g3doc/ tutorials/word2vec/y
Skip-Gram BERUE AN o — ANt — 4 BRI B R SCRAR], S — AN H bR A
SRIXLCI NN HALRFT AL, R AT AN T .

(| 5N S ALAF train nputs=tf.placeholder(tf.int32, shape=[batchsizel)train;abels=tf.place

SR 5 AT 75 N b i FLR] S R B ) &, TensorFlow 2 it 1 77 (1) T A pR
[l embed = tf.nn.embedding;0o0kup(embeddings, train;nputs)
T, WAEIRATE TR BRI E R R, BT R 8 R A - E I 2577 X
SR H A5 H17] o
(1 TF5 NCE #2Kk BR 5, BRIRAE F AR ZE HIFE AR loss = tf.reduce,,ean(t f.nn.ncejoss(ncey,eights, nceyi

FRATTR 451 2K R B S 1 BRI i, SR AT 5 v B5R N Aef M B S R 1 o
P a5 R X B FRATT A FH BE AL B T B2, TensorFlow 0 L& B4 47 7 iZid #2 .
[ fd ] SGD $%1ill #%. optimizer = tf.train.GradientDescentOptimizer(learning, ate=1.0).minimize(loss)


http://lvdmaaten.github.io/tsne/
http://lvdmaaten.github.io/tsne/
http://www.aclweb.org/anthology/N13-1090
http://arxiv.org/pdf/1103.0398v1.pdf
http://www.aclweb.org/anthology/P10-1040
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/tutorials/word2vec/word2vec_basic.py
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2.5.6 JI&IEE

IR R E R, REEEARRET feed_dict AW SAFFIETEEIE, [H
B session. runBnf,

[l forinputs, labels in generatepatch(...) : feedgict={training;nputs:inputs,training;abels:labels} ci

SERHFF AT % tensorflow/g3doc/tutorials/word2vec/word2vec_basic.py.

2.5.7 WREFIERATML

i t-SNE KRG — T HRE S ) S8 45 3L

Et voila! 5 TR —FE, AHRAR) 1 3 SR RAE — k. XT word2vec B2 51 45 i (1) S B
5 B H 3] TensorFlow — S8 5 = 2% i ReME,  BARIE SZIL ] LS 2% tensorflow/models/em-
bedding/word2vec.py.

2.5.8 WHREZFIHITE: KELHEIE

R EAE NLP (P i) ot Ak A BAE R T 2 e R — M A 2 R
& ] LURS A [X 73 1] M B X B 7 44 1] BB, e T 1 1) R A B A B B ) TR
WA . 8 CRARMBE ST, HUMEEMIIEN king is to queen as father is
to ? XFERIM AR, XA TVEIM R e 432, WS F Mikolov and colleagues, (AT
Fhk N: https:/ /word2vec.googlecode.com/svn/trunk/questions-words.txt.

To see how we do this evaluation QA AT IXFE KPP, BT AFE build_eval_graph ()
Feval () XA BREAE N HIVERS H (1) 18 A tensorflow/models/embedding/word2vec.py.

S HUA I B0 % ) R R R HERA M BRI o o AR EERON BRI ()R, 7
A —ANBERBIINGEARE,  [FAT4H R 5 2 300 0 £ 9 ELAS A8 — YR R ) — £
i1 AL L ) @ A T AR RE

2.5.9 fRILEI

DL b 545 7 Fé 7 T TensorFlow B R iEME. Lhlniid, FRATH DUREFA 1S H LK
i) tf.nn.sampled_softmax_loss () RAAEE tf.nn.nce_loss () ¥ HFIREH
o SRR 40 2Kk R BUEEOET 3, /R AT LU TensorFlow T-3h 9 5 87 (1) H A b5 £
PZRE, ARG BRI PAT IR . XM RN EAARIE, SIRAIRE — LA
SIAEAYIE,  FRATTAT DR PRt il Py X 2o, Morpde H dse e o

—HARE T —/MEE BRI A, BV BT DA SIS A7 B s R (FE B[R]
W7 o 2 ER D . Eeanl, EARERE TP R T AR, SERRIBAT I BEE AN
RFA ML Python KL BUFIEAER HE, 1MIX LL7E TensorFlow J5 & R f5 PUATIEH by L
VE o Gn SRAR R IR HR RS TR A i N B0 S A7 7™ E R0, R AT AR B S SE B 7] 7
AT — N s ds, 278 WA % 0o XT Skip-Gram #5241, FATC & 58/ 1 W
T iXAMF|F tensorflow/models/embedding/word2vec.py.


tensorflow-zh/SOURCE/api_docs/python/client.md#Session.run
./word2vec_basic.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/embedding/word2vec.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/embedding/word2vec.py
http://msr-waypoint.com/en-us/um/people/gzweig/Pubs/NAACL2013Regularities.pdf
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/embedding/word2vec.py
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2.7 Sequence-to-Sequence Models

Recurrent neural networks can learn to model language, as already discussed in the
RNN Tutorial (if you did not read it, please go through it before proceeding with this one).
This raises an interesting question: could we condition the generated words on some in-
put and generate a meaningful response? For example, could we train a neural network to
translate from English to French? It turns out that the answer is yes.

This tutorial will show you how to build and train such a system end-to-end. You can

start by running this binary.

bazel run -c opt <...>/models/rnn/translate/translate.py

—-—data_dir [your_data_directory]

It will download English-to-French translation data from the WMT’15 Website prepare
it for training and train. It takes about 20GB of disk space, and a while to download and
prepare (see later for details), so you can start and leave it running while reading this tutorial.

This tutorial references the following files from models/rnn.

What's
in
[c]@ll@ File it? seqgZkibrgrpanNéurakdcHélpeeddBibdsa?byanpyate.py
for trans- func- that
build- la- tions trains
ing tion for and

sequence-sequence-prepar- runs

to- to- ing the

sequence sequence trans-  trans-

mod- model. la- la-

els. tion tion
data. model.

2.7.1 Sequence-to-Sequence Basics

A basic sequence-to-sequence model, as introduced in Cho et al., 2014, consists of two
recurrent neural networks (RNNs): an encoder that processes the input and a decoder that
generates the output. This basic architecture is depicted below.

Each box in the picture above represents a cell of the RNN, most commonly a GRU cell
or an LSTM cell (see the RNN Tutorial for an explanation of those). Encoder and decoder
can share weights or, as is more common, use a different set of parameters. Mutli-layer
cells have been successfully used in sequence-to-sequence models too, e.g. for translation
Sutskever et al., 2014.


tensorflow-zh/SOURCE/tutorials/recurrent/index.md
http://www.statmt.org/wmt15/translation-task.html
http://arxiv.org/pdf/1406.1078v3.pdf
tensorflow-zh/SOURCE/tutorials/recurrent/index.md
http://arxiv.org/abs/1409.3215
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In the basic model depicted above, every input has to be encoded into a fixed-size state
vector, as that is the only thing passed to the decoder. To allow the decoder more direct
access to the input, an attention mechanism was introduced in Bahdanu et al., 2014. We
will not go into the details of the attention mechanism (see the paper), suffice it to say that
it allows the decoder to peek into the input at every decoding step. A multi-layer sequence-
to-sequence network with LSTM cells and attention mechanism in the decoder looks like

this.

2.7.2 TensorFlow seq2seq Library

As you can see above, there are many different sequence-to-sequence models. Each of
these models can use different RNN cells, but all of them accept encoder inputs and decoder
inputs. This motivates the interfaces in the TensorFlow seq2seq library (models/rnn/seg2seq.py).
The basic RNN encoder-decoder sequence-to-sequence model works as follows.

[l outputs, states = basic, nnseq2seq(encoder;nputs,decoderinputs,cell)

In the above call, encoder_inputs are alist of tensors representing inputs to the en-
coder, i.e., corresponding to the letters A, B, Cin the first picture above. Similarly, decoder_inputs
are tensors representing inputs to the decoder, GO, W, X, Y, Z on the first picture.

The cell argument is an instance of themodels.rnn.rnn_cell.RNNCell class
that determines which cell will be used inside the model. You can use an existing cell, such
as GRUCell or LSTMCell, or you can write your own. Moreover, rnn_cell provides
wrappers to construct multi-layer cells, add dropout to cell inputs or outputs, or to do other
transformations, see the RNN Tutorial for examples.

The call to basic_rnn_seg2seq returns two arguments: outputs and states.
Both of them are lists of tensors of the same length as decoder_inputs. Naturally, out put s
correspond to the outputs of the decoder in each time-step, in the first picture above that
would be W, X, Y, Z, EOS. The returned states represent the internal state of the decoder
at every time-step.

In many applications of sequence-to-sequence models, the output of the decoder at
time t is fed back and becomes the input of the decoder at time t+1. At test time, when
decoding a sequence, this is how the sequence is constructed. During training, on the other
hand, itis common to provide the correct input to the decoder at every time-step, even if the
decoder made a mistake before. Functions in seg2seq. py support both modes using the
feed_previous argument. For example, let’s analyze the following use of an embedding
RNN model.

[l outputs, states = embedding, nnseq2seq(encoder;nputs,decoder;nputs,cell,numencodersymbols, ni

In the embedding_rnn_seg2seq model, all inputs (both encoder_inputs and

decoder_inputs) are integer-tensors that represent discrete values. They will be embed-


http://arxiv.org/abs/1409.0473
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ded into a dense representation (see the Vectors Representations Tutorial for more details on
embeddings), but to construct these embeddings we need to specify the maximum number
of discrete symbols that will appear: num_encoder_symbols on the encoder side, and
num_decoder_symbols on the decoder side.

In the above invocation, we set feed_previous to False. This means that the de-
coder will use decoder_inputs tensors as provided. If we set feed_previous to True,
the decoder would only use the first element of decoder_inputs. All other tensors from
this list would be ignored, and instead the previous output of the encoder would be used.
This is used for decoding translations in our translation model, but it can also be used dur-
ing training, to make the model more robust to its own mistakes, similar to Bengio et al.,
2015.

One more important argument used above is output_projection. If not specified,
the outputs of the embedding model will be tensors of shape batch-size by num_decoder_symbols
as they represent the logits for each generated symbol. When training models with large out-
put vocabularies, i.e., when num_decoder_symbols is large, it is not practical to store
these large tensors. Instead, it is better to return smaller output tensors, which will later be
projected onto a large output tensor using output_projection. This allows to use our
seg2seq models with a sampled softmax loss, as described in Jean et. al., 2015.

In addition to basic_rnn_seg2seqand embedding_rnn_seg2seq there are a
few more sequence-to-sequence models in seg2seq. py, take a look there. They all have
similar interfaces, so we will not describe them in detail. We will use embedding_attention_seg2seq

for our translation model below.

2.7.3 Neural Translation Model

While the core of the sequence-to-sequence model is constructed by the functions in
models/rnn/seg2seq.py, there are still a few tricks that are worth mentioning that are

used in our translation model inmodels/rnn/translate/seg2seq _model.py.

Sampled softmax and output projection

For one, as already mentioned above, we want to use sampled softmax to handle large

output vocabulary. To decode from it, we need to keep track of the output projection. Both

the sampled softmax loss and the output projections are constructed by the following code

in seg2seqg_model.py.
[lifnumsamples>0andnumsamples<self.target,ocabsize:w=tf.get,ariable("proj,",[size,self

defsampled;oss(inputs,labels) : labels=tf.reshape(labels,[-1,1))returntf.nn.sampled;oftmax;

First, note that we only construct a sampled softmax if the number of samples (512 by


tensorflow-zh/SOURCE/tutorials/word2vec/index.md
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default) is smaller that the target vocabulary size. For vocabularies smaller than 512 it might
be a better idea to just use a standard softmax loss.

Then, as you can see, we construct an output projection. It is a pair, consisting of a
weight matrix and a bias vector. If used, the rnn cell will return vectors of shape batch-size by
size, rather than batch-sizeby target_vocab_size. Torecover logits, we need to mul-
tiply by the weight matrix and add the biases, as is doneinlines 124-126 in segq2seq_model . py.

[lifoutput,rojectionisnotNone:sel f.outputs|bl=[tf.matmul(output,output,rojection[0))+outpu

Bucketing and padding

In addition to sampled softmax, our translation model also makes use of bucketing,
which is a method to efficiently handle sentences of different lengths. Let us first clarify
the problem. When translating English to French, we will have English sentences of dif-
ferent lengths L1 on input, and French sentences of different lengths L2 on output. Since
the English sentence is passed as encoder_inputs, and the French sentence comes as
decoder_inputs (prefixed by a GO symbol), we should in principle create a seq2seq
model for every pair (L1, L2+1) of lengths of an English and French sentence. This would re-
sultin an enormous graph consisting of many very similar subgraphs. On the other hand, we
could just pad every sentence with a special PAD symbol. Then we'd need only one seq2seq
model, for the padded lengths. But on shorter sentence our model would be inefficient,
encoding and decoding many PAD symbols that are useless.

As a compromise between contructing a graph for every pair of lengths and padding
to a single length, we use a number of buckets and pad each sentence to the length of the
bucket above it. In translate . py we use the following default buckets.

[l buckets = [(5, 10), (10, 15), (20, 25), (40, 50)]

This means that if the input is an English sentence with 3 tokens, and the correspond-
ing output is a French sentence with 6 tokens, then they will be put in the first bucket and
padded to length 5 for encoder inputs, and length 10 for decoder inputs. If we have an En-
glish sentence with 8 tokens and the corresponding French sentence has 18 tokens, then
they will not fit into the (10, 15) bucket, and so the (20, 25) bucket will be used, i.e. the En-
glish sentence will be padded to 20, and the French one to 25.

Remember that when constructing decoder inputs we prepend the special GO symbol
to the input data. This is done in the get_batch () function in seq2seq_model.py,
which also reverses the input English sentence. Reversing the inputs was shown to improve
results for the neural translation model in Sutskever et al., 2014. To put it all together, imag-
ine we have the sentence “I go.”, tokenized as ["I", "go", "."] asinputand the sen-
tence “Je vais.” as output, tokenized ["Je", "vais", "."]. It will be putin the (5,

10) bucket, with encoder inputs representing [PAD PAD "." "go" "I"] and decoder


http://arxiv.org/abs/1409.3215
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inputs [GO "Je" "vais" "." EOS PAD PAD PAD PAD PAD].

2.7.4 Let’s RunIt

To train the model described above, we need to a large English-French corpus. We will
use the 10°9-French-English corpus from the WMT’15 Website for training, and the 2013
news test from the same site as development set. Both data-sets will be downloaded to

data_dir and training will start, saving checkpointsin t rain_dir, when this command

is run.

bazel run -c opt <...>/models/rnn/translate:translate
——data_dir [your_data_directory] —--train_dir [checkpoints_directory]
——en_vocab_size=40000 ——fr_vocab_size=40000

It takes about 18GB of disk space and several hours to prepare the training corpus. It
is unpacked, vocabulary files are created in data_dir, and then the corpus is tokenized
and converted to integer ids. Note the parameters that determine vocabulary sizes. In the
example above, all words outside the 40K most common ones will be converted to an UNK
token representing unknown words. So if you change vocabulary size, the binary will re-map
the corpus to token-ids again.

After the data is prepared, training starts. Default parametersin t ranslate are set to
quite large values. Large models trained over a long time give good results, but it might take
too long or use too much memory for your GPU. You can request to train a smaller model as

in the following example.

bazel run —-c opt <...>/models/rnn/translate:translate
—-—data_dir [your_data_directory] —--train_dir [checkpoints_directory]
—-—-size=256 —--num_layers=2 —--steps_per_checkpoint=50

The above command will train a model with 2 layers (the default is 3), each layer with
256 units (default is 1024), and will save a checkpoint every 50 steps (the default is 200). You
can play with these parameters to find out how large a model can be to fit into the memory
of your GPU.

During training, every st eps_per_checkpoint steps the binary will print out statis-
tics from recent steps. With the default parameters (3 layers of size 1024), first messages look
like this.

global step 200 learning rate 0.5000 step-time 1.39 perplexity 1720.

eval: bucket 0 perplexity 184.97
eval: bucket 1 perplexity 248.81
eval: bucket 2 perplexity 341.64

62


http://www.statmt.org/wmt15/translation-task.html
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eval: bucket 3 perplexity 469.04
global step 400 learning rate 0.5000 step-time 1.38 perplexity 379.89
eval: bucket 0 perplexity 151.32
eval: bucket 1 perplexity 190.36
eval: bucket 2 perplexity 227.46
eval: bucket 3 perplexity 238.66

You can see that each step takes just under 1.4 seconds, the perplexity on the train-
ing set and the perplexities on the development set for each bucket. After about 30K steps,
we see perplexities on short sentences (bucket 0 and 1) going into single digits. Since the
training corpus contains ~22M sentences, one epoch (going through the training data once)
takes about 340K steps with batch-size of 64. At this point the model can be used for trans-

lating English sentences to French using the ——decode option.

bazel run -c opt <...>/models/rnn/translate:translate —--decode

—-—data_dir [your_data_directory] —--train_dir [checkpoints_directory]

Reading model parameters from /tmp/translate.ckpt-340000
> Who is the president of the United States?

Qui est le président des Etats-Unis ?

2.7.5 What Next?

The example above shows how you can build your own English-to-French translator,
end-to-end. Run it and see how the model performs for yourself. While it has reasonable
quality, the default parameters will not give you the best translation model. Here are a few
things you can improve.

First of all, we use a very promitive tokenizer, the basic_tokenizer function in
data_utils. A better tokenizer can be found on the WMT’15 Website. Using that tok-
enizer, and a larger vocabulary, should improve your translations.

Also, the default parameters of the translation model are not tuned. You can try chang-
ing the learning rate, decay, or initializing the weights of your model in a different way. You
can also change the default GradientDescentOptimizerin seg2seq _model.py to
a more advanced one, such as AdagradOptimizer. Try these things and see how they
improve your results!

Finally, the model presented above can be used for any sequence-to-sequence task,
not only for translation. Even if you want to transform a sequence to a tree, for example to
generate a parsing tree, the same model as above can give state-of-the-art results, as demon-
strated in Vinyals & Kaiser et al., 2015. So you can not only build your own translator, you

can also build a parser, a chat-bot, or any program that comes to your mind. Experiment!
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[ F ANBHL7 B 75 221 & import tensorflow as tf import numpy as np

SN HAL 7 & import PIL.Image from cStringIO import StringIO from IPython.display
import clear,utput,Image,display

SRIG, FANTE T —A TR it 2R RS Y R 2

[] def DisplayArray(a, fmt="jpeg’, rng=[0,1]): """Display an array as a picture.

nmn

a=(a-
rng[0])/float(rng[1] - rng[0])*255 a = np.uint8(np.clip(a, 0, 255)) f= StringlO() PIL.Image.fromarray(a).save(f,
fmt) display(Image(data=f.getvalue()))

wia, NI EER, XEENIFTEEHF—A TensorFlow 1172 H.231% (interactive
session). RNy T LU RETTMER T, FRATAT DAEAH AU S 2] — AN AT LASAT ) Python
A

[] sess = tf.InteractiveSession()

2.8.2 EMIHEERH

[l defmakerernel(a):"""Transforma2Darrayintoaconvolutionkernel"""a=np.asarray(a)a=a.r

nmn

defsimpleconv(x, k) :"""Asimplified2Dconvolutionoperation"""x=tf.expandgims(tf.expand,i

deflaplace(x): """Compute the 2D laplacian of an array""" laplacey=makeyernel([[0.5,1.0,0.5],[1.0,—6.,1.(

2.8.3 EXRHDHZ

T 2, BATTTE ZANE— AN 8K 500 G 500 (1 1E 7 0 GE, G2 A TTEIL S 4k 2]
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[N =500
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[] Initial Conditions — some rain drops hit a pond

Set everything to zerou;nit=np.zeros(IN, N],dtype="float32")ut;nit=np.zeros(IN,N],dtype="flo
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Some rain drops hit a pond at random points for n in range(40): a,b =np.random.randint(0,
N, 2) u;nitla, bl=np.random.uni for m()

DisplayArray(u;nit,rng=[-0.1,0.1])

K] 2.18: jpeg

BUAE, AEIRATRAR %M T R — S S 2.

[] Parameters: eps-timeresolution damping-—wave damping eps = tf.placeholder(tf.float32,
shape=()) damping = tf.placeholder(tf.float32, shape=())

Create variables for simulation state U = tf.Variable(u;nit)Ut=tf.Variable(ut;nit)

Discretized PDE updaterules U=U+eps+UtUt=Ut+epsx*(laplace(U)—damping+UTt)

Operation to update the state step = tf.group( U.assign(U), Ut.assign(Ut))

2.8.4 FIRIFE
N T REETED BERUR, AT LA — AR 51 for IR KAmAT ERATHIMG AR

[l Initialize state to initial conditions tf.initialize,ll,ariables().r un()
Run 1000 steps of PDE for i in range(1000): Step simulation step.run({eps: 0.03, damp-
ing: 0.04}) Visualize every 50 stepsificlear,utput()DisplayArray(U.eval(),rng=[—-0.1,0.1])

2.19: jpeg
B OWAVELEE D, AL SRR AR T

JR X HEHehttp: //tensorflow.org/tutorials/pdes/index.md &
Pf:[@wangaicc] (https://github.com/wangaicc) %} :[@tensorfly] (https://github.com/tensorfly)
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MNIST f& FEAL AR 55 > g (10— A2 i frl i, 3% ) A R ) A2 9T 28x28 1R R 1K
FEF S Hr B R RAO R Ry, ey v LA 0 21 9.

P 2.20: MNIST Digits
B Z V¥, 1§23 Yann LeCun’s MNIST page B Chris Olah’s visualizations of MNIST.

T
Yann LeCun’s MNIST page W24t 1 Il 2R 85 MR ER B0 1) S %o


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/tutorials/mnist/
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/tutorials/mnist/input_data.py
http://yann.lecun.com/exdb/mnist/
http://colah.github.io/posts/2014-10-Visualizing-MNIST/
http://yann.lecun.com/exdb/mnist/
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X W
celle f % traillinageillidkerlbyigesiibskatighytirlgubyte.gz
g g 150 150

F- Fr Jr- A
55000 X 10000 X
(IS B GIS JV;
| i} A i}
% # a3 £
K] &2 &2
H, bR N
5000 2 %
5K
ik
K]
Fr

1E input_data.py X, maybe_download () BREA] DLAR{RIX L) 25088 T
BENA ST e

AR I S FAE fully_connected_ feed.py AR TR B — M il AR = 48 2
PRATARRYE B CH R E BT B w4 L Y

XS B A AR B g At A7, I H R EAEH input_data.py
L extract_images () fl extract_labels () BRECRFIMEE (TIHEH A A
KU

P b 4 e e 1 2 47 tensor: [image index, pixel index] Hrpsg—
W R — B R @ R R AR A, YaEM [0, 255] ] [-0.5, 0.5]. “image
index” fREREHEEH A 195, M 0 BIE i E R _FIR{E .. “pixel index” AXK Z K H +14
R RN 0 B IR R EIRME .

B train—s JFkHSCH LS 60000 MFEAS, Hor7pElH 55000 PEAE N YIZR
£, HRI 5000 MEAE IS . KA I A Bl 5 28x28 15 2 1K 18 v i RS
784, FrLAUIZREERH tensor #530h [55000, 7847.

PR HAR R R R 1 4EH) tensor: [image index], B X T HAMFEAEIE
o ST INGRERIFRZE KL, XA AR IS 2: (550007 .

BIEENR
JRZ RS R AT T8 R AT AIRR RS R R AL AR B S0 B2


http://yann.lecun.com/exdb/mnist/train-images-idx3-ubyte.gz
http://yann.lecun.com/exdb/mnist/train-labels-idx1-ubyte.gz
http://yann.lecun.com/exdb/mnist/t10k-images-idx3-ubyte.gz
http://yann.lecun.com/exdb/mnist/t10k-labels-idx1-ubyte.gz
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2.9 MNIST %4 F #
[cl@l@ HH#i4E HIY data_sets.train 55000 4 A FiAsZs, T )Il4%.data_sets.validatior

5000 4K A FbR s, B TiERIGIE N Zr I UEi . data_sets.test 10000 41 F Al

T e & M ZRIFIHERA 1

PREE
AT read_data_sets () HMEF<IREI—4 Dataset S, Ho s T L

N,

=AEPEE. KBl DataSet.next_batch () M T3 batch_size NKRK/NH
—/NIodH, Hpas T —HE AR, 1ZcH S T 417 H TensorFlow iz 8 214

EFI o
1 imagesfeed, labelsfeedzdamset.nextbatch(FLAGS.batchsize)
JRSCHilk: MNIST Data Download %: btpeter K%} : waiwaizheng


https://github.com/tensorflow/tensorflow/blob/master/tensorflow/g3doc/tutorials/mnist/download/index.md
https://github.com/btpeter
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2Zi Overview

3.0.1 Variables: 8l}Z, #1%, R%E, MkE

TensorFlow Variables F& N 17 I & 4 tensor M2 17. XN T B TR
YN LIS (during training) G ARAFAIEE TR 240 (model parameters) [f1771%
SE T

3.0.2 TensorFlow #l#l 101

I MNIST F 5 £ 7R E N —A I+, —5—5 B d H TensorFlow FE At 2244
(infrastructure) JI1Z5x KRR (1405 SE4n 41 .
S5 U

3.0.3 TensorBoard: & > T 2RI AT 1L

XA BEAT I GRS B, TensorBoard /& —MRA H AR AL T B . MLHFE MR
TR FIZAT TensorBoard 17515, FAl 4 Z#E4E (Summary ops) 777, 80
1 B 4F (Summary ops), 7 LA H {0 HdE £ % 2] TensorBoard Fir {3 F i) S S 4F .

B HIE

3.0.4 TensorBoard: E IR #11L

IHHREAI 41 | {E TensorBoard "8 F AT AL TR 1773, B AT LA B /R 3L ok B
2 I debug.
ZEBIE

3.0.5 HIEEAN
BEHREN A T AEEHE AL N TensorSlow #2571 =Fh £ 2 [ J77%: Feeding, Reading Al

Preloading.
SR A

3.0.6 ZkFZAIPATI
LR A 44 TensorFlow Ho8 1 5845 5 3147 5550 F1IF RN 2R 00 & A A [H 4544 (con-

structs) »
BEHE YR

3.0.7 RINFEY Op

TensorFlow CL& g fit— B &7 Ki##4E O operation), RAI LAZEVRIY) graph H A8
A EAT, A EA ST E & RAE (custom op) FI4HT1 .


../how_tos/variables.md
../tutorials/mnist_tf.md
../how_tos/summaries_and_tensorboard.md
../how_tos/graph_viz.md
../how_tos/reading_data.md
../how_tos/threading_and_queues.md

105
SHRYE.

3.0.8 BENXHIE Readers

IRARA R S KRR B € XS, W RE/RIEZXT TensorFlow (1) Data Readers
BATYRE, e R DR B S R R
ZHE

3.0.9 f£F GPUs

BERERA T 2 A GPU M RIS AT B 77 1%
SR

3.0.10 FZZTE Sharing Variables

HIEZ GPU LI KUY, sl T 2% ) LSTMs B RNNs i, 7ERLAY I 4K
T FAL B XV 2 AH R AR & (Variable) HEAT 1305 & % £ U AU . Berh A8 s AE A
(Variable Scope) Ll H H fmh2 17 8 B IR AT 55 1 S2 8.

ZHEHHE.

JE3X: How-to

HHPE: Terence Cooper

BXf: lonlonago


../how_tos/adding_an_op.md
../how_tos/new_data_formats.md
../how_tos/using_gpu.md
../how_tos/variable_scope/index.md
http://tensorflow.org/how_tos/index.html
https://github.com/TerenceCooper
https://github.com/lonlonago
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3.1 T=:0E. ¥Rk, REMME

LB, AR ESRAAEFI E i 24 RS KE (Tensor) 78T WAFE 22
FEX o B E AR LTIk, BRI eI A RIS . XS &
(B P 7 2 JE AT I 250 43 B R i n 28

ASCRYHIAR LU A TensorFlow 2. sty DL R 842 0] & 58 %41 APT SCAY:

e tf.Variable 2§

e tf.train.Saver Z&

3.1.1 T=0&

A0 NRER, IR IKREE VIR E L A MG 5 %L Variable() . TensorFlow
R T — RIPRIEAPRAIG KR, W12 F EuEfEHLE .

ﬂ# Create two variables.

2 weights = tf.Variable(tf.random_normal([784, 200], stddev=0.35), name |
| = ) |
3‘biases = tf.Variable(tf.zeros([200]), name= ) ‘

V4 H tf.Variable() ¥ — %444 (Op, operation) # graph:

 —|> Variable #{F 7152 & HIMH -

o — MR op KA R B E NVIIAME. X HEL R thassign #R1F.

o WIHHEFHRAE, BlnsRg] i) biases ZF &) zeros #/E A I T graph.
tf.variableffJiR& [FI{f /& Python ffJtf.variableZ& i —/NSEH .

3.1.2 T=EEK

B PTG b R E R () L RIS AT 2 AT S WA SE R e T B0 19 D7 V2
ININ—/N 4G BT R BRI A, HAEM IR EY 2 A ey SR AT A1 .

PR AT DLARS 2 SO BRI A, VR 3

{i Ftf.initialize_all_variables () — /NMEAEXT B R MVIIGI . LG 5E M
BRI N JE PRI AT AAMRE

# Create two variables.

weights = tf.Variable(tf.random_normal([784, 200], stddev=0.35),
name=

biases = tf.Variable(tf.zeros([200]), name= )

1]

2

3]

4

5 oo
o # Add an op to initialize the variables.
7 init_op = tf.initialize_all variables()
8|

o # Later, when launching the model

with tf.Session() as sess:

111 # Run the init operation.
sess.run(init_op)

[
S}

=
N

13
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14 # Use the model \
1o e |

AR — I EEVHEIL

ﬂﬁ%?ﬁqﬂ%§§%%§§fﬁ5%**4\§5§%E@%Uﬁﬁ4tﬂﬁ%%§§ﬁﬁgggé%nﬁﬁ4toHHﬂ:tf.initialize_all_variables
ORIFFATIRIIR LA A&, P DHEA XA SRR O T /5 2/

M e EREIGH AR ER, (AL ERE N initialized_value() &,
PRA] UL EEAE SR R E v AR B T (E, S5 8 L tensor TH 55 3] — 4>
AR FH A &

1| # Create a variable with a random value.
) weights = tf.vVariable(tf.random_normal([784, 200], stddev=0.35),name=

)
# Create another variable with the same value as 'weights'.
w2 = tf.Variable(weights.initialized_value(), name= )

# Create another variable with twice the value of ‘'weights'
w_twice = tf.Variable(weights.initialized_value() * ©.2, name=

)

a_u b w

BEXEl
tf.initialize_all_variables() bR AU{HSEHL I — 4 op RV I P22 &

PR ] PAZE B AR N—H A EFHATHIA . 11515 W Variables Documentation, U455 2
AR B

3.1.3 {REFEMMNE

e 67 B PR AT R S A [ 7 702 i f. train.Saver X 5. #2845 graph HIFTH
A g, e E XAEFIR B &, Usllsavefllrestoreops. saverXt RIEMHL T i RiafT
XL ops, & XA AL SO ERE AR .

Checkpoint Files

Variables are saved in binary files that, roughly, contain a map from variable names to
tensor values.

When you create a Saver object, you can optionally choose names for the variables in
the checkpoint files. By default, it uses the value of the variable.name property for each

variable.

RELE

Ftf.train.saver () B — " saver K& FAE R R (R TG A & .

ﬂ# Create some variables.
2 vl = tf.variable(..., name= ) !
3v2 = tf.variable(..., name= )
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# Add an op to initialize the variables.
init_op = tf.initialize_all variables()

# Add ops to save and restore all the variables.
saver = tf.train.Saver()

11| # Later, launch the model, initialize the variables, do some work,
save the

12 # variables to disk.

13 with tf.Session() as sess:

14 sess.run(init_op)

15 # Do some work with the model.

17 # Save the variables to disk.

15 save_path = saver.save(sess, )
19 print , save_path
mELTE

I — A savertf KW E AR . R, HBRACHPIRERRR, AHEFL
EATMERIIRE .

1| # Create some variables.

J vl = tf.Variable(..., name= )

3 v2 = tf.Variable(..., name= )

A e e e

s # Add ops to save and restore all the variables.

¢ saver = tf.train.Saver()

7|

g # Later, launch the model, use the saver to restore variables from
disk, and

o # do some work with the model.

1¢ with tf.Session() as sess:

11 # Restore variables from disk.

12 saver.restore(sess, )

13 print

14 # Do some work with the model

IEFFEMRELTE

WRARAN G tf . train. Saver VE ANTATSH, B4 saverfi b Hgraphth KT H AL & .
Horp R — AN 0 AR B R I A N IR A AR IR AE

A I AE Ao 2 RS TR B E AR R A RRIRA . 28007, IRiF &l gk
BE T R, R AR mAN » PRAEEEREKE S — A HH AR

H

B IHEARAF K SRR — B R EIRA H . H2EAMT, RBIVFIZRE2R T —
N5 EMAMNL, ARG 6 ZHIHEA, 7L 2T 5 EEA S H AR
B IRT 5 =

PRAT LB 25 tF . train. Saver()*ﬁk@iﬁﬂ?)\Python%ﬁi, IR Gy se a5 BEAR
()AL B S 0T A PR BEKT LA FH R A4 PR A0S B B AR
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You can create as many saver objects as you want if you need to save and restore
different subsets of the model variables. The same variable can be listed in mul-
tiple saver objects, its value is only changed when the saver restore() method is

run.

If you only restore a subset of the model variables at the start of a session, you
have to run an initialize op for the other variables. See tf.initialize_variables

() for more information.

IR E R R BAR 74, TUAIEEEZA saver &R . F—4

AR AP HINZ A saver X R H, RA Y saver Hrestore() M IZ TR, ERMEA 2
KA A

WERARANAE session JTUAM R B AR AZ B — D14, ARTE 2R AR AT 1]

44k op. VEIEIE Mtf.initialize variables().

0 N O v B W N B

# Create some variables.
vl tf.vVariable(..., name= )
v2 tf.Variable(..., name= )

# Add ops to save and restore only 'v2' using the name "my_v2"
saver = tf.train.Saver({ : v2})
# Use the saver object normally after that.
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3.2 HEZET

il

PRAT DAAE B2 A0 A S rh B i (1) 77 ORI, WIga Ak, TRAF S n# i — 38 & (H
e B B R TR, Gl R R I R R A B AR I B A RS AR AE [R]— AN T W 4R
WX BT AR &, A1 % B A MVe. AEFER 2R tf.variable_scope ()
M tf.get_variable () AN TIERELIIX— &,

3.2.1 [o)@1

BRBCAR Y B i B A B T — a7 S ARSI, ANFATT A8 5 AR 22 ) 2 O RE AR AL,
ERXBEAFEMNNER Oy 7RISR B G R tf.variable
AR, AR B ER L A0 75 2 8 P A2 i LT BT AR 1) 2 — A A R,

[l defmy;magerilter(inputimages): convlyeights=tf.Variable(tf.randomyormal([5,5,32,32]),nam

conv2yeights=tf.Variable(tf.random,ormal([5,5,32,32]),name="conv2 eights")conv2yiases=tf.\

TRIRE S A2, BEPUERAR PR b — MR N R %, (R AT A 7 YA
KIEJE‘];E%:convl_weights,convl_biases,conv2_weights,$ﬂ conv2_biases.
A HATAE EE P I AR ) A A A 2 (R UR AR AR A T 3 i 2z 21 gk AN R Y
Bl F, imagel Ml image2. {RAR@ I A [F— S50 Rl — it s 48 R e sk B Fr s
PRATPAHH my_image_filter () MR, (HE2XarEMALE.

[ First call creates one set of variables. resultl =my; mageyrilter(imagel) Anothersetiscreatedintheseco

i $ AR 7 iR R AE S A ACRT B bR B A AT O LA A P A AT A R

AnASE FH - B A 51
[l variablesgict={"convleights": tf.Variable(tf.random,ormal([5,5,32,32]),name="convl  eights"
defmy;mageyrilter(input;mages,variablesgict): convli=tf.nn.conv2d(inputimages,variablesgict
conv2 = tf.nn.conv2d(relul, variables ict["conv2eights"],strides=[1,1,1,1], padding='SAME')returnt

The2 callstomy;mageyrilternowusethesamevariablesresultl=my;magerilter(imagel,variables,

BRI BT 77 AR R R R, (R MEHAD 2 SRR T 3

o ERENENAE PR RER AT, KM, PRI
o HAURSECE T, R BVREL &7 A B B BN RIS AL

e BL SR ) R vk 2 — s A 2k G i e, 7R TR A i kN O i
EHEAIF EMA R, — AN E SN EeE, AHRAZE, m2&FH TensorFlow 24t 17 &
=AERBMLG], S — D ER, RE Z ] D Eay il Ar &,


tensorflow-zh/SOURCE/how_tos/variables/index.md
tensorflow-zh/SOURCE/tutorials/deep_cnn/index.md
tensorflow-zh/SOURCE/how_tos/variables/index.md
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3.2.2 TE(ERELH
AR S A RIS A LHI£E TensorFlow H7 32 35 by P 35 79 2H il -
e tf.get_variable (<name>, <shape>, <initializer>): BT R4
TN B IR [ — MR
e tf.variable_scope (<scope_name>): EI tf. get_variable () N
2 %8 e A 44 A ().

FTiktf.get_variable () FRIEHGEAIE— N &, A S EHZMA tf.variable.
BRI 215 ‘tf Variable 1X A B 3R BUE R WIGR AL I 07 7%, — AN PIas st 2 — AN i,
B AR I BN AR — AN 5K & X A —287E TensorFlow & Fl] W46 4028

=

H:
e tf.constant_initializer (value) ¥ —TIFTHEALAIME,
e tf.random_uniform_initializer (a, b) MaFb¥EIHILHL,
e tf.random_normal_initializer (mean, stddev) HFT4-FIEMbRAEZE
WIEaA 1 53 o3 A

NT TE tf.get_variable () /BT T8 A A, LEBATILE SR 5
B B — N ERUREM — AU, H8 conv_relu:

[ defconv,elu(input, kernelshape,biasshape) :Createvariablenamed"weights".weights=tf.get

EANTEFH T "weights" Ml"biases" HANEMK. MATEMITTH convi Al
conv?2 ﬁﬂﬁﬁ\ﬂ%iﬁﬁgfﬁTEX%Z:E‘]E@’E%%EZ:@E@%?. Xmte tf. variable_scope ()
AR e AR b 5. A B R E 1A B ) iy 44 7 ).

[ldefmy;magerilter(input;mages): withtf.variablescope("convl"):Variablescreatedherewill

WAE, EBRNMEELRATEH my_image_filter () BRI R KA THA.

resultl = my_image_filter (imagel)
result2 = my_image_filter (image2)
# Raises ValueError (... convl/weights already exists ...)

WBIRE W —H#E, tf.get_variable () 2WillCAFENEERLTCAILE.
WERVRARSL AT, T EAR NI —F, B reuse_variables () XN
HKARE.
with tf.variable_scope ("image_filters") as scope:

resultl = my_image_filter (imagel)
scope.reuse_variables ()

result2 = my_image_filter (image2)
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PR ORI A B RARH I, BRI H % 4.

3.23 T=EABREAI{EN?

I2f# t£.get_variable()

NTHERAREAEE, WA tf.get_variable () 2EA TIENRRA
DB B E RN A tf.get_variable .
[l v=tf.get,ariable(name,shape,dtype,initializer)

SR A A S RSB P S b B Heoh 22—, TR RN ST PR S

o PEM 1Y tf.get_variable_scope () .reuse == False BF, A F S0t 2
BN AR BT EL .

EMEOLS, viIEN tf.variable Frif LTI £ G S Bk HoFr A 2. 6
AR AR 2 H TR E AR A + TR L0 2 F T AL R, JF B 2t Bkl ORI
FALAT AR HIXA 2. MRREXAN 2ROl —MEEMEH T, BahiEksit
ValueError ik, IR — N0, kM initializer (shape) #HATHIME
L. bt

[l with tf.variablescope(" foo") :v=tf.get,ariable("v",[1])assertv.name=="foo/v:0"

o i 1: ¥4 tf.get_variable_scope () .reuse == True I, fEHEZENE
A T i B

ZAEOLR, AR A CEFERNAE, M2 2 2 & 1 1E A4
+ TPt 2 7 R S ARSE. RN AR &, Miail valueError iR, AR
ZEAE] T, HUREIXAAE. AR

[] with tf.variablescope(" foo") :v=tf.gety,ariable("v",[1)withtf.variablescope(" foo",reuse=True) :v

tf.variable_scope () &l

HIIE tf.get_variable() &/E& TIEN, M3 AR EEHBERRIRES. &
BAE A TR — AR, HAVE?'SI BT T A B4, 3 HAlr A — A E AR
R IX J DA _E R M 400+ 5 PR A FH S B n 42 < B B BRI R ST A H s R R AR 2R 0L -

[l with tf.variablescope(" foo") :withtf.variablescope("bar") :v=tf.get,ariable("v",[1])asser tv.name-

MR EERE T LR tf.get_variable_scope () #TH R IFH reuse Fx
ZErf LLE A tf.get_variable_scope () .reuse_variables () BN True
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[l with tf.variablescope(" foo") :v=tf.get,ariable("v",[1])tf.get,ariablescope().reuse,ariables()v1:

HEMRTEEE reuse BN False. HAo BRI 2 v S A @ RIE 7
% 8= TAREITH 543 /7% my_image_filter (inputs). f AEZREAEHIERAHH
reuse=True &7y BITA WAL EH L EH. 1R R VFETTEENEEIHAT reuse=False,
P2 FTHE IR E5 M 3 B X RO 2 A3 1R M F L =24

B /RN REE 2 B reuse NFalse, (HAMRAT U —NEHEALREIER I, A5
SURE TS, O AR B AR R 4TI AN EAE IR, (] reuse=True fENZ
BT B WREVEE, F—MEE, reuse ZEEAT kK. BT LS RIT I — A8
AR, B4R I T1E AR 24 = .

[l with tf.variablescope("root") :Atstart, thescopeisnotreusing.asserttf.get,ariablescope().reuses-

RV E(ERE

£ LR A G, BABLESHR BT 2 72— 50U, A2 RO IT
JA AN AR AR FEE A RIS A T R A7 AR IR O, fhe] DUl A2 E AR
FISO6S GORAE T, T AN R I8 I AR T A7 T4 ) 44 5 oRAE . Dbt AR A HTIRT LA 3RO
R, AR IR — A AR R AR AR 4 7.

[l with tf.variablescope(" foo")asfooscope:v=tf.get,ariable("v",[1))withtf.variablescope(foosco,

TP —AARBIERIE, ANk DA AERIE I, ATk AL &
A FH S8 A I 258 0 EL R 0 — 5 4 A RV R A PR sk, 30t A B AT IS 5 4 A S g 3t

[l with tf.variablescope(" foo")asfooscope:assertfooscope.name=="foo"withtf.variablescope("D

TEEREPRIBILES

fifl tf.get_variable () RVHRES T ZoREEEE EHAE, JF H Al IS
FR3ZE W R . (B A SR A TR AR B A R T AR AL 2 AR B E AR 2 B RATH Z N
P I B AR BT A% i — DN BN S HE ? AAERZHAFIL T, BIAVEE — Ty
It NPT BJHE R TR AR B E — BRI ES, X SUE A Me? O T ik
R R, AR PR DL — BRI A LA i mT DL 7 Pk RO AL s 45
tf.get_variable () WH. R IRIMYIIEAL AP FIIRE, B AR P ES.

[l with tf.variablescope(" foo",initializer=tf.constant;nitializer(0.4)) :v=tf.get,ariable("v",[1])a
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£ tf.variable_ scope () ¥ ops HI&FR

AL tf.variable_scope B4R 8 K44 . {528 & 7E4E A 48 h
SR B HAth ops 144 FIWE 2 ops £E—NZ B A FH U N BB, T84 Al B 122 3L S At
%%%J\_ @Q%E’J*Hﬁi HF X ﬁ—ﬂ’ﬂ?. YIRATH with tf.variable _scope ("name")
Ff, XEtEEEHT R T — tf.name_scope ("name"). ELi:

no.n

[l with tf.variablescope(" foo") :x=1.0+tf.get,ariable("v",[1])asser tx.op.name=="fooladd"

ARRAE BT AT 5 IF 80 2] — A s A g, RE TR 22 m 2 ops 1944
PR, T AN 2 R £ A2 &

[l with tf.variables;cope(" foo") :witht f.namescope("bar") :v=tf.gety,ariable("v",[1))x=1.0+vassertv.n

M AE X RIARE AP E KT R AR, RATHA 29 ops
oAAE 4 T AR A4 PR AR I

3.2.4 fERH
X A — g ) B A AR AR I SR, R, At R T ) e

25 H1 sequence-to-sequence B,

File | What's in it? — | —models/image/cifar10.py | EIMG AT R AR,
models/rnn/rnn_cell.py | IR IHME ML TG T 1ESE. models/rnn/seq2seq.py
| Al sequence-to-sequence BRI 7754, J5 3 Sharing Variables # % :nb312£%
XF: Wiki


https://zh.wikipedia.org/wiki/%E9%80%92%E5%BD%92%E7%A5%9E%E7%BB%8F%E7%BD%91%E7%BB%9C
https://zh.wikipedia.org/wiki/%E9%80%92%E5%BD%92%E7%A5%9E%E7%BB%8F%E7%BD%91%E7%BB%9C
http://www.tensorflow.org/how_tos/variable_scope/index.md
https://github.com/nb312
https://github.com/jikexueyuanwiki
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3.3 TensorBoard: AJ#{{LF ]

TensorBoard ¥ & B IS 5, 105 A& 7E I ZRDE K IR FE A 28 ) 5% H B ) &R 4 T S
M LB fifE )38 5

N Y 577 i TensorFlow F2 /7 B fi# Pl 504k, FA TR AT T — &0 fi TensorBoard
IR T H o /&%) LA TensorBoard K & I /R Y] TensorFlow B, 2l &G A= )
R bR B DU B It .

) TensorBoard W & 5E G, B RAZEIXFE T 1:

input new regex . xentropy (1)

Split On Underscores:
Xentropy_mean

X Type: 220

1.80

1.40

Selected Runs: 1.00

data 0.600

0.200
r1
b 0.000 4000 &00.0 1.200k 1.600k

] 3.1: MNIST TensorBoard

3.3.1 HIEFFL

TensorBoard 18 i3 0 TensorFlow [ F 4 3 k1217 . TensorFlow ()44 S {14
T R227E TensorFlow ia 1T Hil [ ) (1) 3 45 . 1l & TensorBoard H17C &4 (Sum-
mary data) )RR a3

B, AU IRARIC S HE 1 TensorFlow B, S8 5 FHIEFRARABAERRAN 1 b 477
(summary) #1E

tetn, AR IEE NI 2R — AN BRI I 24, F TR0 MNISt AR %% o R AT Be iy BBl %%
> FE (learning rate) B WA AR AL, LA K H bk R E i) 284K, o 3@t 171 45 s B Bllscalar_summary#g:
YRR 3 il 2 2D EE AR 2 22 o SRJE k0] BA4a B3] scalary_summary 730 — M &
MHARZ, Ul 'learning rate' Al 'loss function's

BUE VRIS AT B TR — MR JE T OE I o0A, BCE R FERCE B 40 A o AT LdE I 5331
Bt 0 histogram_summary 1z 5 R Y A AN 38 AR 5 A FE i

Fr v ) summary #A4EEAI{E B, 7T LA B summary_operation 3CAY .

£ TensorFlow H1, FrA ERAE RAG SURAT, B0 7 — MREARET & 1% s A


../api_docs/python/train.md#summary_options
../api_docs/python/train.md#summary_options
../api_docs/python/train.md#scalary_summary
../api_docs/python/train.md#histogram_summary
../api_docs/python/train.md#summary_operation
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21847« FATNIA B FIX LT &S (summary nodes) #BHESEEVRITEG : BA T
TEIG T AR R, Hik, A TAEBRICEER, BAIFTEESIT g X1y s, XM
FITAERRZRA, Rt aT E Ftf merge_all_summaries AT A FH A — N ERIE .

SR G VRT] ABAT & I &, B 2RI U8 3R P B8 A e — P 50 Summary
protobuf X} %. HJE, N T EICEEHIES N, 7FERIC ST protobuf X §4% 18
5 tf.train.Summarywriter

SummaryWriter HHERE P AE T 2% logdir. X/ logdir IFHEE, rffH
HH =S5 EREMNHERXT. 4, summaryWriter FbBE S T — T EHER S5
GraphDef. WRHKIAN T1%S%, W4 TensorBoard tH2 BIRRIIEIL .

WSS EN TRIE, WA T summaryWriter, IAERLAT LLBATRHIFHE R 2%
TV WIRARE R, RA] AP PUT — IRE IRILE, RFEIR A3 3 — R HE I 2R3
o XA AT REE I TR E R & (Rt DU — A P HUT —IRG IR, B3 W
AR BRE B RE

[l mergedsummary,p=tf.mergesllsummaries)summaryyriter=tf.train.SummaryWriter('/tmp/

HLAE O 4 UE 4547 F TensorBoard S AT A4 IX L6504 1.

3.3.2 37} TensorBoard

N T I 48 4 K 2 3)) TensorBoard
python tensorflow/tensorboard/tensorboard.py —--logdir=path/to/log-directory

XEFIZH Llogdir 8 SummaryWriter FAALEHE AR A 00 1logdir
Hx 01 B 5 — IRas AT I 3, 84 TensorBoard 23 &7 T ia 47 B 4 -
— H. TensorBoard JF46ia17T, VRAT LUE L AEN T T HIA localhost:6006 KREFH
TensorBoard.

WMRR &I pip %2& T TensorBoard, /R AT LAd ik $UAT B8 Sy ] 5 Ay 2 Sk 17 Il

TensorBoard

tensorboard --logdir=/path/to/log-directory

1 TensorBoard S HIN, VREA EAFEBIFHUATIR, B EmR& RN
—HAHE I P PR SE . X TARER R — eI, W2 TensorBoard HiA A7 4
W HIZAEIRA CHE, W2 BoR— SF48n 8 BAR R VR AT 3 91 AL AH DG H 3

B2 HPRAN A T AT (5 F graph s Bk R /R B A5 B . 2 W TensorBoard:
EEE T AEAL

JECHihE: TensorBoard:Visualizing Learning #%%: thylacoleo KX} : lucky521


../api_docs/python/train.md#scalary_summary
../api_docs/python/train.md#SummaryWriter
./graph_viz.md
./graph_viz.md
http://tensorflow.org/how_tos/summaries_and_tensorboard/index.html#tensorboard-visualizing-learning
https://github.com/thylaco1eo
https://github.com/lucky521
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3.4 TensorBoard: B A1t

TensorFlow B 1+ B8R KM XA 2%, IR AT LA AE B AR AN A5 JE A R
T2 AN B ER AT 1.

“— TensorFlow EE ] #1AL”) — A~ TensorFlow B % &9 T #L4L o

NTERECHER, 7k TensorBoard 35 71 1k TAFE ) H & B 31847, A R0
AR RIFR T, RS IE A B BSR R RR A IEIEAT . AR ) G T Wiz AT
TensorBoard LA K Q] fRAUF Fr A 4 B5 B A 12 5% T 2K, 1§ £ Summaries 1 TensorBoard.

3.4.1 FFRIE (Namescoping) #1755 (Node)

BT[] TensorFlow A] LA DL T-iHI Y 5, Wt 2 s A — M2 8E R, HE7T1
AT AR HE IR TRk R . VMR saiie I, AT R LRI e, JF BTtz
BHTEEERPR A EEX—NER. BOAMERT, HATEY fain. MR
Bl FfEHt £ . name_scopefE hidden vk N X 7 = #AE:

[] import tensorflow as tf

with tf.namegcope( hidden')asscope:a=tf.constant(5,name="'alpha YW=tf.Variable(tf.random

SRR T N =R
* hidden/alpha
* hidden/weights

¢ hidden/biases

BRI, = AMRAEL A4S N — D5 RUOFPREN hidden. AN IF A £k,
RAT ARG, Bosdis BT AR + R A, REMSER =AF A alpha,
weights fl biases J .

XA —MESE T, B —ADNEEARRT A, T R T AR R IIRE .

<td style="width: 50%;">

<img src="../images/pooll_collapsed.png" alt="k B F 8 & K A" title="x &>
</td>
<td style="width: 50%;">

<img src="../images/pooll_expanded.png" alt="& FF 84 & K " title="& FF 1 %
</td>

<td style="width: 50%;">

TR 4 R B 41 46 9 E <code>pool_1</code>, M # A £ #E B <code>+</code> 1% 4
</td>
<td style="width: 50%;">


tensorflow-zh/SOURCE/how_tos/summaries_and_tensorboard/index.md
tensorflow-zh/SOURCE/api_docs/python/framework.md#name_scope
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J& FF #i<code>pool_1</code>%Z M B W E, & i H L 7 & B #<code>—</code># 4 8 X 1
</td>

T8 3 44 PRI Y 570 2H R AT 2 P S v i B R AR GBI ARAE A E — MY,
LRI DR SRR AL S . REV B AR EF, TR AT

T GBS T RTRRARI 5 — J7 T, TensorFlow FRA P FERE R $idh
PRI AR o S AR S 7= N4V E L TRT ) tensor VAR, SO Sk da 7, T2 4K
W R FOR . FECRITRIMLE (H I rA B B T AR CheckNumerics
Fl control_dependency Z4b, FTA ZEFZHN 2 BUHE R o

A —MFBH KRR R . K2 % TensorFlow FEZRA — 5643711 f, X 5B 5077 55
AHART 2 AR 2. tean, V205 ERIR B BT e — M hil ik, M
A init 5 RIIL G HAOBUAT fe 2> 613 tH—MREL L.

R T RDIREL, TR TR high-degree 17 55 73 B BN AT ) — /N AR X 38, AN
DA RFRMATT A% . LS MA RO RIER: 1, AT H] 7 /N5 2 B AR TR
ANIREETERER R o 7 B RS AU AU E B ER L, PRI 2675 g M N 44 1)
RESEAHR

<td style="width: 50%;">

<img src="../images/conv_1.png" alt="conv_1& £ [ KW ¥ 4" title="conv_1=Z £
</td>
<td style="width: 50%;">

<img src="../images/save.png" alt="saveW WM H A N E T & " title="savet 0 H H
</td>

<td style="width: 50%;">

¥ H <code>conv_1</code># # # F| <code>save</code>, 7 B H £ #l <code>save</code
</td>
<td style="width: 50%;">

<code>save</code> has a high degree, # 4 EAXNE F A H I, S<code>conv_1</c
</td>

i Ja — AN g BRI 5147 & (series collapsing) « J7 537 (Sequential
motifs) A MR I HIL A FREE R ECTFASFE B 5, EA e 3 Sk — AN ot
R (stack) W XK AIMZE kUL, AR ORI AL TALEL, T e R SR
R, M RIFFA.

<td style="width: 50%;">

<img src="../images/series.png" alt="F A F " title="F A FF" />
</td>
<td style="width: 50%;">
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<img src="../images/series_expanded.png" alt="E FH T A F 7" title="& FF ¢
</td>

<td style="width: 50%;">
—NMHRFHHFTENE.,

</td>

<td style="width: 50%;">
WE e — /MR, NEEET.

</td>

B, EO SRS B, T RLAL A SRR S A T
HOVEIRR, AR T 15

7S - ¥
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v A A il & Rl
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l
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i i 3|
N N H
# % i,
o i *
1E 1 ZN
[H] [H] H
i 1) FE
# % 1
i il 1E
Hi K il
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SuR aJ
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i
A
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R
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342 XEH

W M BOR SER, RdifiEsi i %, R FHM T8 Wdi—4
WRBUR T+ IHDR IR dURAE I A AR AT A — A/t B AT LA 45
AR I 7 M5 A 53 24 TR A

BRI /L, OO E B dr e -], Rt n] U S —UoRik
AR, WRRBG SR, I HSE SRRV, HIERRINT S 2fE i
A EARTER R A R

<td style="width: 50%;">

<img src="../images/infocard.png" alt="— N Z KRB WFF F F" title="— M4 K
</td>
<td style="width: 50%;">

<img src="../images/infocard_op.png" alt="#HEH BWIFEFE F A" title="# 1 T ;
</td>

<td style="width: 50%;">
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¥ 1§ F A B T <code>conv2</code>% B W ¥ &5 &, LB FHEMET Ll N\ A
</td>
<td style="width: 50%;">

# & F i B R<code>DecodeRaw</code>B EF &, BT A, FAELSETS

</td>

HEFEXS T high-degree % ml (U BLAR ARG H B, I ETT A, WS ERHRIER
RIS ik, XAERAERATH I ERE N A2 S CRASEREN AR A
ZE

MG R T AN R AR ik iz R, REE, A s AR LT
B R

e, A EG]ETT B, ARAT AL VR BRI EE AN B 7 58 BOARIZE
HALE T, M high-level 11 i Bt — RS, Ha DU R RORZALER I, 1 25 4 nfk
I R R K 3T ML S T AR BRI IS AT A A&z b BRI
PG Z AR L P R AR I e A R

TR K E SR

<td style="width: 50%;">

<img src="../images/colorby_structure.png" alt="# % 14 & & " title="1 4 14 -
</td>
<td style="width: 50%;">

<img src="../images/colorby_device.png" alt="# % & & &" title="¥ % % & &
</td>

<td style="width: 50%;">

EMAE: RETEWENZE — W, %€ MW<code>convl</code>H <code>conv2</c
</td>
<td style="width: 50%;">

RENHE: HBRELAFTHWEFETENERER S REE, EIEENXKEKGPU, & &1

</td>

J&Fi 3 : TensorBoard: Graph Visualization §1%: [@Warln] (https://github.com/Warln) 15
X1 lucky521


../images/index.html#tensorboard-graph-visualization
https://github.com/lucky521
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3.5 #IEIELEL
TensorFlow T /7 15 U — 64 3 Fhyik:

o (L4550 (Feeding): 7t TensorFlow f2/F i T BE—20, il Python RSk {45 %k
o

o WICHFELEXEE: 7 TensorFlow EIfEMG, 1k— M AE LS el «
o WNEAE: ££ TensorFlow H & SCH B BUAR R RAF A A Bt (00E M T 88l
BB -

3.5.1 BZ
ARIZEL

o HE4HUR (Peeding)

M A

o SCfEA, BLFP (shuffling), M K IIZRIEREL (epoch limits)
o SRR

o TiALEE

o fLabE

o {1/ QueueRunner & FliLFE

o XHCFEHAT R IEBCE N SR A 2 A

o FPILA AR (Sparse input data)

o IR EEHE

EZ-E2 TN

3.5.2 ¥R
TensorFlow HEHE {125 ML fo YF /K 7E TensorFlow iz & B o B e N BT — 5k &
H. Ak, python ia 5 AT AE AR B 421X B 2 TensorFlow K H1.
JHIT 25 run() B0 eval) BEGI N feed_dict 44, nILUEshiaHITIE.
[l with tf.Session(): input = tf.placeholder(tf.float32) classifier = ... print classifier.eval(feedsict={input: my,

EIRARAT LIS AR B R AT — N K (E R I I A N 1% 2 ff il p laceholder
op™i fl. Wil placeholder i siffIME—E KRR TR HEEHE t45 (feeding) HITT


tensorflow-zh/SOURCE/api_docs/python/io_ops.md#placeholder
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#placeholder

3.5 HAEEIR 123

i%. placeholder T G WA 2 RATAEALIT, BABEEDE, RGN E N
25405, W TensorFlow iz 5l /= £ 85 1%, FTLA T HAZR TN placeholder
SRR .

EfU\Etensorflow/g3doc/tutorials/mnist/fully_connected_feed.pyiﬁé
FffiH placeholder A1 MNIST YIZkHIHI¥, MNIST tutorialth iffid 17X —4H1+.

3.5.3 MIHIZENHE
— TR ) SO U £ S A R TR 2D
1. 4503k
2. TTEE A ELF (shuffling)
3. FTHCE 69 i Kl ZR1%E1R2L (epoch limit)
A ELEAN
5. BERTHIN SRS 20 B e A
6. ZLSRMENTER
7. T B E A9 TALBE 2%

8. FEAPAAI

X2, ELFF (shuffling), FlEx KIZkiE X E (epoch limits)

AT DME ] F AR gk B (tbfn ["£ile0", "filel"],[("file%d" % i) for i
in range (2)],[("file%d" % i) for i in range(Z)])Eﬁﬁtf.train.match_filenames_

PRACR AR 44512
KX ZHN KRBt f . train. string_input_producer H%.string_input_producer
KA AT NSEH IS, SCPF BRI E A% 2 5 2 R B -
string_input_producer FEM4 AT E S HOk 5 B SO 44 8L RO B 25
EAREL, QueueRunner 22 NEHRIER (epoch) 4 T A 1 S ISR A AR, 4
R shuffle=True fJif, X CALBATE R, X2 B SIN, FitE
R LA AL ST ) S E A4 BB
EAN QueueRunner M TAELRFE ML T SCAF RITEAS 26 FE, R LEL 7 AL SO
VAN A A4 BT BE L R AN 2 BHZE S ] 4B AT

MHE

MRAE VRSO S, BN L) SO DA%, SR K SR 4 BA A B AL 45 1] 152 2% 1)
read Fik. LA read HiESHiH —A key SKRAEH N ) SCAFFI L A ) 2858 O


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/tutorials/mnist/fully_connected_feed.py
tensorflow-zh/SOURCE/tutorials/mnist/tf/index.md
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#match_filenames_once
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#match_filenames_once
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#string_input_producer
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TRAEFE A ), FRER NP SRR, X8 s s i
e, BCE AR R sk BT BAE ONREA

CSVIH M CSV i, B H TextLineReaderfldecode_csv #1E,
L T AT Pl
[l filename,ueue=tf.train.stringinputyroducer([" file0.csv"," filel.csv"])
reader = tf. TextLineReader() key, value = reader.read(filename, ueue)
Default values, in case of empty columns. Also specifies the type of the decoded result.
recordgefaults=[[1],[1],(1],[1],[1]]lcoll,col2,col3,col4,col5=tf.decode.sv(value, recordzefaults=record,
with tf.Session() as sess: Start populating the filename queue. coord = tf.train.Coordinator()
threads = tf.train.start, ueue, unners(coord=coord)
for i in range(1200): Retrieve a single instance: example, label = sess.run([features,
col5])
coord.requeststop()coord.join(threads)
FIR read KIPATHI S NS L — 4T N A, decode_csv #ESMNTIX —1T
WEIR I K ESR. WRMARNSEHERLK, record_default ZHA LURYE
SRE IR R B E B
A runili# eval 2HUT read ZHILIRDLAIAH tf.train.start_gqueue_runners
FR A ZIEFE RIS BN read BRAE WP ZE R SO MBI A B9 1E .

EEKERIEE M dtd o iE e K L, T MER t £ . FixedLengt hRecordReader [t f . de
fE. decode_raw #AE A LAHF—DFRF R4 N —A> uint8 7K E

ZEAF) K1, the CIFAR-10 datasetf) SO 0w Y&« 3 50 A BEAR A2 [ e 1), —
AN FATIIRRZE, J5 T2 3072 715 1 BUEEE - uinte8 5K & 1 b3V T DA H 3R EY
1§ R AR 7 B AT A ] FARISA] PAfEtensorflow/models/image/cifarl0/cifarl0_input
2, BHARYRRTTZ WA,

¥5fE TensorFlow 183 53— FRAFIC U5V B A VRARUHME S B 4 4809 Tensor-
Flow FT S #FrI#&, X 7775 0T LUAE TensorFlow 10355 56 25 5 5 4 26 N7 FH 2440 #H DG

B o IX Fih gl 1L 1 77 V28 /2 18 B TFRecords A4, TFRecords A EL 7 [t f.train.Example
LA AFEL (protocol buffer) MM N FEREL S T F B Features). MRA] LA —BARRE R
PRI B, B AR BN R Example VMY AR (protocol buffer), Wil N A7HR 7 %1
WAN—NFArE, JEHIEt f.python_io.TFRecordWriter classH A% TFRecords
iﬁ:otensorflow/g3doc/how_tos /reading_data/convert_to_records. py?Jl‘:
SRR — M T

M TFRecords A4 FR i B, i LIS F+ £ . TFRecordReaderfft £ .parse_single_examplef#

Mrés. XA parse_single_example #AER LIPS Example Y AFEL (protocol
buffer) fif#Hfr Jy5k & . MNIST (6] T HEH T convert_to_records Tt E A& .


tensorflow-zh/SOURCE/api_docs/python/io_ops.md#TextLineReader
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#decode_csv
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#FixedLengthRecordReader
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#decode_raw
http://www.cs.toronto.edu/~kriz/cifar.html
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10_input.py
tensorflow-zh/SOURCE/tutorials/deep_cnn/index.md#prepare-the-data
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/example/example.proto
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/example/example.proto
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/example/feature.proto
tensorflow-zh/SOURCE/api_docs/python/python_io.md#TFRecordWriter
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/how_tos/reading_data/convert_to_records.py
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#TFRecordReader
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#parse_single_example
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H&Ftensorflow/g3doc/how_tos/reading_data/fully_connected_reader.py,
BB OB XA 7R fully connected_feed HIRRAINIPLELER

FaskzE

PRA] AR N BIRE A HEATAE B I TAR B, X Se AL SR TN R S8, ARmT LA
fEtensorflow/models/image/cifarl0/cifarl0.pydREIEHE IH—14k, FEEFENL
Bl s 9D Bl R LA S TIAL B 1 451 1

HeAbzE

TER PR NS AR 0, AR EAR 73— N FERPAT R AFEAR R ZR, PP A
., RERAEHC . train. shuffle batch PRECERXT BB REAHEAT BLF Ab 3
il

def read_my_file_format (filename_gueue) :
reader = tf.SomeReader ()
key, record_string = reader.read(filename_queue)
example, label = tf.some_decoder (record_string)
processed_example = some_processing (example)

return processed_example, label

def input_pipeline(filenames, batch_size, num_epochs=None) :
filename_gqueue = tf.train.string_input_producer (
filenames, num_epochs=num_epochs, shuffle=True)
example, label = read_my_ file_format (filename_queue)
# min_after_dequeue defines how big a buffer we will randomly sample
# from -- bigger means better shuffling but slower start up and more
# memory used.
# capacity must be larger than min_after_dequeue and the amount larger
# determines the maximum we will prefetch. Recommendation:
# min_after_dequeue + (num_threads + a small safety margin) = batch_size
min_after_dequeue = 10000
capacity = min_after_dequeue + 3 * batch_size
example_batch, label batch = tf.train.shuffle_batch(
[example, label], batch_size=batch_size, capacity=capacity,
min_after_dequeue=min_after_dequeue)

return example_batch, label_ batch

U RARTE XA R SO R R SR A EL P A AT AL PR, T At £ . train. shuffle_batch_ -
PRI, 7B


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/how_tos/reading_data/fully_connected_reader.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/models/image/cifar10/cifar10.py
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#shuffle_batch
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#shuffle_batch_join
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#shuffle_batch_join
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def read_my_file_ format (filename_dgueue) :

# Same as above

def input_pipeline(filenames, batch_size, read_threads, num_epochs=None) :
filename_queue = tf.train.string_input_producer (
filenames, num_epochs=num_epochs, shuffle=True)
example_list = [read _my_file format (filename_qgueue)
for _ in range (read_threads) ]
min_after_dequeue = 10000
capacity = min_after_dequeue + 3 % batch_size
example_batch, label_batch = tf.train.shuffle_batch_join(
example_list, batch_size=batch_size, capacity=capacity,
min_after_dequeue=min_after_dequeue)

return example_batch, label_batch

ERXANMFFH, REIRREA T — 0% B0, {H 2 TensorFlow K2R BETRIIE 2
AN ST B 52 2% A JR]— AR (epoch) HIAN[E] ST A B2 BXEH i OGS AR Fr A7 SO A
ORI AE A 1k o G R UL — AR AEANS S 44 BB AT I 78 () R0 2 R 1D

FH—F BT EE: ffiHtf.train.shuffle batch K%, E num_threads
PHER T 1o XF0T7 S 0T LAORAIE [A]— B Z1) R AE — AN SO g AT S B ((H 2 e B 2
WARR T B AE) , AR Z BT [F I e AN SO o XM 7 SRR i = e 1 A
AN A R 2R AN [E]— AN SO rh B2 B [E] — AN FEA . = A i 22 IR R AR

R—ILFEFEL /DA RELFETE? BRE tf.train.shuffle _batch«* A Tensor-
Flow B2t 73RBS A e s/ MR T i RARAE 218 2 1SR,
S N FI R R T R AN B AR % — B — NS R T 0 . A& W] DL 2% TensorBoard:
CIEY Y A==

BB Z%LFEHEH QueueRunner XTHRKFNEL

faj R A EHAIHFIF 2 t£.train BERINQueueRunne r BRI EIE R
Erh . ZEARIBATAEIIN P B2 0, B tf . train. start_queue_runners
B, SRR EY — B, tf.train. start_gqueue_runners X PRE A
A NETER LR, SFTERARRIBS T, DUE I AERAE AT LU A S R S RIREA . TR 1
N REECAH — /Nt f.train.Coordinator, IXFEA] DLTE R A5 R 15 0L T IEH#
Hu S AR LE 2R . AR AR I FRIS A H e 1 PR 1, B4 75 ZEAE ) — U Zas AT
&, JF H S Einte . ERERARR R AN

[l Create the graph, etc. init,p=tf.initializeyll,ariables()

Create a session for running operations in the Graph. sess = tf.Session()

Initialize the variables (like the epoch counter). sess.run(init, p)


tensorflow-zh/SOURCE/api_docs/python/io_ops.md#shuffle_batch
tensorflow-zh/SOURCE/how_tos/summaries_and_tensorboard/index.md
tensorflow-zh/SOURCE/how_tos/summaries_and_tensorboard/index.md
../../api_docs/python/train.md#QueueRunner
../../api_docs/python/train.md#start_queue_runners
../../api_docs/python/train.md#start_queue_runners
../../api_docs/python/train.md#Coordinator
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Startinput enqueue threads. coord = tf.train.Coordinator() threads = tf.train.start, ueue, unners(sess=ses
try: while not coord.shouldtop() : Runtrainingstepsorwhateversess.run(traingp)
except tf.errors.OutOfRangeError: print 'Done training — epoch limit reached’ finally:

When done, ask the threads to stop. coord.requeststop()

Wait for threads to finish. coord.join(threads) sess.close()

gtio: XREARBIE? 5L, RAVGIEEBIERE, XAEHERE H— Rk LB B
A BB A ERAE —ifE . 56— M Beld A oc b 44, A iz L e fF 44 91 54
FATHER SO A A2 BN A . 58 B B SO R BB (/] Reader), FPHAEREA, 1M
HACFEARTIAE — MREARBA I o HRYSIRIBCE, SEbr b a] DL DUSE [ BORE A, 8
FRAATA B AST, IXRERERT LA A SO AT B2 7258 B B d e 2 — M HEBA A
B, BRABNBIAFh 2%, 72T —FrBeth A BFUONIRATR EIT 101817 1X 28 N BARAE 2k
T2, BT DARATH I ZRAG IR 2 GG A LA BA B Hh BRI A AN Wt S A

fE tf.train PEQEXEEATIFIHAT AIRIE, SIS . train. QueueRunner ¥
—/MEMHtf. train.add_queue_runner BRI R EF . 1 QueueRunner
P DT — A B, AEBIRLL R EAE LR P IE AT AN PIRAERI F1 3R . — H A R B R 18 )
tf.train.start_queue_runnerspfEU 2 B R EE R B H 1 QueueRunner
EITIEE M ERAEB AT N ERAE

WER — VIR 3%, VRBUE AT LAT IR BN ZRD B8, R A 405 6 2Rk
WA, WRERE 7R RKNGENE, EREEx, FEAHARRER RSB E —

At f.0utOfRangeEr ror B4R » 1X H S/ TensorFlow [ “SCAF45 57 (EOF)
X EWE CAEIBR T HRRNNGIERE, CREAEZ AR T .

e —MHEFEECoordinator. XM ITAEIWNBNUEAT IG5 IR, 1EFTE R
AEHFNIE . e AL R A R W I XA st 2 R ok, Fetniid b — AR
AT LSRR I R (M55 1) Python 57 ).

LT i H 2 1)K T threading, queues, QueueRunners, and Coordinators [ N %5 AJ
DL X .

gEin): AR R XINGERBRFHERINEEEXAZLIE? B8R —T, 1A — MR H
WE T RRNINZGERE. XEWRE, ERCUFRRAN LR R 24 outofRange
HRZATBITFZ K. % QueueRunner &Rz R, I HIKXHXIARIBA, &
JRIRMERE . SRHIBAAI M T P -

o W RIE A X S A4 BAII AT N BAIRAE IR R A R . ARATZRFE A N i 25 20X
PR (EZ2 BB R O HAR R R TSGR, Xt A T

o AT I EORER H BABRAE 4 BT (AR BAF i A A2 HI 70 3R BRAZEI 2RI Ok
" outOfRange XD ENIARPIIESEAFEZ Ry a g m ez +, By L
I — " B e RE TRRAMRHRA S K E.


../../api_docs/python/train.md#QueueRunner
../../api_docs/python/train.md#add_queue_runner
../../api_docs/python/train.md#start_queue_runners
../../api_docs/python/client.md#OutOfRangeError
../../api_docs/python/train.md#Coordinator
../../how_tos/threading_and_queues/index.md
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KL, B B AN g, A W] Beib A V2 XA AEZ I, IXFE
B BURiKZ (R4 reader A1 H B AL EE) 6] A4k BHia 4T — Bt A, — H A
HBNINAE T 205, A0 T TR K Gk B Sl ST 44 BA B Y — AN So 44 (il
MDA A HE 58 A ) reader WD), XK filK OoutOfRange HiiR. EXMG L
T, BME/RATBEAR — QueueRunner XHEE 2 MM 2EFE . WIERIX AN ZE/E QueueRunner 1
IS5 AR, outOfRange BRI A 615 — NERFER o X AE1 HAd AL 1
W H O E — AN SRR SLiE AT, BRSSO (Han SRR A
&t f.train.Coordinator, HAKRMEHREG FEFALEEIL . —HIEH
reader ZEFEfil X OutOfRange #5i%, ARG A& F—1NBAY, FHRFEABAGIHE S,

FRE, FEARSIhE SO ANMITER, AR UIZN — B H B A
BABH B A REA N 1. IR FEAR A — MRandomshuffleQueue, KIY/RALEH
T shuffle_batch B# shuffle_batch_join, FTRLE AL I LA HEFIBA S
FHIJGE S min_after dequeue & XWE DI R0, — HiZBAFIgE LM,
min_after_dequeue WEHIREMEK R, HEANIIE AT EX— LRk, 5L
PR SR AR R MFEAR A S P B BB i, K fikk outOfRange £, SRIGIIZRER
FoiB . — BRI FEE, tf.train.Coordinator. joingriR[al, REL
ATRLIEHE R T .

TFIRIE R E B MRS MER

BT, AN (%, v, z] BREEAR, JRAOTATLVAER —H#IEA [batch,
x, v, z] FIFEAR. WERRAEIERR XA DR (BUAATREXAERN R E), BanlikE
batch [12K/NA 03 (B WIERAR TR ZEAF MR AL DMFEAR, 24 batch AR LAKT 1. 48
JEiR M, R AR %0 (L. shuffle_batchorshuffle_batch_join)
£ B enqueue_many=True Ht A PLSZH,

BN B

SparseTensors 1X Fh A4 2 7 Al FH A B SR AL FEAS & K 4aF . R E{% ] SparseTensors
PRt L E A Z IR fE £ . parse_example EENTFFF 0T (MA IR AL FE
ZBIMEH tf.parse_single_example) o
3.5.4 THHIEIE

KA T AT PASE iR BIAF G 28 Th /NI B . B W FR T

o [PRETEREF

o fAE{EARREY, VIR E, KEAELEEME.

A5 P 5 g R 2, LR A B 22 R LA (IR e e A BB A7 o S U P
HARE T, XA G RE 2 PR B LIO.


../../api_docs/python/train.md#Coordinator
../../api_docs/python/io_ops.md#RandomShuffleQueue
../../api_docs/python/train.md#Coordinator.join
../../api_docs/python/io_ops.md#parse_example
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[l trainingzata=...training;abels=..withtf.Session() :inputzata=tf.constant(trainingzata)inp

FHONE AR 53, R B R i B S R IR XN

[l trainingzata=...training;abels=..withtf.Session()assess:data;nitializer=tf.placeholder(dt)

WE trainable=False 0] PARIEZZ EY LR KN GraphKeys . TRAINABLE_VARIABLES
R, IXFEFRATR A S E NSRBI i X B e 1B %€ collections=[] A AP
1k GraphKeys.VARIABLES W JG MU ORAF AR S Hh BT A
WA A, tf.train.slice_input_producer functionpREr] PA#EH
KR =M ZFEH IR BEA B PR ATEL, BT DL (8 F it AL 3
AN T E AT RLFEAS . I ARMNIAE ] shuffle batch B, M Z 2
aitf.train.batch KA. WIREMAZNLBERATILE, FERH num_threads
SR E KT 1 T
fEtensorflow/g3doc/how_tos/reading_data/fully_connected_preloaded.py
AT DL ] — A MNIST 1)1, A H % BOR TN 2% . 53 4Mst A2 B R U8 F #Ecensor £ low/g3doc/
fRa] AR T fully_connected_feed A fully_connected_reader FREBLS
AT HLEL.

3.5.5 ZHWANEE

IR AR ISR, SRR AE 5 A HE S B TR (RN
“eval”)o IXFEMAI—F 520, P LRSI RSL AR

o YIZRdRE SR A KE, IFE W I A BN 2RI AR B 5 NE SR s .
o ETFERERE A WCRE IR R SO B MR AL o, SR RO S A R

X PR IEFEAE ] 2458 T the example CIFAR-10 model, A AR JLA™
LAk

o eval PN ZR)E AL R — AR LU
o PREZ ] DUAEIZR5E OB H R AT eval

] DAAE [l — AN 2R B AH R A B R B A I 200 eval, FF20 ZARA TR U255 1922
& . % the shared variables tutorial.
JRSCHuAE: Reading data #1%: volvet and zhangkom X :


../../api_docs/python/io_ops.md#slice_input_producer
../../api_docs/python/io_ops.md#batch
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/how_tos/reading_data/fully_connected_preloaded.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/g3doc/how_tos/reading_data/fully_connected_preloaded_var.py
../../tutorials/deep_cnn/index.md#save-and-restore-checkpoints
../../how_tos/variable_scope/index.md
https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/how_tos/reading_data/index.md
https://github.com/volvet
https://github.com/zhangkom
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3.6 ZkIZFNPAFI

FEA% A TensorFlow AT 8 1A, BAI & — Bl R AL o

1E11 TensorFlow H1 AR ZHAF—FE, BAZI 5 /2 TensorFlow Bl H1 Y /e 3X & —Fif
ARERIT A, B E—F: HA ST MBS e A . Bk, HAh s SmT e
TR IAA RIS JG Ui (rear), AT ELAEBAF AT (front) 7T 2 MIER

N TS — T, AERATRE — AT AR A SR 1)
EA%1 (FIFOQueue), 44 H N A T E=WIBIAZE . R85, AT E— TensorFlow
K, EMFIFTmEGE — N eR, k12 )E, TRIEAGI . 128, B cER
HUEERIR LIS

Enqueue. EnqueueMany Al Dequeue BRI )T Ao A AT 7R ZEIRE A Z1I 4R 5T
MRS E, Wb A BB AFI N . BA TR ENIBENSIN % F5L L,
7t Python APT H, "B THUEFIXT R (FlW g.enqueue (.. .) ).

WAEVRCEXT A T — &0 T, AEIRATRAN SIS ..

3.6.1 BA%I{EA#ELA

BAF1], U1 FIFOQueue fl RandomShuffleQueue, fF TensorFlow Hik&E 751t
CALEEle i

Biltn, — MBI G: ZH—1 RandomShuffleQueue KAE B
RN

o ZNEREERIGAEA, I HITXLEFEARHEAS.

o —MNINGLEIEPAT —MINZERIE, MEES NS R RBR i/ N REIR A A (mini-
batches).

XFheE i A VF 2088, IEW{EReading data how to 5B, [, Reading data
how to I MEFE R IA T ey 17 A e N\ 87 A I e A

TensorFlow [f] Session X R& A LLSCHFZ AL, R 2 AR AT DUR J7 {5 b A
IR —~2x1 (Session) Ff HIFATHIMAT#RAE . SRTM, 1E Python 27 SEILX AL 4T
BEAIFAR Y. G LD A4k, FH B AURe s IERm Ik, B
b, PAZI A2 RE A I A OGP

FIT 3 TensorFlow #24E 7 PNk H Bh 2 SR A2 1) 5230 - tf. Coordinator F1 tf.QueueRunner.
M EIX PR A2 — e i H . Coordinator FRAJ LAHRFIRHT 1E 2 A T/ELHE
It B Ia) AN E SRS AT TARZREZ LS 578 . QueueRunner KARIHZ A
TAESAE [FI 4 2 A sk EHEN R — D BAG

3.6.2 Coordinator

Coordinator >k B 2 AN ERARE W R TAE, ZANEREFD &L, HFEETEA:


tensorflow-zh/SOURCE/api_docs/python/train.md#Coordinator
tensorflow-zh/SOURCE/api_docs/python/train.md#QueueRunner
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e should_stop (): WHRLFEN1ZAE 1L R [F] True.
* request_stop (<exception>): i%ﬁ?iiéﬁf%f?io
e join(<list of threads>): & FHifa e LA,

BHABIE — Coordinator X4, RIGE. LMl Coordinator X} Z L
oo XUELLRFRIEE — HIEMiE1T, —H3F| should_stop () IR\ True B {515, AF{2k
FEAC ] DLy e tH AT A Mg N ZAE 1R ' RFEEIAH request_stop (), [FIRHARL
T2 should_stop () K= IRIE] True, RJFET T K.

[ &K JEHHAT, B F ‘Coordinatorfit F| 145 1E1ERK.  WIRIEL XM AR,
1% 3K ‘Coordinator 245 11 HABZRFE . def MyLoop(coord): while not coord.shouldstop() :
...dosomething...if..somecondition...:coord.requeststop()

Main code: create a coordinator. coord = Coordinator()

Create 10 threads that run '"MyLoop()’ threads = [threading.Thread (target=MyLoop, args=(coord))
foriin xrange(10)]

Start the threads and wait for all of them to stop. for tin threads: t.start() coord.join(threads)

4R, Coordinator A] DA HZRFE LA R O . 1 AOARRD W& — N7 i 451
T, T IR EARA D B2 W . Coordinator iA X FfRi$EFIFR 45 2, HARmI DL 2
Z# Coordinator classf LY .

3.6.3 QueueRunner

QueueRunner &I —HLLRE, XL AT PLE S 4T Enquene #:4E, fih
A A [F]—A> Coordinator SRANFELEFR R P4 1k, #b4F, —4> QueueRunner 231817 —
closer thread, 4 Coordinator W75, 1XA™ closer thread 2 H 35 A1«

10 IAE FH— queue runner, SR SZHL_FIR 45K . 15568 37— TensorFlow K%, iX
A ERAE I ABIRA AFEA o SEANAL BEAEA TR RAEAIEN S A (854 . SN training
A RAL BR A P I REA

[l example = ...ops to create one example... Create a queue, and an op that enqueues

examples one at a time in the queue. queue = tf. RandomShuffleQueue(...) enqueue, p=queue.enqueue(exam

7£ Python MIVIZFE T, G — QueueRunner KRBT JLNE&E, XL
FRAFEREA, FF HAHFEARHEANBNS . A —4 Coordinator, il queue runner f# ]
Coordinator KA #X LR, @ —MIZRITEH, H HAH coordinator K#%
#l QueueRunner KIZFEATHIZA 1L

# Create a queue runner that will run 4 threads in parallel to enqueue
# examples.

gr = tf.train.QueueRunner (queue, [enqueue_op] * 4)


tensorflow-zh/SOURCE/api_docs/python/train.md#Coordinator
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# Launch the graph.
sess = tf.Session()
# Create a coordinator, launch the queue runner threads.
coord = tf.train.Coordinator ()
enqueue_threads = gr.create_threads (sess, coord=coord, start=True)
# Run the training loop, controlling termination with the coordinator.
for step in xrange (1000000) :

if coord.should_stop() :

break

sess.run (train_op)
# When done, ask the threads to stop.
coord.request_stop ()
# And wait for them to actually do it.

coord. join (threads)

3.6.4 FEAIE

1T queue runners J& 2 R FEAAL A AL B HEIEAEAR BRG] o AhAT T34 4l 2 A0 A 2
EEM@JFEE‘J%T%U £ 55 OutOfRangeError F‘rﬁ, ﬁﬁﬁ‘ﬁ%ﬁﬁ??ﬁ%&ﬂ?ﬁ%lﬂo
ffiH Coordinator HIYIZEETAE FIEH L A0 Rl I F PR FIH 5 6 o R T2 b1
WIZRIEA B SO RCAS o

[] try: for step in xrange(1000000): if coord.shouldtop() : breaksess.run(train,p)exceptException,e:Ref

Terminate as usual. It is innocuous to request stop twice. coord.requeststop()coord.join(threads)

JESCHbE: Threading and Queues ##%: zhangkom B X%f: volvet


https://github.com/jikexueyuanwiki/tensorflow-zh/blob/master/SOURCE/how_tos/threading_and_queues/index.md
https://github.com/zhangkom
https://github.com/volvet
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3.7 EiN— % Op
Tl g R
o Xf C++ H—E T fi&.
o ©4 N TensorFlow RIS IFAG B 119w €.

A0 R 1) P A IR i PR AR R R A, AR LA B e il — A, O T8 E K Op RERS
e S5 IR PR, VR A6 5l LA R LA

o FE—A Cor+ LA HIEMHT Op. Op HITEMHT SEBU AR A BARSL . A8 HE MRk 1
Op WA HRAT. Bilhn, VEM Op I 5E LT Op M4, JHRE T & ffa A A .

o fiH C++ LI Op. B—ALINFRZ H—A “kernel”, AT LLAFTE 2 A kernel, LLERCA
[F] () 4244 (CPU, GPU 4§) BAS [\ A /% H 2R 2.

o ] — Python 2% 8% (wrapper) . iIX/MU2EESE 6174 Op BIAFF APL 473/ Op
i, 2 HshE R — A BROABRA R 228, BEnT DL E H B 228, aT BN
— N ET IR,

o (ATi%) 55— B ET 5 Op M.

o (M%) 5— e, ik Op HIM A% i shape. 1% pR £ AE W SLVF AN Op HEIKT
shape.

o Wik Op, 8% f# H Pyhton. WUERVRSE X 1 #6 B, /R AT LA A Python [#)GradientCheckerk
W e .
3.71 RE
HEin—#7 op
o &3 Op HH:1
o N Op £¥ kernel
o AR P i AL AR A
* Python Op 3¢5
o C++Op fu 2%
o frf Op RETT IEH TAE
o IFSAE

e Op FM


tensorflow-zh/SOURCE/get_started/introduction.md#source
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/kernel_tests/gradient_checker.py
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EPNGIE TR

o [ JEAEAE

« GPU 3 #F

o {# ] Python SZHLFLSE

 fi ] Python 32 shape BR%

3.7.2 EX OpHIIEO

] TensorFlow R4 iEM K e X Op Kz 1. Ry, $8 % Op FIZHK, BEHA &
RUFNAZHR) Akt (SEALAN 44 FR), R 75 AT AT Ja P P SR 5t .

J9 7 ARARA ELULIAIR, B8 — AN G Op 1 )91 T, % Op #:2 — 4 1nt32 %
1 tensor fE NI, fir XA tensor B —MEIAR, Bl 55 tensor ME— I X il £ T 26
—NICEWENO. QI tensorflow/core/user_ops/zero_out.cc, 7 H
REGISTER_OP K7€ X Op HJHE .

#include "tensorflow/core/framework/op.h"
REGISTER_OP ("ZeroOut")
.Input ("to_zero: int32")
.Output ("zeroed: int32");

ZerooOut Op #%5Z 32 (B tensor to_zero fENHIA, i 32 A7 FE A tensor

zeroed.

il 44 ITE B ST Op [ 4 AR ZiE e — (1, IF 8 P B dr 4435, DL TR RIZR
THAR R 44 B OR B DR N BT .

3.7.3 3 Op 323 kernel

FE5E XHE I 25, 1Rt — A B A Op HISLHL. XL kernel RE— DB — N0 B
K128, 4k OpKernel, 78 i Compute J77%. Compute FFiERME— AN OpKernelContext
HIZH context, I TU7 1A —L4 I RIE B, Bl indm A% H ) tensor.

¥ kernel @ N ENIA G SCAF o, kernel 2SR T T ARS8 AL:
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#include "tensorflow/core/framework/op_kernel.h"
using namespace tensorflow;
class ZeroOutOp : public OpKernel {
public:
explicit ZeroOutOp (OpKernelConstruction* context) : OpKernel (context) {}
void Compute (OpKernelContextx context) override {
// 3 BUir A\ tensor.
const Tensoré& input_tensor = context->input (0);
auto input = input_tensor.flat<int32>();
// Al E— A1 tensor.
Tensor* output_tensor = NULL;
OP_REQUIRES_OK (context, context->allocate_output (0, input_tensor.shape ()

&output_tensor));

auto output = output_tensor->template flat<int32>();
// BE tensor BE —MNZISWTEHKRA 0.
const int N = input.size();

for (int 1 = 1; i < N; i++) {
output (i) = 0;

}

/) R BEHGREE - TENE.

if (N > 0) output(0) = input (0);

}i

SEL kernel J, ¥ M 2] TensorFlow R 4. vEMES, 7T AR € 1% kernel 1217 i 1)
AL AL, FlnT] LLEE 2 —A kernel £ CPU _FIZ4T, 5 —ANE GPU Lig4T.
N IARIEIIA R zero_out . cc H, M EM Zeroout op:

REGISTER_KERNEL_BUILDER (Name ("ZeroOut") .Device (DEVICE_CPU), ZeroOutOp) ;

— HL A1 FlHH 2235 | TensorFlow, Tensorflow £ 4t v PLTE 7% B0 5] H AE H 1%
Op.

3.74 H£REFiRERSE
Python Op B8

%5 ¥ TensorFlow I, AT A AE tensorflow/core/user_ops Hx FH Op &
H3I{E bazel-genfiles/tensorflow/python/ops/gen_user_ops.py XIFH

A i% Python Op B35 45 I LR B, I8 4E Op 5| A Bl tensorflow/python/user_ops/user_ops
Hh:


tensorflow-zh/SOURCE/get_started/os_setup.md#create-pip
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/user_ops/
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/user_ops/user_ops.py
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[] from tensorflow.python.ops.gen, ser,psimpor t+

PRAT LG B 5 20 B BUE ey B D SRI. Dt SRR 1 B AR AR, £E
tensorflow/python/BUILD X/, ¥ H AL FZHMME] "user_ops" K hidden %
.

(I tigenopwrapperyy(name="user,ps",hidden=["Fact",|,requireshaperunctions=False,)

BHE "Fact" Y HEW Op. 285, f£ tensorflow/python/user_ops/user_ops.py
S IR B A ST pR . N, B ARSI ek Bt 2 T ) E B AR R Ok LR AE Op i
InENE . w5 B B S AE R BT gen_user_ops B, AL T A PRI ATS
“_"). Bl to:

[l defmyract():"""Op."""returngenyseryps.ract()

C++Op B3

%5 P TensorFlow I, T tensorflow/core/user_ops R TFH Op & H
BB C++ Op BLEE 4%, #lUN, tensorflow/core/user_ops/zero_out.cc F) Op
2 HEI{E bazel-genfiles/tensorflow/cc/ops/user_ops.{h,cc} FH NG
AR

tensorflow/cc/ops/standard_ops.h Bt FAHH SAHFPEHE X Op H
BN R B R A

#include "tensorflow/cc/ops/user_ops.h"

3.75 KEOpREBEEIE

BOAE T2 RSB Op 77 o2 2w B AR . A 30 f tensorflow/python/kernel _tests/zer
BELUTNEA:

[l import tensorflow as tf class ZeroOutTest(tf.test. TestCase): def testZeroOut(self): with
self.testsession() : result=tf.userops.zeroout([5,4,3,2,1])sel f.assertAllEqual(result.eval(),[5,0,0,0,0])

SRR IE T I

$ bazel test tensorflow/python:zero_out_op_test

3.7.6 IUEFM
IR IR B E Op REME N FH AEAT-{] shape f) tensor . 415 R AR N H 31 vector _FWg?
X BT EAE LA OpKernel SZEH IS ITAH S FOAS 2.

void Compute (OpKernelContextx context) override {

// KB N\ tensor


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/BUILD
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/user_ops/user_ops.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/user_ops/
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/cc/ops/standard_ops.h
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const Tensoré& input_tensor = context->input (0);
OP_REQUIRES (context, TensorShapeUtils::IsVector (input_tensor.shape()),
errors::InvalidArgument ("ZeroOut expects a 1-D vector."));

//

OP_REQUIRES Wi 5 i A\ & —> vector, WA & vector, ¥ %X B InvalidArgument
JRA&FFIRIE. OP_REQUIRES % A =S

e context: AJ PLiE—N OpKernelContext BY, OpKernelConstruction f8%t
eI tensorflow/core/framework/op_kernel.h), H setsStatus() 7
PR AL T 3.

o KB4/ tensorflow/core/public/tensor_shape.h HH —LIGIE ten-
sor shape 1] pRI%Y.

o KA BT P A AR R B R — A status SRR IR, S M tensorflow/core/public/stat
Status W& —NRA (BF & InvalidArgument, (AT DB AT S8 F1—
MHB. Hi&E— MR R T tensorflow/core/lib/core/errors.h

.

A RAR B — N R EOR B status X R A2 — M %, 7 PMER oP_REQUIRES_OK.
T 2 FRAG U B Al A 2 BBk L BR B, 2% E R BT

3.7.7 OpEfp
B

Op AI LA &, B PEMELE Op N 2 & v i 45 15 & J& 1 H Tl & Op, 7£ kernel
SEELH, Op VEM 4 N A s 2R, S8R U )X 2 JE v E. R AT R R E R
P, PR B0 R 1 B s, 45t AT AZE SR AT 2D R rh P gl BE g, AT DA feed 5555, @1
A T SR — e N TCVE MR 0 F, B Op 2844 (B4 N4t I B E A1 ) 1Y
Pic B Bl R S C B rT DR I P S

N Op BRI BAA Attr J74E4R € B IER AR ZE A, DR E C—AN @ 1, T
T

<name>: <attr-type—-expr>

<name> I U\?ﬁ%, GRS Hﬂiﬁ?, FARE, N RIZ A K. <attr-type-expr> =
—ANRBFRIE, AT

B, i RAEE zeroout Op RAF— MM R 3, fiasiz Op MUXAHF — P IT R,
RAT LA Op 4


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/lib/core/errors.h
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/op_kernel.h
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/public/tensor_shape.h
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/public/status.h
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/lib/core/errors.h
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/lib/core/errors.h
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REGISTER_OP ("ZeroOut")
.Attr ("preserve_index: int")
.Input ("to_zero: int32")
.Output ("zeroed: int32");

PRE kernel 7] AFERI% BR B, 383 context ST XA @ 1%

class ZeroOutOp : public OpKernel {
public:
explicit ZeroOutOp (OpKernelConstruction * context) : OpKernel (context) {
/] RBBEREH R M
OP_REQUIRES_OK (context,
context->GetAttr ("preserve_index", &preserve_index_));
// # & preserve_index & & AN IE
OP_REQUIRES (context, preserve_index_ >= 0,
errors::InvalidArgument ("Need preserve_index >= 0, got ",
preserve_index_));
}
void Compute (OpKernelContextx context) override {
//
}
private:
int preserve_index_;

}i
1ZAE 7] ITE compute J7 i HH gl fii

void Compute (OpKernelContext* context) override {
//
// ¥ & preserve_index ¥ B & & & %

OP_REQUIRES (context, preserve_index__ < input.dimension(0),

errors::InvalidArgument ("preserve_index out of range"));
// ZE#HY tensor FTEWMTEMEN O
const int N = input.size();
for (int i = 0; 1 < N; 1i++) {

output_flat (i)
}
// RFEKE R AE

output_flat (preserve_index_) = input (preserve_index_);

}

0;
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KT REFE I G A, B — AN @ AR B — AN 2 B Op B, 2048 — AR
IME:

REGISTER_OP ("ZeroOut")
.Attr ("preserve_index: int = 0")
.Input ("to_zero: int32")
.Output ("zeroed: int32");

BiE3ea
Je 14 R BAASE R T SR 2

string: (] TR (UTF8 A2 WA 21 H)).
o int: —ME AR

e float: —/MFHEL

» bool: HELfR.

e type:DataType JEGIHEMZ —.

¢ shape: =" TensorShapeProto.

* tensor: " TensorProto.

e list (<type>):<type> K, Hi <type> & FIAFEM — JEF 1ist (1ist (<type>))
FE TR

BB HNZRLL op_def_builder.cc:FinalizeAttr N,

BINMERAREME BV G RE, — LR EE T DA AR EMSE. T E L —
NE LR ZFAF R B, fRm] USRS <attr-type—-expr> B

e {'<stringl>', '<string2>'}:BHELIE —DTFAE, BUER PN <stringl>
o <string2>. [HINEECER R TEPZRMN string, O&RR 1. FREHR)
AL T — AN

REGISTER_OP ("EnumExample")

Attr ("e: {’'apple’, ’'orange’}");

e {<typel>, <type2>}:{H/E type KM, HUFN <typel> B <type2> Z—,
IR <typel> Ml <type2> LA R tensor F AL, ARSI E g PRI SEHY
N type, MA@ ...} I\ DREFIER. G, £ Fmes 75, B
HIZEALAZ5N int 32, float, B bool:


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/types.cc#DataTypeString
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/tensor_shape.proto
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/tensor.proto
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/op_def_builder.cc#FinalizeAttr
tensorflow-zh/SOURCE/resources/dims_types.md#data-types
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REGISTER_OP ("RestrictedTypeExample")
Attr("t: {int32, float, booll");

o X B — s DL 2 o2 I B O 5
e numbertype: [RH$IZEEHEF KA, BIFE string F bool HIZEAL.
e realnumbertype: 5 numbertype XAl&ANLREE 443,

e quantizedtype: 5 numbertype XJlls& R X FFEAEE (quantized number
type).

XL FI B RIE tensorflow/core/framework/types . h CAFH IE L oA AL
€ X (W NumberTypes (). AFIHEM ¢ AU R E 7 Z0:

REGISTER_OP ("NumberType")
Attr ("t: numbertype");

XX/ Op:
[l ttnumber; ype(t=tf.int32)t f.number;ype(t=tf.bool)

e int >= <n>:ELAUE Y, HBUE KT T <n>, <n> 2P HEREL
Blhn, 4 Op FEMERAEIRE 1B a IEZRDY 2.

REGISTER_OP ("MinIntExample")
Attr("a: int >= 2");

e list (<type>) >= <n>: — <type> KR, FIRKELIRTET <n>.

B, FIHE Op {EMERAERR EJE@ M a B— 1K, FIRFPIITTRFME int32 5
float FIRKEZR/DN 3.

REGISTER_OP ("TypeListExample")
Attr("a: list ({int32, float}) >= 3");

WA = <default> PIZARFAMARRE, 45— NETE B EIME (ERA AL
AR AR LA ol T 3 i 1), 4n

REGISTER_OP ("AttrDefaultExample")
Attr("i: int = 0");

ERUME SCHF VR AL 50 ¢ GraphDef i€ X[ protobuf &7 H1 45 Al .
MRS T R T BB ] 5


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/types.h
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REGISTER_OP ("AttrDefaultExampleForAllTypes")

Attr("s: string = " foo’ ")

LAttr("i: int = 0")

Attr("f: float = 1.0M)

Attr ("b: bool = true")

Attr ("ty: type = DT_INT32")

.Attr ("sh: shape = { dim { size: 1 } dim { size: 2 } }")
Attr ("te: tensor = { dtype: DT_INT32 int_wval: 5 }")
Attr ("l _empty: list(int) = [1"M)

Attr("l_int: list(int) = [2, 3, 5, 71");

TE RS AIE SR LSRR B A 5 ) DT+ 4K,

Type Polymorphism %} T JSE& ] DU FH AN [R] S8 L gy A\ B3 A= AN [R] S8 4 i L %) Op, AT LA
N Op B AM AN 2R B — AN E e, — RS, 28— SRR R AL M
—I> OpKernel.

Blan, Bx 7 int32 b, B2 zeroout Op X HF float, JEMARKLWIT:

REGISTER_OP ("ZeroOut")
Attr ("T: {float, int32}")
.Input ("to_zero: <b>T</b>")
.Output ("zeroced: <b>T</b>");

XE Op MM ILAESRS E T I AN HIZRBLA AN £1loat B int 32, 1Ml HEESR A A
fan 1€ 1 [RIAE RO SR T T, B L R Gt

—/Mi 44 B (#naming) i\, FarH, FE P8 H 8 H snake_case iy 4475, ME
— IR A1 2 i M B AR i N SR AR B A N SR — 4. 4 i 3 [
XL 1t AT AR AE T ok, B A2 R EAE Op YRR B . B, s — A
ZeroOut i€ X 4= Hif#) Python BN T

Jnn

[l defzero,ut(to,ero,name=None):"""...:tosero: ‘Tensor‘.: float32','int32" .name: ().
R [EH: — ‘Tensor!, 54 F ‘to ero’."""

WRE AR to_zero & int 32 K] tensor, 285 T ¥4 H 3 E Y int 32
(SEPr & DT_INT32). ARLEHET H e PR 42 PR B 2 K5 BOR F GE 0 i
EAF

N M 2R B S HERT ] T, B2 AT R T


tensorflow-zh/SOURCE/resources/dims_types.md#data-types
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REGISTER_OP ("StringToNumber")
.Input ("string_tensor: string")
.Output ("output: out_type")
Attr ("out_type: {float, int32}");
.Doc (R"doc (
Converts each string in the input Tensor to the specified numeric type.

)doc™) ;
EXAEOLT, P 75 ZEAE A2 ) Python AGAS H 4 e i H 2R AL

[] def string;0,umber(string;ensor,out;ype=None,name=None):"""Tensor
ZH: string ensor: ‘string‘‘Tensor‘.out;ype:‘tf.DType','tf.float32,tf.int32‘‘tf.float32.name: ().

«cnnmn

RIEME: — ‘out,ype‘ Tensor".

#include "tensorflow/core/framework/op_kernel.h"
class ZeroOutInt320p : public OpKernel ({
// FoZE] —

}i

class ZeroOutFloatOp : public OpKernel ({

public:

explicit ZeroOutFloatOp (OpKernelConstruction x context)
OpKernel (context) {}
void Compute (OpKernelContext * context) override {
// #H B A tensor
const Tensoré& input_tensor = context->input (0);
auto input = input_tensor.flat<float>();
// BlE— A H tensor
Tensor * output = NULL;
OP_REQUIRES_OK (context,
context->allocate_output (0, input_tensor.shape (), &output)
auto output_flat = output->template flat<float>();
// KEWY tensor WA TLTE N O
const int N = input.size();
for (int i = 0; 1 &lt; N; i++) {
output_flat (i) = 0;

}<br/>
/) REE - AwAE
if (N &gt; 0) output_flat (0) = input (0);

}i
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// #E &, TypeConstraint<int32>("T") E%XR & EBM "T" (£ L@ op HEMREF
/) EXE) S AZ "int32", 74 &l .
REGISTER_KERNEL_BUILDER (
Name ("ZeroOut")
.Device (DEVICE_CPU)
.TypeConstrainté&lt; int32&gt; ("T"),
ZeroOutOpInt32);
REGISTER_KERNEL_BUILDER (
Name ("ZeroOut")
.Device (DEVICE_CPU)
.TypeConstraint<float>("T"),
ZeroOutFloatOp) ;

N TR IR FRAAE, ARAE N —ACAH I op IRINJE LR, 236 E — A B0A
fH:

REGISTER_OP ("ZeroOQOut")
Attr ("T: {float, int32} = DT_INT32")
.Input ("to_zero: T")

.Output ("zeroed: T")

R T EARINE 2288, fi double:

REGISTER_OP ("ZeroOQut")
Attr ("T: {float, double, int32}")
.Input ("to_zero: T")

.Output ("zeroed: T");

9T SR IE 2E R B T A OpKernel AR, 3B H A LLE —AN C+ BEME N
AR, R, R T BN — N E A € L —> keneral 71t (REGISTER\_KERNEL\_BUILDER
P HD.

template <typename T>;
class ZeroOutOp : public OpKernel {
public:
explicit ZeroOutOp (OpKernelConstruction* context) : OpKernel (context) {}
void Compute (OpKernelContextx context) override {
// #H B A\ tensor
const Tensor& input_tensor = context->input (0);

auto input = input_tensor.flat<T>();

// Gl #ZE— A% Y tensor
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Tensor* output = NULL;
OP_REQUIRES_OK (context,
context->allocate_output (0, input_tensor.shape (), &output))
auto output_flat = output->template flat<T>();
// KEWY tensor WA TLTE N O
const int N = input.size();
for (int i = 0; i < N; 1i++) {
output_flat (i) = 0;
}
// Preserve the first input value

if (N > 0) output_flat(0) = input (0);

bi
};<br/>
// v &, TypeConstraint<int32>("T") BE% & B MK "T" (L ® op = M KA+
/) EXHE) AR "int32n, A REZHI . </b>
REGISTER_KERNEL_BUILDER (
Name ("ZeroOut")
.Device (DEVICE_CPU)
.TypeConstraint<int32>("T"),
ZeroOutOp<int32>);
REGISTER_KERNEL_BUILDER (
Name ("ZeroOut")
.Device (DEVICE_CPU)
.TypeConstraint<float>("T"),
ZeroOutOp<float>);
REGISTER_KERNEL_BUILDER (
Name ("ZeroOut")
.Device (DEVICE_CPU)
.TypeConstraint<double> ("T"),
ZeroOutOp<double>) ;

UNARATAR 2 ELRRAS, T ORE AR Al — AN RS2 B

#include "tensorflow/core/framework/op_kernel.h"

#define REGISTER_KERNEL (type) \
REGISTER_KERNEL_BUILDER ( \
Name ("ZeroOut") .Device (DEVICE_CPU) .TypeConstraint<type> ("T"), \

ZeroOutOp<type>)
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REGISTER_KERNEL (int32) ;

REGISTER_KERNEL (float) ;

REGISTER_KERNEL (double) ;
#undef REGISTER_KERNEL

e 73 kernel {8 FHWR LS8 frm] gE R At ensorflow/core/framework/register_ty
PRI 72

#include "tensorflow/core/framework/op_kernel.h"
#include "tensorflow/core/framework/register_types.h"
REGISTER_OP ("ZeroOut")
Attr ("T: realnumbertype")
.Input ("to_zero: T")
.Output ("zeroced: T");
template <typename T>
class ZeroOutOp : public OpKernel { ... };
#define REGISTER_KERNEL (type) \
REGISTER_KERNEL_BUILDER ( \
Name ("ZeroOut") .Device (DEVICE_CPU) .TypeConstraint<type> ("T"), \
ZeroOutOp<type>)
TF_CALL_REAL_NUMBER_TYPES (REGISTER_KERNEL) ;
#undef REGISTER_KERNEL

FIRMNFSEIE  BR T REAS A AN R 2R ALY tensor 1 AH A B, Op i 2 Rl £
™ tensor 1F A A B H.

TERE TORIMGI 15, B T 26 7 — DR FE, FERIM RN in FIfH out
(PR, fan N AN H 35 O FE 8 2R AL tensor 4136, BESRS N TG H 2R AL N T, EATT
tensor U MR % — 1)

REGISTER_OP ("PolymorphicListExample")
Attr ("T: list(type) ™)
.Input ("in: T")
.Output ("out: T");

ATLLUCA SR R Al fR R R W B A RSk E. N — M1 rh, A2 £loat M
double EAK tensor FIFR. Hlhn, XA~ Op A2 I N A (float, double,
float) MR, HAEMEL T, Wt RA FMEN (float, double, float).

REGISTER_OP ("ListTypeRestrictionExample")
LAttr("T: list ({float, double})")


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/register_types.h
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.Input ("in: T")
.Output ("out: T");

W RAHE—ANFIR I FTH tensor & [Fl— 8 R T 25 T 54

REGISTER_OP ("IntListInputExample")
LAttr ("N: int")
.Input ("in: N = int32")
.Output ("out: int32");

XA int 32 tensor F1FK, FHH—> int J&ME N KI5 € VIR K.
XA A A TR W. £ —NM 5, A2 — A tensor FIIER, K N, R
AT Hn AR AN T Y tensor:

REGISTER_OP ("SameListInputExample")
JAttr ("N: int")
Attr ("T: type")
.Input ("in: N %= T")
.Output ("out: T");

ERINTE LT, tensor 51 B /MEE N 1. XN LIRS AT L T8 5 1 & 8
A = Ay SRAR

REGISTER_OP ("MinLengthIntListExample")
Attr ("N: int >= 2")
.Input ("in: N x int32")
.Output ("out: int32");

FIFEREENER T "1ist (type) " &M

REGISTER_OP ("MinimumLengthPolymorphicListExample")
LAttr("T: list (type) >= 3")
.Input ("in: T")
.Output ("out: T");

I\ FNE
MEE— R EIRNZE, —A Op IEMHEME AT LLIE & Z AN A\ A

REGISTER_OP ("MultipleInsAndOuts")
.Input ("y: int32")
.Input ("z: float")
.Output ("a: string")
.Output ("b: int32");
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BN A\ 5 T
<name>: <io-type-expr>

Hrr, <name> PLARHT L, HHRE BB, FRANRIZLA K. <io-type-expr>
AP R AR SRR 2 —

o <type>, —/MNEEMHIANER, Wl float, int32, string. XATH THRELER
R $/ tensor.

2 W77 Tensor 3 51| .

REGISTER_OP ("BuiltInTypesExample")
.Input ("integers: int32")

.Input ("complex_numbers: scomplex64");

e <attr-type>, —NEVEM—NRA type BRAAE 1ist (type) (AIREEE
FAY PR, 1ZEVE A SEIL 2 45 Op.

REGISTER_OP ("PolymorphicSingleInput")
LAttr ("T: type")
.Input ("in: T);
REGISTER_OP ("RestrictedPolymorphicSingleInput")
Attr ("T: {int32, into64}")
.Input ("in: T);

RSB BN 1ist (type) R ACVFIRILZ — P4 tensor.

REGISTER_OP ("ArbitraryTensorSequenceExample")
Attr ("T: list (type) ")
.Input ("in: T")
.Output ("out: T");

REGISTER_OP ("RestrictedTensorSequenceExample")
Attr ("T: list ({int32, inte64d})")
.Input ("in: T")
.Output ("out: T");

TEE, BN 22008 T, BRI e (10 5T S BRI AR R

e <number> x <type>, —HIHMFEZEAH] tensor, <number> & —4> int KK
JBYERI AR, <type> ATLLR— AT int32 Al £loat MUFFE R, 8E—4
type BRMJE R4 7. #T# BIF 741N, 0] 74532 —1> int 32 tensor JI&A A
Opﬁﬁ}u
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REGISTER_OP ("Int32SequenceExample")
Attr ("NumTensors: int")

.Input ("in: NumTensors * int32")
J& 3 IR, & 52— N2 2 tensor B3R AE N Op A

REGISTER_OP ("SameTypeSequenceExample")
Attr ("NumTensors: int")
Attr ("T: type")

.Input ("in: NumTensors x T")
e Tensor K] 5| FHZFR/R N Ref (<type>), HH <type> & FIRIH 2 —,

— AN UG 2B MR R — NN RO SR TN, 12 T DA IR k.
SEHLZARFVE, R 75 ZEHEWT R R RS AR Ros (i T 8w, e A,
t, A7 AR A B B S B R X KRB K. 2 Wl i 44
AR E YT

FZHMFi S W tensorflow/core/framework/op_def_builder.h.

EEFRE M

T, O RIYE Y A O 20 PR R ) S A Op fEFH BTG e, 75 CRIE £ FH TH B a4
&P 514k GraphDef 17588 IE#f TAF.
TN TH R T UM OR KR ) J5 e 1t 1) 77 =X

L. AR N2 Op K38 e v 4G BRAME, HERAE R B94T 8 e E L KB —ANE
2 MIEAE N 2 AR, VR N HT 2R g M T BROME, DUOR R SR 46 1 pR 2L
2., A an N ERAE:

REGISTER_OP ("MyGeneralUnaryOp")
.Input ("in: float")
.Output ("out: float");

R RUERE N IR AR AN A, HAORKF IR 5 A 1k

REGISTER_OP ("MyGeneralUnaryOp")
.Input ("in: T")
.Output ("out: T")

Attr ("T: numerictype = float");


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/op_def_builder.h
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LTS — DR TEM AR KR L e, B, IRATLURE {int32, inte4} Z&H
{int32, int64, float },@Z%LJI% {"apple", "orange"} @Ejﬂ {"apple", "banana",
"orange"}.

2. iBIL 45 Op ARSI — LI H rhifE— BIFR IRV RTER, RO 1 Op #4423
[5]. iy 44 2% [|) 0] LLTRBI /R [¥) Op 5 TensorFlow A KA B (1 P B Op 7= A i 44 1 2%,

3B AT 22E LN Op AR A&, AT i, Hese, — L8 AR A
DRUESRANE (4, $EIFT AN, BOR R (1 s AR B — MR,

BN RANRE A (77 38— AMRAE, Rt 8 — S 208 R, SRSEILI 75 DI RE.

3.7.8 GPU % iF

PRTT ASEBLAN I ) OpKernel, K Herh 22 —3E M 2] GPU, 55— MEME] GPU, IR0
ANE R BE M kernel —#f. tensorflow/core/kernels/ A —% GPU SZHHI1
F. R, —L kernel B CPU fRAN T . cc XA, GPU IRANL T _gpu.cu.cc XA, 3t
ZPRIBALT . n S

#ltn, pad op % T GPU kernel #MHH AL ITE tensorflow/core/kernels/pad_op.cc
1. GPU kernel fii T tensorflow/core/kernels/pad_op_gpu.cu.cc, FEEH—
AMERR ARG 5 W AE tensorflow/core/kernels/pad_op.h. s Byt E M HGE,
RIS H pad 1 GPU WA, 158 T 2244 "paddings " M NJHE B WA, N T2
X 5 BN B AR IC N R ARAFAE N AE T, N kernel VEM—> HostMemory ()
. ke

#define REGISTER_GPU_KERNEL (T) \
REGISTER_KERNEL_BUILDER (Name ("Pad") \
.Device (DEVICE_GPU) \
.TypeConstraint<T> ("T") \

.HostMemory ("paddings"), \
PadOp<GPUDevice, T>)

3.7.9 {¥H Python LI E

45 7€ —~ Op A &, TensorFlow {5 A B 20145 (5 [F A& 48 KIS IHT Y Op BAZR
ANBRREIZE, IR AN CF [ Op (3 Wb FEi2 5. SR 1746 B 3h sy et 5581 Op
) AR, 20— A6 FE B, M\ Op BB N THELRE B, i [RIAR M0 FE AR 1 %t
2 b iR —AOp tHE \(y=£e)\), FEM EIRE B Op i it LA N4 L, K\ (0/0y\)\ (0/0x\).
0 _00y_00f
dx dyodx 0dyodx

1£ Zeroout MIFIFH, AN JA — Iz, BrbL, AR RS A )
tensor 2 A — AN AT WK FrR:


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/
tensorflow-zh/SOURCE/api_docs/python/array_ops.md#pad
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/pad_op.cc
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/pad_op_gpu.cu.cc
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/pad_op.h
tensorflow-zh/SOURCE/api_docs/python/train.md#gradient-computation
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[] from tensorflow.python.framework import ops from tensorflow.python.ops import
array,psfromtensor flow.python.opsimportsparse,ps

nmmne

@ops.RegisterGradient("ZeroOut") def ;ero,utgrad(op, grad): zeroput'.
ZH: op: BT 1 ‘zero,ut“, Op.grad : ‘zero,ut‘Op.

R[E: ARRIIN zero,ut'."""toero=op.inputsl0lshape=array,ps.shape(to,ero)index=array,ps.zer

i ops.RegisterGradient VM oA H0RE B R0 — L8407

o XFFANAE — A R Op, BEE R EUEH operation op fil—/ Tensor grad fE
NEH, J-JFU\ op.inputs[i],op.outputs[i], Ml grad M@K Op. BIEMIE
HalPLEd op. get_attr REL

o WR Op B Z AN, b6 R ECK A op Al grads 1ENSH, H, grads &2 —4
FAIE Op MIFIER, NRE— i b v 5086 B B B bR B i A 20— Tensor X
RN, XF B2/ — N IR L.

o WA Nk N8 SUBRFE, BN FAEZR 5] A, 1xX Eedm N IR [5] iR BN None.
25—, R —A> Op WIS AN A —ANF S 4 tensor x AI—/NMERI 5] 1) IFAHF
R ECK IR Al [x_grad, Nonel.

o WIARBHEEXTT —> Op kUl Z L E X, 1/ ops.NoGradient ("OpName") %M
Ha) 257,

VEE B R R Ew R I, VR 006 SR 2 m E R Op, AN /& tensor £idE A £
Rk, HETEEIE TR, #4618 5 A4 S8 E tensorflow Op HIHAT NPTk .

3.7.10 7£ Python I —/ MK R ¥

TensorFlow Python APT 7 —~ “TARHEWT ThRE, v LAAHAT B3R tensor [1)TE
RAF S TEARHEWT Dh e #E th 4 — A~ Op SRALENT T TR B B SR SR, &8 WA
PRI BB BT A S N B AR A A e 1, LA S TR 2 i IR, — NI AIR R B L — A
Operation fEAMIN, IRE—/ TensorShape M RFIFE (F— Mt — M R). HH
tf.RegisterShape MM VEMIEAR L. Fl4n, I 3C€ XH zeroout Op BITERER
i

[] @tf.RegisterShape("ZeroOut"): def ;ero,utshape(op):"""ZeroOutOp.
X FE ZeroOut LR B EUHI T LT R A, Dy — Ay 7™ A2 B IRATR L H A N — .
return [op.inputs[0].getshape()]
—NTAR R v LA A A TR, R T A2 ZeroOut TR AR B 2L vector il A2
R
[] @tf.RegisterShape("ZeroOut"): def zero,utshape(op):"""ZeroOutOp.

nmn


tensorflow-zh/SOURCE/api_docs/python/framework.md#RegisterGradient
tensorflow-zh/SOURCE/api_docs/python/framework.md#Operation
tensorflow-zh/SOURCE/api_docs/python/framework.md#Tensor
tensorflow-zh/SOURCE/api_docs/python/framework.md#Operation.inputs
tensorflow-zh/SOURCE/api_docs/python/framework.md#Operation.outputs
tensorflow-zh/SOURCE/api_docs/python/framework.md#Operation.get_attr
tensorflow-zh/SOURCE/api_docs/python/framework.md#Operation
tensorflow-zh/SOURCE/api_docs/python/framework.md#TensorShape
tensorflow-zh/SOURCE/api_docs/python/framework.md#RegisterShape
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X & ZeroOut JEIR BRI AL L) AR RCAS, 2% A K rank 2072 1 (RIS —4> vector). """
inputshape=op.inputs[0].getshape().with,ank(1)returnlinputshapel
AR Op 7& Z M1 2 45 Op, 18 AT I B PR o€ 7 208 & IR B

@tf.RegisterShape ("IntListInputExample")
def _int_list_input_example_shape (op) :

"M wIntListInputExample" Op B4 K B %% .

Fr A o O o B R R OK /N B9 AR TR
nmww
output_shape = tf.TensorShape (None)
for input in op.inputs:
output_shape = output_shape.merge_with (input.get_shape () .with_rank(2))

return [output_shape]

BESRTEARHEWT & — ATk B Re e, H tensor IITEAR AT BE BN AL, TR R B 22
figfEt, eV AL EAE B ARG BRI, nerge_with Jrikaeis 3 B M #&
FIWT PSR T2 —FEH, BME IS IRAOAE A &, R BRI RE A 2 A I bs e
Python Op HIFZIR B DL a7 1, HF H O @A IR Z A F KA < 1.

JE3: Adding a New Op #1%: [@doc001](https://github.com/PFZheng) f& X :
[@ZHNathanielLee] (https://github.com/ZHNathanielLee)


tensorflow-zh/SOURCE/api_docs/python/framework.md
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/ops/
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/ops/
http://www.tensorflow.org/how_tos/adding_an_op/index.html#adding-a-new-op

152 $=F BEFTX
3.8 BEX#iEIZE
FEAZR:
o A Cr+ FES
o Bif# % TensorFlow Y5 SCF, 35 0] 4t .
AT SCRF S A& AT 55 70 B 8 73
o A% AV H] Reader Op RS HE2EL—A record (A MEAE B 45 H) o

o CSRAR F FRATIEFH AR A5 25 B AR AT 8 SR — A A5 B D R F 4 TensorFlow R]
DESENOEIS

Blan, weE—AN CSV SCAF, AR — A SOREES 48, ARE R AT SO T
CSV i iz &,
3.8.1 FEAR
B E X HHEIEE

o Y5 — RS A8

o JiE— ANtk Op

3.82 HME—IMNHBNIEER

Reader 72 % [ ] F SR EEEUCSCA H HIC /) . TensorFlow AN 2 T — 85325 28 Op [ 5K
iR

o tf TFRecordReader (G5 {iL T- kernels/tf_record_reader_op.cc)
* tf.FixedLengthRecordReader (YIS kernels/fixed_length_record_reader_op.cc)

o tf.TextLineReader (fUf% 1 T~ kernels/text_line_reader_op.cc)

PRAT LA BIX Le 5 5 28 B AL 2 — AR, ME— ) ZE R REEIIMME RS . RE
BT Read. BEHRE—MTHISE, @IEIXNMTHISE, 0T LALE 75 200 I B
B4 (Bt 24 Read Op HKIEAT, BUEHT— Read' — i il 5 —
ALK TR SERM R KE: DR AR E A .

el —A 4N SomeReader (5 2y, 75 LI DK

1. 7F C++ I, 5 X — tensorflow::ReaderBasel] 7-2&, #44 N “SomeReader”.

2. 1E C++ 1, JEM—/NFT IS 4% Op Al Kernel, 44 4 “SomeReader” .


tensorflow-zh/SOURCE/get_started/os_setup.md#source
https://en.wikipedia.org/wiki/Comma-separated_values
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#TextLineReader
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#decode_csv
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#decode_csv
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#TFRecordReader
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/tf_record_reader_op.cc
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#FixedLengthRecordReader
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/fixed_length_record_reader_op.cc
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#TextLineReader
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/text_line_reader_op.cc
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/reader_base.h
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3. 1E Python H, & X —> tf.ReaderBase ] T2, 44 N “SomeReader” .

PRA] LA BT A B C++ ARITSAE tensorflow/core/user_ops/some_reader_op.cc
CAE . B A B 4 5k N B C++ [f) ReaderBase 28 1%, iX 4> ReaderBase
ZRTFE tensorflow/core/kernels/reader_base.h H15%E X 1. RFEEHAT UL N7

» OnWorkStartedLocked: T F—A~3CfF
 ReadLocked: BZH—Midsgu#k s EOF/error
» OnWorkFinishedLocked: %2471 3¢

o ResetLocked: {HEZFic3k, #ilun: —MEEGRILK

DL IX BTy 42 SR T A HT A “Locked”, 3R ReaderBase 75 i AT AT — AN 51k
Z AT B8, XFEA L& 24 (B RRY Tk c R mA 4
Ja )

%} T OnWorkStartedLocked, 7 24T T B SCAF 445 current_work () BRECH IR [H]
fH. BEAS ) ReadLocked FIELF 24 UNT:

Status ReadLocked(string* key, stringx value, boolx produced, boolx at_end)
R ReadLocked MO i X 7 — 2k id %, B EEHTN:
o *key: CKAIbRENL, L IZbR LA AT DLE R E A B iZ1d 5. AT LA A cur-
rent_work() & BB IRAFHI LA 44, FFEIN— ANl T BB E B
o *value: B ILRKIINE.
 *produced: W& AN true.

BYRLE A (EOF) KB, B E *at_end N true , fEARAIE AL, #4431 [0 Status::0K() -
IR R, R EE R tensorflow/core/lib/core/errors.h H i — /Nl Bh T RE Bt
A DAfRT B R 0], AN TR EAME A S 5B .

BT RARVOIE — NSRS 88 Ope WIEARARCAZZE TIHNIUH T Op IR A
Wy, FESPRMT:

o 7S Opo

o & X FFEM OpKernel.

LM Op, TR EH B — N $E 4 AT tensorflow/ core/ framework/op.h H [
REGISTER_OP.

54 Op AN, RA Ref(string) XA B H . EATHH SetlsStateful(), FF

H—" container 7 & Al shared_name J& . /R A LLZE— Doc H & AL B BE & 3
R AN g . Bn: 7 W tensorflow/core/ops/io_ops.cc&s:


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/ops/io_ops.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/kernels/reader_base.h
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/lib/core/errors.h
tensorflow-zh/SOURCE/how_tos/adding_an_op/index.md
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/op.h
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/ops/io_ops.cc
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#include "tensorflow/core/framework/op.h"
REGISTER_OP ("TextLineReader")
.Output ("reader_handle: Ref (string)")
.Attr ("skip_header_lines: int = 0")

.Attr ("container: string = ''")
.Attr ("shared_name: string = ’''")
.SetIsStateful ()

.Doc (R"doc (

A Reader that outputs the lines of a file delimited by ’'\n’.
)doc™) ;

BEHEX— OpKernel, 25 88 DU & X fEtensorflow/ core/ framework/ reader_op_kernel.hEIj
"] ReaderOpKernel (3B ERAETT X, FFi81T — 1Y SetReaderFactory (438 BRI %L 5E X
iR G, V7 EH@ i REGISTER_KERNEL_BUILDER(...) {EMHX A2,

— A E R T

#include "tensorflow/core/framework/reader_op_kernel.h"
class TFRecordReaderOp : public ReaderOpKernel {
public:
explicit TFRecordReaderOp (OpKernelConstruction* context)
ReaderOpKernel (context) {

Env+x env = context->env();

SetReaderFactory([this, env] () { return new TFRecordReader (name (), env);

bi
REGISTER_KERNEL_BUILDER (Name ("TFRecordReader") .Device (DEVICE_CPU),
TFRecordReaderOp) ;

— AN R AT

#include "tensorflow/core/framework/reader_op_kernel.h"
class TextLineReaderOp : public ReaderOpKernel {
public:
explicit TextLineReaderOp (OpKernelConstruction* context)
ReaderOpKernel (context) {
int skip_header_lines = -1;

OP_REQUIRES_OK (context,

}

context—->GetAttr ("skip_header_lines", &skip_header_lines));

OP_REQUIRES (context, skip_header_lines >= 0,

errors::InvalidArgument ("skip_header_lines must be >= 0 not

4


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/reader_op_kernel.h

3.8 A NHIE R 155

skip_header_lines));
Envx env = context->env();
SetReaderFactory ([this, skip_header_lines, env] () {
return new TextLineReader (name (), skip_header_lines, env);

)

bi
REGISTER_KERNEL_BUILDER (Name ("TextLineReader") .Device (DEVICE_CPU),

TextLineReaderOp) ;

55— P2 N Python L3628, /K7 22K tensorflow.python.ops.io_ops ‘F A # ten-
sorflow/python/user_ops/user_ops.py, FF#I1—"io_ops.ReaderBaseIfTA K% .

from tensorflow.python.framework import ops
from tensorflow.python.ops import common_shapes
from tensorflow.python.ops import io_ops

class SomeReader (io_ops.ReaderBase) :

def _ _init_ (self, name=None) :
rr = gen_user_ops.some_reader (name=name)
super (SomeReader, self)._ init_ (rr)

ops.NoGradient ("SomeReader")

ops.RegisterShape ("SomeReader") (common_shapes.scalar_shape)

YR AT PATE tensorflow/python/ops/io_ops.pyHH B & — L5 4

3.8.3 HE—MEEER Op

— ek, XA Op, WE—AMRE TR ICEMERN, BIEE 7
I Op WU . AR LLERE— s B/ E NN, A ETEHRE B iR A B
(ks A -

FH T AR 1 5% )38 B3 S 491«

¢ tf.parse_single_example (and tf.parse_example)
e tf.decode_csv

e tf.decode_raw

R, 24 Op RIS HEANR & il kg 2 A 200 . Biln, /A —5k L
£ B M ARAFALE tf train. Example PP 22 i X0 BRSO . i HE i EUR RIS =, ARATREA
tf.parse_single_example ] Op 1325 5% H 318 F tf.decode_jpeg, tf.decode_png, B{#
tf.decode_raw. i LHL tf.decode_raw ¥ N4 H - 4# F tf.slice AT tf.reshape SRHEEUEL


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/user_ops/user_ops.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/user_ops/user_ops.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/ops/io_ops.py
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/python/ops/io_ops.py
tensorflow-zh/SOURCE/how_tos/adding_an_op/index.md
tensorflow-zh/SOURCE/how_tos/adding_an_op/index.md
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#parse_single_example
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#parse_example
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#decode_csv
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#decode_raw
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/example/example.proto
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#parse_single_example
tensorflow-zh/SOURCE/api_docs/python/image.md#decode_jpeg
tensorflow-zh/SOURCE/api_docs/python/image.md#decode_png
tensorflow-zh/SOURCE/api_docs/python/io_ops.md#decode_raw
tensorflow-zh/SOURCE/api_docs/python/array_ops.md#slice
tensorflow-zh/SOURCE/api_docs/python/array_ops.md#reshape
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Pa 218 097775 o> Ji 3 : Custom Data Readers £ : [@derekshang] (https://github.com/derekshang)
Fext: wiki


http://tensorflow.org/how_tos/new_data_formats/index.html#custom-data-readers
https://github.com/jikexueyuanwiki
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3.9 {¥H GPUs

3.9.1 HEEIEHE

E—EERN RS LA 21 R %K. TensorFlow S FF CPU Al GPU iX 9 fl 1%
% BRATHIE E £455 strings RhrHX L4, han:

e "/cpu:0": HLEFH ) CPU
o "/gpu:0": HLE$ I GPU, WIRARA —/NME.
o "/gpu:l": HLESH AR A GPU, PAILRHE. ..

R —A™ TensorFlow [ operation H #tH CPU Fl GPU {58, HiX AN H FH eIk
W&, GPU A ZeAL. ol matmul 9 CPU #1 GPU kernel s B#BEAE. B ALE cpu: 0
Fl gpu: 0 H, matmul operation = #i7IK%E gpu: 0.

3.9.2 IEREHEIKIFR

N T 3REU/R I operations A1 Tensor #%F8 K 2B % £ L1217, H log_device_placement
HE— session, FFHEN True.

[l #r#d—> graph. a = tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0], shape=[2, 3], name="a’) b
=tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0], shape=[3, 2], name="b’) ¢ = tf. matmul(a, b) H1 % ses-

sionwithloggevice,lacementTrue.sess=tf.Session(config=tf.ConfigProto(loggevice,lacement=T)

TRNLZREF ILLL T

Device mapping:
/job:localhost/replica:0/task:0/gpu:0 —> device: 0, name: Tesla K40c, pci bt
id: 0000:05:00.0
b: /job:localhost/replica:0/task:0/gpu:0
a: /job:localhost/replica:0/task:0/gpu:0
MatMul: /job:localhost/replica:0/task:0/gpu:0
[[ 22. 28.]
[ 49. 64.]]

3.9.3 FTIRIKIEE

81 RSB 3R B2k operation $8 IR, T2 T TARIREE, KA1 EUH with
tf.device B —MHIAEL, ZXANIAEE T operation #RSGE — I8 1T /EM B4 E W W 7
k.

[l #Hré—> graph. with tf.device('/cpu:0’): a = tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0],
shape=[2, 3], name="a’) b = tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0], shape=[3, 2], name="b’) c =
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tf. matmul(a, b) #7% session withlogsevice,lacementTrue.sess=tf.Session(config=tf.ConfigProto(loga

TR RIBUAE a Al o FAFHHPHRIREE T cpu: 0.

Device mapping:
/job:localhost/replica:0/task:0/gpu:0 —-> device: 0, name: Tesla K40c, pci bus
id: 0000:05:00.0
b: /job:localhost/replica:0/task:0/cpu:0
a: /job:localhost/replica:0/task:0/cpu:0
MatMul: /job:localhost/replica:0/task:0/gpu:0
[[ 22. 28.]
[ 49. 64.]]

3.9.4 7% GPURLEEHE—GPU

WRIRH R G HEA 2 A GPU, 4 ID /MK GPU < BRIAE L. SRR AR FH 701 1)
GPU, AJ LART N I 05 92 . 2 A AR (0 e 4
] # & —> graph. with tf.device(’/gpu:2’): a = tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0],
shape=[2, 3], name="a’) b = tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0], shape=[3, 2], name="b’) c =
tf. matmul(a, b) #7/ sessionwithlogsevice,lacementTrue.sess=tf.Session(config=tf.ConfigProto(logy

W SRARTR 2 R A& AELE, 82U F] InvalidArgumentError # RGN

InvalidArgumentError: Invalid argument: Cannot assign a device to node ’'Db’:
Could not satisfy explicit device specification ’/gpu:2’
[ [Node: b = Const[dtype=DT_FLOAT, value=Tensor<type: float shape: [3,2]
values: 1 2 3...>, _device="/gpu:2"]()]]

N T G IR TR 8 B WS ANAEAE X MG L, VR AT AEGI /) session HANSHL
allow_soft_placement W BN True, IXFf tensorFlow 2 H a8k F— MEEH H L
FF (1) 4% >KI2 1T operation.

] i —> graph. with tf.device('/gpu:2’): a = tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0],
shape=[2, 3], name="a’) b = tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0], shape=[3, 2], name="b’) c =

tf. matmul(a, b) #7/ sessionwithlogsevice,lacementTrue.sess=tf.Session(config=tf.ConfigProto(allo

3.9.5 FHZ4 GPU

I ARAE 1L TensorFlow £ £ A~ GPU _Lig47, /R 7] PLZE 37 multi-tower 451, 7E1X
ZE M) AR tower 73 AR ECZA AN [FIHT GPU da47. Lhin:



3.9 1R GPUS 159
# ## — > graph.
c = []
for d in [’ /gpu:2’, ' /gpu:3’]:
with tf.device(d):
a = tf.constant([1.0, 2.0, 3.0, 4.0, 5.0, 6.0], shape=[2, 31])
b = tf.constant (1.0, 2.0, 3.0, 4.0, 5.0, 6.0], shape=I[3, 2])

c.append (tf.matmul (a,
with tf.device ('’ /cpu:0’):

sum = tf.add_n(c)

b))

# ¥ #session with log_device_placementﬁ R E HTrue.

sess =
# 15 4T I Pop.

print sess.run (sum)
PR B T 5

Device mapping:

/job:localhost/replica:0/task:0/gpu:0 —>

id: 0000:02:00.0

/job:localhost/replica:0/task:0/gpu:l —>

id: 0000:03:00.0

/job:localhost/replica:0/task:0/gpu:2 ->

id: 0000:83:00.0

/job:localhost/replica:0/task:0/gpu:3

id: 0000:84:00.0
Const_3:
Const_2:
MatMul_ 1:
Const_1:
Const:
MatMul:
AddN:
[[  44.
[ 98.

56.]
128.11

tf.Session(config=tf.ConfigProto(log_device_placement=True))

device: 0, name: Tesla K20m,
device: 1, name: Tesla K20m,
device: 2, name: Tesla K20m,
—> device: 3, name: Tesla K20m,

/job:localhost/replica:0/task:0/gpu:3
/job:localhost/replica:0/task:0/gpu:3
/job:localhost/replica:0/task:0/gpu:3
/job:localhost/replica:0/task:0/gpu:?2
/job:localhost/replica:0/task:0/gpu:2
/job:localhost/replica:0/task:0/gpu:?2
/job:localhost/replica:0/task:0/cpu:0

cifar10 tutorial X AMFFAREF R T EFEH GPU ZRHE VI Z5.

Jii 3 :using_gpu #1%: [@lianghyv] (https://github.com/lianghyv) X} :Wiki

pci bu

pci bu

pci bu

pci bu


tensorflow-zh/SOURCE/tutorials/deep_cnn/index.md
http://tensorflow.org/how_tos/using_gpu/index.md
https://github.com/jikexueyuanwiki
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4.1 Overview

TensorFlow has APIs available in several languages both for constructing and executing
a TensorFlow graph. The Python API is at present the most complete and the easiest to use,
but the C++ API may offer some performance advantages in graph execution, and supports
deployment to small devices such as Android.

Over time, we hope that the TensorFlow community will develop front ends for lan-
guages like Go, Java, JavaScript, Lua R, and perhaps others. With SWIG, it’s relatively easy to
develop a TensorFlow interface for your favorite language.

Note: Many practical aspects of usage are covered in the Mechanics tab, and some
additional documentation not specific to any particular language API is available in the Re-

sources tab.


http://swig.org
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4.2 Building Graphs

4.2.1 Contents
Building Graphs

* Core graph data structures

¢ class tf.Graph

¢ class tf.Operation

e class tf.Tensor

¢ Tensor types

® class tf.DType

* tf.as_dtype(type_value)

e Utility functions

* tf.device(dev)

® tf.name_scope(name)

® tf.control_dependencies(control_inputs)

® tf.convert_to_tensor(value, dtype=None, name=None)

* tf.get_default_graph()

® tf.import_graph_def(graph_def, input_map=None, return_elements=None, name=None
, op_dict=None)

¢ Graph collections

* tf.add _to_collection(name, value)

® tf.get_collection(key, scope=None)

® class tf.GraphKeys

* Defining new operations

® class tf.RegisterGradient

* tf.NoGradient(op_type)

® class tf.RegisterShape

® class tf.TensorShape

® class tf.Dimension

® tf.op_scope(values, name, default_name)

* tf.get seed(op_seed)

Classes and functions for building TensorFlow graphs.

4.2.2 Core graph data structures
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class tf.Graph

A TensorFlow computation, represented as a dataflow graph.

A Graph contains a set of Operation objects, which represent units of computation; and
Tensor objects, which represent the units of data that flow between operations.

A default Graph is always registered, and accessible by calling tf.get_default_graph().
To add an operation to the default graph, simply call one of the functions that defines a new

Operation:

1 ¢ = tf.constant(4.0) \
zkassert c.graph is tf.get _default_graph()

J

Another typical usage involves the Graph.as_default() context manager, which over-
rides the current default graph for the lifetime of the context:

[ g=tf.Graph() withg.asgefault(): Defineoperationsandtensorsin‘g‘.c=tf.constant(30.0)assertc.gr

Important note: This class is not thread-safe for graph construction. All operations
should be created from a single thread, or external synchronization must be provided. Un-

less otherwise specified, all methods are not thread-safe.

tf.Graph.__init_ () Creates a new, empty Graph.

tf.Graph.as_default() Returnsacontext manager that makes thisGraphthe default graph.
This method should be used if you want to create multiple graphs in the same process.
For convenience, a global default graph is provided, and all ops will be added to this graph
if you do not create a new graph explicitly. Use this method the with keyword to specify that
ops created within the scope of a block should be added to this graph.
The default graph is a property of the current thread. If you create a new thread, and
wish to use the default graph in that thread, you must explicitly add awith g.as_default():
in that thread’s function.
The following code examples are equivalent:
[l 1. Using Graph.asgefault(): g=tf.GraphQwithg.asqefault():c=tf.constant(5.0)assertc.graphisg
2. Constructing and making default: with tf.Graph().asgefault()asg :c=tf.constant(5.0)assertc.graphisg

Returns: A context manager for using this graph as the default graph.



../../api_docs/python/framework.md#Operation
../../api_docs/python/framework.md#Tensor
../../api_docs/python/framework.md#get_default_graph
../../api_docs/python/framework.md#Graph.as_default
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tf.Graph.as_graph_def(from_version=None) Returns a serialized GraphDef representation
of this graph.

The serialized GraphDef can be imported into another Graph (using import_graph_def())
or used with the C++ Session APL.

This method is thread-safe.

Args:

e from_version: Optional. If this is set, returns a GraphDef containing only the nodes

that were added to this graph since its version property had the given value.

Returns: A GraphDef protocol buffer.

tf.Graph.finalize() Finalizes this graph, making it read-only.
After calling g. finalize(), no new operations can be added to g. This method is used to
ensure that no operations are added to a graph when it is shared between multiple threads,

for example when using a QueueRunner.

tf.Graph.finalized True if this graph has been finalized.

tf.Graph.control_dependencies(control_inputs) Returns a context manager that speci-
fies control dependencies.

Use with the with keyword to specify that all operations constructed within the context
should have control dependencies on control_inputs. For example:

[ with g.controljependencies([a, b, c]): ‘d‘and‘e‘willonlyrunafter‘a‘,'b‘,and‘c‘haveexecuted.d=..

Multiple calls to control_dependencies() can be nested, and in that case a new Operation
will have control dependencies on the union of control_inputs from all active contexts.

[ with g.controlgependencies([a, b]) : Opsdeclaredhererunafter‘a‘and'b’.withg.controlzepender

N.B. The control dependencies context applies only to ops that are constructed within

the context. Merely using an op or tensor in the context does not add a control dependency.

The following example illustrates this point:
[l WRONG defmyf unc(pred, tensor): t=tf.matmul(tensor, tensor)withtf.controlzependencies(|
RIGHT defmyfunc(pred, tensor): withtf.controlgependencies(Ipred]) :Thematmulopiscreated


../../api_docs/cc/index.md
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/graph.proto
../../api_docs/python/train.md#QueueRunner
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Args:

* control_inputs: Alist of Operation or Tensor objects, which must be executed or com-

puted before running the operations defined in the context.

Returns: A context manager that specifies control dependencies for all operations

constructed within the context.

Raises:

* TypeError: If control_inputs is not a list of Operation or Tensor objects.

tf.Graph.device(device_name_or_function) Returns a context manager that specifies the
default device to use.
The device_name_or_function argument may either be a device name string, a device

function, or None:

e Ifitis a device name string, all operations constructed in this context will be assigned

to the device with that name.

* Ifitis a function, it will be treated as function from Operation objects to device name
strings, and invoked each time a new Operation is created. The Operation will be

assigned to the device with the returned name.
o Ifitis None, the default device will be cleared.

For example:
[] with g.device('/gpu:0’): All operations constructed in this context will be placed
on GPU 0. with g.device(None): All operations constructed in this context will have no
assigned device.
Defines a function from ‘Operation’ to device string. def matmul,ngpu(n) : i fn.type=="MatMul":return"

with g.device(matmul,ngpu) : Alloperationsoftype"MatMul"constructedinthiscontextwillbeplac

Args:

* device_name_or_function: The device name or function to use in the context.

Returns: A context manager that specifies the default device to use for newly created

ops.
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tf.Graph.name_scope(name) Returns acontext manager that creates hierarchical names for
operations.

A graph maintains a stack of name scopes. Awith name_scope(...): statement pushes
anew name onto the stack for the lifetime of the context.

The name argument will be interpreted as follows:

¢ Astring (not ending with ‘/’) will create a new name scope, in which name is appended
to the prefix of all operations created in the context. If name has been used before, it

will be made unique by calling self.unique_name(name).

* A scope previously captured from a with g.name_scope(...) as  scope: statement
will be treated as an “absolute” name scope, which makes it possible to re-enter exist-

ing scopes.

* A value of None or the empty string will reset the current name scope to the top-level

(empty) name scope.

For example:

[l with tf.Graph().asgefault()asg :c=tf.constant(5.0,name="c")assertc;.name=="c"c,=tf.constan
Creates a scope called "nested" with g.namescope("nested")asscope :nested.=tf.constant(10.0, name
Creates a nested scope called "inner". with g.namescope("inner") :nested;nner.=t f.constant(20.0,na
Create anested scope called "inner,".withg.namescope("inner") :nested;nner,.=tf.constant(30.0, n
Treats ‘scope‘ as an absolute name scope, and switches to the "nested/" scope. with

g.namescope(scope) : nestedg=tf.constant(40.0,name="d")assertnested;.name=="nested/d"

nn n_n

with g.namegcope("") :e=tf.constant(50.0, name="e")asserte.name=="e
The name of the scope itself can be captured by with g.name_scope(...) as scope:,

which stores the name of the scope in the variable scope. This value can be used to name an

operation that represents the overall result of executing the ops in a scope. For example:

[l inputs = tf.constant(...) with g.namescope('my;ayer’)asscope :weights=t f.Variable(..., name="we

Args:

* name: A name for the scope.

Returns: A context manager that installs name as a new name scope.

A Graph instance supports an arbitrary number of “collections” that are identified by
name. For convenience when building a large graph, collections can store groups of related
objects: for example, the tf.variable uses a collection (named tf.GraphKeys.VARIABLES) for
all variables that are created during the construction of a graph. The caller may define ad-

ditional collections by specifying a new name.
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tf.Graph.add_to_collection(name, value) Stores value in the collection with the given

name.

Args:

* name: The key for the collection. For example, the GraphKeys class contains many stan-

dard names for collections.

¢ value: The value to add to the collection.

tf.Graph.get_collection(name, scope=None) Returns a list of values in the collection with

the given name.

Args:

* key: The key for the collection. For example, the GraphKeys class contains many stan-

dard names for collections.

* scope: (Optional.) If supplied, the resulting list is filtered to include only items whose

name begins with this string.

Returns: The list of values in the collection with the given name, or an empty list if
no value has been added to that collection. The list contains the values in the order under

which they were collected.

tf.Graph.as_graph_element(obj, allow_tensor=True, allow_operation=True) Returnsthe

object referred to by obj, as an Operation or Tensor.

This function validates that obj represents an element of this graph, and gives an infor-
mative error message if it is not.

This function is the canonical way to get/validate an object of one of the allowed types
from an external argument reference in the Session API.

This method may be called concurrently from multiple threads.
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Args:

* obj: A Tensor, an Operation, or the name of a tensor or operation. Can also be any

object with an _as_graph_element() method that returns a value of one of these types.
* allow_tensor: If true, obj may refer to a Tensor.

* allow_operation: If true, obj may refer to an Operation.

Returns: The Tensor or Operation in the Graph corresponding to obj.

Raises:
* TypeError: If obj is not a type we support attempting to convert to types.
* ValueError: If obj is of an appropriate type but invalid. For example, an invalid string.

¢ KeyError: If obj is not an object in the graph.

tf.Graph.get_operation_by_name(name) Returns the Operation with the given name.

This method may be called concurrently from multiple threads.

Args:

¢ name: The name of the Operation to return.

Returns: The Operation with the given name.

Raises:
e TypeError: If name is not a string.

* KeyError: If name does not correspond to an operation in this graph.

tf.Graph.get_tensor_by name(name) Returns the Tensor with the given name.

This method may be called concurrently from multiple threads.

Args:

¢ name: The name of the Tensor to return.
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Returns: The Tensor with the given name.
Raises:

* TypeError: If name is not a string.

* KeyError: If name does not correspond to a tensor in this graph.

tf.Graph.get_operations() Return the list of operations in the graph.
You can modify the operations in place, but modifications to the list such as insert-
s/delete have no effect on the list of operations known to the graph.

This method may be called concurrently from multiple threads.

Returns: A list of Operations.

tf.Graph.get_default_device() Returns the default device.

Returns: A string.

tf.Graph.seed

tf.Graph.unique_name(name) Return a unique Operation name for “name”.
Note: Yourarelyneed to callunique,ame()directly.Mostofthetimeyoujustneedtocreate“withg.name
unique_name is used to generate structured names, separated by “/”, to help identify

Operations when debugging a Graph. Operation names are displayed in error messages

reported by the TensorFlow runtime, and in various visualization tools such as TensorBoard.

Args:

¢ name: The name for an Operation.

Returns: A stringto be passed to create_op() that will be used to name the operation

being created.
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tf.Graph.version Returns a version number that increases as ops are added to the graph.

tf.Graph.create_op(op_type, inputs, dtypes, input_types=None, name=None, attrs=None,
op_def=None, compute_shapes=True) Creates an Operation in this graph.

This is a low-level interface for creating an operation. Most programs will not call this

method directly, and instead use the Python op constructors, such as tf.constant(), which

add ops to the default graph.

Args:

* op_type: The Operation type to create. This corresponds to the opDef. name field for the

proto that defines the operation.
* inputs: Alist of Tensor objects that will be inputs to the Operation.

* dtypes: A list of DType objects that will be the types of the tensors that the operation

produces.

* input_types: (Optional.) A list of DTypes that will be the types of the tensors that the
operation consumes. By default, uses the base DType of each input in inputs. Opera-

tions that expect reference-typed inputs must specify input_types explicitly.

* name: (Optional.) A string name for the operation. If not specified, a name is generated

based on op_type.

* attrs: (Optional.) A list of Attrvalue protos for the attr field of the NodeDef proto that

will represent the operation.

e op_def: (Optional.) The opDef proto that describes the op_type that the operation will

have.

e compute_shapes: (Optional.) If True, shape inference will be performed to compute the

shapes of the outputs.

Raises:

e TypeError: if any of the inputs is not a Tensor.

Returns: An Operation object.
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tf.Graph.gradient_override_map(op_type_map) EXPERIMENTAL: A context manager for
overriding gradient functions.

This context manager can be used to override the gradient function that will be used
for ops within the scope of the context.

For example:

[] @tf.RegisterGradient("CustomSquare") def customsquaregrad(op,inputs): ...

with tf.Graph().asgefault(asg :c=tf.constant(5.0)s;=tf.square(c)Usesthedefaultgradientfortf.sq

Args:

* op_type_map: A dictionary mapping op type strings to alternative op type strings.

Returns: A context manager that sets the alternative op type to be used for one or

more ops created in that context.

Raises:

* TypeError: If op_type_map is not a dictionary mapping strings to strings.

class tf.operation

Represents a graph node that performs computation on tensors.

An Operation is a node in a TensorFlow Graph that takes zero or more Tensor objects as
input, and produces zero or more Tensor objects as output. Objects of type Operation are
created by calling a Python op constructor (such as tf.matmul()) or Graph.create_op().

For example c = tf.matmul(a, b) createsanOperationoftype "MatMul" that takes ten-
sors a and b as input, and produces c as output.

After the graph has been launched in a session, an Operation can be executed by pass-

ingitto Session.run(). op.run() is a shortcut for calling tf.get_default_session().run(op).

tf.Operation.name The full name of this operation.

tf.Operation.type The type of the op (e.g. ).
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tf.Operation.inputs The list of Tensor objects representing the data inputs of this op.

tf.Operation.control_inputs The Operation objects on which this op has a control de-
pendency.

Before this op is executed, TensorFlow will ensure that the operationsin self.control_inputs
have finished executing. This mechanism can be used to run ops sequentially for perfor-

mance reasons, or to ensure that the side effects of an op are observed in the correct order.

Returns: A list of operation objects.

tf.operation.outputs The list of Tensor objects representing the outputs of this op.

tf.Operation.device The name of the device to which this op has been assigned, if any.

Returns: The string name of the device to which this op has been assigned, or None

if it has not been assigned to a device.

tf.Operation.graph The Graph that contains this operation.

tf.Operation.run(feed_dict=None, session=None) Runs this operation in a Session.
Calling this method will execute all preceding operations that produce the inputs needed
for this operation.
N.B. Before invoking Operation.run(), its graph must have been launched in a session,

and either a default session must be available, or session must be specified explicitly.

Args:

* feed_dict: A dictionary that maps Tensor objects to feed values. See Session.run() for

a description of the valid feed values.

* session: (Optional.) The Session to be used to run to this operation. If none, the

default session will be used.
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tf.Operation.get_attr(name) Returns the value of the attr of this op with the given name.

Args:

¢ name: The name of the attr to fetch.

Returns: The value of the attr, as a Python object.

Raises:

* ValueError: If this op does not have an attr with the given name.

tf.Operation.traceback Returns the call stack from when this operation was constructed.

Other Methods

tf.Operation.__init__(node_def, g, inputs=None, output_types=None, control_inputs=None

, input_types=None, original_op=None, op_def=None) Creates an Operation.
NOTE: This constructor validates the name of the Operation (passed as “nodegef.name”).ValidOperation.
[A-Za-z0-9.][A-Za-z0-9 — /]
Args:

* node_def: graph,b2.NodeDef.NodeDef fortheOperation.Used forattributesofgraph,b2.NodeDe,
Graph.Theparentgraph.

inputs: list of Tensor objects. The inputs to this Operation.

output_types: listof types,b2.DataType.ListofthetypesoftheTensorscomputedbythisoperation.Thelen,

listofoperationsortensorsfromwhichtohaveacontroldependency.

input_types: Listoftypes,b2.DataTyperepresentingthetypesoftheTensorsacceptedbytheOperation.By

typedinputsmustspecifytheseexplicitly.original_op:Optional.UsedtoassociatethenewOperationwi

op_def: Optional. Theopgef,b2.0pDefprotothatdescribestheoptypethatthisOperationrepresents.

Raises:

TypeError: if control inputs are not Operations or Tensors, orifnodegzefisnotaNodeDef,orifgisnotaGraph, o

ifthenodegefnameisnotvalid.
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tf.Operation.node_def Returns a serialized NodeDef representation of this operation.

Returns: A NodeDef protocol buffer.

tf.Operation.op_def Returns the OpDef proto that represents the type of this op.

Returns: An OpDef protocol buffer.

tf.Operation.values() DEPRECATED: Use outputs.

class tf.Tensor

Represents a value produced by an Operation.

A Tensor is a symbolic handle to one of the outputs of an Operation. It does not hold the
values of that operation’s output, but instead provides a means of computing those values
in a TensorFlow Session.

This class has two primary purposes:

1. A Tensor can be passed as an input to another operation. This builds a dataflow con-
nection between operations, which enables TensorFlow to execute an entire Graph

that represents a large, multi-step computation.

2. After the graph has been launched in a session, the value of the Tensor can be com-
puted by passingitto Session.run(). t.eval() isashortcutfor calling tf.get_default_session

().run(t).

In the following example, c, d, and e are symbolic Tensor objects, whereas result is a
numpy array that stores a concrete value:

[] Build a dataflow graph. c = tf.constant([[1.0, 2.0], [3.0, 4.0]]) d = tf.constant([[1.0, 1.0],
[0.0, 1.0]]) e = tf. matmul(c, d)

Construct a ‘Session‘ to execut the graph. sess = tf.Session()

Execute the graph and store the value that ‘e’ represents in ‘result’. result = sess.run(e)



https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/graph.proto
https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/op_def.proto
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tf.Tensor.dtype The DType of elements in this tensor.

tf.Tensor.name The string name of this tensor.

tf.Tensor.value_index The index of this tensor in the outputs of its Operation.

tf.Tensor.graph The Graph that contains this tensor.

tf.Tensor.op The Operation that produces this tensor as an output.

tf.Tensor.consumers() Returns alist of Operations that consume this tensor.

Returns: Alist of Operations.

tf.Tensor.eval(feed_dict=None, session=None) Evaluates this tensorin a Session.

Calling this method will execute all preceding operations that produce the inputs needed
for the operation that produces this tensor.

N.B. Before invoking Tensor.eval(), its graph must have been launched in a session,

and either a default session must be available, or session must be specified explicitly.

Args:

* feed_dict: A dictionary that maps Tensor objects to feed values. See Session.run() for

a description of the valid feed values.

* session: (Optional.) The Session to be used to evaluate this tensor. If none, the default

session will be used.

Returns: A numpy array corresponding to the value of this tensor.
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tf.Tensor.get_shape() Returns the TensorShape that represents the shape of this tensor.

The shape is computed using shape inference functions that are registered for each
Operation type using tf.RegisterShape. See TensorShape for more details of what a shape
represents.

The inferred shape of a tensor is used to provide shape information without having to
launch the graph in a session. This can be used for debugging, and providing early error
messages. For example:

[] c =tf.constant([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]])

print c.getshape()==>TensorShape([Dimension(2), Dimension(3)])

d = tf.constant([[1.0, 0.0], [0.0, 1.0], [1.0, 0.0], [0.0, 1.0]])

printd.getshape()==>TensorShape([Dimension(4), Dimension(2)])

Raises a ValueError, because ‘c* and ‘d° do not have compatible inner dimensions. e =
tf. matmul(c, d)

f=tf.matmul(c, d, transpose,=Tr ue, transpose,=Tr ue)

print f.get;hape()==>TensorShape([Dimension(3), Dimension(4)])

In some cases, the inferred shape may have unknown dimensions. If the caller has
additional information about the values of these dimensions, Tensor.set_shape() can be

used to augment the inferred shape.

Returns: A TensorShape representing the shape of this tensor.

tf.Tensor.set_shape(shape) Updates the shape of this tensor.
This method can be called multiple times, and will merge the given shape with the cur-

rent shape of this tensor. It can be used to provide additional information about the shape

of this tensor that cannot be inferred from the graph alone. For example, this can be used to

provide additional information about the shapes of images:
[l imageqata=tf.TFRecordReader(..).read(...)image=tf.image.decodeyng(imagegata,channe
The height and width dimensions of ‘image‘ are data dependent, and cannot be com-

puted without executing the op. printimage.get;hape()==>TensorShape([Dimension(None), Dimension!

We know that each image in this dataset is 28 x 28 pixels. image.set;hape([28,28,3)) printimage.getshape

Args:

* shape: A TensorShape representing the shape of this tensor.

Raises:

* ValueError: If shape is not compatible with the current shape of this tensor.
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Other Methods

tf.Tensor.__init__(op, value_index, dtype) Createsanew Tensor.

Args:

* op:

An Operation. Operation that computes this tensor.

¢ value_index: An int. Index of the operation’s endpoint that produces this tensor.

* dtype: A types.DType. Type of data stored in this tensor.

Raises:

* TypeError: If the op is not an Operation.

tf.Tensor.device The name of the device on which this tensor will be produced, or None.

4.2.3 Tensor types

class tf.DType

Represents the type of the elements in a Tensor.

The following DType objects are defined:

* tf.

* tf.

* tf.

* tf.

* tf.

* tf.

o tf.

float32: 32-bit single-precision floating-point.
float64: 64-bit double-precision floating-point.
bfloatl6: 16-bit truncated floating-point.
complex64: 64-bit single-precision complex.
int8: 8-bit signed integer.

uint8: 8-bit unsigned integer.

int32: 32-bit signed integer.

.int64: 64-bit signed integer.
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* tf.bool: Boolean.

* tf.string: String.

e tf.qint8: Quantized 8-bit signed integer.

e tf.quint8: Quantized 8-bit unsigned integer.

e tf.qint32: Quantized 32-bit signed integer.

In addition, variants of these types with the _ref suffix are defined for reference-typed
tensors.
The tf.as_dtype() function converts numpy types and string type names to a DType

object.

tf.DType.is_compatible_with(other) Returns True if the other DType will be converted to
this DType.

The conversion rules are as follows:

1} DType(T) .is_compatible_with(DType(T)) == True !
2 DType(T) .is_compatible with(DType(T).as_ref) == True !
3 DType(T).as_ref.is_compatible_with(DType(T)) == False !

|

ALDType(T) .as_ref.is_compatible_with(DType(T).as_ref) == True

Args:

* other: A DType (or object that may be converted to a DType).

Returns: True if a Tensor of the other DType will be implicitly converted to this DType.

tf.DType.name Returns the string name for this DType.

tf.DType.base_dtype Returns a non-reference DType based on this DType.

tf.DType.is_ref_dtype Returns True if this DType represents a reference type.
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tf.DType.as_ref Returns a reference DType based on this DType.

tf.DType.is_integer Returns whether thisis a (non-quantized) integer type.

tf.DType.is_quantized Returns whether thisis a quantized data type.

tf.DType.as_numpy_dtype Returns a numpy.dtype based on this DType.

tf.DType.as_datatype_enum Returnsatypes_pb2.DataType enum value based on this DType

Other Methods

tf.DType.__init__ (type_enum) Creates a new DataType.
NOTE(mrry): In normal circumstances, you should not need to construct a DataType

object directly. Instead, use the types.as;type() function.

Args:

* type_enum: A types_pb2.DataType enum value.

Raises:

e TypeError: If type_enumis not a value types_pb2.DataType.

tf.DType.max Returns the maximum representable value in this data type.

Raises:

e TypeError: if this is a non-numeric, unordered, or quantized type.
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tf.DType.min Returns the minimum representable value in this data type.

Raises:

* TypeError: if this is a non-numeric, unordered, or quantized type.

tf.as_dtype(type_value)

Converts the given type_value to a DType.

Args:

* type_value: A value that can be converted to a tf.DType object. This may currently be

a tf.DType object, a DataType enum, a string type name, or a numpy . dtype.

Returns: A DType corresponding to type_value.

Raises:

¢ TypeError: If type_value cannot be converted to a DType.

4.2.4 Utility functions

tf.device(dev)

Wrapper for Graph.device() using the default graph.

See Graph.name_scope() for more details.

Args:

¢ device _name_or_function: The device name or function to use in the context.

Returns: A context manager that specifies the default device to use for newly created

ops.

tf.name_scope(name)

Wrapper for Graph.name_scope () using the default graph.

See Graph.name_scope() for more details.
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Args:

* name: A name for the scope.

Returns: A context manager that installs name as a new name scope in the default

graph.

tf.control_dependencies(control_inputs)

Wrapper for Graph.control_dependencies() using the default graph.

See Graph.control_dependencies() for more details.

Args:

* control_inputs: Alist of Operation or Tensor objects, which must be executed or com-

puted before running the operations defined in the context.

Returns: A context manager that specifies control dependencies for all operations

constructed within the context.

tf.convert_to_tensor(value, dtype=None, name=None)

Converts the given value to a Tensor.
This function converts Python objects of various types to Tensor objects. It accepts
Tensor objects, numpy arrays, Python lists, and Python scalars. For example:
[] import numpy as np array = np.random.rand((32, 100, 100))
defmyrunc(arg):arg=tf.convert,orensor(arg,dtype=tf.float32)returntf.matmul(arg,arg)+arg

The following calls are equivalent. valuey=myrunc(tf.constant([[1.0,2.0],[3.0,4.01)) value;=mypunc([[1.0

This function can be useful when composing a new operation in Python (such asmy_func
in the example above). All standard Python op constructors apply this function to each of
their Tensor-valued inputs, which allows those ops to accept numpy arrays, Python lists,

and scalars in addition to Tensor objects.

Args:

* value: An object whose type has a registered Tensor conversion function.
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e dtype: Optional element type for the returned tensor. If missing, the type is inferred

from the type of value.

* name: Optional name to use if a new Tensor is created.

Returns: A Tensor based on value.

Raises:
* TypeError: If no conversion function is registered for value.

* RuntimeError: If a registered conversion function returns an invalid value.

tf.get_default_graph()

Returns the default graph for the current thread.

The returned graph will be the innermost graph on which a Graph.as_default() context
has been entered, or a global default graph if none has been explicitly created.

N.B. The default graph is a property of the current thread. If you create a new thread,
and wish to use the default graph in that thread, you must explicitly add awith g.as_default

() : in that thread’s function.

Returns: The default Graph being used in the current thread.

tf.import_graph_def(graph_def, input_map=None, return_elements=None, name=None, op_dict

=None)

Imports the TensorFlow graph in graph_def into the Python Graph.
This function provides a way to import a serialized TensorFlow GraphDef protocol buffer,
and extract individual objects in the GraphDef as Tensor and Operation objects. See Graph.

as_graph_def() for a way to create a GraphDef proto.

Args:

* graph_def: A GraphDef proto containing operations to be imported into the default

graph.

* input_map: A dictionary mapping input names (as strings) in graph_def to Tensor ob-
jects. The values of the named input tensors in the imported graph will be re-mapped

to the respective Tensor values.
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* return_elements: Alist of strings containing operation names in graph_def that will be
returned as Operation objects; and/or tensor names in graph_def that will be returned

as Tensor objects.

¢ name: (Optional.) A prefix that will be prepended to the names in graph_def. Defaults

to

* op_dict: (Optional.) A dictionary mapping op type names to OpDef protos. Must con-
tain an opDef proto for each op type named in graph_def. If omitted, uses the opDef

protos registered in the global registry.

Returns: A list of Operation and/or Tensor objects from the imported graph, corre-

sponding to the names in ‘return.lements’.

Raises:

* TypeError: If graph_def is not a GraphDef proto, input_map\textquotesingle{ is not a dictio-
nary mapping strings toTensorobjects, orreturnc.lements‘isnotalistofstrings.valueError:
Ifinput_map, orreturn_elementscontainsnamesthatdonotappearingraph_def,orgraph_defisnotwell—

formed(e.g. itreferstoanunknowntensor).

4.2.5 Graph collections

tf.add_to_collection(name, value)

Wrapper for Graph.add_to_collection() using the default graph.

See Graph.add_to _collection() for more details.

Args:

* name: The key for the collection. For example, the GraphKeys class contains many stan-

dard names for collections.

¢ value: The value to add to the collection.

tf.get_collection(key, scope=None)

Wrapper for Graph.get_collection() using the default graph.

See Graph.get_collection() for more details.


../../api_docs/python/framework.md#Graph.add_to_collection
../../api_docs/python/framework.md#Graph.get_collection

4.2 BUILDING GRAPHS 185

Args:

* key: The key for the collection. For example, the GraphKeys class contains many stan-

dard names for collections.

* scope: (Optional.) If supplied, the resulting list is filtered to include only items whose

name begins with this string.

Returns: The list of values in the collection with the given name, or an empty list if
no value has been added to that collection. The list contains the values in the order under

which they were collected.

class tf.GraphKeys

Standard names to use for graph collections.

The standard library uses various well-known names to collect and retrieve values as-
sociated with a graph. For example, the tf.0Optimizer subclasses default to optimizing the
variables collected under tf.GraphKeys.TRAINABLE_VARIABLES if none is specified, but it is
also possible to pass an explicit list of variables.

The following standard keys are defined:

* VARIABLES: the variable objects that comprise a model, and must be saved and re-

stored together. See tf.all_variables() for more details.

* TRAINABLE_VARIABLES: the subset of variable objects that will be trained by an opti-

mizer. See tf.trainable variables() for more details.

* SUMMARIES: the summary Tensor objects that have been created in the graph. See tf.

merge_all summaries() for more details.

* QUEUE_RUNNERS: the QueueRunner objects that are used to produce input for a computa-

tion. See tf.start_queue_runners() for more details.

4.2.6 Defining new operations

class tf.RegisterGradient

A decorator for registering the gradient function for an op type.
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This decorator is only used when defining a new op type. For an op with m inputs and
n inputs, the gradient function is a function that takes the original operation and n Tensor
objects (representing the gradients with respect to each output of the op), and returns m
Tensor objects (representing the partial gradients with respect to each input of the op).

For example, assuming that operations of type take two inputs x and y, and return
a single output x - vy, the following gradient function would be registered:

[] @tf.RegisterGradient("Sub") def subgrad(unused,p,grad):returngrad,tf.Neg(grad)

The decorator argument op_type is the string type of an operation. This corresponds to

the opDef . name field for the proto that defines the operation.

tf.RegisterGradient.__init_ (op_type) Creates a new decorator with op_type as the Op-
eration type.
Args:

* op_type: The string type of an operation. This corresponds to the opbef.name field for

the proto that defines the operation.

tf.NoGradient(op_type)

Specifies that ops of type op_type do not have a defined gradient.

This function is only used when defining a new op type. It may be used for ops such as
tf.size() that are not differentiable. For example:

[] tf.NoGradient("Size")

Args:

* op_type: The string type of an operation. This corresponds to the opbef.name field for
the proto that defines the operation.

Raises:

* TypeError: If op_type is not a string.
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class tf.RegisterShape

A decorator for registering the shape function for an op type.

This decorator is only used when defining a new op type. A shape function is a func-
tion from an Operation object to a list of TensorShape objects, with one TensorShape for each
output of the operation.

For example, assuming that operations of type take two inputs x and y, and re-
turn a single output x - vy, all with the same shape, the following shape function would be
registered:

[] @tf.RegisterShape("Sub") def subshape(op) : returnlop.inputs(0].getshape().mergeyith(op.input

The decorator argument op_type is the string type of an operation. This corresponds to

the opDef.name field for the proto that defines the operation. - - -

tf.RegisterShape.__init__ (op_type) Savesthe “op,ype”astheOperationtype.

class tf.TensorShape

Represents the shape of a Tensor.
A TensorShape represents a possibly-partial shape specification for a Tensor. It may be

one of the following:

* Fully-known shape: has a known number of dimensions and a known size for each

dimension.

* Partially-known shape: has a known number of dimensions, and an unknown size for

one or more dimension.

* Unknown shape: has an unknown number of dimensions, and an unknown size in all

dimensions.
If a tensor is produced by an operation of type , its shape may be inferred if there
is a registered shape function for . See tf.RegisterShape() for details of shape func-

tions and how to register them. Alternatively, the shape may be set explicitly using Tensor.

set_shape().

tf.TensorShape.merge_with(other) Returns a TensorShape combining the information in
self and other.
The dimensions in self and other are merged elementwise, according to the rules de-

fined for Dimension.merge_with().
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Args:

¢ other: Another TensorShape.

Returns: A TensorShape containing the combined information of self and other.

Raises:

* ValueError: If self and other are not compatible.

tf.TensorShape.concatenate(other) Returns the concatenation of the dimension in self
and other.

N.B.If either self or other is completely unknown, concatenation will discard informa-
tion about the other shape. In future, we might support concatenation that preserves this

information for use with slicing.

Args:

¢ other: Another TensorShape.

Returns: A TensorShape whose dimensions are the concatenation of the dimensions

in self and other.

tf.TensorShape.ndims Returns the rank of this shape, or None if it is unspecified.

tf.TensorShape.dims Returns a list of Dimensions, or None if the shape is unspecified.

tf.TensorShape.as_list() Returns a list of integers or None for each dimension.
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tf.TensorShape.is_compatible_with(other) Returns True iff selfis compatible with other

Two possibly-partially-defined shapes are compatible if there exists a fully-defined shape
that both shapes can represent. Thus, compatibility allows the shape inference code to rea-

son about partially-defined shapes. For example:

¢ TensorShape(None) is compatible with all shapes.

¢ TensorShape([None, None]) is compatible with all two-dimensional shapes, such as
TensorShape([32, 784]), and also TensorShape(None). It is not compatible with, for

example, TensorShape([None]) or TensorShape([None, None, None]).

* TensorShape([32, None]) is compatible with all two-dimensional shapes with size 32
in the 0th dimension, and also TensorShape([None, None]) and TensorShape(None).
It is not compatible with, for example, TensorShape([32]), TensorShape([32, None, 1])
or TensorShape([64, None]).

» TensorShape([32, 784]) is compatible with itself, and also TensorShape([32, None]),
TensorShape([None, 784]), TensorShape([None, None]) and TensorShape(None). It is
not compatible with, for example, TensorShape([32, 1, 784]) or TensorShape([None]).

The compatibility relation is reflexive and symmetric, but not transitive. For example,
TensorShape([32, 784]) is compatible with TensorShape(None), and TensorShape(None) is
compatible with TensorShape([4, 4]), but TensorShape([32, 784]) is not compatible with
TensorShape([4, 4]).

Args:

* other: Another TensorShape.

Returns: True iff self is compatible with other.

tf.TensorShape.is_fully defined() Returns True iff self is fully defined in every dimen-

sion.

tf.TensorShape.with_rank(rank) Returns a shape based on self with the given rank.

This method promotes a completely unknown shape to one with a known rank.
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Args:

* rank: An integer.

Returns: A shape that is at least as specific as self with the given rank.

Raises:

* ValueError: If self does not represent a shape with the given rank.

tf.TensorShape.with_rank_at_least(rank) Returnsashape based on self with atleast the

given rank.

Args:

* rank: An integer.

Returns: A shape that is at least as specific as self with at least the given rank.

Raises:

* ValueError: If self does not represent a shape with at least the given rank.

tf.TensorShape.with_rank_at_most(rank) Returns ashape based on self with at most the

given rank.

Args:

* rank: An integer.

Returns: A shape that is at least as specific as self with at most the given rank.

Raises:

e ValueError: If self does not represent a shape with at most the given rank.

tf.TensorShape.assert_has_rank(rank) Raises an exception if self is not compatible with

the given rank.
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Args:

* rank: An integer.

Raises:

* ValueError: If self does not represent a shape with the given rank.

tf.TensorShape.assert_same_rank(other) Raises an exception if self and other do not

have compatible ranks.

Args:

¢ other: Another TensorShape.

Raises:

* ValueError: If self and other do not represent shapes with the same rank.

tf.TensorShape.assert_is_compatible_with(other) Raises exception if self and other do
not represent the same shape.
This method can be used to assert that there exists a shape that both self and other

represent.

Args:

¢ other: Another TensorShape.

Raises:

¢ ValueError: If self and other do not represent the same shape.

tf.TensorShape.assert_is_fully_defined() Raisesan exception if self isnot fully defined

in every dimension.

Raises:

* ValueError: If self does not have a known value for every dimension.
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Other Methods

tf.TensorShape.__init_ (dims) Creates a new TensorShape with the given dimensions.

Args:
¢ dims: A list of Dimensions, or None if the shape is unspecified.

* DEPRECATED: A single integer is treated as a singleton list.

tf.TensorShape.as_dimension_list() DEPRECATED: use as;ist().

tf.TensorShape.num_elements() Returns the total number of elements, or none for incom-

plete shapes.

class tf.Dimension

Represents the value of one dimension in a TensorShape. - - -

tf.Dimension.__init_ (value) Creates a new Dimension with the given value.

tf.Dimension.assert_is_compatible_with(other) Raises an exception if other is not com-

patible with this Dimension.

Args:

¢ other: Another Dimension.

Raises:

* ValueError: If self and other are not compatible (see iscompatible,ith).
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tf.Dimension.is_compatible_with(other) Returns true if other is compatible with this Di-

mension.

Two known Dimensions are compatible if they have the same value. An unknown Di-

mension is compatible with all other Dimensions.

Args:

¢ other: Another Dimension.

Returns: True if this Dimension and other are compatible.

tf.Dimension.merge_with(other) Returns a Dimension that combines the information in
self and other.

Dimensions are combined as follows:

Dimension(n) .merge, ith(Dimension(n)) == Dimension(n)Dimension(n).mergeyith(Dimension
Dimension(n)Dimension(None).mergeyith(Dimension(n)) == Dimension(n)Dimension(None).mer
Dimension(None)Dimension(n).mergeyith(Dimension(m))raisesValueError forn!=

m

Args:

¢ other: Another Dimension.

Returns: A Dimension containing the combined information of self and other.

Raises:

* ValueError: If self and other are not compatible (see iscompatible,ith).

tf.Dimension.value The value of this dimension, or None if it is unknown.
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tf.op_scope(values, name, default_name)

Returns a context manager for use when defining a Python op.

This context manager validates that the given values are from the same graph, ensures
that that graph is the default graph, and pushes a name scope.

For example, to define a new Python op called my_op:

[l defmy,p(a, b, c,name=None) :withtf.opscope(la, b, cl,name," MyOp")asscope:a=tf.convert;oense

Args:
e values: The list of Tensor arguments that are passed to the op function.
¢ name: The name argument that is passed to the op function.

* default_name: The default name to use if the name argument is None.

Returns: A context manager for use in defining a Python op.

tf.get_seed(op_seed)

Returns the local seeds an operation should use given an op-specific seed.

Given operation-specific seed, op_seed, this helper function returns two seeds derived
from graph-level and op-level seeds. Many random operations internally use the two seeds
to allow user to change the seed globally for a graph, or for only specific operations.

For details on how the graph-level seed interacts with op seeds, see set_random_seed.

Args:

* op_seed: integer.

Returns: A tuple of two integers that should be used for the local seed of this opera-

tion.
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4.3 Constants, Sequences, and Random Values

4.3.1 Contents
Constants, Sequences, and Random Values

¢ Constant Value Tensors

e tf.zeros (shape, dtype=tf.float32, name=None)
e tf.zeros_like (tensor, dtype=None, name=None)
e tf.ones (shape, dtype=tf.float32, name=None)

e tf.ones_like (tensor, dtype=None, name=None)

e tf.fill (dims, value, name=None)

e tf.constant (value, dtype=None, shape=None, name='Const')
* Sequences

e tf.linspace(start, stop, num, name=None)

e tf.range(start, limit, delta=1l, name='range')
¢ Random Tensors

¢ Examples:

e tf.random_normal (shape, mean=0.0, stddev=1.0, dtype=tf.float32,

seed=None, name=None)

e tf.truncated_normal (shape, mean=0.0, stddev=1.0, dtype=tf.float32,

seed=None, name=None)

e tf.random_uniform(shape, minval=0.0, maxval=1.0, dtype=tf.float32,

seed=None, name=None)
e tf.random_shuffle (value, seed=None, name=None)

e tf.set_random_seed (seed)

INote: Functions taking Tensor arguments can also take anything accepted by tf.convert;ozensor.
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4.3.2 Constant Value Tensors

TensorFlow provides several operations that you can use to generate constants.

tf.zeros (shape, dtype=tf.float32, name=None)

Creates a tensor with all elements set to zero.

This operation returns a tensor of type dt ype with shape shape and all elements set
to zero.

For example:

[] tf.zeros([3, 4], int32) ==> [[0, 0, 0, 0], [0, 0, 0, 0], [0, 0, 0, 0]]

Args:
* shape: Either a list of integers, or a 1-D Tensor of type int 32.
e dtype: The type of an element in the resulting Tensor.

¢ name: A name for the operation (optional).

Returns: A Tensor with all elements set to zero.

tf.zeros_like (tensor, dtype=None, name=None)

Creates a tensor with all elements set to zero.

Given a single tensor (tensor), this operation returns a tensor of the same type and
shape as tensor with all elements set to zero. Optionally, you can use dt ype to specify a
new type for the returned tensor.

For example:

[] 'tensor’is [[1, 2, 3], [4, 5, 6]] tf.zeros;ike(tensor)==>[[0,0,0],[0,0,0]]

Args:
e tensor:ATensor.

e dtype: Atypeforthereturned Tensor. Mustbe f1oat32,float64,int8,int16,
int32,int64,uint8,orcomplex64.

e name: A name for the operation (optional).
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Returns: A Tensor with all elements set to zero.

tf.ones (shape, dtype=tf.float32, name=None)

Creates a tensor with all elements set to 1.

This operation returns a tensor of type dt ype with shape shape and all elements set
to 1.

For example:

[] tf.ones([2, 3], int32) ==> [[1, 1, 1], [1, 1, 1]]
Args:

* shape: Either a list of integers, or a 1-D Tensor of type int 32.
e dtype: The type of an element in the resulting Tensor.

* name: A name for the operation (optional).

Returns: A Tensor with all elements set to 1.

tf.ones_like (tensor, dtype=None, name=None)

Creates a tensor with all elements set to 1.

Given a single tensor (tensor), this operation returns a tensor of the same type and

shape as tensor with all elements set to 1. Optionally, you can specify a new type (dt ype)
for the returned tensor.

For example:

[] 'tensor’is [[1, 2, 3], [4, 5, 6]] tf.ones;ike(tensor)==>[[1,1,1],[1,1,1]]
Args:
e tensor:ATensor.

e dtype: Atypeforthereturned Tensor. Mustbe f1oat32,float64,int8,int16,
int32,int64,uint8,orcomplex64.

¢ name: A name for the operation (optional).

Returns: A Tensor with all elements set to 1.
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tf.£fill (dims, wvalue, name=None)

Creates a tensor filled with a scalar value.
This operation creates a tensor of shape dims and fills it with value.

For example:

# output tensor shape needs to be [2, 3]
# so 'dims’ 1is [2, 3]
£fill(dims, 9) ==> [[9, 9, 9]

(9, 9, 911

Args:
e dims: ATensor of type int 32. 1-D. Represents the shape of the output tensor.
e value: ATensor. 0-D (scalar). Value to fill the returned tensor.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as value.

tf.constant (value, dtype=None, shape=None, name='Const')

Creates a constant tensor.

The resulting tensor is populated with values of type dt ype, as specified by arguments
value and (optionally) shape (see examples below).

The argument value can be a constant value, or a list of values of type dtype. If
value is a list, then the length of the list must be less than or equal to the number of ele-
ments implied by the shape argument (if specified). In the case where the list length is less
than the number of elements specified by shape, the last element in the list will be used to
fill the remaining entries.

The argument shape is optional. If present, it specifies the dimensions of the resulting
tensor. If not present, then the tensor is a scalar (0-D) if value is a scalar, or 1-D otherwise.

If the argument dt ype is not specified, then the type is inferred from the type of value.

For example:

“‘python # Constant 1-D Tensor populated with value list. tensor = tf.constant([1, 2, 3,
4,5,6,7))=>[1234567]

# Constant 2-D tensor populated with scalar value -1. tensor = tf.constant(-1.0, shape=[2,
3]) =>[[-1. -1. -1.][-1. -1. -1.]] “
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Args:
* value: A constant value (or list) of output type dt ype.
¢ dtype: The type of the elements of the resulting tensor.
* shape: Optional dimensions of resulting tensor.

e name: Optional name for the tensor.

Returns: A Constant Tensor.

4.3.3 Sequences

tf.linspace(start, stop, num, name=None)

Generates values in an interval.

A sequence of num evenly-spaced values are generated beginning at start. If num >
1, the values in the sequence increase by stop - start / num - 1, so that the last
one is exactly st op.

For example:

tf.linspace (10.0, 12.0, 3, name="linspace") => [ 10.0 11.0 12.0]

Args:

* start: A Tensor. Must be one of the following types: f1oat32, float64. First

entry in the range.
* stop: A Tensor. Must have the same type as st art. Last entry in the range.
e num: A Tensor of type int 32. Number of values to generate.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as start. 1-D. The generated values.
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tf.range(start, limit, delta=1l, name='range')

Creates a sequence of integers.
This operation creates a sequence of integers that begins at start and extends by
increments of delta up to but notincluding 1imit.

For example:

# ’start’ is 3
# 71limit’ is 18
# ’'delta’ is 3
tf.range(start, limit, delta) ==> [3, 6, 9, 12, 15]

Args:
e start: A0-D (scalar) of type int 32. First entry in sequence.
e limit:AO0-D (scalar) of type int 32. Upper limit of sequence, exclusive.

* delta: AO0-D Tensor (scalar) of type int 32. Optional. Default is 1. Number that

increments start.

* name: A name for the operation (optional).

Returns: An 1-D int32 Tensor.

4.3.4 Random Tensors

TensorFlow has several ops that create random tensors with different distributions. The
random ops are stateful, and create new random values each time they are evaluated.

The seed keyword argument in these functions acts in conjunction with the graph-
level random seed. Changing either the graph-level seed using set__random_seed or the
op-level seed will change the underlying seed of these operations. Setting neither graph-
level nor op-level seed, results in a random seed for all operations. See set_random_seed

for details on the interaction between operation-level and graph-level random seeds.

Examples:

[ Create a tensor of shape [2, 3] consisting of random normal values, with mean -1
and standard deviation 4. norm = tf.random, or mal((2,3], mean= —1, stddev=4)

Shuffle the first dimension of a tensor ¢ = tf.constant([[1, 2], [3, 4], [5, 6]]) shuff =
tf.randomgshuf fle(c)

Each time we run these ops, different results are generated sess = tf.Session() print

sess.run(norm) print sess.run(norm)
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Set an op-level seed to generate repeatable sequences across sessions. ¢ = tf.constant([[1,

2], 13, 4], [5, 6]1) sess = tf.Session() norm = tf.random,or mal(c, seed=1234) printsess.run(norm)printsess.r:

Another common use of random values is the intialization of variables. Also see the
Variables How To.
[] Userandom uniform values in [0, 1) as the initializer for a variable of shape [2, 3]. The
default type is float32. var = tf.Variable(tf.randomni f or m([2,3]), name="var")init=tf.initializeyll,aria

sess = tf.Session() sess.run(init) print sess.run(var)

tf.random_normal (shape, mean=0.0, stddev=1.0, dtype=tf.float32,

seed=None, name=None)

Outputs random values from a normal distribution.

Args:
e shape: A 1-D integer Tensor or Python array. The shape of the output tensor.

e mean: A 0-D Tensor or Python value of type dt ype. The mean of the normal distri-

bution.

e stddev: A 0-D Tensor or Python value of type dt ype. The standard deviation of the

normal distribution.
* dtype: The type of the output.

e seed: A Python integer. Used to create a random seed for the distribution. See

set_ random_seed for behavior.

* name: A name for the operation (optional).

Returns: A tensor of the specified shape filled with random normal values.

tf.truncated_normal (shape, mean=0.0, stddev=1.0, dtype=tf.float32,

seed=None, name=None)

Outputs random values from a truncated normal distribution.
The generated values follow a normal distribution with specified mean and standard
deviation, except that values whose magnitude is more than 2 standard deviations from the

mean are dropped and re-picked.
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Args:

shape: A 1-D integer Tensor or Python array. The shape of the output tensor.

* mean: A 0-D Tensor or Python value of type dt ype. The mean of the truncated nor-

mal distribution.

e stddev: A 0-D Tensor or Python value of type dt ype. The standard deviation of the

truncated normal distribution.
e dtype: The type of the output.

* seed: A Python integer. Used to create a random seed for the distribution. See

set random_seed for behavior.

* name: A name for the operation (optional).

Returns: A tensor of the specified shape filled with random truncated normal values.

tf.random_uniform(shape, minval=0.0, maxval=1.0, dtype=tf.float32,

seed=None, name=None)

Outputs random values from a uniform distribution.
The generated values follow a uniform distribution in therange [minval, maxval).

The lower bound minval is included in the range, while the upper bound maxval is ex-
cluded.

Args:
¢ shape: A 1-D integer Tensor or Python array. The shape of the output tensor.

* minval: A0-D Tensor or Python value of type dt ype. The lower bound on the range

of random values to generate.

* maxval:AO0-D Tensor or Python value of type dt ype. The upper bound on the range

of random values to generate.
e dtype: The type of the output.

* seed: A Python integer. Used to create a random seed for the distribution. See

set random_seed for behavior.

e name: A name for the operation (optional).
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Returns: A tensor of the specified shape filled with random uniform values.

tf.random shuffle(value, seed=None, name=None)

Randomly shuffles a tensor along its first dimension.

The tensor is shuffled along dimension 0, such that each value [ j] is mapped to one
and only one output [1]. For example, a mapping that might occur for a 3x2 tensor is:

(1 [[1, 21, [[5, 61, [3, 4], ==> [1, 2], [5, 6]] [3, 4]]

Args:

¢ value: A Tensor to be shuffled.

e seed: A Python integer. Used to create a random seed for the distribution. See

set _random_seed for behavior.

* name: A name for the operation (optional).

Returns: A tensor of same shape and type as value, shuffled along its first dimen-

sion.

tf.set_random seed (seed)

Sets the graph-level random seed.
Operations that rely on a random seed actually derive it from two seeds: the graph-level
and operation-level seeds. This sets the graph-level seed.

Its interactions with operation-level seeds is as follows:

1. If neither the graph-level nor the operation seed is set: A random seed is used for this
op.
2. If the graph-level seed is set, but the operation seed is not: The system deterministi-

cally picks an operation seed in conjunction with the graph-level seed so that it gets a

unique random sequence.

3. If the graph-level seed is not set, but the operation seed is set: A default graph-level

seed and the specified operation seed are used to determine the random sequence.

4. Ifboth the graph-level and the operation seed are set: Both seeds are used in conjunc-

tion to determine the random sequence.
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To illustrate the user-visible effects, consider these examples:

To generate different sequences across sessions, set neither graph-level nor op-level
seeds:

[l a=tf.randomyniform([1))b=tf.randomyormal([1])

print "Session 1" with tf.Session() as sess1: print sessl.run(a) generates ’Al’ print sessl.run(a)
generates 'A2’ print sessl.run(b) generates 'B1’ print sessl.run(b) generates B2’

print "Session 2" with tf.Session() as sess2: print sess2.run(a) generates’A3’ print sess2.run(a)
generates ‘A4’ print sess2.run(b) generates ‘B3’ print sess2.run(b) generates 'B4’

To generate the same repeatable sequence for an op across sessions, set the seed for
the op:

[l a=tf.randomyniform([1],seed=1)b=tf.randomyormal([1])

Repeatedly running this block with the same graph will generate the same sequence of
values for ’a, but different sequences of values for 'b’. print "Session 1" with tf.Session() as
sessl: print sessl.run(a) generates’Al’ print sessl.run(a) generates A2’ print sessl.run(b)
generates 'B1’ print sessl.run(b) generates 'B2’

print "Session 2" with tf.Session() as sess2: print sess2.run(a) generates’Al’ print sess2.run(a)
generates 'A2’ print sess2.run(b) generates ‘B3’ print sess2.run(b) generates ‘B4’

To make the random sequences generated by all ops be repeatable across sessions, set
a graph-level seed:

[l tf.set;andomgseed(1234)a=tf.randomyni form([1]) b=t f.randomyor mal([1])

Repeatedly running this block with the same graph will generate different sequences of
’a’ and 'b’. print "Session 1" with tf.Session() as sess1: print sessl.run(a) generates’Al’ print
sessl.run(a) generates 'A2’ print sessl.run(b) generates 'B1’ print sessl.run(b) generates
B’

print "Session 2" with tf.Session() as sess2: print sess2.run(a) generates ’Al’ print sess2.run(a)

generates ‘A2’ print sess2.run(b) generates 'B1’ print sess2.run(b) generates 'B2’

Args:

* seed: integer.
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4.4 Variables

Note: Functions taking Tensor arguments can also take anything accepted by tf. convert_to_tensor

4.4.1 Contents
Variables
* Variables
® class tf.Variable
¢ Variable helper functions
® tf.all _variables()
® tf.trainable_variables()
e tf.initialize_all variables()

e tf.initialize_variables(var_list, name=textquotesingle {}inittextquotesingle {})

e tf.assert_variables_initialized(var_list=None)

* Saving and Restoring Variables

® class tf.train.Saver

® tf.train.latest_checkpoint(checkpoint_dir, latest_ filename=None)

e tf.train.get_checkpoint_state(checkpoint_dir, latest_filename=None)

® tf.train.update_checkpoint_state(save_dir, model_checkpoint_path, all_model_checkpoint_paths

=None, latest_filename=None)
¢ Sharing Variables

* tf.get_variable(name, shape=None, dtype=tf.float32, initializer=None, trainable

=True, collections=None)
* tf.get_variable_scope()
® tf.variable_scope(name_or_scope, reuse=None, initializer=None)
® tf.constant_initializer(value=0.0)

® tf.random_normal_initializer(mean=0.0, stddev=1.0, seed=None)
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® tf.truncated normal initializer(mean=0.0, stddev=1.0, seed=None)

® tf.random_uniform_initializer(minval=0.0, maxval=1.0, seed=None)

e tf.uniform_unit_scaling_initializer(factor=1.0, seed=None)

® tf.zeros_initializer(shape, dtype=tf.float32)

¢ Sparse Variable Updates

® tf.scatter_update(ref, indices, updates, use_locking=None, name=None)
® tf.scatter_add(ref, indices, updates, use_locking=None, name=None)

® tf.scatter_sub(ref, indices, updates, use_locking=None, name=None)

® tf.sparse_mask(a, mask_indices, name=None)

® class tf.IndexedSlices

4.4.2 Variables

class tf.variable

See the Variables How To for a high level overview.

A variable maintains state in the graph across calls to run(). You add a variable to the
graph by constructing an instance of the class variable.

The variable() constructor requires an initial value for the variable, which can be a
Tensor of any type and shape. The initial value defines the type and shape of the variable.
After construction, the type and shape of the variable are fixed. The value can be changed
using one of the assign methods.

If you want to change the shape of a variable later you have to use an assign Op with
validate\_shape=False.

Just like any Tensor, variables created with variable() can be used as inputs for other
Ops in the graph. Additionally, all the operators overloaded for the Tensor class are carried
over to variables, so you can also add nodes to the graph by just doing arithmetic on vari-
ables.

[l import tensorflow as tf

Create a variable. w = tf.Variable(<initial-value>, name=<optional-name>)

Use the variable in the graph like any Tensor. y = tf.matmul(w, ...another variable or
tensor...)

The overloaded operators are available too. z = tf.sigmoid(w + b)
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Assign a new value to the variable with ‘assign() or a related method. w.assign(w + 1.0)
w.assign,dd(1.0)

When you launch the graph, variables have to be explicitly initialized before you can
run Ops that use their value. You can initialize a variable by running its initializer op, restor-
ing the variable from a save file, or simply running an assign Op that assigns a value to the
variable. In fact, the variable initializer op is just an assign Op that assigns the variable’s
initial value to the variable itself.

[] Launch the graph in a session. with tf.Session() as sess: Run the variable initializer.
sess.run(w.initializer) ...you now can run ops that use the value of 'w'..

The most common initialization pattern is to use the convenience function initialize_all_variables
() to add an Op to the graph that initializes all the variables. You then run that Op after
launching the graph.

[ Add an Op to initialize all variables. init,p=tf.initializeyll,ariables()

Launch the graph in a session. with tf.Session() as sess: Run the Op that initializes all
variables. sess.run(init, p)...youcannowrunanyOpthatusesvariablevalues...

If you need to create a variable with an initial value dependent on another variable, use
the other variable’s initialized_value(). This ensures that variables are initialized in the
right order.

All variables are automatically collected in the graph where they are created. By default,
the constructor adds the new variable to the graph collection GraphKeys.VARIABLES. The
convenience function all_variables() returns the contents of that collection.

When building a machine learning model it is often convenient to distinguish betwen
variables holding the trainable model parameters and other variables such as a global step
variable used to count training steps. To make this easier, the variable constructor supports
atrainable=\textless{bool> parameter. If True, the new variable is also added to the graph
collection GraphKeys.TRAINABLE_VARIABLES. The convenience function trainable variables
() returns the contents of this collection. The various Optimizer classes use this collection
as the default list of variables to optimize.

Creating a variable.

tf.variable.__init__(initial_value, trainable=True, collections=None, validate_shape
=True, name=None) Creates a new variable with value initial_value.

The new variable is added to the graph collections listed in collections, which defaults
to {[GraphKeys.VARIABLES].

If trainableis True the variable is also added to the graph collection GraphKeys . TRAINABLE_VARIABLES
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This constructor creates both a variable Op and an assign Op to set the variable to its

initial value.

Args:

* initial_value: A Tensor, or Python object convertible to a Tensor. The initial value for

the Variable. Must have a shape specified unless validate_shape is set to False.

* trainable: If True, the default, also adds the variable to the graph collection GraphKeys
.TRAINABLE_VARIABLES. This collection is used as the default list of variables to use by

the Optimizer classes.

* collections: List of graph collections keys. The new variable is added to these collec-
tions. Defaults to {[ GraphKeys.VARIABLES].

e validate_shape: If False, allows the variable to be initialized with a value of unknown

shape. If True, the default, the shape of initial_value must be known.

* name: Optional name for the variable. Defaults to \textquotesingle{Variable' and gets

uniquified automatically.

Returns: A Variable.

Raises:

* ValueError: If the initial value does not have a shape and validate_shape is True.

tf.Variable.initialized_value() Returns the value of the initialized variable.
You should use this instead of the variable itself to initialize another variable with a
value that depends on the value of this variable.

[] Initialize 'v’ with arandom tensor. v = tf.Variable(tf.truncated,, or mal([10,40]))Use‘initialized,alue‘togi

Returns: A Tensor holding the value of this variable after its initializer has run.

Changing a variable value.

tf.variable.assign(value, use_locking=False) Assigns a new value to the variable.

This is essentially a shortcut for assign(self,\ value).
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Args:
¢ value: A Tensor. The new value for this variable.

* use\_locking: If True, use locking during the assignment.

Returns: A Tensor that will hold the new value of this variable after the assignment

has completed.

tf.Variable.assign_add(delta, use_locking=False) Adds a value to this variable.

This is essentially a shortcut for assign\_add(self,\ delta).

Args:
e delta: A Tensor. The value to add to this variable.

¢ use\_locking: If True, use locking during the operation.

Returns: A Tensor that will hold the new value of this variable after the addition has

completed.

tf.Variable.assign_sub(delta, use_locking=False) Subtracts a value from this variable.

This is essentially a shortcut for assign\_sub(self,\ delta).

Args:
¢ delta: A Tensor. The value to subtract from this variable.

* use\_locking: If True, use locking during the operation.

Returns: A Tensor that will hold the new value of this variable after the subtraction

has completed.

tf.Variable.scatter_sub(sparse_delta, use_locking=False) Subtracts IndexedSlices from
this variable.
This is essentially a shortcut for scatter\_sub(self,\ sparse\_delta.indices,\ sparse

\_delta.values).
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Args:

* sparse\_delta: IndexedSlices to be subtracted from this variable.

* use\_locking: If True, use locking during the operation.

Returns: A Tensor that will hold the new value of this variable after the scattered

subtraction has completed.

Raises:

® ValueError: if sparse\_deltais not an IndexedSlices.

tf.Variable.count_up_to(limit) Increments this variable until it reaches limit.

When that Op is run it tries to increment the variable by 1. If incrementing the variable
would bring it above 1imit then the Op raises the exception OutofRangeError.

If no error is raised, the Op outputs the value of the variable before the increment.

This is essentially a shortcut for count\_up\_to(self,\ limit).

Args:

e limit: value at which incrementing the variable raises an error.

Returns: A Tensor that will hold the variable value before the increment. If no other

Op modifies this variable, the values produced will all be distinct.

tf.vVariable.eval(session=None) Inasession, computes and returns the value of this vari-
able.

This is not a graph construction method, it does not add ops to the graph.

This convenience method requires a session where the graph containing this variable
has been launched. If no session is passed, the default session is used. See the Session class
for more information on launching a graph and on sessions.

[] v = tf.Variable([1, 2]) init = tf.initialize,ll,ariables()

with tf.Session() as sess: sess.run(init) Usage passing the session explicitly. print v.eval(sess)
Usage with the default session. The 'with’ block above makes 'sess’ the default session. print

v.eval()
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Args:

¢ session: The session to use to evaluate this variable. If none, the default session is

used.

Returns: A numpy ndarray with a copy of the value of this variable.

Properties.

tf.variable.name The name of this variable.

tf.variable.dtype The DType of this variable.

tf.Variable.get_shape() The TensorShape of this variable.

Returns: A TensorShape.

tf.variable.device The device of this variable.

tf.variable.initializer The initializer operation for this variable.

tf.variable.graph The Graph of this variable.

tf.variable.op The Operation of this variable.

4.4.3 Variable helper functions

TensorFlow provides a set of functions to help manage the set of variables collected in

the graph.
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tf.all_variables()

Returns all variables collected in the graph.
The variable() constructor automatically adds new variables to the graph collection

GraphKeys.VARIABLES. This convenience function returns the contents of that collection.

Returns: Alist of variable objects.

tf.trainable_variables()

Returns all variables created with trainable=True.
When passed trainable=True, the Variable() constructor automatically adds new vari-
ables to the graph collection GraphKeys.TRAINABLE\_VARIABLES. This convenience function

returns the contents of that collection.

Returns: A list of Variable objects.

tf.initialize_all_variables()

Returns an Op that initializes all variables.

This is just a shortcut for initialize\_variables(all\_variables())

Returns: An Op that initializes all variables in the graph.

tf.initialize_variables(var_list, name=textquotesingle {}inittextquotesingle {})

Returns an Op that initializes a list of variables.

After you launch the graph in a session, you can run the returned Op to initialize all
the variables in var\_list. This Op runs all the initializers of the variables in var\_list in
parallel.

Calling initialize\_variables() is equivalent to passing the list of initializers to Group
0.

If var\_list is empty, however, the function still returns an Op that can be run. That

Op just has no effect.
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Args:
* var\_list: List of variable objects to initialize.

* name: Optional name for the returned operation.

Returns: An Op that run the initializers of all the specified variables.

tf.assert_variables_initialized(var_list=None)

Returns an Op to check if variables are initialized.

When run, the returned Op will raise the exception FailedPreconditionError if any of
the variables has not yet been initialized.

Note: This function is implemented by trying to fetch the values of the variables. If
one of the variables is not initialized a message may be logged by the C++ runtime. This is

expected.

Args:

e var\_list: List of variable objects to check. Defaults to the value of al1\_variables()

Returns: An Op, or None if there are no variables.

4.4.4 Saving and Restoring Variables

class tf.train.Saver

Saves and restores variables.

See Variables for an overview of variables, saving and restoring.

The saver class adds ops to save and restore variables to and from checkpoints. It also
provides convenience methods to run these ops.

Checkpoints are binary files in a proprietary format which map variable names to ten-
sor values. The best way to examine the contents of a checkpoint is to load it using a Saver.

Savers can automatically number checkpoint filenames with a provided counter. This
lets you keep multiple checkpoints at different steps while training a model. For example
you can number the checkpoint filenames with the training step number. To avoid filling
up disks, savers manage checkpoint files automatically. For example, they can keep only the

N most recent files, or one checkpoint for every N hours of training.
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You number checkpoint filenames by passing a value to the optional global\_step ar-
gument to save():

[l saver.save(sess, ' my-model’, globalstep=0)==> filename:'my— model —0'...saver.save(sess, my — moc

Additionally, optional arguments to the Saver() constructor let you control the prolif-

eration of checkpoint files on disk:

* max\_to\_keep indicates the maximum number of recent checkpoint files to keep. As
new files are created, older files are deleted. If None or 0, all checkpoint files are kept.

Defaults to 5 (that is, the 5 most recent checkpoint files are kept.)

* keep\_checkpoint\_every\_n\_hours: In addition to keeping the most recent max\_to\
_keep checkpoint files, you might want to keep one checkpoint file for every N hours
of training. This can be useful if you want to later analyze how a model progressed
during a long training session. For example, passing keep\_checkpoint\_every\_n\
_hours=2 ensures that you keep one checkpoint file for every 2 hours of training. The

default value of 10,000 hours effectively disables the feature.

Note that you still have to call the save() method to save the model. Passing these
arguments to the constructor will not save variables automatically for you.

A training program that saves regularly looks like:

[l ... Create a saver. saver = tf.train.Saver(...variables...) Launch the graph and
train, saving the model every 1,000 steps. sess = tf.Session() for step in xrange(1000000):

sess.run(..training, p..)i f step Appendthestepnumbertothecheckpointname :saver.save(sess,' my— model

In addition to checkpoint files, savers keep a protocol buffer on disk with the list of
recent checkpoints. This is used to manage numbered checkpoint files and by latest\
_checkpoint (), which makes it easy to discover the path to the most recent checkpoint. That
protocol buffer is stored in a file named ‘checkpoint’ next to the checkpoint files.

If you create several savers, you can specify a different filename for the protocol buffer

file in the call to save().

tf.train.Saver.__init__(var_list=None, reshape=False, sharded=False, max_to_keep=5,
keep_checkpoint_every_n_hours=10000.0, name=None, restore_sequentially=False, saver_def
=None, builder=None) Creates a Saver.

The constructor adds ops to save and restore variables.

var\_list specifies the variables that will be saved and restored. It can be passed as a

dict or alist:
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* Adict ofnames to variables: The keys are the names that will be used to save or restore

the variables in the checkpoint files.

* A list of variables: The variables will be keyed with their op name in the checkpoint
files.

For example:

[1 vl = tf.Variable(..., name="v1’) v2 = tf.Variable(..., name="v2’)

Pass the variables as a dict: saver = tf.train.Saver({'vl’: v1, 'v2’: v2})

Or pass them as a list. saver = tf.train.Saver([vl, v2]) Passing a list is equivalent to
passing a dict with the variable op names as keys: saver = tf.train.Saver({v.op.name: v for v
in [v1, v2]})

The optional reshape argument, if True, allows restoring a variable from a save file
where the variable had a different shape, but the same number of elements and type. This
is useful if you have reshaped a variable and want to reload it from an older checkpoint.

The optional sharded argument, if True, instructs the saver to shard checkpoints per

device.

Args:

e var\_list: A list of Variables or a dictionary mapping names to Variables. If None,

defaults to the list of all variables.

* reshape: If True, allows restoring parameters from a checkpoint where the variables

have a different shape.
* sharded: If True, shard the checkpoints, one per device.

* max\_to\_keep: maximum number of recent checkpoints to keep. Defaults to 10,000

hours.

* keep\_checkpoint\_every\_n\_hours: How often to keep checkpoints. Defaults to 10,000

hours.
* name: string. Optional name to use as a prefix when adding operations.

¢ restore\_sequentially: A Bool, which if true, causes restore of different variables to
happen sequentially within each device. This can lower memory usage when restor-

ing very large models.

* saver\_def: Optional SaverDef proto to use instead of running the builder. This is
only useful for specialty code that wants to recreate a Saver object for a previously
built Graph that had a Saver. The saver_def proto should be the one returned by the

as_saver_def() call of the Saver that was created for that Graph.
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* builder: Optional SaverBuilder to use if a saver_def was not provided. Defaults to

BaseSaverBuilder().

Raises:
e TypeError: If var\_list is invalid.

* ValueError: If any of the keys or values in var\_list is not unique.

tf.train.Saver.save(sess, save_path, global_step=None, latest_filename=None) Saves
variables.

This method runs the ops added by the constructor for saving variables. It requires a
session in which the graph was launched. The variables to save must also have been initial-
ized.

The method returns the path of the newly created checkpoint file. This path can be

passed directly to a call to restore().

Args:
* sess: A Session to use to save the variables.

* save\_path: string. Path to the checkpoint filename. If the saver is sharded, this is the

prefix of the sharded checkpoint filename.

e global\_step: If provided the global step number is appended to save\_path to create
the checkpoint filename. The optional argument can be a Tensor, a Tensor name or

an integer.

* latest\_filename: Optional name for the protocol buffer file that will contains the
list of most recent checkpoint filenames. That file, kept in the same directory as the
checkpoint files, is automatically managed by the saver to keep track of recent check-

points. Defaults to ‘checkpoint’.

Returns: A string: path at which the variables were saved. If the saver is sharded, this

Raises:

* TypeError: If sess is not a Session.
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tf.train.Saver.restore(sess, save_path) Restores previously saved variables.

This method runs the ops added by the constructor for restoring variables. It requires a
session in which the graph was launched. The variables to restore do not have to have been
initialized, as restoring is itself a way to initialize variables.

The save\_path argument is typically a value previously returned from a save() call, or

acall to latest\_checkpoint().

Args:
* sess: A Session to use to restore the parameters.
* save\_path: Path where parameters were previously saved.

Other utility methods.

tf.train.Saver.last_checkpoints List of not-yet-deleted checkpoint filenames.

You can pass any of the returned values to restore().

Returns: A list of checkpoint filenames, sorted from oldest to newest.

tf.train.Saver.set_last_checkpoints(last_checkpoints) Sets the list of not-yet-deleted

checkpoint filenames.

Args:

* last\_checkpoints: alist of checkpoint filenames.

Raises:

* AssertionError: if the list of checkpoint filenames has already been set.

tf.train.Saver.as_saver_def() Generates a SaverDef representation of this saver.

Returns: A SaverDef proto.
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tf.train.latest_checkpoint(checkpoint_dir, latest_filename=None)

Finds the filename of latest saved checkpoint file.

Args:
¢ checkpoint\_dir: Directory where the variables were saved.
* latest\_filename: Optional name for the protocol buffer file that contains the list of

most recent checkpoint filenames. See the corresponding argument to Saver.save().

Returns: The full path to the latest checkpoint or None if no checkpoint was found.

tf.train.get_checkpoint_state(checkpoint_dir, latest_filename=None)
Returns CheckpointState proto from the “checkpoint” file.
If the “checkpoint” file contains a valid CheckpointState proto, returns it.
Args:
* checkpoint\_dir: The directory of checkpoints.

e latest\_filename: Optional name of the checkpoint file. Default to ‘checkpoint’.

Returns: A CheckpointState if the state was available, None otherwise.

tf.train.update_checkpoint_state(save_dir, model_checkpoint_path, all_model_checkpoint_paths

=None, latest_filename=None)

Updates the content of the ‘checkpoint’ file.
This updates the checkpoint file containing a CheckpointState proto.

Args:
* save\_dir: Directory where the model was saved.
* model\_checkpoint\_path: The checkpoint file.

* all\_model\_checkpoint\_paths: list of strings. Paths to all not-yet-deleted check-
points, sorted from oldest to newest. If this is a non-empty list, the last element
must be equal to model_checkpoint_path. These paths are also saved in the Check-

pointState proto.

e latest\_filename: Optional name of the checkpoint file. Default to ‘checkpoint’.
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Raises:

e RuntimeError: If the save paths conflict.

4.4.5 Sharing Variables

TensorFlow provides several classes and operations that you can use to create variables

contingent on certain conditions.

tf.get_variable(name, shape=None, dtype=tf.float32, initializer=None, trainable=True

, collections=None)

Gets an existing variable with these parameters or create a new one.

This function prefixes the name with the current variable scope and performs reuse
checks. See the Variable Scope How To for an extensive description of how reusing works.
Here is a basic example:

[l with tf.variablescope(" foo") :v=get,ariable("v",[1))v.name == "fool/v:0"w=get,ariable("w", [1])

Ifinitializer is None (the default), the default initializer passed in the constructor is used.
If that one is None t00, a UniformUnitScalingInitializer will be used.
Args:
* name: the name of the new or existing variable.
* shape: shape of the new or existing variable.
* dtype: type of the new or existing variable (defaults to DT\_FLOAT).
e initializer: initializer for the variable if one is created.

e trainable: If True also add the variable to the graph collection GraphKeys.TRAINABLE\

_VARIABLES (see variables.Variable).

* collections: List of graph collections keys to add the Variable to. Defaults to {[ GraphKeys.VARIABLES]

(see variables.Variable).

Returns: The created or existing variable.

Raises:

* ValueError: when creating a new variable and shape is not declared, or when violating

reuse during variable creation. Reuse is set inside variable\_scope.
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tf.get_variable_scope()

Returns the current variable scope.

tf.variable_scope(name_or_scope, reuse=None, initializer=None)

Returns a context for variable scope.

Variable scope allows to create new variables and to share already created ones while
providing checks to not create or share by accident. For details, see the Variable Scope How
To, here we present only a few basic examples.

Simple example of how to create a new variable:

[l with tf.variablescope(" foo") :withtf.variablescope("bar") :v=tf.get,ariable("v",[1])asser tv.name-

Basic example of sharing a variable:

[l with tf.variablescope(" foo") :v=get,ariable("v",[1))witht f.variablescope(" foo",reuse=True) :v1=1

Sharing a variable by capturing a scope and setting reuse:

[l with tf.variablescope(" foo")asscope.v=get,ariable("v",[1])scope.reuseyariablesQvl=tf.get,ariab

To prevent accidental sharing of variables, we raise an exception when getting an exist-
ing variable in a non-reusing scope.

[l with tf.variablescope(" foo")asscope.v=get,ariable("v",[1))vi=tf.get,ariable("v",[1])RaisesValuel

Similarly, we raise an exception when trying to get a variable that does not exist in reuse

mode.

[l with tf.variablescope(" foo", reuse=True) :v=get,ariable("v",[1])RaisesValueError("...vdoesnotexi.

Note that the reuse flag is inherited: if we open a reusing scope, then all its sub-scopes

become reusing as well.

Args:
* name\_or\_scope: string or VariableScope: the scope to open.

* reuse: True or None; if True, we go into reuse mode for this scope as well as all sub-

scopes; if None, we just inherit the parent scope reuse.

e initializer: default initializer for variables within this scope.

Yields: A scope that can be to captured and reused.
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Raises:

* ValueError: when trying to reuse within a create scope, or create within a reuse scope,

or if reuse is not None or True.

* TypeError: when the types of some arguments are not appropriate.

tf.constant_initializer(value=0.0)

Returns an initializer that generates Tensors with a single value.

Args:

* value: A Python scalar. All elements of the initialized variable will be set to this value.

Returns: An initializer that generates Tensors with a single value.

tf.random_normal_initializer(mean=0.0, stddev=1.0, seed=None)

Returns an initializer that generates Tensors with a normal distribution.

Args:
* mean: a python scalar or a scalar tensor. Mean of the random values to generate.

* stddev: a python scalar or a scalar tensor. Standard deviation of the random values to

generate.

* seed: A Python integer. Used to create random seeds. See set_random_seed for behav-

ior.

Returns: An initializer that generates Tensors with a normal distribution.

tf.truncated_normal_initializer(mean=0.0, stddev=1.0, seed=None)

Returns an initializer that generates a truncated normal distribution.
These values are similar to values from a random_normal_initializer except that values
more than two standard deviations from the mean are discarded and re-drawn. This is the

recommended initializer for neural network weights and filters.
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Args:
* mean: a python scalar or a scalar tensor. Mean of the random values to generate.

e stddev: a python scalar or a scalar tensor. Standard deviation of the random values to

generate.

* seed: A Python integer. Used to create random seeds. See set_random_seed for behav-

ior.

Returns: An initializer that generates Tensors with a truncated normal distribution.

tf.random_uniform_initializer(minval=0.0, maxval=1.0, seed=None)

Returns an initializer that generates Tensors with a uniform distribution.

Args:

* minval: a python scalar or a scalar tensor. lower bound of the range of random values

to generate.

* maxval: a python scalar or a scalar tensor. upper bound of the range of random values

to generate.

* seed: A Python integer. Used to create random seeds. See set_random_seed for behav-

ior.

Returns: An initializer that generates Tensors with a uniform distribution.

tf.uniform_unit_scaling_initializer(factor=1.0, seed=None)

Returns an initializer that generates tensors without scaling variance.

When initializing a deep network, it is in principle advantageous to keep the scale of
the input variance constant, so it does not explode or diminish by reaching the final layer.
If the input is x and the operation x\ *\ W, and we want to initialize W uniformly at random,

we need to pick W from

[-sgrt (3) / sqgqrt(dim), sqgrt(3) / sqgrt (dim) ]
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to keep the scale intact, where dim\ =\ W.shape{[0] (the size of the input). A similar
calculation for convolutional networks gives an analogous result with dim equal to the prod-
uct of the first 3 dimensions. When nonlinearities are present, we need to multiply this by a
constant factor. See https://arxiv.org/pdf/1412.6558v3.pdf for deeper mo-
tivation, experiments and the calculation of constants. In section 2.3 there, the constants

were numerically computed: for a linear layer it’s 1.0, relu: ~1.43, tanh: ~1.15.

Args:
* factor: Float. A multiplicative factor by which the values will be scaled.
* seed: A Python integer. Used to create random seeds. See set_random_seed for behav-

ior.

Returns: An initializer that generates tensors with unit variance.

tf.zeros_initializer(shape, dtype=tf.float32)

An adaptor for zeros() to match the Initializer spec.

4.4.6 Sparse Variable Updates

The sparse update ops modify a subset of the entries in a dense variable, either over-
writing the entries or adding / subtracting a delta. These are useful for training embedding
models and similar lookup-based networks, since only a small subset of embedding vectors
change in any given step.

Since a sparse update of a large tensor may be generated automatically during gra-
dient computation (as in the gradient of tf.gather), an IndexedSlices class is provided that
encapsulates a set of sparse indices and values. IndexedSlices objects are detected and han-

dled automatically by the optimizers in most cases.

tf.scatter_update(ref, indices, updates, use_locking=None, name=None)

Applies sparse updates to a variable reference.

This operation computes

# Scalar indices

ref[indices, ...] = updates[...]
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# Vector indices (for each 1)

ref[indices[i], ...] = updates[i, ...]
# High rank indices (for each i, ..., 3J)
ref[indices(i, ..., Jjl, ...] = updates[i, ..., I, ...]

This operation outputs ref after the update is done. This makes it easier to chain oper-
ations that need to use the reset value.

If indices contains duplicate entries, lexicographically later entries override earlier en-
tries.

Requires updates.shape\ =\ indices.shape\ +\ ref.shape{[l:].

Args:
¢ ref: A mutable Tensor. Should be from a variable node.

¢ indices: A Tensor. Must be one of the following types: int32, int64. A tensor of indices

into the first dimension of ref.

* updates: A Tensor. Must have the same type as ref. A tensor of updated values to store

in ref.

* use\_locking: An optional bool. Defaults to True. If True, the assignment will be pro-

tected by a lock; otherwise the behavior is undefined, but may exhibit less contention.

* name: A name for the operation (optional).

Returns: Same as ref. Returned as a convenience for operations that want to use the

updated values after the update is done.

tf.scatter_add(ref, indices, updates, use_locking=None, name=None)

Adds sparse updates to a variable reference.

This operation computes

# Scalar indices

ref[indices, ...] += updates[...]

# Vector indices (for each 1i)

ref[indices[i], ...] += updates[i, ...]
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# High rank indices (for each i, ..., 3J)

ref[indices[i, ..., Jjl, ...] += updates[i, ..., J, ...]

This operation outputs ref after the update is done. This makes it easier to chain oper-
ations that need to use the reset value.

Duplicate entries are handled correctly: if multiple indices reference the same loca-
tion, their contributions add.

Requires updates.shape\ =\ indices.shape\ +\ ref.shape{[l:].

Args:

* ref: A mutable Tensor. Must be one of the following types: float32, float64, int64,
int32, uints, int16, int8, complex64, gint8, quint8, qint32. Should be from a variable

node.

* indices: A Tensor. Must be one of the following types: int32, int64. A tensor of indices

into the first dimension of ref.

* updates: A Tensor. Must have the same type as ref. A tensor of updated values to add

to ref.

* use\_locking: An optional bool. Defaults to False. If True, the addition will be pro-

tected by a lock; otherwise the behavior is undefined, but may exhibit less contention.

¢ name: A name for the operation (optional).

Returns: Same as ref. Returned as a convenience for operations that want to use the

updated values after the update is done.

tf.scatter_sub(ref, indices, updates, use_locking=None, name=None)

Subtracts sparse updates to a variable reference.

# Scalar indices

ref[indices, ...] —-= updates[...]

# Vector indices (for each 1i)

ref[indices[i], ...] —-= updates[i, ...]

# High rank indices (for each i, ..., 3J)

ref[indices[i, ..., Jjl, ...] —-= updates[i, ..., J, ...]
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This operation outputs ref after the update is done. This makes it easier to chain oper-
ations that need to use the reset value.
Duplicate entries are handled correctly: if multiple indices reference the same loca-
tion, their (negated) contributions add.

Requires updates.shape\ =\ indices.shape\ +\ ref.shape{[l:].

Args:

* ref: A mutable Tensor. Must be one of the following types: float32, float64, int64,
int32, uints, int16, int8, complex64, qint8, quint8, gint32. Should be from a variable

node.

e indices: A Tensor. Must be one of the following types: int32, int64. A tensor of indices

into the first dimension of ref.

* updates: A Tensor. Must have the same type as ref. A tensor of updated values to

subtract from ref.

e use\_locking: An optional bool. Defaults to False. If True, the subtraction will be pro-

tected by a lock; otherwise the behavior is undefined, but may exhibit less contention.

* name: A name for the operation (optional).

Returns: Same as ref. Returned as a convenience for operations that want to use the

updated values after the update is done.

tf.sparse_mask(a, mask_indices, name=None)

Masks elements of IndexedSlices.

Given an IndexedSlices instance a, returns another IndexedSlices that contains a sub-
set of the slices of a. Only the slices at indices specified in mask\_indices are returned.

This is useful when you need to extract a subset of slices in an IndexedSlices object.

For example:

[] ‘a‘ contains slices at indices [12, 26, 37, 45] from a large tensor with shape [1000, 10]
a.indices => [12, 26, 37, 45] tf.shape(a.values) => [4, 10]

‘b* will be the subset of ‘a‘ slices at its second and third indices, so we want to mask of
its first and last indices (which are at absolute indices 12, 45) b = tf.sparse,,ask(a, [12,45])

b.indices => [26, 37] tf.shape(b.values) => [2, 10]
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Args:
* a: An IndexedSlices instance.
¢ mask\_indices: Indices of elements to mask.

* name: A name for the operation (optional).

Returns: The masked IndexedSlices instance.

class tf.IndexedSlices

A sparse representation of a set of tensor slices at given indices.

This class is a simple wrapper for a pair of Tensor objects:

* values: A Tensor of any dtype with shape {[DO0, D1, ..., Dn].
e indices: A 1-D integer Tensor with shape {[DO].

An IndexedSlices is typically used to represent a subset of a larger tensor dense of shape
{[LARGEQ, D1, .., DN] where LARGE®\ \textgreater{> DO0. The values in indices are the
indices in the first dimension of the slices that have been extracted from the larger tensor.

The dense tensor dense represented by an IndexedSlices slices has

[l dense([slices.indicesli], :, 3, :, ...] =slices.valuesli, :, :, :, ...]

The IndexedSlices class is used principally in the definition of gradients for operations
that have sparse gradients (e.g. tf.gather).

Contrast this representation with SparseTensor, which uses multi-dimensional indices

and scalar values.

tf.IndexedSlices. _init__ (values, indices, dense_shape=None) Createsan IndexedSlices

tf.IndexedSlices.values A Tensor containing the values of the slices.

tf.IndexedSlices.indices A 1-D Tensor containing the indices of the slices.
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tf.IndexedSlices.dense_shape A 1-D Tensor containing the shape of the corresponding

dense tensor.

tf.IndexedSlices.name The name of this IndexedSlices.

tf.IndexedSlices.dtype The DType of elements in this tensor.

tf.IndexedSlices.device The name of the device on which values will be produced, or

None.

tf.IndexedSlices.op The Operation that produces values asan output.
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4.5 Tensor Transformations

Note: Functions taking Tensor arguments can also take anything accepted by tf. convert_to_tensor

4.5.1 Contents
Tensor Transformations
¢ Casting
® tf.string_to_number(string_tensor, out_type=None, name=None)
® tf.to_double(x, name=textquotesingle {}ToDoubletextquotesingle {})
® tf.to_float(x, name=textquotesingle {}ToFloattextquotesingle {})
® tf.to_bfloatl6(x, name=textquotesingle {}ToBFloatl6textquotesingle {})
e tf.to_int32(x, name=textquotesingle {}ToInt32textquotesingle {})
® tf.to_int64(x, name=textquotesingle {}ToInt64textquotesingle {})
® tf.cast(x, dtype, name=None)
e Shapes and Shaping
® tf.shape(input, name=None)
® tf.size(input, name=None)
* tf.rank(input, name=None)
® tf.reshape(tensor, shape, name=None)
® tf.squeeze(input, squeeze_dims=None, name=None)
® tf.expand_dims(input, dim, name=None)
e Slicing and Joining
® tf.slice(input_, begin, size, name=None)

o tf.split(split_dim, num_split, value, name=textquotesingle {}splittextquotesingle
)

* tf.tile(input, multiples, name=None)

® tf.pad(input, paddings, name=None)
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® tf.concat(concat_dim, values, name=textquotesingle {}concattextquotesingle {})

® tf.pack(values, name=textquotesingle {}packtextquotesingle {})

® tf.unpack(value, num=None, name=textquotesingle {}unpacktextquotesingle {})
* tf.reverse_sequence(input, seq_lengths, seq_dim, name=None)

* tf.reverse(tensor, dims, name=None)

® tf.transpose(a, perm=None, name=textquotesingle {}transposetextquotesingle {})

® tf.gather(params, indices, name=None)
® tf.dynamic_partition(data, partitions, num_partitions, name=None)

® tf.dynamic_stitch(indices, data, name=None)

4.5.2 Casting

TensorFlow provides several operations that you can use to cast tensor data types in

your graph.

tf.string_to_number(string_tensor, out_type=None, name=None)

Converts each string in the input Tensor to the specified numeric type.
(Note that int32 overflow results in an error while float overflow results in a rounded
value.)
Args:
* string_tensor: A Tensor of type string.
e out_type: An optional tf.DType from: tf.float32, tf.int32. Defaults to tf.float32. The

numeric type to interpret each string in string,;ensoras.name : Anamefortheoperation(optional).

Returns: A Tensor of type out_type. A Tensor of the same shape as the input string;ensor.

tf.to_double(x, name=textquotesingle {}ToDoubletextquotesingle {})

Casts a tensor to type float64.
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Args:
e x: A Tensor Or SparseTensor.

* name: A name for the operation (optional).

Returns: A Tensor or SparseTensor with same shape as x with type floaté4.

Raises:

¢ TypeError: If x cannot be cast to the float64.

tf.to_float(x, name=textquotesingle {}ToFloattextquotesingle {})

Casts a tensor to type float32.

Args:
® x: A Tensor Or SparseTensor.

* name: A name for the operation (optional).

Returns: A Tensor or SparseTensor with same shape as x with type float32.

Raises:

¢ TypeError: If x cannot be cast to the float32.

tf.to_bfloatl6(x, name=textquotesingle {}ToBFloatl6textquotesingle {})

Casts a tensor to type bfloat1sé.

Args:
e x: A Tensor Or SparseTensor.

¢ name: A name for the operation (optional).

Returns: A Tensor or SparseTensor with same shape as x with type bfloat1é.
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Raises:

¢ TypeError: If x cannot be cast to the bfloatie.

tf.to_int32(x, name=textquotesingle {}ToInt32textquotesingle {})

Casts a tensor to type int32.

Args:
* x: A Tensor oOr SparseTensor.

¢ name: A name for the operation (optional).

Returns: A Tensor or SparseTensor with same shape as x with type int32.

Raises:

e TypeError: If x cannot be cast to the int32.

tf.to_int64(x, name=textquotesingle {}ToInt64textquotesingle {})

Casts a tensor to type int64.

Args:
® x: A Tensor Or SparseTensor.

* name: A name for the operation (optional).

Returns: A Tensor or SparseTensor with same shape as x with type inté4.

Raises:

e TypeError: If x cannot be cast to the int64.

tf.cast(x, dtype, name=None)

Casts a tensor to a new type.
The operation casts x (in case of Tensor) or x.values (in case of SparseTensor) to dtype.
For example:

[] tensor ‘a‘is [1.8, 2.2], dtype=tf.float tf.cast(a, tf.int32) ==> [1, 2] dtype=tf.int32
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Args:
e x: A Tensor or SparseTensor.
* dtype: The destination type.

* name: A name for the operation (optional).
Returns: A Tensor or SparseTensor with same shape as x.

Raises:

¢ TypeError: If x cannot be cast to the dtype.

4.5.3 Shapes and Shaping

TensorFlow provides several operations that you can use to determine the shape of a

tensor and change the shape of a tensor.

tf.shape(input, name=None)

Returns the shape of a tensor.
This operation returns a 1-D integer tensor representing the shape of input.

For example:

J# 't'is [[[1, 1, 11, [2, 2, 211, [[3, 3, 3], [4, 4, 4]1] \
zhshape(t) ==> [2, 2, 3] !

Args:
® input: A Tensor.

* name: A name for the operation (optional).

Returns: A Tensor of type int32.

tf.size(input, name=None)

Returns the size of a tensor.
This operation returns an integer representing the number of elements in input.

For example:

[# "¢ is [[[1, 1,, 1], [2, 2, 211, [[3, 3, 31, [4, 4, 4]1]] |
z‘ size(t) ==> 12 \




)

234 #%v9% PYTHON API

Args:
e input: A Tensor.

* name: A name for the operation (optional).

Returns: A Tensor of type int32.

tf.rank(input, name=None)

Returns the rank of a tensor.
This operation returns an integer representing the rank of input.

For example:

e \
1# 't'ois [[[1, 1, 1], [2, 2, 2]1, [[3, 3, 31, [4, 4, 4]1] \
J # shape of tensor 't' is [2, 2, 3] \
3Lr‘ank(t) ==> 3 \

Note: The rank of a tensor is not the same as the rank of a matrix. The rank of a tensor
is the number of indices required to uniquely select each element of the tensor. Rank is also

known as “order”, “degree”, or “ndims.”

Args:
e input: A Tensor.

* name: A name for the operation (optional).

Returns: A Tensor of type int32.

tf.reshape(tensor, shape, name=None)

Reshapes a tensor.

Given tensor, this operation returns a tensor that has the same values as tensor with
shape shape.

If shape is the special value {[-1], then tensor is flattened and the operation outputs a
1-D tensor with all elements of tensor.

If shape is 1-D or higher, then the operation returns a tensor with shape shape filled
with the values of tensor. In this case, the number of elements implied by shape must be the
same as the number of elements in tensor.

For example:
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1| # tensor 't' is [1, 2, 3, 4, 5, 6, 7, 8, 9]
J # tensor 't' has shape [9]

3 reshape(t, [3, 3]) ==> [[1, 2, 3]

4 [41 5) 6]

5 [7, 8, 911

6)

71 # tensor 't' is [[[2, 1], [2, 2]]

8 # [[3, 31, [4, 4]]]

o # tensor 't' has shape [2, 2]

19 reshape(t, [2, 4]) ==> [[1, 1, 2, 2]
11] [3, 3, 4, 4]]
12|

13 # tensor 't' is [[[1, 1, 1],

14 # [2, 2, 2]],

15| # [[3) 3) 3])

16| # [4, 4, 4]],

17| # [[5, 5, 51,

18 # [6J 6) 6]]]

19 # tensor 't' has shape [3, 2, 3]

20 # pass '[-1]"' to flatten 't

2

B

6, 6]

reshape(t, [-1]) ==> [1, 1, 1, 2, 2, 2, 3, 3, 3, 4, 4, 4, 5, 5, 5, 6,

Args:
® tensor: A Tensor.
* shape: A Tensor of type int32. Defines the shape of the output tensor.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as tensor.

tf.squeeze(input, squeeze_dims=None, name=None)

Removes dimensions of size 1 from the shape of a tensor.

235

Given a tensor input, this operation returns a tensor of the same type with all dimen-

sions of size 1 removed. If you don’'t want to remove all size 1 dimensions, you can remove

specific size 1 dimensions by specifying squeeze_dims.

For example:

| # 't' is a tensor of shape [1, 2, 1, 3, 1, 1]
2‘ shape(squeeze(t)) ==> [2, 3]

Or, to remove specific size 1 dimensions:

1‘# 't'" is a tensor of shape [1, 2, 1, 3, 1, 1]
2‘ shape(squeeze(t, [2, 4])) ==> [1, 2, 3, 1]




)

236 %v9% PYTHON API
Args:
e input: A Tensor. The input to squeeze.

* squeeze_dims: An optional list of ints. Defaults to {[]. If specified, only squeezes
the dimensions listed. The dimension index starts at 0. It is an error to squeeze a

dimension that is not 1.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input. Contains the same data as input, but

has one or more dimensions of size 1 removed.

tf.expand_dims(input, dim, name=None)

Inserts a dimension of 1 into a tensor’s shape.

Given a tensor input, this operation inserts a dimension of 1 at the dimension index dim
of input’s shape. The dimension index dim starts at zero; if you specify a negative number
for dim it is counted backward from the end.

This operation is useful if you want to add a batch dimension to a single element. For
example, if you have a single image of shape {[height, width, channels], you can make it a
batch of 1 image with expand_dims (image, @), which will make the shape {[1, height, width,
channels].

Other examples:

# 't' is a tensor of shape [2]

shape(expand_dims(t, 0)) ==> [1, 2]
shape(expand_dims(t, 1)) ==> [2, 1]
shape(expand_dims(t, -1)) ==> [2, 1]

VR SR =

# 't2' is a tensor of shape [2, 3, 5]

shape(expand_dims(t2, 0)) ==> [1, 2, 3, 5]
shape(expand_dims(t2, 2)) ==> [2, 3, 1, 5]
shape(expand_dims(t2, 3)) ==> [2, 3, 5, 1]

VW W N o w

This operation requires that:
-1-input.dims() \textless{=dim <= input.dims()
This operation is related to squeeze(), which removes dimensions of size 1.
Args:
e input: A Tensor.

e dim: A Tensor of type int32. 0-D (scalar). Specifies the dimension index at which to

expand the shape of input.

* name: A name for the operation (optional).
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Returns: A Tensor. Has the same type as input. Contains the same data as input, but
its shape has an additional dimension of size 1 added.
4.5.4 Slicing and Joining

TensorFlow provides several operations to slice or extract parts of a tensor, or join mul-

tiple tensors together.

tf.slice(input_, begin, size, name=None)

Extracts a slice from a tensor.

This operation extracts a slice of size size from a tensor input starting at the location
specified by begin. The slice size is represented as a tensor shape, where size{[i] is the
number of elements of the 'i'th dimension of input that you want to slice. The starting lo-
cation (begin) for the slice is represented as an offset in each dimension of input. In other
words, begin{[i] is the offset into the ’i'th dimension of input that you want to slice from.

begin is zero-based; size is one-based. If size{[i] is -1, all remaining elements in di-
mension i are included in the slice. In other words, this is equivalent to setting:

size{[i] = input.dim;ize(i) — beginl|i]

This operation requires that:

0 \textless{=begin[i] <= beginli] + size[i] <= Diforiin [0, n]

For example:

y# 'input' is [[[1, 1, 1], [2, 2, 2]],
2 # [[3) Ep 3]: [4) 4, 4]]:
3 # [[51 5, 5]) [6) 6, 6]]]
4 tf.slice(input, [1, @, @], [1, 1, 3]) ==> [[[3, 3, 3]]]
s tf.slice(input, [1, ©, @], [1, 2, 3]) ==> [[[3, 3, 3],
6 [4, 4, 4]]]
7 tf.slice(input, [1, O, ©], [2, 1, 3]) ==> [[[3, 3, 311,
8 [[5: 5, 5]]]

Args:

e input_: A Tensor.

® begin: An int32 or int64 Tensor.
® size: An int32 or int64 Tensor.

* name: A name for the operation (optional).

Returns: A Tensor the same type as input.




)

238 #%v9% PYTHON API

tf.split(split_dim, num_split, value, name=textquotesingle {}splittextquotesingle {})

Splits a tensor into num_split tensors along one dimension.

Splits value along dimension split_dim into num_split smaller tensors. Requires that
num_split evenly divide value.shape{[splityiml].

For example:

[1 ’'value’ is a tensor with shape [5, 30] Split 'value’ into 3 tensors along dimension 1
split0, splitl, split2 = tf.split(1, 3, value) tf.shape(split0) ==> [5, 10]

Args:

* split_dim: A 0-D int32 Tensor. The dimension along which to split. Must be in the

range {[0, rank(value)).
® num_split: A 0-D int32 Tensor. The number of ways to split.
* value: The Tensor to split.

* name: A name for the operation (optional).

Returns: num_split Tensor objects resulting from splitting value.

tf.tile(input, multiples, name=None)

Constructs a tensor by tiling a given tensor.

This operation creates a new tensor by replicating input multiples times. The output
tensor’s i'th dimension has input.dims(i) * multiples{[i] elements, and the values of input
are replicated multiples{[i] times along the ’i'th dimension. For example, tiling {[a b c d]
by {[2] produces {[abcdabcd].

Args:

e input: A Tensor. 1-D or higher.

* multiples: A Tensor of type int32. 1-D. Length must be the same as the number of

dimensions in input

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input.
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tf.pad(input, paddings, name=None)

Pads a tensor with zeros.

This operation pads a input with zeros according to the paddings you specify. paddings
is an integer tensor with shape {[Dn, 2], where n is the rank of input. For each dimension
D of input, paddings{[D, 0] indicates how many zeros to add before the contents of input in
that dimension, and paddings{[D, 1] indicates how many zeros to add after the contents of
input in that dimension.

The padded size of each dimension D of the output is:

paddings(D, @) + input.dim_size(D) + paddings(D, 1)

For example:

1 # 't'ois [[1, 1], [2, 2]]

) # 'paddings' is [[1, 111, [2, 2]]

3 # rank of 't' is 2

4 pad(t, paddings) ==> [[0, ©, @, 0, 0]
5 [6, @, 0, 0, 0]
6 [6, 1, 1, 0, 0]
7 [fe, 2, 2, o, 0]
8| [0: 0) 0: @, 0]]

Args:
® input: A Tensor.
* paddings: A Tensor of type int32.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input.

tf.concat(concat_dim, values, name=textquotesingle {}concattextquotesingle {})

Concatenates tensors along one dimension.
Concatenates the list of tensors values along dimension concat_dim. If values{[i].shape

= [Do, D1, ... Dconcatgim(i),...Dn], theconcatenatedresulthasshape

1L[D0, D1, ... Rconcat_dim, ...Dn] J
where
1LRconcat_dim = sum(Dconcat_dim(i)) J

That is, the data from the input tensors is joined along the concat_dim dimension.
The number of dimensions of the input tensors must match, and all dimensions except

concat_dim must be equal.
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For example:

0t1=1I[1,2,3],1[4,5,6]1t2=1[7,8,9], (10, 11, 12]] tf.concat(0, [t1, t2]) ==> [[1, 2, 3], [4, 5,
61, (7, 8,91, [10, 11, 12]] tf.concat(1, [t1, t2]) ==>[[1, 2, 3,7, 8, 9], [4, 5, 6, 10, 11, 12]]

tensor t3 with shape [2, 3] tensor t4 with shape [2, 3] tf.shape(tf.concat(0, [t3, t4])) ==>
[4, 3] tf.shape(tf.concat(1, [t3, t4])) ==> [2, 6]

Args:

* concat_dim: 0-D int32 Tensor. Dimension along which to concatenate.

* values: Alist of Tensor objects or a single Tensor.

* name: A name for the operation (optional).

Returns: A Tensor resulting from concatenation of the input tensors.

tf.pack(values, name=textquotesingle {}packtextquotesingle {})

Packs a list of rank-R tensors into one rank-(R+1) tensor.
Packs tensors in values into a tensor with rank one higher than each tensor in values
and shape {[len(values)] + values[0].shape. The output satisfies output{[i, ...] = values[i][...].

This is the opposite of unpack. The numpy equivalent is

1 tf.pack([x, y, z]) = np.asarray([x, y, z]) \

Args:

* values: Alist of Tensor objects with the same shape and type.

* name: A name for this operation (optional).

Returns:

* output: A packed Tensor with the same type as values.
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tf.unpack(value, num=None, name=textquotesingle {}unpacktextquotesingle {})

Unpacks the outer dimension of a rank-R tensor into rank-(R-1) tensors.
Unpacks num tensors from value along the first dimension. If num is not specified (the

default), it is inferred from value’s shape. If value.shape{[0] is not known, ValueError is

raised.
The ith tensor in output is the slice value{[i, ...]. Each tensor in output has shape value
.shape{[1:].
This is the opposite of pack. The numpy equivalent is
{tf.unpack(x, n) = list(x) J
Args:

e value: Arank R \textgreater{ 0 Tensor to be unpacked.
* num: An int. The first dimension of value. Automatically inferred if None (the default).

¢ name: A name for the operation (optional).

Returns: The list of Tensor objects unpacked from value.

Raises:

* ValueError: If numis unspecified and cannot be inferred.

tf.reverse_sequence(input, seq_lengths, seq_dim, name=None)

Reverses variable length slices in dimension seq_dim.
This op first slices input along the first dimension, and for each slice i, reverses the first
seq_lengths{[i] elements along the dimension seq_dim.
The elements of seq_lengths must obey seq_lengths{[i] <input.dims[seqqim], andseq_lengthsmustbear
The outputslice i along dimension 0 is then given by input slice i, with the first seq_lengths
{[i] slices along dimension seq_dim reversed.

For example:

# Given this:

seq_dim = 1

input.dims = (4, ...)
seq_lengths = [7, 2, 3, 5]

[< NV, I S VR T =

# then slices of input are reversed on seq_dim, but only up to
seq_lengths:

output[@, ©0:7, :, ...]

g output[1l, @:2, :, ...]

~

input[@, 7:0:-1, :, ...]
input[1l, 2:0:-1, :, ...]
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o output[2, ©:3, :, ...]
19 output[3, ©:5, :, ...]
11
1) # while entries past seq_lens are copied through:

input[2, 3:0:-1, :, ...]
input[3, 5:0:-1, :, ...]

13 output[@, 7:, :, .] = input[e, 7:, :, ...]
14 output[1, 2:, :, ...] = input[1l, 2:, :, ...]
15 output[2, 3:, :, ...] = input[2, 3:, :, ...]
16 output[3, 2:, :, .] = input[3, 2:, :, ...]

Args:
* input: A Tensor. The input to reverse.

* seq_lengths: ATensor of type int64. 1-D with length input.dims(8) and max(seq_lengths

) \textless{input.dims(seqgim)seq_dim: Anint.Thedimensionwhichispartiallyreversed.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input. The partially reversed input. It has

the same shape as input.

tf.reverse(tensor, dims, name=None)

Reverses specific dimensions of a tensor.

Given a tensor, and a bool tensor dims representing the dimensions of tensor, this op-
eration reverses each dimension i of tensor where dims{[i] is True.

tensor can have up to 8 dimensions. The number of dimensions of tensor must equal
the number of elements in dims. In other words:

rank(tensor) = size(dims)

For example:

tensor 't' is [[[[ O, 5 Ay 3l
4) 3 6) 7])
8, 9, le, 11]],
2, 13, 14, 15],
6, 17, 18, 19],
[20, 21, 22, 23]]1]

#
#
#
#
#
#
# tensor 't' shape is [1, 2, 3, 4]

W W N O VA W N e

# 'dims' is [False, False, False, True]
reverse(t, dims) ==> [[[[ 3, 2, 1, o],
[ 7, 6, 5, 4],
[ 11, 10, 9, 8]1,
[[15, 14, 13, 12],
[19, 18, 17, 16],
[23, 22, 21, 20]]]]

B R R R R R R
Lo B U VRN R S

# 'dims' is [False, True, False, False]
reverse(t, dims) ==> [[[[12, 13, 14, 15],
[16, 17, 18, 19],

e
O _©
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20 2

[20, 2
21 [[

[

[

B

, 22, 23]
31,

) 6) 7])

> 10, 11]]]]

22, 9

0 OO
ouR R
-

N
©

23
24
25 # 'dims' is [False, False, True, False]
2¢ reverse(t, dims) ==> [[[[8, 9, 10, 11],

3

27 [4, 5, 6, 7],

28 [e, 1, 2, 3]]

29 [[20, 21, 22, 23],

39 [16, 17, 18, 19],

3 [12, 13, 14, 15]]]]
Args:
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* tensor: A Tensor. Must be one of the following types: uint8, int8, int32, bool, float32,

floaté4. Up to 8-D.
* dims: A Tensor of type bool. 1-D. The dimensions to reverse.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as tensor. The same shape as tensor.

tf.transpose(a, perm=None, name=textquotesingle {}transposetextquotesingle {})

Transposes a. Permutes the dimensions according to perm.

The returned tensor’s dimension i will correspond to the input dimension perm{[i]. If

perm is not given, it is set to (n-1...0), where n is the rank of the input tensor. Hence by

default, this operation performs a regular matrix transpose on 2-D input Tensors.
For example:
[1 'x is [[12 3] [456]] tf.transpose(x) ==> [[1 4] [2 5] [3 6]]
Equivalently tf.transpose(x perm=[0, 1]) ==> [[1 4] [2 5] [3 6]]

‘perm’ is more useful for n-dimensional tensors, forn >2 'x’is [[[1 23] [456]] [[7 8

9] [10 11 12]]] Take the transpose of the matrices in dimension-0 tf.transpose(b, perm=|0,

2, 1)) ==>[[[1 4] [2 5] [3 6]
([710] [8 11] [912]]]

Args:
* a: ATensor.
¢ perm: A permutation of the dimensions of a.

¢ name: A name for the operation (optional).
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Returns: A transposed Tensor.

tf.gather(params, indices, name=None)

Gather slices from params according to indices.
indices must be an integer tensor of any dimension (usually 0-D or 1-D). Produces an

output tensor with shape indices.shape + params.shape{[1:] where:

1| # Scalar indices
Joutput[:, ..., :] = params[indices, :, ... :]
3]
4 # Vector indices
s output[i, :, ..., :] = params[indices[i], :, ... :]
6)
7 # Higher rank indices
g output[i, ..., j, :, ... :] = params[indices[i, ..., j], :, ..., :]
If indices is a permutation and len(indices) == params.shape{[0] then this operation

will permute params accordingly.

Args:
® params: A Tensor.
e indices: A Tensor. Must be one of the following types: int32, inté4.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as params.

tf.dynamic_partition(data, partitions, num_partitions, name=None)

Partitions data into num_partitions tensors using indices from partitions.

For each index tuple js of size partitions.ndim, the slice data{[js, ...] becomes part
of outputs{[partitions[js]]. The slices with partitions{[js] =i are placed in outputs{[i] in
lexicographic order of js, and the first dimension of outputs{[i] is the number of entries in

partitions equal to i. In detail,

1}outputs[i].shape = [sum(partitions == i)] + data.shape[partitions.
\ ndim: ] ‘
2 }

3‘outputs[i] = pack([data[js, ...] for js if partitions[js] == i])

data.shape must start with partitions.shape

For example:
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# Scalar partitions

partitions = 1

num_partitions = 2

data = [10, 20]

outputs[@] = [] # Empty with shape [0, 2]
outputs[1] = [[10, 20]]

# Vector partitions
partitions = [0, @0, 1, 1, 9]
num_partitions = 2

data = [10, 20, 30, 40, 50]
outputs[e] = [10, 20, 50]
outputs[1] = [30, 40]

[T B R <\ WV, B S VR SR =

BoR R
N B

-
w

Args:
e data: A Tensor.

* partitions: ATensor of type int32. Any shape. Indices in the range { [0, numyar titions).num_partitions

Anintthatis\textgreater{ =1.Thenumberofpartitionstooutput.

¢ name: A name for the operation (optional).

Returns: Alist of num_partitions Tensor objects of the same type as data.

tf.dynamic_stitch(indices, data, name=None)

Interleave the values from the data tensors into a single tensor.

Builds a merged tensor such that

| merged[indices[m][i, ..., jl, ...] = data[m][i, ..., j, ...] )

For example, if each indices{[m] is scalar or vector, we have

1‘# Scalar indices !
2 merged[indices[m], ...] = data[m][...]

' |
oJ # Vector indices !
stmerged[indices[m][i], ...] = data[m][i, ...]

Each data{[i].shape must start with the corresponding indices{[i].shape, and the rest
of data{[i].shape must be constant w.r.t. i. That is, we must have data{[i].shape = in-

dices[i].shape + constant. In terms of this constant, the output shape is

1Lmer‘ged.shape = [max(indices)] + constant J

Values are merged in order, so if an index appears in both indices{[m][i] and indices
{[n][j] for (m,i) \textless{ (n,j) the slice data{[n][j] will appear in the merged result.

For example:
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indices[@] = 6

indices[1] = [4, 1]

indices[2] = [[5, 2], [@, 3]]

data[@] = [61, 62]

data[1] = [[41, 42], [11, 12]]

data[2] = [[[51 52], [21, 22]], [[1, 2], [31, 32]]]

merged = [[1, 2], [11, 12], [21, 22], [31, 32], [41, 42],
[51, 521, [61, 62]]

Args:

e indices: Alist of at least 2 Tensor objects of type int32.

* data: A list with the same number of Tensor objects as indices of Tensor objects of the

same type.

* name: A name for the operation (optional).

Returns:

A Tensor. Has the same type as data.
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4.6 Math

Note: Functions taking Tensor arguments can also take anything accepted by t £ . convert_to_tensc

4.6.1 Contents

Math
¢ Arithmetic Operators
e tf.add(x, y, name=None)
e tf.sub(x, y, name=None)
e tf.mul (x, y, name=None)
e tf.div(x, y, name=None)
e tf.mod(x, y, name=None)
¢ Basic Math Functions

e tf.add_n(inputs, name=None)

e tf.abs(x, name=None)

e tf.neg(x,
e tf.sign(x,

e tf.inv(x,

name=None)

name=None)

name=None)

e tf.square (x, name=None)

e tf.round(x

e tf.sqgrt (x,

e tf.rsgrt (x

e tf.pow(x,

s tf.exp(x,

e tf.log(x,

e tf.ceill (x,

e tf floor(x

e tf.maximum(x, y, name=None)

, name=None)

name=None)

, name=None)

y, name=None)

name=None)

name=None)

name=None)

, nhame=None)
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e tf.minimum(x, y, name=None)

e tf.cos(x, name=None)

e tf.sin(x, name=None)

¢ Matrix Math Functions

e tf.diag(diagonal, name=None)

e tf.transpose (a, perm=None, name='transpose')

e tf.matmul (a, b, transpose_a=False, transpose_b=False, a_is_sparse=False,

b_is_sparse=False, name=None)
e tf.batch_matmul (x, y, adj_x=None, adj_y=None, name=None)
e tf.matrix_determinant (input, name=None)
e tf.batch_matrix_determinant (input, name=None)
e tf.matrix_inverse (input, name=None)
e tf.batch_matrix_inverse (input, name=None)
e tf.cholesky (input, name=None)
e tf.batch_cholesky (input, name=None)
¢ Complex Number Functions
e tf.complex (real, imag, name=None)
e tf.complex_abs (x, name=None)
e tf.conj(in_, name=None)
e tf.imag(in_, name=None)
e tf.real(in_, name=None)
* Reduction

e tf.reduce_sum(input_tensor, reduction_indices=None, keep_dims=False,

name=None)

e tf.reduce_prod(input_tensor, reduction_indices=None, keep_dims=False,

name=None)
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e tf.reduce_min (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

e tf.reduce_max (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

e tf.reduce_mean (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

e tf.reduce_all (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

e tf.reduce_any (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

e tf.accumulate_n (inputs, shape=None, tensor_dtype=None, name=None)

¢ Segmentation

e tf

e tf.

e tf.

e tf.

e tf.

e tf

.segment_sum (data,
segment_prod(data,
segment_min (data,
segment_max (data,

segment_mean (data,

segment_ids,
segment_ids,

segment_ids,

segment_ids,

segment_ids,

.unsorted_segment_sum (data,

segment_ids,

name=None)

name=None)

name=None)

name=None)

name=None)

num_segments, name=None)

e tf.sparse_segment_sum(data, indices, segment_ids, name=None)

e tf.sparse_segment_mean (data, indices, segment_ids, name=None)

¢ Sequence Comparison and Indexing

e tf.argmin (input, dimension, name=None)

e tf.argmax (input, dimension, name=None)

e tf.listdiff (x, y, name=None)

e tf.where (input, name=None)

e tf.unique (x, name=None)

e tf.edit_distance (hypothesis, truth, normalize=True, name='edit_distance'
e tf.invert_permutation (x, name=None)
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4.6.2 Arithmetic Operators

TensorFlow provides several operations that you can use to add basic arithmetic oper-

ators to your graph.

tf.add(x, y, name=None)

Returns x + y element-wise.

NOTE: Add supports broadcasting. AddN does not.
Args:

* x: A Tensor. Must be one of the following types: float32, float64, int38,
intl6,int32, complex64, int64.

e y: A Tensor. Must have the same type as x.

e name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.sub(x, y, name=None)

Returns x - y element-wise.

Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int 64.

e y: A Tensor. Must have the same type as x.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.mul (x, y, name=None)

Returns x * y element-wise.
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Args:

* x: A Tensor. Must be one of the following types: float32, float64, int8,
intl6,int32, complex64, int64.

e y: A Tensor. Must have the same type as x.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.div(x, y, name=None)

Returns x / y element-wise.

Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,

complex64, int64.
e yv: A Tensor. Must have the same type as x.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.mod(x, y, name=None)

Returns element-wise remainder of division.

Args:
* x: ATensor. Mustbe one of the following types: int32,int 64, float32,float64.
e y: A Tensor. Must have the same type as x.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.
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4.6.3 Basic Math Functions

TensorFlow provides several operations that you can use to add basic mathematical

functions to your graph.

tf.add _n(inputs, name=None)

Add all input tensors element wise.

Args:

e inputs: Alistofatleast 1 Tensor objects of the same typein: f1cat32, float64,
int64, int32, uint8, intl6, int8, complex64, gint8, quint8, gint32.

Must all be the same size and shape.

e name: A name for the operation (optional).

Returns: A Tensor. Has the same type as inputs.

tf.abs (x, name=None)

Computes the absolute value of a tensor.

Given a tensor of real numbers x, this operation returns a tensor containing the abso-
lute value of each element in x. For example, if x is an input element and y is an output
element, this operation computes \(y = |x|\).

Seetf.complex_abs () to compute the absolute value of a complex number.

Args:

e x: ATensor oftype float, double, int32,0or int 64.

¢ name: A name for the operation (optional).

Returns: A Tensor the same size and type as x with absolute values.

tf.neg(x, name=None)

Computes numerical negative value element-wise.

Le., \(y=-x\).
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Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int64.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.sign(x, name=None)

Returns an element-wise indication of the sign of a number.

y=sign(x) =-1ifx<0;0ifx==0; 1 ifx>0.
Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,
inte64.

e name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.inv(x, name=None)

Computes the reciprocal of x element-wise.

Le, \(y=1/x\).

Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int 64.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.
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tf.square (x, name=None)

Computes square of x element-wise.

Le., \(y=x*x=Xx"2\).
Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int 64.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.round (x, name=None)

Rounds the values of a tensor to the nearest integer, element-wise.
For example:

[] ’a’is [0.9, 2.5, 2.3, -4.4] tf.round(a) ==>[ 1.0, 3.0, 2.0, -4.0 ]
Args:
e x:ATensor oftype f1loat ordouble.

e name: A name for the operation (optional).

Returns: A Tensor of same shape and type as x.

tf.sqgrt (x, name=None)

Computes square root of x element-wise.

Le, \(y=vx=x {1/2}\).
Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int64.

e name: A name for the operation (optional).
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Returns: A Tensor. Has the same type as x.

tf.rsqgrt (x, name=None)

Computes reciprocal of square root of x element-wise.
Le, \(y=1/+x\).

Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int 64.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.pow(x, y, name=None)

Computes the power of one value to another.

Given a tensor x and a tensor vy, this operation computes \(x"y\) for corresponding

elements in x and y. For example:

# tensor 'x’ is [[2, 2]]1, [3, 311
# tensor 'y’ is [[8, 161, [2, 311
tf.pow(x, y) ==> [[256, 655361, [9, 271]

Args:
* x:ATensor oftype float, double, int32, complex64, or int 64.

* y:ATensor oftype float, double, int32, complex64, or int 64.

¢ name: A name for the operation (optional).

Returns: A Tensor.

tf.exp(x, name=None)

Computes exponential of x element-wise. \(y = e"x\).
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Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int 64.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.log(x, name=None)

Computes natural logrithm of x element-wise.

Le, \(y=log_ex\).
Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int64.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.ceil (x, name=None)

Returns element-wise smallest integer in not less than x.
Args:

¢ x: A Tensor. Must be one of the following types: f1oat32, float64.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.floor (x, name=None)

Returns element-wise largest integer not greater than x.
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Args:
¢ x: A Tensor. Must be one of the following types: f1oat32, float64.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.maximum(x, y, name=None)

Returns the max of xand y (i.e. x> y ? x : y) element-wise, broadcasts.

Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
into4.

e y: A Tensor. Must have the same type as x.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.minimum(x, y, name=None)

Returns the min of xand y (i.e. x <y ? x : y) element-wise, broadcasts.

Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
int64.

* y: A Tensor. Must have the same type as x.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.cos (x, name=None)

Computes cos of x element-wise.
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Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,

complex64, int64.

e name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

tf.sin(x, name=None)

Computes sin of x element-wise.

Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
complex64, int64.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as x.

4.6.4 Matrix Math Functions

TensorFlow provides several operations that you can use to add basic mathematical

functions for matrices to your graph.

tf.diag(diagonal, name=None)

Returns a diagonal tensor with a given diagonal values.

Givenadiagonal, this operation returns a tensor with the diagonal and everything
else padded with zeros. The diagonal is computed as follows:

Assume diagonal has dimensions [D1,..., Dk], then the output is a tensor of rank 2k
with dimensions [D1,..., Dk, D1,..., Dk] where:

output[il, ..., ik, il,..., ik] = diagonal[il, ..., ik]andOev-
erywhere else.

For example:
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# ’'diagonal’ is [1, 2, 3, 4]

tf.diag(diagonal) ==> [[1, 0, 0, 0]
(0, 2, 0, 0]
[0, 0, 3, 0]
[0, 0, 0, 4]]
Args:

* diagonal: A Tensor. Must be one of the following types: float32, float64,

int32, int 64. Rank k tensor where k is at most 3.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as diagonal.

tf.transpose (a, perm=None, name='transpose')

Transposes a. Permutes the dimensions according to perm.

The returned tensor’s dimension i will correspond to the input dimension perm[i].
If perm is not given, it is set to (n-1...0), where n is the rank of the input tensor. Hence by
default, this operation performs a regular matrix transpose on 2-D input Tensors.

For example:

[l 'x is [[12 3] [456]] tf.transpose(x) ==> [[1 4] [2 5] [3 6]]

Equivalently tf.transpose(x perm=[0, 1]) ==> [[1 4] [2 5] [3 6]]

‘perm’ is more useful for n-dimensional tensors, forn>2 'x’ is [[[12 3] [456]] [[7 8
9] [10 11 12]]] Take the transpose of the matrices in dimension-0 tf.transpose(b, perm=[0,
2,1]) ==>[[[1 4] [2 5] [3 6]]

[[710] [8 11] [9 12]]]

Args:
¢ a:ATensor.
e perm: A permutation of the dimensions of a.

* name: A name for the operation (optional).

Returns: A transposed Tensor.
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tf.matmul (a, b, transpose_a=False, transpose_b=False, a_is_sparse=False,

b_is_sparse=False, name=None)

Multiplies matrix a by matrix b, producing a * b.

The inputs must be two-dimensional matrices, with matching inner dimensions, pos-
sibly after transposition.

Both matrices must be of the same type. The supported types are: f£1oat, double,
int32, complex64.

Either matrix can be transposed on the fly by setting the corresponding flag to True.
This is False by default.

If one or both of the matrices contain a lot of zeros, a more efficient multiplication
algorithm can be used by setting the correspondinga_is_sparseorb_is_sparse flag
to True. These are False by default.

For example:

[l 2-Dtensor ‘a‘ a = tf.constant([1, 2, 3, 4, 5, 6], shape=[2, 3]) => [[1. 2. 3.] [4. 5. 6.]] 2-D
tensor ‘b‘ b = tf.constant([7, 8, 9, 10, 11, 12], shape=[3, 2]) => [[7. 8.] [9. 10.] [11. 12.]] c=
tf.matmul(a, b) => [[58 64] [139 154]]

Args:
* a: Tensor oftype float, double, int32 or complex64.
* b: Tensor with same type as a.
e transpose_a: If True, a is transposed before multiplication.
e transpose_p: If True, b is transposed before multiplication.
* a_is_sparse: If True, a is treated as a sparse matrix.
* b_is_sparse: If True, b is treated as a sparse matrix.

e name: Name for the operation (optional).

Returns: A Tensor of the same type as a.

tf.batch _matmul (x, y, adj_x=None, adj_y=None, name=None)

Multiplies slices of two tensors in batches.
Multiplies all slices of Tensor x and y (each slice can be viewed as an element of
a batch), and arranges the individual results in a single output tensor of the same batch

size. Each of the individual slices can optionally be adjointed (to adjoint a matrix means
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to transpose and conjugate it) before multiplication by setting the adj_x or adj_y flag to

True, which are by default False.

The input tensors x and y are 3-D or higher with shape [..., r_x, c_x] and
[..., r_y, Cc_vI.

The output tensor is 3-D or higher with shape [. .., r_o, c_o],where:
r_ o = c_x if adj_x else r_x

c_o = r_y if adj_y else c_y
It is computed as:

out[..., :, :] = matrix(x[..., :, :1) x matrix(y[..., :, :1)
Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,

complex64. 3-D or higher with shape [..., r_x, c_x].
e yv: A Tensor. Must have the same type as x. 3-D or higher withshape [ ..., r_y,
c_vl.

* adj_x: An optional bool. Defaults to False. If True, adjoint the slices of x. De-

faultsto False.

e adj_y: An optional bool. Defaults to False. If True, adjoint the slices of y. De-

faultsto False.

* name: A name for the operation (optional).

Returns: A Tensor. Hasthe same type as x. 3-D or higherwithshape [. .., r_o,

c_o]

tf.matrix determinant (input, name=None)

Calculates the determinant of a square matrix.

Args:

e input: A Tensor. Must be one of the following types: float32, float64. A
tensor of shape [M, M].

¢ name: A name for the operation (optional).
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Returns: A Tensor. Hasthe same type as input. A scalar, equal to the determinant

of the input.

tf.batch _matrix determinant (input, name=None)

Calculates the determinants for a batch of square matrices.

The input is a tensor of shape [..., M, M] whose inner-most 2 dimensions form
square matrices. The output is a 1-D tensor containing the determinants for all input sub-
matrices [ ..., :, :].

Args:

* input: A Tensor. Must be one of the following types: f1ocat32, float64. Shape
is[..., M, M].

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input. Shapeis [...].

tf.matrix inverse (input, name=None)

Calculates the inverse of a square invertible matrix. Checks for invertibility.

Args:

* input: A Tensor. Must be one of the following types: f1oat32, float64. Shape
is [M, M].

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input. Shapeis [M, M] containing the

matrix inverse of the input.

tf.batch matrix inverse (input, name=None)

Calculates the inverse of square invertible matrices. Checks for invertibility.
The input is a tensor of shape [..., M, M] whose inner-most 2 dimensions form
square matrices. The output is a tensor of the same shape as the input containing the inverse

for all input submatrices [ ..., :, :].
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Args:

e input: A Tensor. Must be one of the following types: f1oat32, f1loat64. Shape
is[..., M, M].

* name: A name for the operation (optional).

Returns: A Tensor. Hasthe same type as input. Shapeis [..., M, M].

tf.cholesky (input, name=None)

Calculates the Cholesky decomposition of a square matrix.
The input has to be symmetric and positive definite. Only the lower-triangular part of
the input will be used for this operation. The upper-triangular part will not be read.

The result is the lower-triangular matrix of the Cholesky decomposition of the input.
Args:

* input: A Tensor. Must be one of the following types: f1oat 64, float32. Shape
is [M, M].

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input. Shapeis [M, M].

tf.batch_cholesky (input, name=None)

Calculates the Cholesky decomposition of a batch of square matrices.
The input is a tensor of shape [..., M, M] whose inner-most 2 dimensions form
square matrices, with the same constraints as the single matrix Cholesky decomposition
above. The output is a tensor of the same shape as the input containing the Cholesky de-

compositions for all input submatrices [..., :, :].

Args:

* input: A Tensor. Must be one of the following types: f1ocat 64, f1oat32. Shape
is[..., M, M].

¢ name: A name for the operation (optional).
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Returns: A Tensor. Has the same type as input. Shapeis [..., M, M].

4.6.5 Complex Number Functions

TensorFlow provides several operations that you can use to add complex number func-

tions to your graph.

tf.complex(real, imag, name=None)

Converts two real numbers to a complex number.

Given a tensor real representing the real part of a complex number, and a tensor
imag representing the imaginary part of a complex number, this operation computes com-
plex numbers elementwise of the form \(a + bj\), where a represents the real part and b

represents the imag part.

The input tensors real and imag must be the same shape.

For example:

# tensor ’'real’ 1s [2.25, 3.25]

# tensor ‘imag' is [4.75, 5.75]

tf.complex(real, imag) ==> [[2.25 + 4.7473], [3.25 + 5.7573]]
Args:
e real:ATensor oftype float.

* imag:ATensor oftype float.

* name: A name for the operation (optional).

Returns: A Tensor of type complex64.

tf.complex_abs (x, name=None)

Computes the complex absolute value of a tensor.

Given a tensor x of complex numbers, this operation returns a tensor of type float
that is the absolute value of each element in x. All elements in x must be complex numbers
of the form \(a + bj\). The absolute value is computed as \( \/m\).

For example:

# tensor ’'x’ is [[-2.25 + 4.753], [-3.25 + 5.75731]11
tf.complex_abs(x) ==> [5.25594902, 6.60492229]
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Args:
* x: ATensor of type complex64.

* name: A name for the operation (optional).

Returns: A Tensor oftype float32.

tf.conj(in_, name=None)

Returns the complex conjugate of a complex number.

Given a tensor in of complex numbers, this operation returns a tensor of complex
numbers that are the complex conjugate of each element in in. The complex numbers
in in must be of the form \(a + bj\), where ais the real part and b is the imaginary part.

The complex conjugate returned by this operation is of the form \(a - bj\).

For example:

# tensor ’in’ is [-2.25 + 4.759, 3.25 + 5.7579]
tf.conj(in) ==> [-2.25 — 4.753, 3.25 — 5.7579]

Args:
e in_:ATensor of type complex64.

* name: A name for the operation (optional).

Returns: A Tensor oftype complex64.

tf.imag(in_, name=None)

Returns the imaginary part of a complex number.
Given a tensor in of complex numbers, this operation returns a tensor of type f1oat
that is the imaginary part of each element in in. All elements in in must be complex num-

bers of the form \(a + bj\), where a is the real part and b is the imaginary part returned by

this operation.

For example:

# tensor ’in’ is [-2.25 + 4.753, 3.25 + 5.757]
tf.imag(in) ==> [4.75, 5.75]
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Args:
e in_:ATensor oftype complex64.

* name: A name for the operation (optional).

Returns: A Tensor oftype float32.

tf.real (in_, name=None)

Returns the real part of a complex number.

Given a tensor in of complex numbers, this operation returns a tensor of type f1loat
that is the real part of each element in in. All elements in 1n must be complex numbers of
the form \(a + bj\), where a is the real part returned by this operation and b is the imaginary

part.

For example:

# tensor ’in’ is [-2.25 + 4.753, 3.25 + 5.757]
tf.real (in) ==> [-2.25, 3.25]

Args:
e in_:ATensor oftype complex64.

* name: A name for the operation (optional).
Returns: A Tensor oftype float32.

4.6.6 Reduction

TensorFlow provides several operations that you can use to perform common math

computations that reduce various dimensions of a tensor.

tf.reduce_sum(input_tensor, reduction_indices=None, keep_dims=False,

name=None)

Computes the sum of elements across dimensions of a tensor.

Reduces input_tensor alongthe dimensions givenin reduction_indices. Un-

less keep_dims is true, the rank of the tensor is reduced by 1 for each entryin reduction_indices.

If keep_dims is true, the reduced dimensions are retained with length 1.
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If reduction_indices has no entries, all dimensions are reduced, and a tensor
with a single element is returned.
For example:

0 'xis[[1,1,1]] [1, 1, 1]] tf.reducesum(x)==>6¢f.reduce;um(x,0)==>[2,2,2]t f.reducesum(x,1)==>3,

Args:
e input_tensor: The tensor to reduce. Should have numeric type.

¢ reduction_indices: The dimensions to reduce. If None (the defaut), reduces all

dimensions.
* keep_dims: If true, retains reduced dimensions with length 1.

* name: A name for the operation (optional).

Returns: The reduced tensor.

tf.reduce_prod(input_tensor, reduction_indices=None, keep_dims=False,

name=None)

Computes the product of elements across dimensions of a tensor.

Reduces input_tensor alongthe dimensions givenin reduction_indices. Un-
less keep_dimsistrue, the rank of the tensor is reduced by 1 for each entryin reduction_indices.
If keep_dims is true, the reduced dimensions are retained with length 1.

If reduction_indices has no entries, all dimensions are reduced, and a tensor
with a single element is returned.

Args:

e input_tensor: The tensor to reduce. Should have numeric type.

e reduction_indices: The dimensions to reduce. If None (the defaut), reduces all

dimensions.
* keep_dims: Iftrue, retains reduced dimensions with length 1.

¢ name: A name for the operation (optional).

Returns: The reduced tensor.
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tf.reduce_min (input_tensor, reduction_indices=None, keep_dims=False,
name=None)

Computes the minimum of elements across dimensions of a tensor.

Reduces input_tensor alongthe dimensions givenin reduction_indices. Un-
less keep_dimsistrue, the rank of the tensor is reduced by 1 for each entryin reduct ion_indices.
If keep_dims is true, the reduced dimensions are retained with length 1.

If reduction_indices has no entries, all dimensions are reduced, and a tensor

with a single element is returned.
Args:
* input_tensor: The tensor to reduce. Should have numeric type.

e reduction_indices: The dimensions to reduce. If None (the defaut), reduces all

dimensions.
* keep_dims: If true, retains reduced dimensions with length 1.

¢ name: A name for the operation (optional).

Returns: The reduced tensor.

tf.reduce_max (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

Computes the maximum of elements across dimensions of a tensor.

Reduces input_tensor alongthe dimensions givenin reduction_indices. Un-
less keep_dims is true, the rank of the tensor is reduced by 1 for each entryin reduct ion_indices.
If keep_dims is true, the reduced dimensions are retained with length 1.

If reduction_indices has no entries, all dimensions are reduced, and a tensor

with a single element is returned.
Args:
e input_tensor: The tensor to reduce. Should have numeric type.

¢ reduction_indices: The dimensions to reduce. If None (the defaut), reduces all

dimensions.
* keep_dims: If true, retains reduced dimensions with length 1.

e name: A name for the operation (optional).
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Returns: The reduced tensor.

tf.reduce_mean (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

Computes the mean of elements across dimensions of a tensor.
Reduces input_tensor alongthe dimensions givenin reduction_indices. Un-
less keep_dimsistrue, the rank of the tensor is reduced by 1 for each entryin reduct ion_indices.
If keep_dims is true, the reduced dimensions are retained with length 1.
If reduction_indices has no entries, all dimensions are reduced, and a tensor
with a single element is returned.
For example:
[l 'xis[[1.,1.]] [2.,2.]] tf.reduceean(x)==>1.5¢tf.reduceean(x,0)==>[1.5,1.5]tf.reduceyean(x,1)=

Args:
e input_tensor: The tensor to reduce. Should have numeric type.

e reduction_indices: The dimensions to reduce. If None (the defaut), reduces all

dimensions.
* keep_dims: If true, retains reduced dimensions with length 1.

* name: A name for the operation (optional).

Returns: The reduced tensor.

tf.reduce_all (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

Computes the “logical and” of elements across dimensions of a tensor.

Reduces input_tensor alongthe dimensions givenin reduction_indices. Un-
less keep_dims is true, the rank of the tensor is reduced by 1 for each entryin reduction_indices.
If keep_dims is true, the reduced dimensions are retained with length 1.

If reduction_indices has no entries, all dimensions are reduced, and a tensor
with a single element is returned.

For example:

[] 'xis [[True, True]] [False, False]] tf.reduce,ll(x)==>Falsetf.reduce,ll(x,0)==>[False,Falseltf.red
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Args:
e input_tensor: The boolean tensor to reduce.

e reduction_indices: The dimensions to reduce. If None (the defaut), reduces all

dimensions.
* keep_dims: If true, retains reduced dimensions with length 1.

¢ name: A name for the operation (optional).

Returns: The reduced tensor.

tf.reduce_any (input_tensor, reduction_indices=None, keep_dims=False,

name=None)

Computes the “logical or” of elements across dimensions of a tensor.

Reduces input_tensor alongthe dimensions givenin reduction_indices. Un-
less keep_dims is true, the rank of the tensor is reduced by 1 for each entryin reduct ion_indices.
If keep_dims is true, the reduced dimensions are retained with length 1.

If reduction_indices has no entries, all dimensions are reduced, and a tensor
with a single element is returned.

For example:

[] 'x’is [[True, True]] [False, False]] tf.reduce,ny(x)==>Truetf.reducesny(x,0)==>[True,Trueltf.reduce

Args:
e input_tensor: The boolean tensor to reduce.

e reduction_indices: The dimensions to reduce. If None (the defaut), reduces all

dimensions.
* keep_dims: If true, retains reduced dimensions with length 1.

e name: A name for the operation (optional).

Returns: The reduced tensor.
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tf.accumulate_n (inputs, shape=None, tensor_ dtype=None, name=None)

Returns the element-wise sum of a list of tensors.

Optionally, pass shape and tensor_dtype for shape and type checking, otherwise,

these are inferred.
For example:
[] tensor’a’is [[1, 2], [3, 4] tensor ‘b‘is [[5, 0], [0, 6]] tf.accumulate, ([a, b, a])==>[[7,4], [6,14]]
Explicitly pass shape and type tf.accumulate, ([a, b, al, shape=[2,2], tensorgtype=t f.int32)==>[[7,4], [6

Args:
e inputs: Alist of Tensor objects, each with same shape and type.
e shape: Shape of elements of inputs.

e tensor_dtype: The type of inputs.

* name: A name for the operation (optional).

Returns: A Tensor of same shape and type as the elements of inputs.

Raises:

* ValueError: If inputs don't all have same shape and dtype or the shape cannot

be inferred.

4.6.7 Segmentation

TensorFlow provides several operations that you can use to perform common math
computations on tensor segments. Here a segmentation is a partitioning of a tensor along
the first dimension, i.e. it defines a mapping from the first dimension onto segment_ids.
The segment_ids tensor should be the size of the first dimension, d0, with consecutive
IDs in the range O to k, where k<d0. In particular, a segmentation of a matrix tensor is a
mapping of rows to segments.

For example:

[l c=tf.constant([[1,2,3,4], [-1,-2,-3,-4], [5,6,7,8]]) tf.segment um(c, t f.constant([0,0,1]1))==>[[0000][5678
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tf.segment_sum(data, segment_ids, name=None)

Computes the sum along segments of a tensor.
Read the section on Segmentation for an explanation of segments.

Computes a tensor such that \(output_i=)_jdata_j\)wheresumisover jsuchthatsegment_ids[]j] =
Args:

e data: A Tensor. Must be one of the following types: f1oat32, float64, int32,
int64,uint8,int16, int8.

* segment_ids: A Tensor. Must be one of the following types: int32, int64. A

1-D tensor whose rank is equal to the rank of data’s first dimension. Values should

be sorted and can be repeated.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as data. Has same shape as data, except for

dimension_0 which has size k, the number of segments.

tf.segment_prod(data, segment_ids, name=None)

Computes the product along segments of a tensor.
Read the section on Segmentation for an explanation of segments.

Computes a tensor such that \ (output_i=[]_jdata_j\)wheretheproductisover jsuchthatsegment_id
Args:

* data: A Tensor. Must be one of the following types: f1ocat32, float64, int32,
int64,uint8,int16, int8.

* segment_ids: A Tensor. Must be one of the following types: int32, int64. A
1-D tensor whose rank is equal to the rank of data’s first dimension. Values should

be sorted and can be repeated.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as data. Has same shape as data, except for

dimension_0 which has size k, the number of segments.
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tf.segment_min(data, segment_ids, name=None)

Computes the minimum along segments of a tensor.
Read the section on Segmentation for an explanation of segments.

Computes a tensor such that \ (output_i=min_j(data_j)\)whereminisoverjsuchthatsegment_ids
Args:

e data: A Tensor. Must be one of the following types: f1oat32, float64, int32,
int64,uint8,int16, int8.

* segment_ids: A Tensor. Must be one of the following types: int32, int64. A

1-D tensor whose rank is equal to the rank of data’s first dimension. Values should
be sorted and can be repeated.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as data. Has same shape as data, except for

dimension_0 which has size k, the number of segments.

tf.segment_max (data, segment_ids, name=None)

Computes the maximum along segments of a tensor.
Read the section on Segmentation for an explanation of segments.

Computes a tensor such that \ (output_i=max_j(data_j)\)wheremaxisover jsuchthatsegment_ids
Args:

e data: A Tensor. Must be one of the following types: f1o0at32, float64, int32,
into64,uint8,int16, int8.

* segment_ids: A Tensor. Must be one of the following types: int32, int64. A

1-D tensor whose rank is equal to the rank of data’s first dimension. Values should

be sorted and can be repeated.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as data. Has same shape as data, except for

dimension_0 which has size k, the number of segments.
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tf.segment_mean (data, segment_ids, name=None)

Computes the mean along segments of a tensor.
Read the section on Segmentation for an explanation of segments.

Computes a tensor such that \ (output_i=)_ j data;j ol

Jwheremeanisover jsuchthatsegment_ids[j] == iandNisthet
Args:

e data: A Tensor. Must be one of the following types: f1oat32, float64, int32,
int64,uint8,int16, int8.

* segment_ids: A Tensor. Must be one of the following types: int32, int64. A
1-D tensor whose rank is equal to the rank of data’s first dimension. Values should

be sorted and can be repeated.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as data. Has same shape as data, except for

dimension_0 which has size k, the number of segments.

tf.unsorted_segment_sum(data, segment_ids, num_segments, name=None)

Computes the sum along segments of a tensor.

Read the section on Segmentation for an explanation of segments.

Computes a tensor such that \(output_i=)_jdata_j\)wheresumisover jsuchthatsegment_1ids[]j] =
If the sum is empty for a given segment ID i, output [1] = 0.

num_segments should equal the number of distinct segment IDs.

Args:

e data: A Tensor. Must be one of the following types: f1oat32, float64, int32,
int64,uint8,intl16, int8.

* segment_ids: A Tensor. Must be one of the following types: int32, int64. A

1-D tensor whose rank is equal to the rank of data’s first dimension.
* num_segments: ATensor of type int 32.

e name: A name for the operation (optional).
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Returns: A Tensor. Has the same type as data. Has same shape as data, except for

dimension_0 which has size num_segments.

tf.sparse_segment_sum(data, indices, segment_ids, name=None)

Computes the sum along sparse segments of a tensor.

Read the section on Segmentation for an explanation of segments.

Like Segment Sum, but segment_ids can have rank less than data’s first dimen-
sion, selecting a subset of dimension_0, specified by indices.

For example:

¢ = tf.constant ([ [1,2,3,4], [-1,-2,-3,-4], [5,6,7,811])

# Select two rows, one segment.

tf.sparse_segment_sum(c, tf.constant ([0, 1]), tf.constant ([0, 0]))

==> [[0 0 0 0]]

# Select two rows, two segment.

tf.sparse_segment_sum(c, tf.constant ([0, 1]), tf.constant ([0, 11]))

==> [[ 1 2 3 4]
[-1 -2 -3 -4]]

# Select all rows, two segments.
tf.sparse_segment_sum(c, tf.constant ([0, 1, 2]), tf.constant ([0,
==> [[0 O O O]
[5 6 7 8]]

# Which is equivalent to:
tf.segment_sum(c, tf.constant ([0, 0, 11]))
Args:

e data: A Tensor. Must be one of the following types: f1oat32, float64, int32,
int64,uint8,int16, int8.

* indices:ATensoroftypeint32. A1-Dtensor. Has samerankas segment_ids.

* segment_ids:ATensor oftype int32. A 1-D tensor. Values should be sorted and

can be repeated.

¢ name: A name for the operation (optional).

0,
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Returns: A Tensor. Has the same type as data. Has same shape as data, except for

dimension_0 which has size k, the number of segments.

tf.sparse_segment_mean (data, indices, segment_ids, name=None)

Computes the mean along sparse segments of a tensor.
Read the section on Segmentation for an explanation of segments.

Like SegmentMean, but segment_ids can have rank less than data’s first dimen-

sion, selecting a subset of dimension_0, specified by indices.

Args:
e data: A Tensor. Must be one of the following types: f1oat32, float64.
* indices:ATensoroftypeint32.A1l-Dtensor. Has samerankas segment_ids.

* segment_ids:ATensor oftype int32. A 1-D tensor. Values should be sorted and
can be repeated.

* name: A name for the operation (optional).

Returns: A Tensor. Hasthe same type as data. Has same shape as data, except for

dimension_0 which has size k, the number of segments.

4.6.8 Sequence Comparison and Indexing

TensorFlow provides several operations that you can use to add sequence comparison
and index extraction to your graph. You can use these operations to determine sequence

differences and determine the indexes of specific values in a tensor.

tf.argmin (input, dimension, name=None)
Returns the index with the smallest value across dimensions of a tensor.
Args:

e input:ATensor. Mustbe one of the following types: f1oat32, float64,int 64,
int32,uint8,intl16,int8, complex64,gint8, quint8, gint32.
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e dimension: A Tensor of type int32. int32, 0 <= dimension < rank(input). De-
scribes which dimension of the input Tensor to reduce across. For vectors, use di-

mension = 0.

e name: A name for the operation (optional).

Returns: A Tensor oftype int64.

tf.argmax (input, dimension, name=None)

Returns the index with the largest value across dimensions of a tensor.

Args:

e input:ATensor. Mustbe one of the following types: f1oat32, float 64, int 64,
int32,uint8,int16,int8, complex64,gint8, quint8, gint32.

e dimension: A Tensor of type int32. int32, 0 <= dimension < rank(input). De-
scribes which dimension of the input Tensor to reduce across. For vectors, use di-

mension = 0.

e name: A name for the operation (optional).

Returns: A Tensor oftype int64.

tf.listdiff (x, y, name=None)

Computes the difference between two lists of numbers.

Given a list x and a list y, this operation returns a list out that represents all numbers
that are in x but notin y. The returned list out is sorted in the same order that the numbers
appear in x (duplicates are preserved). This operation also returns a list i dx that represents
the position of each out element in x. In other words:

out[i] = x[idx[i]] for i in [0, 1, ..., len(out) - 1]

For example, given this input:

This operation would return:

out ==> [2, 4, 6]
idx ==> [1, 3, 5]
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Args:
e x:ATensor. 1-D. Values to keep.
* y: A Tensor. Must have the same type as x. 1-D. Values to remove.

¢ name: A name for the operation (optional).

Returns: A tuple of Tensor objects (out, idx).

e out: A Tensor. Has the same type as x. 1-D. Values present in x but not in y.

e idx:ATensor of type int 32. 1-D. Positions of x values preserved in out.

tf.where (input, name=None)

Returns locations of true values in a boolean tensor.

This operation returns the coordinates of true elements in input. The coordinates
are returned in a 2-D tensor where the first dimension (rows) represents the number of true
elements, and the second dimension (columns) represents the coordinates of the true ele-
ments. Keep in mind, the shape of the output tensor can vary depending on how many true
values there are in i nput. Indices are output in row-major order.

For example:

# ’input’ tensor is [[True, False]
# [True, False]]
# "input’ has two true values, so output has two coordinates.

# ’input’ has rank of 2, so coordinates have two indices.

where (input) ==> [[0, O],
[1, 0]]
# ‘input' tensor is [[[True, False]
# [True, False]]
# [[False, True]
# [False, True]]
# [[False, False]
# [False, True]l]
# "input’ has 5 true values, so output has 5 coordinates.
# ’input’ has rank of 3, so coordinates have three indices.

where (input) ==> [[0, 0, 0],
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(0, 1, O],
[1, 0, 11,
(1, 1, 11,
(2, 1, 111

Args:
e input:ATensor oftypebool.

* name: A name for the operation (optional).

Returns: A Tensor oftype int64.

tf.unique (x, name=None)

Finds unique elements in a 1-D tensor.

This operation returns a tensor y containing all of the unique elements of x sorted in
the same order that they occur in x. This operation also returns a tensor idx the same size
as x that contains the index of each value of x in the unique output y. In other words:

y[idx[1i]] = x[i] for i in [0, 1,...,rank(x) - 1]

For example:

# tensor ’'x’ is [1, 1, 2, 4, 4, 4, 7, 8, 8]
y, 1dx = unique (x)

y ==> [1, 2, 4, 7, 8]

idx ==> [0, O, 1, 2, 2, 2, 3, 4, 4]

Args:
e x:ATensor. 1-D.

¢ name: A name for the operation (optional).

Returns: A tuple of Tensor objects (y, idx).

e y: ATensor. Has the same type as x. 1-D.

e idx:ATensor of type int32. 1-D.
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tf.edit_distance (hypothesis, truth, normalize=True, name='edit_distance')

Computes the Levenshtein distance between sequences.

This operation takes variable-length sequences (hypothesis and t ruth), each pro-
vided as a SparseTensor, and computes the Levenshtein distance. You can normalize
the edit distance by length of t ruth by setting normalize to true.

For example, given the following input:

[] "hypothesis’ is a tensor of shape ‘[2, 1]° with variable-length values: (0,0) =["a"] (1,0)
= ["b"] hypothesis = tf.SparseTensor( [0, 0, 0], 1, 0, O]], ["a", "b"] (2, 1, 1))

‘truth’ is a tensor of shape ‘[2, 2]° with variable-length values: (0,0) =[] (0,1) = ["a"]
(1,00 =["b", "c"] (1,1) =["a"] truth = tf.SparseTensor( [[0, 1, 0], [1, 0, O], [1, O, 1], [1, 1, 0]] ["a",
"b", "c", "a"], (2, 2,2))

normalize = True

This operation would return the following:

[] ’output’ is a tensor of shape ‘[2, 2]* with edit distances normalized by 'truth’ lengths.
output ==> [[inf, 1.0], (0,0): no truth, (0,1): no hypothesis [0.5, 1.0]] (1,0): addition, (1,1): no
hypothesis

Args:
* hypothesis: A SparseTensor containing hypothesis sequences.
e truth: A SparseTensor containing truth sequences.

e normalize: A bool. If True, normalizes the Levenshtein distance by length of

truth.

* name: A name for the operation (optional).

Returns: Adense Tensor withrankR - 1,whereRistherankofthe SparseTensor

inputs hypothesis and truth.

Raises:

e TypeError: Ifeither hypothesis ortruth arenota SparseTensor.

tf.invert_permutation (x, name=None)

Computes the inverse permutation of a tensor.
This operation computes the inverse of an index permutation. It takes a 1-D integer

tensor x, which represents the indices of a zero-based array, and swaps each value with its
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index position. In other words, for an ouput tensor y and an input tensor x, this operation
computes the following:

y[x[i]] = 1 for i in [0, 1, ..., len(x) - 1]

The values must include 0. There can be no duplicate values or negative values.

For example:

\

# tensor ‘x' is [3, 4, 0, 2, 1]
invert_permutation(x) ==> [2, 4, 3, 0, 1]
Args:

e x:ATensor of type int32. 1-D.

* name: A name for the operation (optional).

Returns: A Tensor oftype int32. 1-D.
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4.7 Control Flow

Note: Functions taking Tensor arguments can also take anything accepted by t £ . convert_to_tensor.

4.7.1 Contents
Control Flow
¢ Control Flow Operations
e tf.identity (input, name=None)
e tf.tuple(tensors, name=None, control_inputs=None)
e tf.group (xinputs, *xkwargs)
e £tf.no_op (name=None)
e tf.count_up_to(ref, limit, name=None)
* Logical Operators
e tf.logical_and(x, y, name=None)
e tf.logical_not (x, name=None)
e tf.logical_or(x, y, name=None)
e tf.logical_xor(x, y, name='LogicalXor')
e Comparison Operators
e tf.equal (x, y, name=None)
e tf.not_equal (x, y, name=None)
e tf.less(x, y, name=None)
e tf.less_equal (x, y, name=None)
e tf.greater (x, y, name=None)
e tf.greater_equal (x, y, name=None)
e tf.select (condition, t, e, name=None)
e tf.where (input, name=None)
* Debugging Operations

e tf.is_finite(x, name=None)
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e tf.is_inf (x, name=None)
e tf.is_nan(x, name=None)
e tf.verify tensor_all finite(t, msg, name=None)
e tf.check_numerics (tensor, message, name=None)
e tf.add_check_numerics_ops ()
e tf.Assert (condition, data, summarize=None, name=None)
e tf.Print (input_, data, message=None, first_n=None, summarize=None,
name=None)
4.7.2 Control Flow Operations

TensorFlow provides several operations and classes that you can use to control the ex-

ecution of operations and add conditional dependencies to your graph.

tf.identity (input, name=None)

Return a tensor with the same shape and contents as the input tensor or value.

Args:
e input:ATensor.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input.

tf.tuple(tensors, name=None, control_inputs=None)

Group tensors together.

This creates a tuple of tensors with the same values as the tensors argument, ex-
cept that the value of each tensor is only returned after the values of all tensors have been
computed.

control_inputs contains additional ops that have to finish before this op finishes,

but whose outputs are not returned.
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This can be used as a “join” mechanism for parallel computations: all the argument

tensors can be computed in parallel, but the values of any tensor returned by tuple are

only available after all the parallel computations are done.

See also group and with_dependencies.
Args:

* tensors:Alistof Tensorsor IndexedSlices, some entries can be None.
e name: (optional) A name to use as a name_scope for the operation.

e control_inputs: List of additional ops to finish before returning.
Returns: Sameastensors.
Raises:

* ValueError: Iftensors does not contain any Tensor or IndexedSlices.

tf.group (*xinputs, *xkwargs)

Create an op that groups multiple operations.

When this op finishes, all ops in i nput have finished. This op has no output.
See also tuple and with_dependencies.

Args:
* xinputs: One or more tensors to group.

* xxkwargs: Optional parameters to pass when constructing the NodeDef.

e name: A name for this operation (optional).

Returns: An Operation that executes all its inputs.

Raises:

* ValueError: Ifan unknown keyword argument is provided, or if there are no inputs.

tf.no_op (name=None)

Does nothing. Only useful as a placeholder for control edges.
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Args:

* name: A name for the operation (optional).

Returns: The created Operation.

tf.count_up_to(ref, limit, name=None)

Increments ‘ref’ until it reaches ‘limit’.

This operation outputs “ref” after the update is done. This makes it easier to chain
operations that need to use the updated value.

Args:

e ref: Amutable Tensor. Must be one of the following types: int 32, int 64. Should

be from a scalar Variable node.

* limit: An int. If incrementing ref would bring it above limit, instead generates an

‘OutOfRange’ error.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as ref. A copy of the input before incre-

ment. If nothing else modifies the input, the values produced will all be distinct.

4.7.3 Logical Operators

TensorFlow provides several operations that you can use to add logical operators to

your graph.

tf.logical_and(x, y, name=None)

Returns the truth value of x AND y element-wise.

Args:
* x: ATensor of type bool.
e y:ATensor of type bool.

¢ name: A name for the operation (optional).
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Returns: A Tensor oftypebool.

tf.logical_not (x, name=None)

Returns the truth value of NOT x element-wise.

Args:
* x: ATensor of type bool.

* name: A name for the operation (optional).

Returns: A Tensor oftypebool.

tf.logical_or(x, y, name=None)

Returns the truth value of x OR y element-wise.

Args:
e x: ATensor of type bool.
e y:ATensor of type bool.

* name: A name for the operation (optional).

Returns: A Tensor oftypebool.

tf.logical_xor(x, y, name='LogicalXor')

x"y=x|y) &~x&Y).

4.7.4 Comparison Operators

TensorFlow provides several operations that you can use to add comparison operators

to your graph.
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tf.equal (x, y, name=None)

Returns the truth value of (x ==y) element-wise.

Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
int64, complex64,quint8,gint8,gint32.

e yv: A Tensor. Must have the same type as x.

¢ name: A name for the operation (optional).

Returns: A Tensor oftypebool.

tf.not_equal (x, y, name=None)

Returns the truth value of (x I=y) element-wise.

Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
int64, complex64,quint8,gint8,gint32.

* y: A Tensor. Must have the same type as x.

¢ name: A name for the operation (optional).

Returns: A Tensor of typebool.

tf.less(x, y, name=None)

Returns the truth value of (x <y) element-wise.

Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,
into4.

e y: A Tensor. Must have the same type as x.

¢ name: A name for the operation (optional).
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Returns: A Tensor oftypebool.

tf.less_equal (x, y, name=None)

Returns the truth value of (x <=y) element-wise.

Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,

inte4.
* y: A Tensor. Must have the same type as x.

¢ name: A name for the operation (optional).

Returns: A Tensor of type bool.

tf.greater(x, y, name=None)

Returns the truth value of (x > y) element-wise.

Args:

* x: A Tensor. Must be one of the following types: float32, float64, int32,

int64.
e y: A Tensor. Must have the same type as x.

¢ name: A name for the operation (optional).

Returns: A Tensor oftypebool.

tf.greater_equal (x, y, name=None)

Returns the truth value of (x >=y) element-wise.
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Args:

e x: A Tensor. Must be one of the following types: float32, float64, int32,
inte4.

e yv: A Tensor. Must have the same type as x.

* name: A name for the operation (optional).

Returns: A Tensor of type bool.

tf.select (condition, t, e, name=None)

Selects elements from t or e, depending on condition.

The condition, t, and e tensors must all have the same shape, and the output will
also have that shape. The condition tensor acts as an element-wise mask that chooses,
based on the value at each element, whether the corresponding element in the output should
be taken from t (if true) or e (if false). For example:

For example:

"condition’ tensor is [[True, False]
[True, False]]

#
#
# 't/ is [[1, 171,
#
#
#

(1, 11]
e’ is [[2, 2],
(2, 2]]
select (condition, t, e) ==> [[1, 2],
[1, 211
Args:

e condition:ATensor oftypebool.
e t: A Tensor with the same shape as condition.
* e: A Tensor with the same type and shape as t.

* name: A name for the operation (optional).

Returns: A Tensor with the same type and shape as t and e.
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tf.where (input, name=None)

Returns locations of true values in a boolean tensor.

This operation returns the coordinates of true elements in input. The coordinates
are returned in a 2-D tensor where the first dimension (rows) represents the number of true
elements, and the second dimension (columns) represents the coordinates of the true ele-
ments. Keep in mind, the shape of the output tensor can vary depending on how many true
values there are in input. Indices are output in row-major order.

For example:

# ’input’ tensor is [[True, False]
# [True, False]]
# ’input’ has two true values, so output has two coordinates.

# "input’ has rank of 2, so coordinates have two indices.

where (input) ==> [[0, 0],
(1, 011
# ‘input ' tensor is [[[True, False]
# [True, False]]
# [[False, True]
# [False, True]]
# [[False, False]
# [False, True]l]]
# "input’ has 5 true values, so output has 5 coordinates.
# "input’ has rank of 3, so coordinates have three indices.
where (input) ==> [[0, 0, 0],
[0, 1, 01,
(1, o, 11,
(1, 1, 11,
(2, 1, 111
Args:

e input:ATensor of typebool.

* name: A name for the operation (optional).

Returns: A Tensor oftype int64.
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4.7.5 Debugging Operations

TensorFlow provides several operations that you can use to validate values and debug

your graph.

tf.is_finite(x, name=None)

Returns which elements of x are finite.

Args:
* x: A Tensor. Must be one of the following types: f1oat32, float64.

* name: A name for the operation (optional).

Returns: A Tensor oftypebool.

tf.is_inf (x, name=None)

Returns which elements of x are Inf.

Args:
* x: A Tensor. Must be one of the following types: f1oat32, float64.

* name: A name for the operation (optional).

Returns: A Tensor oftypebool.

tf.is_nan(x, name=None)

Returns which elements of x are NaN.

Args:
* x: ATensor. Must be one of the following types: f1oat32, float64.

¢ name: A name for the operation (optional).
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Returns: A Tensor oftypebool.

tf.verify tensor_all_finite(t, msg, name=None)
Assert that the tensor does not contain any NaN’s or Inf’s.
Args:
e t: Tensor to check.
* msg: Message to log on failure.

¢ name: A name for this operation (optional).

Returns: Same tensor as t.

tf.check numerics (tensor, message, name=None)

Checks a tensor for NaN and Inf values.

When run, reports an InvalidArgument errorif tensor has any values that are not

anumber (NaN) or infinity (Inf). Otherwise, passes tensor as-is.
Args:
* tensor: A Tensor. Must be one of the following types: f1oat32, float64.

* message: A st ring. Prefix of the error message.

e name: A name for the operation (optional).

Returns: A Tensor. Has the same type as tensor.

tf.add_check_numerics_ops ()

Connect a check_numerics to every floating point tensor.
check_numerics operations themselves are added for each f1oat or double ten-
sor in the graph. For all ops in the graph, the check_numerics op for all of its (f1oat or

double) inputs is guaranteed to run before the check_numerics op on any of its out-
puts.
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Returns: A group op depending on all check_numerics ops added.

tf.Assert (condition, data, summarize=None, name=None)

Asserts that the given condition is true.
If condition evaluates to false, print the list of tensors in data. summarize deter-

mines how many entries of the tensors to print.

Args:
e condition: The condition to evaluate.
¢ data: The tensors to print out when condition is false.
* summarize: Print this many entries of each tensor.

¢ name: A name for this operation (optional).

tf.Print (input_, data, message=None, first_n=None, summarize=None,

name=None)

Prints a list of tensors.

This is an identity op with the side effect of printing dat a when evaluating.

Args:
e input_: A tensor passed through this op.
* data: Alist of tensors to print out when op is evaluated.
* message: A string, prefix of the error message.

e first_n: Onlylog first_n number of times. Negative numbers log always; this is

the default.
e summarize: Only print this many entries of each tensor.

¢ name: A name for the operation (optional).

Returns: Same tensor as input_.
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4.8 Images

Note: Functions taking Tensor arguments can also take anything accepted by t £ . convert_to_tensor.

4.8.1 Contents
Images

* Encoding and Decoding

e tf.image.decode_jpeg(contents, channels=None, ratio=None, fancy_upscalings=

try_recover_truncated=None, acceptable_fraction=None, name=None)

e tf.image.encode_jpeg(image, format=None, quality=None, progressive=None,
optimize_size=None, chroma_downsampling=None, density_unit=None,

x_density=None, y_density=None, xmp_metadata=None, name=None)
e tf.image.decode_png(contents, channels=None, name=None)
e tf.image.encode_png(image, compression=None, name=None)
* Resizing
e tf.image.resize_images (images, new_height, new_width, method=0)
e tf.image.resize_area (images, size, name=None)
e tf.image.resize_bicubic(images, size, name=None)
e tf.image.resize_bilinear (images, size, name=None)
e tf.image.resize_nearest_neighbor (images, size, name=None)
* Cropping

e tf.image.resize_image_with_crop_or_pad(image, target_height,

target_width)

e tf.image.pad_to_bounding_box (image, offset_height, offset_width,
target_height, target_width)

e tf.image.crop_to_bounding_box (image, offset_height, offset_width,
target_height, target_width)

e tf.image.random_crop (image, size, seed=None, name=None)

e tf.image.extract_glimpse (input, size, offsets, centered=None,

normalized=None, uniform_noise=None, name=None)
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¢ Flipping and Transposing

e tf.image.flip_up_down (image)

e tf.image.random_flip_up_down (image, seed=None)

e tf.image.flip_left_right (image)

e tf.image.random_flip_ left_right (image, seed=None)

e tf.image.transpose_image (image)

¢ Image Adjustments

e tf.image.adjust_brightness (image, delta, min_value=None, max_value=None)
e £tf.image.random_brightness (image, max_delta, seed=None)

e tf.image.adjust_contrast (images, contrast_factor, min_value=None,

max_value=None)
e tf.image.random_contrast (image, lower, upper, seed=None)

e tf.image.per_image_whitening (image)

4.8.2 Encoding and Decoding

TensorFlow provides Ops to decode and encode JPEG and PNG formats. Encoded im-

ages are represented by scalar string Tensors, decoded images by 3-D uint8 tensors of shape
[height, width, channels].

The encode and decode Ops apply to one image at a time. Their input and output are
all of variable size. If you need fixed size images, pass the output of the decode Ops to one
of the cropping and resizing Ops.

Note: The PNG encode and decode Ops support RGBA, but the conversions Ops presently
only support RGB, HSV, and GrayScale.

tf.image.decode_jpeg(contents, channels=None, ratio=None, fancy_upscaling=Nc

try_recover_truncated=None, acceptable_fraction=None, name=None)

Decode a JPEG-encoded image to a uint8 tensor.
The attr channels indicates the desired number of color channels for the decoded
image.

Accepted values are:
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* 0: Use the number of channels in the JPEG-encoded image.
* 1: output a grayscale image.

¢ 3: output an RGB image.

If needed, the JPEG-encoded image is transformed to match the requested number of
color channels.
The attr ratio allows downscaling the image by an integer factor during decoding.

Allowed values are: 1, 2, 4, and 8. This is much faster than downscaling the image later.

Args:
e contents: A Tensor of type string. 0-D. The JPEG-encoded image.

e channels: An optional int. Defaults to 0. Number of color channels for the de-

coded image.
e ratio: Anoptional int. Defaults to 1. Downscaling ratio.

e fancy_upscaling: An optional bool. Defaults to True. If true use a slower but

nicer upscaling of the chroma planes (yuv420/422 only).

* try_recover_truncated: An optional bool. Defaults to False. If true try to

recover an image from truncated input.

* acceptable_fraction: An optional float. Defaults to 1. The minimum re-

quired fraction of lines before a truncated input is accepted.

* name: A name for the operation (optional).

Returns: ATensoroftypeuint8.3-Dwithshape [height, width, channels]..

tf.image.encode_jpeg(image, format=None, quality=None, progressive=None,
optimize_size=None, chroma downsampling=None, density unit=None,

x_density=None, y_density=None, xmp_metadata=None, name=None)

JPEG-encode an image.
image is a 3-D uint8 Tensor of shape [height, width, channels].
The attr format can be used to override the color format of the encoded output. Val-

ues can be:

e ' ': Use a default format based on the number of channels in the image.
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e grayscale: Output a grayscale JPEG image. The channels dimension of image

must be 1.

e rgb: Output an RGB JPEG image. The channels dimension of image must be 3.

If format is not specified or is the empty string, a default format is picked in function

of the number of channels in image:

¢ 1: Output a grayscale image.

¢ 3: Output an RGB image.

Args:
* image:ATensoroftypeuint8.3-Dwithshape [height, width, channels].

e format:Anoptional stringfrom: "", "grayscale", "rgb".Defaultsto"".

Per pixel image format.

* quality: Anoptional int. Defaults to 95. Quality of the compression from 0 to 100

(higher is better and slower).

e progressive: An optional bool. Defaults to False. If True, create a JPEG that

loads progressively (coarse to fine).

e optimize_size: An optional bool. Defaults to False. If True, spend CPU/RAM

to reduce size with no quality change.
e chroma_downsampling: Anoptional bool. Defaults to True. See http://en.wikipedia.org/wiki/Chr

e density_unit:Anoptional stringfrom: "in", "cm". Defaultsto "in". Unit
used to specify x_density and y_density: pixels perinch ('in') or centimeter

("cm").
e x_density: An optional int. Defaults to 300. Horizontal pixels per density unit.
e y_density: Anoptional int. Defaults to 300. Vertical pixels per density unit.

e xmp_metadata: An optional string. Defaults to "". If not empty, embed this

XMP metadata in the image header.

* name: A name for the operation (optional).

Returns: A Tensor oftype string. 0-D.JPEG-encoded image.
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tf.image.decode_png(contents, channels=None, name=None)

Decode a PNG-encoded image to a uint8 tensor.
The attr channels indicates the desired number of color channels for the decoded
image.

Accepted values are:

0: Use the number of channels in the PNG-encoded image.

1: output a grayscale image.

3: output an RGB image.

* 4: output an RGBA image.

If needed, the PNG-encoded image is transformed to match the requested number of

color channels.

Args:
e contents: A Tensor of type string. 0-D. The PNG-encoded image.

e channels: An optional int. Defaults to 0. Number of color channels for the de-

coded image.

* name: A name for the operation (optional).

Returns: ATensoroftypeuint8.3-Dwithshape [height, width, channels].

tf.image.encode_png (image, compression=None, name=None)

PNG-encode an image.

imageisa3-Duint8 Tensor of shape [height, width, channels] wherechannels

is:
e 1: for grayscale.
* 3: for RGB.

¢ 4: for RGBA.

The ZLIB compression level, compression, can be -1 for the PNG-encoder default or

avalue from 0 to 9. 9 is the highest compression level, generating the smallest output, but is

slower.
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Args:
* image:ATensor oftypeuint8. 3-Dwithshape [height, width, channels].
e compression: An optional int. Defaults to —1. Compression level.

* name: A name for the operation (optional).

Returns: A Tensor oftype string. 0-D. PNG-encoded image.

4.8.3 Resizing

The resizing Ops accept input images as tensors of several types. They always output
resized images as float32 tensors.

The convenience function resize_images() supports both 4-D and 3-D tensors as input
and output. 4-D tensors are for batches of images, 3-D tensors for individual images.

Other resizing Ops only support 3-D individual images as input: resize_area, resize_bicubic,
resize_bilinear, resize_nearest_neighbor.

Example:

[l Decode aJPG image and resize it to 299 by 299. image = tf.image.decodejpeg(..)resized;mage=tf.im

Maybe refer to the Queue examples that show how to add images to a Queue after re-

sizing them to a fixed size, and how to dequeue batches of resized images from the Queue.

tf.image.resize_images (images, new_height, new_width, method=0)

Resize images to new_width, new_height using the specified method.
Resized images will be distorted if their original aspect ratio is not the same as new_width,
new_height. To avoid distortions see resize_image_with_crop_or_pad.

method can be one of:

* ResizeMethod.BILINEAR: [Bilinear interpolation.] (https://en.wikipedia.org/wiki/Bilinear_interpolation

* ResizeMethod. NEAREST_NEIGHBOR: [Nearest neighbor interpolation.] (https://en.wikipedia.org/wiki/

neighbor_interpolation)
* ResizeMethod.BICUBIC: [Bicubic interpolation.] (https://en.wikipedia.org/wiki/Bicubic_interpolation)

¢ ResizeMethod.AREA: Area interpolation.
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Args:

e images: 4-D Tensor of shape [batch, height, width, channels] or 3-D
Tensor of shape [height, width, channels].

* new_height: integer.
* new_width: integer.

e method: ResizeMethod. Defaults to ResizeMethod.BILINEAR.

Raises:

* ValueError: if the shape of images is incompatible with the shape arguments to

this function

e ValueError: if an unsupported resize method is specified.

Returns: If imageswas4-D, a4-D float Tensor of shape [batch, new_height,
new_width, channels].If imageswas3-D,a3-D floatTensor ofshape [new_height,

new_width, channels].

tf.image.resize_area(images, size, name=None)

Resize images to size using area interpolation.

Input images can be of different types but output images are always float.

Args:

* images: A Tensor. Must be one of the following types: uint8, int8, int32,

float32, float64. 4-Dwithshape [batch, height, width, channels].

¢ size: A1-Dint32 Tensor of 2 elements: new_height, new_width. The new size

for the images.

¢ name: A name for the operation (optional).

Returns: A Tensor of type £1oat32. 4-D with shape [batch, new_height,

new_width, channels].
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tf.image.resize_bicubic(images, size, name=None)

Resize images to size using bicubic interpolation.

Input images can be of different types but output images are always float.

Args:

* images: A Tensor. Must be one of the following types: uint8, int8, int32,

float32, float64.4-Dwithshape [batch, height, width, channels].

e size: A1-Dint32 Tensor of 2 elements: new_height, new_width. The newsize

for the images.

* name: A name for the operation (optional).

Returns: A Tensor of type float32. 4-D with shape [batch, new_height,

new_width, channels].

tf.image.resize_bilinear (images, size, name=None)

Resize images to size using bilinear interpolation.

Input images can be of different types but output images are always float.

Args:

* images: A Tensor. Must be one of the following types: uint8, int8, int32,
float32, float64.4-Dwithshape [batch, height, width, channels].

e size: A1-Dint32 Tensor of 2 elements: new_height, new_width. The new size

for the images.

¢ name: A name for the operation (optional).

Returns: A Tensor of type f1oat32. 4-D with shape [batch, new_height,

new_width, channels].

tf.image.resize_nearest_neighbor (images, size, name=None)

Resize images to size using nearest neighbor interpolation.

Input images can be of different types but output images are always float.
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Args:

* images: A Tensor. Must be one of the following types: uint8, int8, int32,

float32, float64. 4-Dwithshape [batch, height, width, channels].

e size: A1-Dint32 Tensor of 2 elements: new_height, new_width. The newsize

for the images.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as images. 4-D with shape [batch,

new_height, new_width, channels].

4.8.4 Cropping

tf.image.resize_image_with_ crop_or_ pad(image, target_height, target_width)

Crops and/or pads an image to a target width and height.

Resizes an image to a target width and height by either centrally cropping the image or
padding it evenly with zeros.

Ifwidthorheight is greater thanthe specified target_widthortarget_height
respectively, this op centrally crops along that dimension. If width or height is smaller
than the specified target_widthortarget_height respectively, this op centrally pads

with 0 along that dimension.

Args:
e image: 3-D tensor of shape [height, width, channels]
e target_height: Target height.

* target_width: Target width.

Raises:

* ValueError:iftarget_height ortarget_width are zero or negative.

Returns: Cropped and/or padded image of shape [target_height, target_width,

channels]
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tf.image.pad_to_bounding box(image, offset_height, offset_width,
target_height, target_width)

Pad image with zeros to the specified height and width.

Adds of fset_height rows of zeros on top, of fset_width columns of zeros on
the left, and then pads the image on the bottom and right with zeros until it has dimensions
target_height,target_width.

This op does nothingif of f set_ « iszero and the image already has size target_height
by target_width.

Args:
* image: 3-D tensor with shape [height, width, channels]
e offset_height: Number of rows of zeros to add on top.
e offset_width: Number of columns of zeros to add on the left.
* target_height: Height of output image.

e target_width: Width of output image.

Returns: 3-Dtensorofshape [target_height, target_width, channels]

Raises:

* ValueError: Ifthe shape of image isincompatible withthe offset_xortarget_x*

arguments

tf.image.crop_to_bounding box (image, offset_height, offset_width,
target_height, target_width)

Crops an image to a specified bounding box.
This op cuts a rectangular part out of image. The top-left corner of the returned im-
ageisat offset_height, offset_width in image, and its lower-right corner is at

‘offset_height + target_height, offset_width + target_width.

Args:
¢ image: 3-D tensor with shape [height, width, channels]

e offset_height: Vertical coordinate of the top-left corner of the result in the input.
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e offset_width: Horizontal coordinate of the top-left corner of the result in the in-

put.

e target_height: Height of the result.

e target_width: Width of the result.

Returns: 3-D tensor of image with shape [target_height, target_width,

channels]

Raises:

e ValueError: Ifthe shape of image isincompatible withthe offset_xortarget_*

arguments

tf.image.random_crop (image, size, seed=None, name=None)

Randomly crops image tosize [target_height, target_width].
The offset of the output within image is uniformly random. image always fully con-

tains the result.

Args:

* image: 3-D tensor of shape [height, width, channels]

* size: 1-D tensor with two elements, specifying target [height, width]

* seed: A Python integer. Used to create a random seed. See set_random_seed for

behavior.

* name: A name for this operation (optional).

Returns: A cropped 3-D tensor of shape [target_height, target_width,

channels].
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tf.image.extract_glimpse (input, size, offsets, centered=None, normalized=Non

uniform noise=None, name=None)

Extracts a glimpse from the input tensor.

Returns a set of windows called glimpses extracted at location o f f set s from the input
tensor. If the windows only partially overlaps the inputs, the non overlapping areas will be
filled with random noise.

Theresultis a4-D tensor of shape [batch_size, glimpse_height, glimpse_width,
channels]. The channels and batch dimensions are the same as that of the input tensor.
The height and width of the output windows are specified in the size parameter.

The argument normalized and centered controls how the windows are built: * If
the coordinates are normalized but not centered, 0.0 and 1.0 correspond to the minimum
and maximum of each height and width dimension. * If the coordinates are both normalized
and centered, they range from -1.0 to 1.0. The coordinates (-1.0, -1.0) correspond to the
upper left corner, the lower right corner is located at (1.0, 1.0) and the center is at (0, 0). * If

the coordinates are not normalized they are interpreted as numbers of pixels.

Args:

e input: A Tensor of type f1oat32. A 4-D float tensor of shape [batch_size,
height, width, channels].

* size: ATensor of type int32. A 1-D tensor of 2 elements containing the size of
the glimpses to extract. The glimpse height must be specified first, following by the
glimpse width.

e offsets:ATensor oftype float32. A2-Dinteger tensor of shape [batch_size,

2] containing the x, y locations of the center of each window.

* centered: An optional bool. Defaults to True. indicates if the offset coordinates
are centered relative to the image, in which case the (0, 0) offset is relative to the center
of the input images. If false, the (0,0) offset corresponds to the upper left corner of the

input images.

* normalized: An optional bool. Defaults to True. indicates if the offset coordi-

nates are normalized.

e uniform_noise:Anoptionalbool. Defaultsto True. indicates if the noise should

be generated using a uniform distribution or a gaussian distribution.

¢ name: A name for the operation (optional).
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Returns: ATensor oftype f1oat32. Atensorrepresenting the glimpses [batch_size,

glimpse_height, glimpse_width, channels].

4.8.5 Flipping and Transposing

tf.image.flip_ up_down (image)

Flip an image horizontally (upside down).

Outputs the contents of image flipped along the first dimension, which is height.
See also reverse ().

Args:
* image: A 3-D tensor of shape [height, width, channels].
Returns: A 3-D tensor of the same type and shape as image.

Raises:

* ValueError: if the shape of image not supported.

tf.image.random flip_ up_ down (image, seed=None)

Randomly flips an image vertically (upside down).

With a 1 in 2 chance, outputs the contents of image flipped along the first dimension,
which is height. Otherwise output the image as-is.

Args:
e image: A3-Dtensor of shape [height, width, channels].

* seed: A Python integer. Used to create a random seed. See set_random_seed for
behavior.

Returns: A 3-D tensor of the same type and shape as image.

Raises:

e ValueError: if the shape of image not supported.



../../api_docs/python/constant_op.md#set_random_seed

4.8 IMAGES 307

tf.image.flip left_right (image)

Flip an image horizontally (left to right).

Outputs the contents of image flipped along the second dimension, which is width.
See also reverse ().

Args:
e image: A3-Dtensor of shape [height, width, channels].

Returns: A 3-D tensor of the same type and shape as image.

Raises:

e ValueError: if the shape of image not supported.

tf.image.random_ flip_ left_right (image, seed=None)

Randomly flip an image horizontally (left to right).

With a 1 in 2 chance, outputs the contents of image flipped along the second dimen-
sion, which is width. Otherwise output the image as-is.

Args:
e image: A3-Dtensor of shape [height, width, channels].

¢ seed: A Python integer. Used to create a random seed. See set_random_seed for
behavior.

Returns: A 3-D tensor of the same type and shape as image.

Raises:

* ValueError: if the shape of image not supported.

tf.image.transpose_image (image)

Transpose an image by swapping the first and second dimension.
See also transpose ().
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Args:

* image: 3-D tensor of shape [height, width, channels]

Returns: A 3-D tensor of shape [width, height, channels]

Raises:

e ValueError: if the shape of image not supported.

4.8.6 Image Adjustments

TensorFlow provides functions to adjust images in various ways: brightness, contrast,
hue, and saturation. Each adjustment can be done with predefined parameters or with ran-
dom parameters picked from predefined intervals. Random adjustments are often useful to

expand a training set and reduce overfitting.

tf.image.adjust_brightness (image, delta, min_value=None, max_ value=None)

Adjust the brightness of RGB or Grayscale images.

The value de 1t a is added to all components of the tensor image. image and delta
are cast to f1oat before adding, and the resulting values are clamped to [min_value,
max_value]. Finally, the result is cast back to images.dtype.

Ifmin_value or max_value are not given, they are set to the minimum and maxi-

mum allowed values for image . dt ype respectively.

Args:
* image: Atensor.
¢ delta: Ascalar. Amount to add to the pixel values.
* min_value: Minimum value for output.

* max_value: Maximum value for output.

Returns: A tensor of the same shape and type as image.
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tf.image.random brightness (image, max_delta, seed=None)

Adjust the brightness of images by a random factor.

Equivalent to adjust_brightness () usinga delta randomly picked in the inter-
val [-max_delta, max_delta).

Note that delta is picked as a float. Because for integer type images, the brightness
adjusted result is rounded before casting, integer images may have modifications in the

range [-max_delta, max_delta].

Args:
e image: 3-D tensor of shape [height, width, channels].
e max_delta: float, must be non-negative.

* seed: A Python integer. Used to create a random seed. See set_random_seed for

behavior.

Returns: 3-D tensor of images of shape [height, width, channels]

Raises:

e ValueError: if max_delta is negative.

tf.image.adjust_contrast (images, contrast_factor, min_value=None,

max_value=None)

Adjust contrast of RGB or grayscale images.

images is a tensor of at least 3 dimensions. The last 3 dimensions are interpreted as
[height, width, channels]. The other dimensions only represent a collection of
images, such as [batch, height, width, channels].

Contrast is adjusted independently for each channel of each image.

For each channel, this Op first computes the mean of the image pixels in the channel
and then adjusts each component x of each pixelto (x — mean) * contrast_factor
+ mean.

The adjusted values are then clipped to fit in the [min_value, max_value] in-
terval. If min_value or max_value is not given, it is replaced with the minimum and
maximum values for the data type of images respectively.

The contrast-adjusted image is always computed as f1oat, and it is cast back to its

original type after clipping.
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Args:
* images: Images to adjust. Atleast 3-D.
e contrast_factor: Afloat multiplier for adjusting contrast.
e min_value: Minimum value for clipping the adjusted pixels.

* max_value: Maximum value for clipping the adjusted pixels.

Returns: The constrast-adjusted image or images.

Raises:

* ValueError: if the arguments are invalid.

tf.image.random_contrast (image, lower, upper, seed=None)

Adjust the contrase of an image by a random factor.

Equivalentto adjust_constrast () butusesacontrast_factor randomly picked

in the interval [lower, upper].

Args:
e image: 3-D tensor of shape [height, width, channels].
¢ lower: float. Lower bound for the random contrast factor.
e upper: float. Upper bound for the random contrast factor.

¢ seed: A Python integer. Used to create a random seed. See set_random_seed for

behavior.

Returns: 3-D tensor of shape [height, width, channels].

Raises:

e ValueError:ifupper <= lowerorif lower < 0.
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tf.image.per_image_whitening (image)

Linearly scales image to have zero mean and unit norm.
This op computes (x - mean) / adjusted_stddev,wheremean isthe average
ofall valuesinimage, and ad justed_stddev = max (stddev, 1.0/srgt (image.NumElements ()
stddev is the standard deviation of all values in image. It is capped away from zero
to protect against division by 0 when handling uniform images.
Note that this implementation is limited: * It only whitens based on the statistics of an

individual image. * It does not take into account the covariance structure.

Args:

* image: 3-D tensor of shape [height, width, channels].

Returns: The whitened image with same shape as image.

Raises:

* ValueError: if the shape of ‘image’ is incompatible with this function.



e

312 %% PYTHON API
4.9 Sparse Tensors

Note: Functions taking Tensor arguments can also take anything accepted by t £ . convert_to_tensor.

4.9.1 Contents
Sparse Tensors

¢ Sparse Tensor Representation

* class tf.SparseTensor

e class tf.SparseTensorValue
¢ Sparse to Dense Conversion

e tf.sparse_to_dense (sparse_indices, output_shape, sparse_values,

default_value, name=None)
e tf.sparse_tensor_to_dense (sp_input, default_value, name=None)
e tf.sparse_to_indicator (sp_input, vocab_size, name=None)
e Manipulation
e tf.sparse_concat (concat_dim, sp_inputs, name=None)
e tf.sparse_reorder (sp_input, name=None)
e tf.sparse_retain(sp_input, to_retain)

e tf.sparse_fill_empty_rows (sp_input, default_value, name=None)

4.9.2 Sparse Tensor Representation

Tensorflow supports a SparseTensor representation for data that is sparse in mul-
tiple dimensions. Contrast this representation with IndexedS1ices, which is efficient
for representing tensors that are sparse in their first dimension, and dense along all other

dimensions.
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class tf.SparseTensor

Represents a sparse tensor.

Tensorflow represents a sparse tensor as three separate dense tensors: indices,values,
and dense_shape. In Python, the three tensors are collected into a SparseTensor class
for ease of use. If you have separate indices, values, and dense_shape tensors, wrap
them in a SparseTensor object before passing to the Ops below.

Concretely, the sparse tensor SparseTensor (values, indices, dense_shape)

is
* indices:A2-Dint64 tensor of shape [N, ndims].
* values: A 1-D tensor of any type and shape [N].
e dense_shape: A 1-D int64 tensor of shape [ndims].

where N and ndims are the number of values, and number of dimensions in the SparseTensor
respectively.

The corresponding dense tensor satisfies

[] dense.shape = denseshapedense(tuple(indiceslil)l=valuesli]

By convention, indices should be sorted in row-major order (or equivalently lexi-
graphic order on the tuples indices[1i]). This is not enforced when SparseTensor
objects are constructed, but most Ops assume correct ordering. If the ordering is wrong, it
can be fixed by calling sparse_reorder on the misordered SparseTensor.

Example: The sparse tensor

[] SparseTensor(values=[1, 2], indices=[[0, 0], [1, 2]], shape=[3, 4])

represents the dense tensor

(111,0,0,0][0,0,2,0][0,0, 0, 0]]

tf.SparseTensor.__init__ (indices, wvalues, shape) CreatesaSparseTensor.

Args:
e indices: A2-Dint64 tensor of shape [N, ndims].
e values:A1l-D tensor of any type and shape [N].

¢ dense_shape: A 1-D int64 tensor of shape [ndims].

Returns: A SparseTensor
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tf.SparseTensor.indices Theindicesofnon-zero valuesin the represented dense

tensor.

Returns: A 2-D Tensor of int64 with shape [N, ndims], where N is the number of

non-zero values in the tensor, and ndims is the rank.

tf.SparseTensor.values The non-zero values in the represented dense tensor.

Returns: A 1-D Tensor of any data type.

tf.SparseTensor.dtype The DType ofelements in this tensor.

tf.SparseTensor.shape A 1-D Tensor of int64 representing the shape of the dense

tensor.

tf.SparseTensor.graph The Graph that contains the index, value, and shape ten-

SOTIS.

class tf.SparseTensorValue

SparseTensorValue(indices, values, shape) - - -

tf.SparseTensorValue.indices Alias for field number 0

tf.SparseTensorValue.shape Alias for field number 2

tf.SparseTensorValue.values Alias for field number 1
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4.9.3 Sparse to Dense Conversion

tf.sparse_to_dense (sparse_indices, output_shape, sparse_values,

default_value, name=None)

Converts a sparse representation into a dense tensor.

Builds an array dense with shape output_shape such that

# If sparse_indices is scalar

dense[i] = (i == sparse_indices ? sparse_values : default_value)

# If sparse_indices is a vector, then for each i

dense[sparse_indices[1i]] = sparse_values|[i]

# If sparse_indices is an n by d matrix, then for each i in [0, n)

dense[sparse_indices[1][0], ..., sparse_indices[i][d-1]] = sparse_values][i]

All other valuesin dense aresettodefault_value. If sparse_valuesisascalar,

all sparse indices are set to this single value.

Args:

* sparse_indices: A Tensor. Must be one of the following types: int32, int 64.
0-D,1-D,or2-D. sparse_indices [1] contains the complete indexwhere sparse_values[1]

will be placed.

e output_shape: A Tensor. Must have the same type as sparse_indices. 1-D.

Shape of the dense output tensor.

e sparse_values:ATensor. 1-D. Values corresponding to eachrow of sparse_indices,

or a scalar value to be used for all sparse indices.

e default_value:ATensor. Musthave thesametypeas sparse_values. Scalar

value to set for indices not specified in sparse_indices.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as sparse_values. Dense output tensor

of shape output_shape.
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tf.sparse_tensor_ to_dense(sp_input, default_value, name=None)

Converts a SparseTensor into a dense tensor.

This op is a convenience wrapper around sparse_to_dense for SparseTensors.

For example, if sp_input hasshape [3, 5] and non-empty string values:

[0, 1]: a
[0, 3]: b
[2, 01: ¢

and default_value is x, then the output will be a dense [ 3,

5] string tensor with
values:

[[x a x b x]
[x X X X X]

[c x x x x]]
Args:
* sp_input: Theinput SparseTensor.

e default_value: Scalar value to set for indices not specified in sp_input.

* name: A name prefix for the returned tensors (optional).

Returns: A dense tensor with shape sp__input . shape and values specified by the

non-empty valuesin sp_input. Indicesnotin sp_input areassigneddefault_value.
Raises:

e TypeError: If sp_input isnota SparseTensor.

tf.sparse_to_indicator (sp_input, vocab_size, name=None)

Converts a SparseTensor of ids into a dense bool indicator tensor.

Thelast dimension of sp__input is discarded and replaced with the values of sp__input.

If sp_input.shape = [D0O, D1, ., Dn, K],thenoutput.shape = [DO, DI,

., Dn, vocab_size],where

output [d_0, d_1, ., d_n, sp_input([d_0, d_1, ., d_n, k]] = True

and False elsewhere in output.

For example, if sp_input.shape = [2, 3, 4] with non-empty values:
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[0, 0, 0]: O

[0, 1, 0]: 10
[1, 0, 3]: 103
[1, 1, 2]: 112
[1, 1, 3]: 113
[1, 2, 1]: 121

and vocab_size = 200, then the outputwillbea [2, 3, 200] dense bool ten-

sor with False everywhere except at positions
«, o, o, 0, 1, 10), (1, 0, 103), (1, 1, 112), (1, 1, 113), (1, 2, 121).

This op is useful for converting SparseTensors into dense formats for compatibility
with ops that expect dense tensors.

The input SparseTensor must be in row-major order.

Args:
* sp_input:ASparseTensor oftype int32 or int 64.

e vocab_size: The newsize of thelast dimension, withall (0 <= sp_input.values

< vocab_size).

* name: A name prefix for the returned tensors (optional)

Returns: A dense bool indicator tensor representing the indices with specified value.

Raises:

e TypeError:If sp_input isnotaSparseTensor.

4.9.4 Manipulation

tf.sparse_concat (concat_dim, sp_inputs, name=None)

Concatenates a list of SparseTensor along the specified dimension.

Concatenation is with respect to the dense versions of each sparse input. It is assumed
that each inputs is a SparseTensor whose elements are ordered along increasing dimen-
sion number.

Allinputs’ shapes must match, except for the concat dimension. The indices, values,

and shapes lists must have the same length.
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The output shape is identical to the inputs’, except along the concat dimension, where
it is the sum of the inputs’ sizes along that dimension.

The output elements will be resorted to preserve the sort order along increasing dimen-
sion number.

Thisop runsin O (M log M) time, where M is the total number of non-empty values
across all inputs. This is due to the need for an internal sort in order to concatenate effi-
ciently across an arbitrary dimension.

For example, if concat_dim = 1 and the inputs are

sp_inputs[0]: shape = [2, 3]
[0, 2]: "a"
[1, 0]: "b"
[1, 11: "c"

sp_inputs[1l]: shape = [2, 4]

[ 0 , 1 ] .ongn
[ 0 , 2 ] . Mgm
then the output will be

shape = [2, 7]

[0, 2]: "a"
[0, 4]: "d"
[0, 5]: "e"
[1, 0]: "b"
[1, 11: "c"

Graphically this is equivalent to doing

[ al concat [ de ] = [ a de ]
[bc 1] [ ] [b ¢ ]
Args:

e concat_dim: Dimension to concatenate along.
e sp_inputs: List of SparseTensor to concatenate.

¢ name: A name prefix for the returned tensors (optional).

Returns: A SparseTensor with the concatenated output.
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Raises:

e TypeError: If sp_inputsisnotalistof SparseTensor.

tf.sparse_reorder (sp_input, name=None)

Reorders a SparseTensor into the canonical, row-major ordering.

Note that by convention, all sparse ops preserve the canonical ordering along increas-
ing dimension number. The only time ordering can be violated is during manual manipu-
lation of the indices and values to add entries.

Reordering does not affect the shape of the SparseTensor.

For example, if sp_input has shape [4, 5] and indices/values:

[0, 31: Db
[0, 1]: a
(3, 1]

[2, 0] c

then the output willbe a SparseTensor ofshape [4, 5] and indices/values:

[0, 1]: a
[0, 3]: Db
[2, 0] c
[3, 1]: d
Args:

e sp_input: The input SparseTensor.

* name: A name prefix for the returned tensors (optional)

Returns: A SparseTensor with the same shape and non-empty values, but in

canonical ordering.

Raises:

e TypeError: If sp_inputisnota SparseTensor.
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tf.sparse_retain(sp_input, to_retain)

Retains specified non-empty values within a SparseTensor.

For example, if sp_input hasshape [4, 5] and 4 non-empty string values:

[0, 11: a
[0, 3]1: b
[2, O]
[3, 11: d
and to_retain = [True, False, False, True], then the output will be a

SparseTensor of shape [4, 5] with 2 non-empty values:

[0, 1]: a
[3, 1]: d
Args:

* sp_input: The input SparseTensor with N non-empty elements.

* to_retain: Aboolvector of length N with M true values.

Returns: A SparseTensor with the same shape as the input and M non-empty

elements corresponding to the true positions in to_retain.

Raises:

e TypeError:If sp_input isnotaSparseTensor.

tf.sparse_fill empty_ rows(sp_input, default_value, name=None)

Fills empty rows in the input 2-D SparseTensor with a default value.
This op adds entries with the specified default_value atindex [row, 0] forany
row in the input that does not already have a value.

For example, suppose sp_input hasshape [5, 6] and non-empty values:

[0, 1]: a
[0, 3]1: Db
(2, 0]

[3, 1]1: d

Rows 1 and 4 are empty, so the output will be of shape [5, 6] with values:
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[0, 1]: a
[0, 31: Db
[1, 0]: default_value
[2, 0]: ¢
[3, 11: d

[4, 0]: default_value

Note that the input may have empty columns at the end, with no effect on this op.
The output SparseTensor will be in row-major order and will have the same shape
as the input.

This op also returns an indicator vector such that

empty_row_indicator[i] = True iff row i was an empty row.

Args:
* sp_input: A SparseTensor with shape [N, M].
e default_value: Thevalue to fill for empty rows, with the same type as sp_input .

e name: A name prefix for the returned tensors (optional)

Returns:

e sp_ordered_output: ASparseTensor with shape [N, M], and with all empty

rows filled in with default_value.

e empty_row_indicator: A bool vector of length N indicating whether each input

row was empty.

Raises:

e TypeError: If sp_input isnota SparseTensor.
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4.10 Inputs and Readers

Note: Functions taking Tensor arguments can also take anything accepted by t £ . convert_to_tensor.

4.10.1 Contents

Inputs and Readers

Placeholders

tf.placeholder (dtype, shape=None, name=None)

Readers

class tf.ReaderBase

class tf.TextLineReader

class tf.WholeFileReader

class tf.IdentityReader

class tf.TFRecordReader

class tf.FixedLengthRecordReader

Converting

tf.decode_csv (records, record_defaults, field_delim=None, name=None)
tf.decode_raw (bytes, out_type, little_endian=None, name=None)
Example protocol buffer

tf.parse_example (serialized, names=None, sparse_keys=None, sparse_types=Nc
dense_keys=None, dense_types=None, dense_defaults=None, dense_shapes=None,

name="'ParseExample')

tf.parse_single_example (serialized, names=None, sparse_keys=None,
sparse_types=None, dense_keys=None, dense_types=None, dense_defaults=None,

dense_shapes=None, name='ParseSingleExample')
Queues

class tf.QueueBase

class tf.FIFOQueue

class tf.RandomShuffleQueue
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¢ Dealing with the filesystem

e tf.matching_files (pattern, name=None)

e tf.read_file(filename, name=None)

* Input pipeline

* Beginning of an input pipeline

e tf.train.match_filenames_once (pattern, name=None)

e tf.train.limit_epochs (tensor, num_epochs=None, name=None)

e tf.train.range_input_producer (limit, num_epochs=None, shuffle=True,

seed=None, capacity=32, name=None)

e tf.train.slice_input_producer (tensor_list, num_epochs=None,

shuffle=True, seed=None, capacity=32, name=None)

e tf.train.string_input_producer (string_tensor, num_epochs=None,

shuffle=True, seed=None, capacity=32, name=None)
¢ Batching at the end of an input pipeline

e tf.train.batch(tensor_list, batch_size, num_threads=1l, capacity=32,

enqueue_many=False, shapes=None, name=None)

e tf.train.batch_join(tensor_list_list, batch_size, capacity=32,

enqueue_many=False, shapes=None, name=None)

e tf.train.shuffle_batch(tensor_list, batch_size, capacity, min_after_deqt

num_threads=1, seed=None, enqueue_many=False, shapes=None, name=None)

e tf.train.shuffle_batch_join(tensor_list_list, batch_size, capacity,
min_after_dequeue, seed=None, enqueue_many=False, shapes=None,

name=None)

4.10.2 Placeholders

TensorFlow provides a placeholder operation that must be fed with data on execution.

For more info, see the section on Feeding data.
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tf.placeholder (dtype, shape=None, name=None)

Inserts a placeholder for a tensor that will be always fed.
Important: This tensor will produce an error if evaluated. Its value must be fed using
the feed_dict optionalargumentto Session.run (), Tensor.eval (),orOperation.run ().
For example:
[] x = tf.placeholder(float, shape=(1024, 1024)) y = tf. matmul(x, x)
with tf.Session() as sess: print sess.run(y) ERROR: will fail because x was not fed.

rand,rray=np.random.rand(1024,1024) printsess.run(y, feedgict={x:randgrray)Willsucceed.

Args:
e dtype: The type of elements in the tensor to be fed.

* shape: The shape of the tensor to be fed (optional). If the shape is not specified, you

can feed a tensor of any shape.

e name: A name for the operation (optional).

Returns: A Tensor that may be used as a handle for feeding a value, but not evalu-

ated directly.

4.10.3 Readers

TensorFlow provides a set of Reader classes for reading data formats. For more infor-

mation on inputs and readers, see Reading data.

class tf.ReaderBase

Base class for different Reader types, that produce a record every step.

Conceptually, Readers convert string ‘work units’ into records (key, value pairs). Typi-
cally the ‘work units’ are filenames and the records are extracted from the contents of those
files. We want a single record produced per step, but a work unit can correspond to many
records.

Therefore we introduce some decoupling using a queue. The queue contains the work
units and the Reader dequeues from the queue when it is asked to produce a record (via

Read()) but it has finished the last work unit. - - -

tf.ReaderBase.__init__ (reader_ref, supports_serialize=False) C(re-

ates a new ReaderBase.
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Args:
e reader_ref: The operation that implements the reader.

e supports_serialize: True if the reader implementation can serialize its state.

tf.ReaderBase.num_ records_produced (name=None) Returns the number of
records this reader has produced.

This is the same as the number of Read executions that have succeeded.

Args:

* name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.ReaderBase.num work_units_completed (name=None) Returnsthenum-

ber of work units this reader has finished processing.

Args:

¢ name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.ReaderBase.read (queue, name=None) Returns the next record (key, value
pair) produced by a reader.
Will dequeue a work unit from queue if necessary (e.g. when the Reader needs to start

reading from a new file since it has finished with the previous file).

Args:

* queue: A Queue or a mutable string Tensor representing a handle to a Queue, with

string work items.

¢ name: A name for the operation (optional).
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Returns: A tuple of Tensors (key, value).

* key: Astring scalar Tensor.

e value: A string scalar Tensor.

tf.ReaderBase.reader_ref Op thatimplements the reader.

tf.ReaderBase.reset (name=None) Restore areader to its initial clean state.
Args:
* name: A name for the operation (optional).

Returns: The created Operation.

tf.ReaderBase.restore_state (state, name=None) Restoreareadertoapre-
viously saved state.

Not all Readers support being restored, so this can produce an Unimplemented error.
Args:

* state: Astring Tensor. Result of a SerializeState of a Reader with matching type.

¢ name: A name for the operation (optional).

Returns: The created Operation.

tf.ReaderBase.serialize_state (name=None) Produce astringtensor thaten-
codes the state of a reader.

Not all Readers support being serialized, so this can produce an Unimplemented error.
Args:

e name: A name for the operation (optional).
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Returns: A string Tensor.

tf.ReaderBase.supports_serialize Whether the Reader implementation can

serialize its state.

class tf.TextLineReader

A Reader that outputs the lines of a file delimited by newlines.

Newlines are stripped from the output. See ReaderBase for supported methods. - - -

tf.TextLineReader.__init__ (skip_header_ lines=None, name=None) C(re-

ate a TextLineReader.

Args:

e skip_header_lines: An optional int. Defaults to 0. Number of lines to skip from

the beginning of every file.

¢ name: A name for the operation (optional).

tf.TextLineReader.num_records_produced (name=None) Returnsthe num-

ber of records this reader has produced.

This is the same as the number of Read executions that have succeeded.

Args:

e name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.TextLineReader.num_work_units_completed (name=None) Returnsthe

number of work units this reader has finished processing.

Args:

¢ name: A name for the operation (optional).
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Returns: An int64 Tensor.

tf.TextLineReader.read (queue, name=None) Returns the next record (key,

value pair) produced by a reader.

Will dequeue a work unit from queue if necessary (e.g. when the Reader needs to start

reading from a new file since it has finished with the previous file).

Args:

* queue: A Queue or a mutable string Tensor representing a handle to a Queue, with

string work items.
* name: A name for the operation (optional).
Returns: A tuple of Tensors (key, value).

* key: A string scalar Tensor.

e value: A string scalar Tensor.

tf.TextLineReader.reader_ref Op thatimplements the reader.

tf.TextLineReader.reset (name=None) Restore areader to its initial clean state.

Args:

* name: A name for the operation (optional).

Returns: The created Operation.

tf.TextLineReader.restore state(state, name=None) Restoreareaderto

a previously saved state.

Not all Readers support being restored, so this can produce an Unimplemented error.



4.10 INPUTS AND READERS 329

Args:

* state: A string Tensor. Result of a SerializeState of a Reader with matching type.

* name: A name for the operation (optional).

Returns: The created Operation.

tf.TextLineReader.serialize_state (name=None) Produce a string tensor
that encodes the state of a reader.

Not all Readers support being serialized, so this can produce an Unimplemented error.

Args:

* name: A name for the operation (optional).

Returns: A string Tensor.

tf.TextLineReader.supports_serialize WhethertheReaderimplementation

can serialize its state.

class tf.WholeFileReader

A Reader that outputs the entire contents of a file as a value.
To use, enqueue filenames in a Queue. The output of Read will be a filename (key) and
the contents of that file (value).

See ReaderBase for supported methods. - - -

tf.WholeFileReader._ init__ (name=None) Create a WholeFileReader.

Args:

* name: A name for the operation (optional).




)

330 #%v9% PYTHON API

tf.WholeFileReader.num_ records_produced (name=None) Returnsthenum-
ber of records this reader has produced.

This is the same as the number of Read executions that have succeeded.

Args:

* name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.WholeFileReader.num_work_units_completed (name=None) Returnsthe

number of work units this reader has finished processing.

Args:

* name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.WholeFileReader.read(queue, name=None) Returns the next record (key,
value pair) produced by a reader.
Will dequeue a work unit from queue if necessary (e.g. when the Reader needs to start

reading from a new file since it has finished with the previous file).

Args:

e queue: A Queue or a mutable string Tensor representing a handle to a Queue, with

string work items.

* name: A name for the operation (optional).

Returns: A tuple of Tensors (key, value).

* key: A string scalar Tensor.

* value: A string scalar Tensor.
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tf.WholeFileReader.reader_ref Op thatimplements the reader.

tf.WholeFileReader.reset (name=None) Restoreareader toitsinitial clean state.

Args:

* name: A name for the operation (optional).

Returns: The created Operation.

tf.WholeFileReader.restore state(state, name=None) Restoreareader
to a previously saved state.

Not all Readers support being restored, so this can produce an Unimplemented error.

Args:
* state: Astring Tensor. Result of a SerializeState of a Reader with matching type.

¢ name: A name for the operation (optional).

Returns: The created Operation.

tf.WholeFileReader.serialize_state (name=None) Produce astring tensor
that encodes the state of a reader.

Not all Readers support being serialized, so this can produce an Unimplemented error.

Args:

* name: A name for the operation (optional).

Returns: A string Tensor.

tf.WholeFileReader.supports_serialize Whether the Reader implementa-

tion can serialize its state.




)

332 %wW¥ PYTHON API
class tf.IdentityReader

A Reader that outputs the queued work as both the key and value.

To use, enqueue strings in a Queue. Read will take the front work string and output
(work, work).

See ReaderBase for supported methods. - - -

tf.IdentityReader._ init__ (name=None) Create aIdentityReader.

Args:

* name: A name for the operation (optional).

tf.IdentityReader.num_records_produced (name=None) Returnsthenum-

ber of records this reader has produced.

This is the same as the number of Read executions that have succeeded.

Args:

* name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.IdentityReader.num_work_units_completed (name=None) Returnsthe

number of work units this reader has finished processing.

Args:

e name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.IdentityReader.read(queue, name=None) Returns the next record (key,
value pair) produced by a reader.
Will dequeue a work unit from queue if necessary (e.g. when the Reader needs to start

reading from a new file since it has finished with the previous file).
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Args:

* queue: A Queue or a mutable string Tensor representing a handle to a Queue, with

string work items.

e name: A name for the operation (optional).

Returns: A tuple of Tensors (key, value).

* key: A string scalar Tensor.

* value: A string scalar Tensor.

tf.IdentityReader.reader_ref Op thatimplements the reader.

tf.IdentityReader.reset (name=None) Restore areader to its initial clean state.

Args:

* name: A name for the operation (optional).

Returns: The created Operation.

tf.IdentityReader.restore_state(state, name=None) Restoreareaderto
a previously saved state.

Not all Readers support being restored, so this can produce an Unimplemented error.

Args:
* state: A string Tensor. Result of a SerializeState of a Reader with matching type.

¢ name: A name for the operation (optional).

Returns: The created Operation.
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tf.IdentityReader.serialize_state (name=None) Produce a string tensor
that encodes the state of a reader.

Not all Readers support being serialized, so this can produce an Unimplemented error.

Args:

* name: A name for the operation (optional).

Returns: A string Tensor.

tf.IdentityReader.supports_serialize Whetherthe Readerimplementation

can serialize its state.

class tf.TFRecordReader

A Reader that outputs the records from a TFRecords file.

See ReaderBase for supported methods. - - -

tf.TFRecordReader._ init_ (name=None) Create a TFRecordReader.

Args:

¢ name: A name for the operation (optional).

tf.TFRecordReader.num_records_produced (name=None) Returnsthe num-
ber of records this reader has produced.

This is the same as the number of Read executions that have succeeded.

Args:

* name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.TFRecordReader.num_work_units_completed (name=None) Returnsthe

number of work units this reader has finished processing.



4.10 INPUTS AND READERS 335

Args:

* name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.TFRecordReader.read (queue, name=None) Returns the next record (key,

value pair) produced by a reader.

Will dequeue a work unit from queue if necessary (e.g. when the Reader needs to start

reading from a new file since it has finished with the previous file).

Args:

* queue: A Queue or a mutable string Tensor representing a handle to a Queue, with

string work items.

* name: A name for the operation (optional).

Returns: A tuple of Tensors (key, value).
* key: A string scalar Tensor.

* value: A string scalar Tensor.

tf.TFRecordReader.reader_ref Op thatimplements the reader.

tf.TFRecordReader.reset (name=None) Restore areader to its initial clean state.

Args:

¢ name: A name for the operation (optional).

Returns: The created Operation.

tf.TFRecordReader.restore_state(state, name=None) Restoreareaderto

a previously saved state.

Not all Readers support being restored, so this can produce an Unimplemented error.
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Args:
* state: A string Tensor. Result of a SerializeState of a Reader with matching type.

e name: A name for the operation (optional).

Returns: The created Operation.

tf.TFRecordReader.serialize_state (name=None) Produce a string tensor
that encodes the state of a reader.

Not all Readers support being serialized, so this can produce an Unimplemented error.

Args:

* name: A name for the operation (optional).

Returns: A string Tensor.

tf.TFRecordReader.supports_serialize Whetherthe Readerimplementation

can serialize its state.

class tf.FixedLengthRecordReader
A Reader that outputs fixed-length records from a file.

See ReaderBase for supported methods. - - -

tf.FixedLengthRecordReader.__init__ (record bytes, header_bytes=None,

footer_bytes=None, name=None) Create a FixedLengthRecordReader.

Args:
e record_bytes: Anint.
* header_bytes: An optional int. Defaults to 0.
e footer_bytes: An optional int. Defaults to 0.

* name: A name for the operation (optional).
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tf.FixedLengthRecordReader.num_records_produced (name=None) Returns
the number of records this reader has produced.

This is the same as the number of Read executions that have succeeded.

Args:

* name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.FixedLengthRecordReader.num_work_ units_completed(name=None) Re-

turns the number of work units this reader has finished processing.

Args:

* name: A name for the operation (optional).

Returns: An int64 Tensor.

tf.FixedLengthRecordReader.read (queue, name=None) Returns the next
record (key, value pair) produced by a reader.
Will dequeue a work unit from queue if necessary (e.g. when the Reader needs to start

reading from a new file since it has finished with the previous file).

Args:

e queue: A Queue or a mutable string Tensor representing a handle to a Queue, with

string work items.

* name: A name for the operation (optional).

Returns: A tuple of Tensors (key, value).

* key: A string scalar Tensor.

* value: A string scalar Tensor.
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tf.FixedLengthRecordReader.reader_ref Op thatimplements the reader.

tf.FixedLengthRecordReader.reset (name=None) Restore areader to its ini-

tial clean state.

Args:

e name: A name for the operation (optional).

Returns: The created Operation.

tf.FixedLengthRecordReader.restore_state(state, name=None) Restore
areader to a previously saved state.

Not all Readers support being restored, so this can produce an Unimplemented error.

Args:
* state: Astring Tensor. Result of a SerializeState of a Reader with matching type.

* name: A name for the operation (optional).

Returns: The created Operation.

tf.FixedLengthRecordReader.serialize_state (name=None) Produceastring
tensor that encodes the state of a reader.

Not all Readers support being serialized, so this can produce an Unimplemented error.

Args:

* name: A name for the operation (optional).

Returns: A string Tensor.

tf.FixedLengthRecordReader. supports_serialize Whetherthe Readerim-

plementation can serialize its state.
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4.10.4 Converting

TensorFlow provides several operations that you can use to convert various data for-

mats into tensors.

tf.decode_csv(records, record defaults, field delim=None, name=None)

Convert CSV records to tensors. Each column maps to one tensor.
RFC 4180 format is expected for the CSV records. (https://tools.ietf.org/html/rfc4180)

Note that we allow leading and trailing spaces with int or float field.

Args:

* records: ATensor of type st ring. Each string is a record/row in the csv and all

records should have the same format.

e record_defaults: Alist of Tensor objects with types from: f1oat32, int32,
int64, string. One tensor per column of the input record, with either a scalar

default value for that column or empty if the column is required.

e field_delim: An optional st ring. Defaults to ", ". delimiter to separate fields

in a record.

* name: A name for the operation (optional).

Returns: Alist of Tensor objects. Has the same type as record_defaults. Each

tensor will have the same shape as records.

tf.decode_raw(bytes, out_type, little_endian=None, name=None)

Reinterpret the bytes of a string as a vector of numbers.

Args:
e bytes: ATensor of type st ring. All the elements must have the same length.

e out_type:Atf.DTypefrom:tf.float32, tf.float64, tf.int32, tf.uints,
tf.intl6, tf.int8, tf.inté64.

e little_endian: Anoptional bool. Defaults to True. Whether the input bytes are

in little-endian order. Ignored for out_types that are stored in a single byte like uint8.

¢ name: A name for the operation (optional).
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Returns: A Tensor oftype out_type. A Tensor with one more dimension than the
input bytes. The added dimension will have size equal to the length of the elements of bytes
divided by the number of bytes to represent out_type.

Example protocol buffer

TensorFlow’s recommended format for training examples is serialized Example pro-

tocol buffers, described here. They contain Features, described here.

tf.parse_example (serialized, names=None, sparse_keys=None, sparse_types=None,
dense_keys=None, dense_types=None, dense_defaults=None, dense_shapes=None,

name='ParseExample')

Parses Example protos.

Parses a number of serialized [Example] (https://tensorflow.googlesource.com/tensorflow/+/master/tensor
protos givenin serialized.

names may contain descriptive names for the corresponding serialized protos. These
may be useful for debugging purposes, but they have no effect on the output. If not None,
names must be the same length as serialized.

This op parses serialized examples into a dictionary mapping keys to Tensor and
SparseTensor objects respectively, depending on whether the keys appearin sparse_keys
ordense_keys.

Thekey dense_keys[j] ismappedtoaTensor of type dense_types|[j] and of
shape (serialized.size(),) + dense_shapesI[j].

dense_defaults provides defaults for values referenced using dense_keys. Ifa
key is not present in this dictionary, the corresponding dense Feature is required in all
elements of serialized.

dense_shapes [ j] provides the shape of each Feature entryreferenced by dense_keys[J].
The number of elements in the Feature corresponding to dense_key [ j] must always
havenp.prod (dense_shapes|[j]) entries. Thereturned Tensor fordense_key [ 7]
hasshape [N] + dense_shape[j],whereNisthenumberof Examplesinserialized.

Thekey sparse_keys|[j] ismappedtoaSparseTensor oftype sparse_types[J].
The SparseTensor represents a ragged matrix. Its indices are [batch, index] where
batch is the batch entry the value is from, and index is the value’s index in the list of
values associated with that feature and example.

Examples:
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For example, if one expects a t£.float32 sparse feature £t and three serialized

Examples are provided:

serialized = [

features:

{ feature: [ key: { "ft" value: float_list: { value:

features:
{ feature: [] },

features:

{ feature: [ key: { "ft" value: float_list: { value:

then the output will look like:

{"ft": SparseTensor(indices=[[0, O], [0, 11, [2, 011,
values=[1.0, 2.0, 3.07,
shape=(3, 2)) 1}

Given two Example input protosin serialized

features: {
feature: { key: "kw" value: { bytes_list: { value:
feature: { key: "gps" wvalue: { float_list: { value:
by
features: {
feature: { key: "kw" value: { bytes_list: { value:
feature: { key: "dank" wvalue: { int64_list: { value

feature: { key: "gps" value: { } }

And arguments

names: ["inputO", "inputl"],
sparse_keys: ["kw", "dank", "gps"]

sparse_types: [DT_STRING, DT_INT64, DT_FLOAT]

Then the output is a dictionary:
(] { "kw": SparseTensor( indices=[[0, 0], [0, 1], [1, 0]], values=["knit", "big

[
(

[

n n
’

[1.0,

[3.0]

"knit"
Iy}

emmy"]

2.

4

}

0] 1}

"big"

shape=[2, 2]), "dank": SparseTensor(indices=[[1, 0]], values=[42], shape=[2, 1]), "gps": SparseTen-

sor( indices=[], values=[], shape=[2, 0]), }

For dense results in two serialized Examples:

}

]

]

}

Hy

}
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features: {

feature: { key: "age" value: { int64_list:

)

{ value: [

feature: { key: "gender" value: { bytes_list: { value:

by
features: {

feature: { key: "age" wvalue: { int64_list:

{ value: []

feature: { key: "gender" value: { bytes_list: { value:

We can use arguments:

names: ["inputO", "inputl"],

dense_keys: np.array(["age", "gender"l]),
dense_types: [tf.int64, tf.string],
dense_defaults: {

"age": -1 # "age" defaults to -1 if missing

# "gender" has no specified default so it’s required

}

dense_shapes: [(1,), (1,)]1, # age, gender, label, weight

And the expected output is:
(1 { "age": [[0], [-11], "gender": [["f"], ["f"]], }

Args:

* serialized: Alist of strings, a batch of binary serialized Example protos.

* names: Alist of strings, the names of the serialized protos.

0

[

}
[

]
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}
"f"

bl
llf"

* sparse_keys: A list of string keys in the examples’ features. The results for these

keys will be returned as SparseTensor objects.

* sparse_types:Alistof DTypes ofthe samelengthas sparse_keys.Onlytf.float32

(FloatList), tf.int64 (Int64List),andtf.string (BytesList) are sup-

ported.

* dense_keys: Alist of string keys in the examples’ features. The results for these keys

will be returned as Tensors

}

]

]

* dense_types: Alistof DTypes of the samelengthas dense_keys.Onlytf.float32

(FloatList), tf.int64 (Int64List),andtf.string (BytesList) are sup-

ported.

}

}

}

}
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* dense_defaults: A dict mapping string keys to Tensors. The keys of the dict

must match the dense_keys of the feature.

e dense_shapes: A list of tuples with the same length as dense_keys. The shape

of the data for each dense feature referenced by dense_keys.

e name: A name for this operation (optional).

Returns: A dict mappingkeysto Tensorsand SparseTensors.

Raises:

e ValueError: If sparse and dense key sets intersect, or input lengths do not match

up.

tf.parse_single_example (serialized, names=None, sparse_keys=None,
sparse_types=None, dense_keys=None, dense_types=None, dense_defaults=None,

dense_shapes=None, name='ParseSingleExample')

Parses a single Examp1e proto.

Similar to parse_example, except:

For dense tensors, the returned Tensor isidentical to the output of parse_example,
except there is no batch dimension, the output shape is the same as the shape given in
dense_shape.

For SparseTensors, the first (batch) column of the indices matrix is removed (the
indices matrix is a column vector), the values vector is unchanged, and the first (batch_size)
entry of the shape vector is removed (it is now a single element vector).

See also parse_example.

Args:

* serialized: Ascalar string, a single serialized Example. See parse_example docu-

mentation for more details.

* names: (Optional) A scalar string, the associated name. See parse_example docu-

mentation for more details.
* sparse_keys: See parse_example documentation for more details.
* sparse_types: See parse_example documentation for more details.

e dense_keys: See parse_example documentation for more details.
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* dense_types: See parse_example documentation for more details.
e dense_defaults: See parse_example documentation for more details.
e dense_shapes: See parse_example documentation for more details.

* name: A name for this operation (optional).

Returns: A dictionary mapping keys to Tensors and SparseTensors.

Raises:

e ValueError: if “scalar” or “names” have known shapes, and are not scalars.

4.10.5 Queues

TensorFlow provides several implementations of ‘Queues’, which are structures within
the TensorFlow computation graph to stage pipelines of tensors together. The following
describe the basic Queue interface and some implementations. To see an example use, see

Threading and Queues.

class tf.QueueBase

Base class for queue implementations.

A queue is a TensorFlow data structure that stores tensors across multiple steps, and
exposes operations that enqueue and dequeue tensors.

Each queue element is a tuple of one or more tensors, where each tuple component has
a static dtype, and may have a static shape. The queue implementations support versions
of enqueue and dequeue that handle single elements, versions that support enqueuing and
dequeuing a batch of elements at once.

Seet f .FIFOQueueandtf.RandomShuffleQueue for concreteimplementations

of this class, and instructions on how to create them.

tf.QueueBase.enqueue (vals, name=None) Enqueuesoneelement to thisqueue.
If the queue is full when this operation executes, it will block until the element has been

enqueued.
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Args:
* vals: The tuple of Tensor objects to be enqueued.

¢ name: A name for the operation (optional).

Returns: The operation that enqueues a new tuple of tensors to the queue.

tf.QueueBase.enqueue_many (vals, name=None) Enqueues zero or elements

to this queue.

This operation slices each component tensor along the Oth dimension to make multiple
queue elements. All of the tensors in vals must have the same size in the 0th dimension.

If the queue is full when this operation executes, it will block until all of the elements

have been enqueued.

Args:
* vals: The tensor or tuple of tensors from which the queue elements are taken.

¢ name: A name for the operation (optional).

Returns: The operation that enqueues a batch of tuples of tensors to the queue.

tf.QueueBase.dequeue (name=None) Dequeues one element from this queue.

If the queue is empty when this operation executes, it will block until there is an ele-

ment to dequeue.

Args:

¢ name: A name for the operation (optional).

Returns: The tuple of tensors that was dequeued.
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tf.QueueBase.dequeue_many (n, name=None) Dequeuesand concatenatesn el-
ements from this queue.

This operation concatenates queue-element component tensors along the Oth dimen-
sion to make a single component tensor. All of the components in the dequeued tuple will
have size n in the 0th dimension.

If the queue contains fewer than n elements when this operation executes, it will block

until n elements have been dequeued.

Args:
* n: Ascalar Tensor containing the number of elements to dequeue.

¢ name: A name for the operation (optional).

Returns: The tuple of concatenated tensors that was dequeued.

tf.QueueBase.size (name=None) Compute the number of elements in this queue.

Args:

e name: A name for the operation (optional).

Returns: A scalar tensor containing the number of elements in this queue.

tf.QueueBase.close (cancel_pending enqueues=False, name=None) Closes
this queue.

This operation signals that no more elements will be enqueued in the given queue.
Subsequent enqueue and enqueue_many operations will fail. Subsequent dequeue and
dequeue_many operations will continue to succeed if sufficient elements remain in the
queue. Subsequent dequeue and dequeue_many operations that would block will fail
immediately.

Ifcancel_pending_enqueuesis True, all pending requests will also be cancelled.

Args:

* cancel_pending_enqueues: (Optional.) A boolean, defaulting to False (de-

scribed above).

e name: A name for the operation (optional).
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Returns: The operation that closes the queue.

Other Methods

tf.QueueBase.__init__ (dtypes, shapes, queue_ref) Constructsaqueue

object from a queue reference.

Args:

e dtypes: A list of types. The length of dtypes must equal the number of tensors in

each element.

* shapes: Constraints on the shapes of tensors in an element: A list of shape tuples
or None. This list is the same length as dtypes. If the shape of any tensors in the
element are constrained, all must be; shapes can be None if the shapes should not be

constrained.

e queue_ref: The queue reference, i.e. the output of the queue op.

tf.QueueBase.dtypes The list of dtypes for each component of a queue element.

tf.QueueBase.name The name of the underlying queue.

tf.QueueBase.queue_ref The underlying queue reference.

class tf.FIFOQueue

A queue implementation that dequeues elements in first-in-first out order.

See t £ . QueueBase for a description of the methods on this class.
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tf.FIFOQueue.__init__ (capacity, dtypes, shapes=None, shared name=None,
name='fifo_queue') Creates a queue that dequeues elements in a first-in first-out
order.

A FIFOQueue has bounded capacity; supports multiple concurrent producers and
consumers; and provides exactly-once delivery.

AFIFOQueue holdsalistofupto capacity elements. Each elementis a fixed-length
tuple of tensors whose dtypes are described by dt ypes, and whose shapes are optionally
described by the shapes argument.

If the shapes argument is specified, each component of a queue element must have
the respective fixed shape. If it is unspecified, different queue elements may have different

shapes, but the use of dequeue_many is disallowed.

Args:

* capacity: An integer. The upper bound on the number of elements that may be

stored in this queue.

e dtypes: Alist of DType objects. The length of dt ypes must equal the number of

tensors in each queue element.

e shapes: (Optional.) A list of fully-defined TensorShape objects, with the same
length as dt ypes or None.

e shared_name: (Optional.) If non-empty, this queue will be shared under the given

name across multiple sessions.

* name: Optional name for the queue operation.

class tf.RandomShuffleQueue

A queue implementation that dequeues elements in a random order.

See t £ . QueueBase for a description of the methods on this class.

tf.RandomShuffleQueue.__init__ (capacity, min_after_ dequeue, dtypes,
shapes=None, seed=None, shared name=None, name='random_shuffle_queue')
Create a queue that dequeues elements in a random order.
ARandomShuf fleQueue has bounded capacity; supports multiple concurrent pro-

ducers and consumers; and provides exactly-once delivery.
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ARandomShuffleQueue holds alist of up to capacity elements. Each element is
a fixed-length tuple of tensors whose dtypes are described by dt ypes, and whose shapes
are optionally described by the shapes argument.

If the shapes argument is specified, each component of a queue element must have
the respective fixed shape. If it is unspecified, different queue elements may have different
shapes, but the use of dequeue_many is disallowed.

The min_after_dequeue argument allows the caller to specify a minimum num-
ber of elements that will remain in the queue after a dequeue or dequeue_many opera-
tion completes, to ensure a minimum level of mixing of elements. This invariant is main-
tained by blocking those operations until sufficient elements have been enqueued. The

min_after_dequeue argument is ignored after the queue has been closed.

Args:

* capacity: An integer. The upper bound on the number of elements that may be

stored in this queue.
* min_after_dequeue: An integer (described above).

e dtypes: Alist of DType objects. The length of dt ypes must equal the number of

tensors in each queue element.

e shapes: (Optional.) A list of fully-defined TensorShape objects, with the same
length as dt ypes or None.

* seed: A Python integer. Used to create a random seed. See set_random_seed for

behavior.

* shared_name: (Optional.) If non-empty, this queue will be shared under the given

name across multiple sessions.

¢ name: Optional name for the queue operation.

4.10.6 Dealing with the filesystem

tf.matching files (pattern, name=None)

Returns the set of files matching a pattern.
Note that this routine only supports wildcard characters in the basename portion of

the pattern, not in the directory portion.


../../api_docs/python/constant_op.md#set_random_seed

)

350 %wW¥ PYTHON API
Args:
e pattern: ATensor of type st ring. A (scalar) shell wildcard pattern.

e name: A name for the operation (optional).

Returns: A Tensor of type st ring. A vector of matching filenames.

tf.read file(filename, name=None)

Reads and outputs the entire contents of the input filename.
Args:
e filename: A Tensor oftype string.

* name: A name for the operation (optional).
Returns: A Tensor oftype string.

4.10.7 Input pipeline

TensorFlow functions for setting up an input-prefetching pipeline. Please see the read-

ing data how-to for context.

Beginning of an input pipeline

The “producer” functions add a queue to the graph and a corresponding QueueRunner
for running the subgraph that fills that queue.

tf.train.match_filenames_once (pattern, name=None)
Save the list of files matching pattern, so it is only computed once.
Args:
* pattern: Afile pattern (glob).

* name: A name for the operations (optional).

Returns: A variable that is initialized to the list of files matching pattern.
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tf.train.limit_epochs (tensor, num_epochs=None, name=None)

Returns tensor num_epochs times and then raises an OutOfRange error.

Args:
* tensor: Any Tensor.

* num_epochs: An integer (optional). If specified, limits the number of steps the out-

put tensor may be evaluated.

* name: A name for the operations (optional).

Returns: tensor or OutOfRange.

tf.train.range_input_producer (limit, num_epochs=None, shuffle=True,

seed=None, capacity=32, name=None)

Produces the integers from 0 to limit-1 in a queue.

Args:
e 1imit: Anint32 scalar tensor.

e num_epochs: An integer (optional). If specified, range_input_producer pro-
duces each integer num_epochs times before generating an OutOfRange error. If
not specified, range_input_producer can cycle through the integers an unlim-

ited number of times.
e shuffle: Boolean. If true, the integers are randomly shuffled within each epoch.
¢ seed: An integer (optional). Seed used if shuffle == True.
* capacity: Aninteger. Sets the queue capacity.

¢ name: A name for the operations (optional).

Returns: A Queue with the output integers. A QueueRunner for the Queue is added
to the current Graph’'s QUEUE_RUNNER collection.




)

352 #%v9% PYTHON API

tf.train.slice_input_producer (tensor_list, num_epochs=None, shuffle=True,

seed=None, capacity=32, name=None)

Produces a slice of each Tensor in tensor_list.
Implemented using a Queue — a QueueRunner for the Queue is added to the current
Graph’s QUEUE_RUNNER collection.

Args:

* tensor_1list: Alist of Tensors. Every Tensor in tensor_list must have the same size

in the first dimension.

e num_epochs: An integer (optional). If specified, slice_input_producer pro-
duces each slice num_epochs times before generating an OutOfRange error. If not
specified, sl1ice_input_producer can cycle through the slices an unlimited num-

ber of times.
¢ seed: An integer (optional). Seed used if shuffle == True.
* capacity: Aninteger. Sets the queue capacity.
* name: A name for the operations (optional).
Returns: A list of tensors, one for each element of tensor_list. If the tensor in ten-

sor_list has shape [N, a, b, .., z], then the corresponding output tensor will have shape [a, b,

.o Z].

tf.train.string input_producer (string_tensor, num_epochs=None, shuffle=True,

seed=None, capacity=32, name=None)

Output strings (e.g. filenames) to a queue for an input pipeline.

Args:
* string_tensor: A 1-D string tensor with the strings to produce.

* num_epochs: Aninteger (optional). If specified, st ring_input_producer pro-
duces each string from st ring_tensor num_epochs times before generating an
OutOfRange error. If not specified, string_input_producer can cycle through

the strings in st ring_tensor an unlimited number of times.

e shuffle: Boolean. If true, the strings are randomly shuffled within each epoch.
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* seed: Aninteger (optional). Seed used if shuffle == True.
* capacity: Aninteger. Sets the queue capacity.

¢ name: A name for the operations (optional).

Returns: A queue with the output strings. A QueueRunner for the Queue is added to
the current Graph’s QUEUE_RUNNER collection.

Batching at the end of an input pipeline

These functions add a queue to the graph to assemble a batch of examples, with possi-
ble shuffling. They also add a QueueRunner for running the subgraph that fills that queue.

Use batch or batch_join for batching examples that have already been well shuffled.
Use shuffle_batch or shuffle_batch_join for examples that would benefit from additional
shuffling.

Use batch or shuffle_batch if you want a single thread producing examples to batch,
or if you have a single subgraph producing examples but you want to run it in N threads
(where you increase N until it can keep the queue full). Use batch_join or shuffle_batch_join
if you have N different subgraphs producing examples to batch and you want them run by
N threads.

tf.train.batch(tensor_list, batch_size, num_threads=1, capacity=32,

enqueue_many=False, shapes=None, name=None)

Creates batches of tensorsin tensor_list.

This function is implemented using a queue. A QueueRunner for the queue is added
to the current Graph’s QUEUE_RUNNER collection.

If enqueue_many is False, tensor_list is assumed to represent a single ex-
ample. An input tensor with shape [x, vy, z] will be output as a tensor with shape
[batch_size, x, vy, z].

If enqueue_manyis True, tensor_list isassumed to represent a batch of exam-
ples, where the first dimension is indexed by example, and all members of tensor_1ist
should have the same size in the first dimension. If an input tensor has shape [, x, vy,
z ], the output will have shape [batch_size, x, y, z]. The capacity argument

controls the how long the prefetching is allowed to grow the queues.

Args:

e tensor_1list: The list of tensors to enqueue.
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* batch_size: The new batch size pulled from the queue.

e num_threads: The number of threads enqueuing tensor_1list.

* capacity: Aninteger. The maximum number of elements in the queue.

* enqueue_many: Whether each tensor in tensor_11st is a single example.

¢ shapes: (Optional) The shapes for each example. Defaults to the inferred shapes for

tensor_list.

e name: (Optional) A name for the operations.

Returns: A list of tensors with the same number and types as tensor_list.

tf.train.batch_join(tensor_list_list, batch_size, capacity=32, enqueue_many=Fa

shapes=None, name=None)

Runs a list of tensors to fill a queue to create batches of examples.
Enqueues a different list of tensors in different threads. Implemented using a queue —a
QueueRunner for the queue is added to the current Graph’s QUEUE_RUNNER collection.
len(tensor_list_list) threads will be started, with thread i enqueuing the
tensorsfromtensor_list_list[i].tensor_list_list[il] [j] mustmatchtensor_list_list/[:
in type and shape, except in the first dimension if enqueue_many is true.
If enqueue_many is False, each tensor_list_list[i] is assumed to repre-
sent a single example. An input tensor x will be output as a tensor with shape [batch_size]
+ x.shape.
Ifenqueue_manyis True,tensor_list_list [i] isassumed torepresentabatch
of examples, where the first dimension is indexed by example, and all membersof tensor_list_list [1i]
should have the same size in the first dimension. The slices of any input tensor x are treated
as examples, and the output tensors will have shape [batch_size] + x.shapell:].
The capacity argument controls the how long the prefetching is allowed to grow the

queues.

Args:
e tensor_list_list:Alistoftuples of tensors to enqueue.
* batch_size: An integer. The new batch size pulled from the queue.

* capacity: Aninteger. The maximum number of elements in the queue.
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* enqueue_many: Whether each tensorin tensor_list_1ist isasingle example.

¢ shapes: (Optional) The shapes for each example. Defaults to the inferred shapes for

tensor_list_list[i].

e name: (Optional) A name for the operations.

Returns: Alist of tensors with the same number and typesastensor_list_list[i].

tf.train.shuffle batch(tensor_list, batch_size, capacity, min_after_ dequeue,

num_threads=1, seed=None, enqueue_many=False, shapes=None, name=None)

Creates batches by randomly shuffling tensors.

This function adds the following to the current Graph:

* A shuffling queue into which tensors from tensor_1ist are enqueued.
* A dequeue_many operation to create batches from the queue.

* AQueueRunner to QUEUE_RUNNER collection, to enqueue the tensors from tensor_list.

If enqueue_many is False, tensor_list is assumed to represent a single ex-
ample. An input tensor with shape [x, vy, z] will be output as a tensor with shape
[batch_size, x, vy, z].

If enqueue_many is True, tensor_11ist is assumed to represent a batch of exam-
ples, where the first dimension is indexed by example, and all members of tensor_1list
should have the same size in the first dimension. If an input tensor has shape [*, x, vy,
z ], the output will have shape [batch_size, x, y, z].

The capacity argument controls the how long the prefetching is allowed to grow the
queues.

For example:

[l Creates batches of 32 images and 32 labels. imagepatch, labelyatch=tf.train.shuf fleyatch([single

Args:
e tensor_11ist: Thelist of tensors to enqueue.
* batch_size: The new batch size pulled from the queue.

* capacity: Aninteger. The maximum number of elements in the queue.
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* min_after_dequeue: Minimum number elements in the queue after a dequeue,

used to ensure a level of mixing of elements.
* num_threads: The number of threads enqueuing tensor_1list.
* seed: Seed for the random shuffling within the queue.
* enqueue_many: Whether each tensorin tensor_11st is a single example.

e shapes: (Optional) The shapes for each example. Defaults to the inferred shapes for

tensor_list.

e name: (Optional) A name for the operations.

Returns: A list of tensors with the same number and types as tensor_1ist.

tf.train.shuffle _batch_join(tensor_ list_list, batch_size, capacity,

min_after_ dequeue, seed=None, enqueue_many=False, shapes=None, name=None)

Create batches by randomly shuffling tensors.
This version enqueues a different list of tensors in different threads. It adds the follow-

ing to the current Graph:

¢ A shuffling queue into which tensors from tensor_1list_11ist are enqueued.
* A dequeue_many operation to create batches from the queue.

* AQueueRunner to QUEUE_RUNNER collection, to enqueue the tensors fromtensor_list_list.

len(tensor_list_1list) threads will be started, with thread i enqueuing the
tensorsfromtensor_list_list([i].tensor_list_list([il] [j] mustmatchtensor_list_list/[:
in type and shape, except in the first dimension if enqueue_many is true.

If enqueue_many is False, each tensor_list_list[i] is assumed to repre-
sent a single example. An input tensor with shape [x, y, =z] will be output as a tensor
with shape [batch_size, x, vy, z].

Ifenqueue_manyis True,tensor_list_list [1] isassumed torepresentabatch
of examples, where the first dimension is indexed by example, and all membersof tensor_list_list [1i]
should have the same size in the first dimension. If an input tensor has shape [, x, vy,
z ], the output will have shape [batch_size, x, y, z].

The capacity argument controls the how long the prefetching is allowed to grow the

queues.
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Args:
e tensor_list_1ist: Alistof tuples of tensors to enqueue.
* batch_size: An integer. The new batch size pulled from the queue.
e capacity: Aninteger. The maximum number of elements in the queue.

* min_after_dequeue: Minimum number elements in the queue after a dequeue,

used to ensure a level of mixing of elements.
¢ seed: Seed for the random shuffling within the queue.
* enqueue_many: Whether each tensorin tensor_list_1ist isasingle example.

¢ shapes: (Optional) The shapes for each example. Defaults to the inferred shapes for

tensor_list_list[i].

¢ name: (Optional) A name for the operations.

Returns: Alist of tensors with the same number and typesastensor_list_list[i].
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4.11 DatalO (Python functions)

4.11.1 Contents
Data IO (Python functions)
¢ Data IO (Python Functions)
e class tf.python_io.TFRecordWriter
e tf.python_io.tf_record_iterator (path)

¢ TFRecords Format Details

4.11.2 DatalIO (Python Functions)

A TFRecords file represents a sequence of (binary) strings. The format is not random
access, so it is suitable for streaming large amounts of data but not suitable if fast sharding

or other non-sequential access is desired.

class tf.python_io.TFRecordWriter

A class to write records to a TFRecords file.
This class implements __enter__and__exit__, and can be used in with blocks

like a normal file.

tf.python_io.TFRecordWriter.__init__ (path) Opensfile path and creates

a TFRecordWriter writing to it.

Args:

¢ path: The path to the TFRecords file.

Raises:

e IOError: If path cannot be opened for writing.

tf.python_io.TFRecordWriter.write (record) Writeastringrecord to thefile.
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Args:

® record: str

tf.python_io.TFRecordWriter.close () Close thefile.

tf.python_io.tf record_ iterator (path)

An iterator that read the records from a TFRecords file.

Args:

¢ path: The path to the TFRecords file.

Yields: Strings.

Raises:

e IOError: If path cannot be opened for reading.

TFRecords Format Details

A TFRecords file contains a sequence of strings with CRC hashes. Each record has the

format

uint64 length
uint32 masked_crc32_of_length
byte data[length]

uint32 masked_crc32_of_data

and the records are concatenated together to produce the file. The CRC32s are de-

scribed here, and the mask of a CRC is

masked_crc = ((crc >> 15) | (crc << 17)) + 0xa282ead8ul
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4.12 Neural Network

Note: Functions taking Tensor arguments can also take anything accepted by t £ . convert_to_tensor.

4.12.1 Contents
Neural Network

¢ Activation Functions

e tf.nn.relu(features, name=None)

e tf.nn.relu6 (features, name=None)

e tf.nn.softplus (features, name=None)

e tf.nn.dropout (x, keep_prob, noise_shape=None, seed=None, name=None)
e tf.nn.bias_add(value, bias, name=None)

e tf.sigmoid (x, name=None)

e tf.tanh (x, name=None)

¢ Convolution

e tf.nn.conv2d(input, filter, strides, padding, use_cudnn_on_gpu=None,

name=None)
e tf.nn.depthwise_conv2d(input, filter, strides, padding, name=None)

e tf.nn.separable_conv2d (input, depthwise_filter, pointwise_filter,

strides, padding, name=None)
¢ Pooling
e tf.nn.avg_pool (value, ksize, strides, padding, name=None)
e tf.nn.max_pool (value, ksize, strides, padding, name=None)

e tf.nn.max_pool_with_argmax (input, ksize, strides, padding, Targmax=None,

name=None)
¢ Normalization
e tf.nn.12 normalize(x, dim, epsilon=le-12, name=None)

e tf.nn.local_response_normalization (input, depth_radius=None,

bias=None, alpha=None, beta=None, name=None)
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tf.nn.moments (x, axes, name=None)

Losses

tf.nn.12_loss(t, name=None)

Classification

tf.nn.sigmoid_cross_entropy_with_logits(logits, targets, name=None)
tf.nn.softmax (logits, name=None)
tf.nn.softmax_cross_entropy_with_logits(logits, labels, name=None)
Embeddings

tf.nn.embedding_lookup (params, ids, name=None)

Evaluation

tf.nn.top_k (input, k, name=None)

tf.nn.in_top_k (predictions, targets, k, name=None)

Candidate Sampling

Sampled Loss Functions

tf.nn.nce_loss (weights, biases, inputs, labels, num_sampled,
num_classes, num_true=1, sampled_values=None, remove_accidental_hits=Fal

name='nce_loss')

tf.nn.sampled_softmax_loss (weights, biases, inputs, labels,
num_sampled, num_classes, num_true=1, sampled_values=None, remove_accide

name="'sampled_softmax_loss')
Candidate Samplers

tf.nn.uniform_candidate_sampler (true_classes, num_true, num_sampled,

unique, range_max, seed=None, name=None)

tf.nn.log_uniform_candidate_sampler (true_classes, num_true,

num_sampled, unique, range_max, seed=None, name=None)

tf.nn.learned_unigram_candidate_sampler (true_classes, num_true,

num_sampled, unique, range_max, seed=None, name=None)
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e tf.nn.fixed_unigram_ candidate_sampler (true_classes, num_true,
num_sampled, unique, range_max, vocab_file='"', distortion=0.0,
num_reserved_ids=0, num_shards=1, shard=0, unigrams=[], seed=None,

name=None)
* Miscellaneous candidate sampling utilities

e tf.nn.compute_accidental_hits (true_classes, sampled_candidates,

num_true, seed=None, name=None)

4.12.2 Activation Functions

The activation ops provide different types of nonlinearities for use in neural networks.
These include smooth nonlinearities (sigmoid, tanh, and softplus), continuous but
not everywhere differentiable functions (relu, relué6, and relu_x), and random regu-
larization (dropout).

All activation ops apply componentwise, and produce a tensor of the same shape as

the input tensor.

tf.nn.relu(features, name=None)

Computes rectified linear: max (features, 0).

Args:

e features: A Tensor. Must be one of the following types: f1loat32, float64,
int32,int64,uint8,int16, int8.

e name: A name for the operation (optional).

Returns: A Tensor. Has the same type as features.

tf.nn.relub (features, name=None)

Computes Rectified Linear 6: min (max (features, 0), 6).

Args:

e features: ATensor with type float, double, int32, int64,uint8, intle6,

or int8.

e name: A name for the operation (optional).
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Returns: A Tensor with the same type as features.

tf.nn.softplus (features, name=None)

Computes softplus: 1og (exp (features) + 1).

Args:

e features: A Tensor. Must be one of the following types: f1oat32, float64,
int32,int64,uint8,intl16, int8.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as features.

tf.nn.dropout (x, keep_prob, noise_shape=None, seed=None, name=None)

Computes dropout.

With probability keep_prob, outputs the input element scaledupby1 / keep_prob,
otherwise outputs 0. The scaling is so that the expected sum is unchanged.

By default, each element is kept or dropped independently. If noise_shape is speci-
fied, it must be broadcastable to the shape of x, and only dimensions withnoise_shape [i]
== shape (x) [1] will make independent decisions. For example, if shape (x) = [k,
1, m, n]andnoise_shape = [k, 1, 1, n],eachbatchandchannel component

will be kept independently and each row and column will be kept or not kept together.

Args:
e x: Atensor.
¢ keep_prob: A Python float. The probability that each element is kept.

* noise_shape: A1-D Tensor of type int 32, representing the shape for randomly

generated keep/drop flags.

¢ seed: A Python integer. Used to create random seeds. See set_random_seed for

behavior.

¢ name: A name for this operation (optional).

Returns: A Tensor of the same shape of x.


http://docs.scipy.org/doc/numpy/user/basics.broadcasting.html
../../api_docs/python/constant_op.md#set_random_seed
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Raises:

e ValueError: Ifkeep_probisnotin (0, 1].

tf.nn.bias_add(value, bias, name=None)

Addsbias tovalue.

This is (mostly) a special case of t £ . add where bias isrestricted to 1-D. Broadcasting
is supported, so value may have any number of dimensions. Unlike t £ . add, the type of

bias is allowed to differ from value in the case where both types are quantized.
Args:

* value: A Tensor with type float, double, int64, int32, uint8, int1l6,

int8,orcomplex64.

* bias: A1-D Tensor with size matching the last dimension of value. Must be the

same type as value unless value is a quantized type, in which case a different quan-

tized type may be used.

¢ name: A name for the operation (optional).

Returns: A Tensor with the same type as value.

tf.sigmoid (x, name=None)

Computes sigmoid of x element-wise.

Specifically, y = 1 / (1 + exp(-x)).

Args:
* x: ATensor with type f1oat, double, int32, complex64, int 64, 0or gint32.

* name: A name for the operation (optional).

Returns: A Tensor with the same type as x if x.dtype != gint32 otherwise the
return type is quint 8.
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tf.tanh (x, name=None)

Computes hyperbolic tangent of x element-wise.

Args:
¢ x: ATensor with type f1loat, double, int32, complex64, int 64, or gint32.

* name: A name for the operation (optional).

Returns: A Tensor with the same type as x if x.dtype != gint32 otherwise the

return type is quint8.

4.12.3 Convolution

The convolution ops sweep a 2-D filter over a batch of images, applying the filter to
each window of each image of the appropriate size. The different ops trade off between

generic vs. specific filters:
e conv2d: Arbitrary filters that can mix channels together.
e depthwise_conv2d: Filters that operate on each channel independently.
* separable_conv2d: A depthwise spatial filter followed by a pointwise filter.

Note that although these ops are called “convolution”, they are strictly speaking “cross-
correlation” since the filter is combined with an input window without reversing the filter.
For details, see the properties of cross-correlation.

The filter is applied to image patches of the same size as the filter and strided according
to the strides argument. strides = [1, 1, 1, 1] applies the filter to a patch at
every offset, strides = [1, 2, 2, 1] applies the filter to every other image patch in
each dimension, etc.

Ignoring channels for the moment, the spatial semantics of the convolution ops are as
follows. If the 4-D input has shape [batch, in_height, in_width, ...] and
the4-D filter hasshape [filter_height, filter_width, ...],then

shape (output) = [batch,
(in_height - filter_height + 1) / strides[1],
(in_width - filter_ width + 1) / strides|[2],
. ]

output[b, i, j, :1 =
sum_{di, dj} input[b, strides[l] % i + di, strides[2] x J + dj,
filter[di, dj, ...]


https://en.wikipedia.org/wiki/Cross-correlation#Properties
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Since input is 4-D, each input [b, i, 3j, :] isavector. For conv2d, these vec-
tors are multiplied by the filter[di, dj, :, :] matrices to produce new vectors.
For depthwise_conv_2d, each scalar component input [b, i, 7j, k] ismultiplied
byavector filter[di, dj, k1], and all the vectors are concatenated.

In the formula for shape (output), the rounding direction depends on padding:

e padding = 'SAME':Round down (only full size windows are considered).

* padding = 'VALID':Round up (partial windows are included).

tf.nn.conv2d(input, filter, strides, padding, use_cudnn_on_gpu=None,

name=None)

Computes a 2-D convolution given 4-D input and £ilter tensors.
Given an input tensor of shape [batch, in_height, in_width, in_channels]
and afilter / kernel tensor of shape [filter_height, filter_width, in_channels,

out_channels], this op performs the following:

1. Flattens the filter to a 2-D matrixwithshape [filter_height % filter_width

* in_channels, output_channels].

2. Extracts image patches from the the input tensor to form a virtual tensor of shape
[batch, out_height, out_width, filter_height % filter_ width

* in_channels].
3. For each patch, right-multiplies the filter matrix and the image patch vector.

In detail,

output[b, 1, J, k]l =
sum_{di, dj, g} input[b, strides[l] % i1 + di, strides[2] » j + dj, gl
filter[di, dj, g, k]

Must have strides[0] = strides[3] = 1. For the most common case of the
same horizontal and vertices strides, strides = [1, stride, stride, 1].
Args:

* input: A Tensor. Must be one of the following types: f1oat 32, float64.

e filter: A Tensor. Must have the same type as input.
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e strides: Alistof ints. 1-D oflength 4. The stride of the sliding window for each

dimension of input.

* padding: A stringfrom: "SAME", "VALID". The type of padding algorithm to

use.
e use_cudnn_on_gpu: An optional bool. Defaults to True.

¢ name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input.

tf.nn.depthwise_conv2d(input, filter, strides, padding, name=None)

Depthwise 2-D convolution.
Given an input tensor of shape [batch, in_height, in_width, in_channels]
and afilter tensorof shape [filter_height, filter_width, in_channels, channel_multip]
containing in_channels convolutional filters of depth 1, depthwise_conv2d applies
adifferent filter to each input channel (expanding from 1 channelto channel_multiplier
channels for each), then concatenates the results together. The output has in_channels
* channel_multiplier channels.

In detail,

output[b, i, Jj, k * channel_multiplier + g] =
sum_{di, dj} input[b, strides([1l] % i + di, strides[2] x j + dj, k] =
filter[di, dj, k, gl

Must have strides[0] = strides[3] = 1. For the most common case of the
same horizontal and vertical strides, strides = [1, stride, stride, 1].
Args:

e input: 4-Dwith shape [batch, in_height, in_width, in_channels].

e filter:4-Dwithshape [filter_height, filter_width, in_channels,

channel_multiplier].

e strides: 1-D of size 4. The stride of the sliding window for each dimension of

input.
* padding: Astring, either ' VALID' or ' SAME '. The padding algorithm.

e name: A name for this operation (optional).
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Returns: A4-DTensorofshape [batch, out_height, out_width, in_channels

* channel_multiplier].

tf.nn.separable_conv2d(input, depthwise_filter, pointwise_filter,

strides, padding, name=None)

2-D convolution with separable filters.

Performs a depthwise convolution that acts separately on channels followed by a point-
wise convolution that mixes channels. Note that this is separability between dimensions
[1, 2] and 3, not spatial separability between dimensions 1 and 2.

In detail,

output [b, i, Jj, k] = sum_{di, dj, g, rl
input[b, strides[l] » i + di, strides[2] * j + dj, gl =
depthwise_filter([di, dj, g, r] =

pointwise_filter[0, 0, g * channel_multiplier + r, k]

strides controls the strides for the depthwise convolution only, since the pointwise
convolution has implicitstridesof [1, 1, 1, 1].Musthavestrides[0] = strides|[3]
= 1. For the most common case of the same horizontal and vertical strides, strides =
[1, stride, stride, 1171.
Args:
e input:4-D Tensor withshape [batch, in_height, in_width, in_channels].

* depthwise_filter:4-DTensor withshape [filter_height, filter_width,
in_channels, channel_multiplier]. Containsin_channels convolutional

filters of depth 1.

e pointwise_filter:4-DTensorwithshape [1, 1, channel_multiplier
* in_channels, out_channels]. Pointwise filter to mix channels afterdepthwise_filter

has convolved spatially.

e strides: 1-D of size 4. The strides for the depthwise convolution for each dimen-

sion of input.
* padding: Astring, either ' VALID' or ' SAME '. The padding algorithm.

e name: A name for this operation (optional).

Returns: A4-DTensorofshape [batch, out_height, out_width, out_channels].
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4.12.4 Pooling

The pooling ops sweep a rectangular window over the input tensor, computing a reduc-
tion operation for each window (average, max, or max with argmax). Each pooling op uses
rectangular windows of size k s 1 ze separated by offset st rides. Forexample, if st rides
is all ones every window is used, if st rides is all twos every other window is used in each
dimension, etc.

In detail, the output is

output [1] = reduce(value[strides x i:strides * 1 + ksizel])
for each tuple of indices i. The output shape is

shape (output) = (shape(value) - ksize + 1) / strides

where the rounding direction depends on padding:

e padding ' SAME ': Round down (only full size windows are considered).

* padding = 'VALID':Round up (partial windows are included).

tf.nn.avg pool (value, ksize, strides, padding, name=None)

Performs the average pooling on the input.

Each entryin output is the mean of the corresponding size ksize windowin value.

Args:

e value: A4-D Tensor of shape [batch, height, width, channels] and
type £loat32, float64,gint8, quint8, orgint32.

e ksize: Alist of ints that has length >= 4. The size of the window for each dimension

of the input tensor.

e strides: Alist of ints that has length >= 4. The stride of the sliding window for each

dimension of the input tensor.
* padding: A string, either ' VALID' or ' SAME'. The padding algorithm.

e name: Optional name for the operation.

Returns: A Tensor withthe same typeas value. The average pooled output tensor.
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tf.nn.max_pool (value, ksize, strides, padding, name=None)

Performs the max pooling on the input.

Args:
* value: A4-D Tensor withshape [batch, height, width, channels] and
type float32, float64,gint8, quint8, gint32.

* ksize: Alist of ints that has length >= 4. The size of the window for each dimension

of the input tensor.

* strides: Alist of ints that has length >= 4. The stride of the sliding window for each

dimension of the input tensor.
* padding: Astring, either ' VALID' or ' SAME '. The padding algorithm.

¢ name: Optional name for the operation.

Returns: A Tensor with the same type as value. The max pooled output tensor.

tf.nn.max_pool_with_argmax (input, ksize, strides, padding, Targmax=None,

name=None)

Performs max pooling on the input and outputs both max values and indices.
Theindicesin argmax are flattened, so that a maximum value at position [b, vy, x,
c] becomes flattened index ( (b * height + y) * width + x) * channels +

C.

Args:
e input:ATensor oftype float32. 4-Dwithshape [batch, height, width,

channels]. Input to pool over.

* ksize: Alistof ints that haslength >= 4. The size of the window for each dimen-

sion of the input tensor.

e strides: Alist of ints that has length >= 4. The stride of the sliding window for

each dimension of the input tensor.

* padding: Astring from: "SAME", "VALID". The type of padding algorithm to

use.
* Targmax:Anoptionaltf.DTypefrom: tf.int32, tf.int64.Defaultstotf.int64.

e name: A name for the operation (optional).
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Returns: A tuple of Tensor objects (output, argmax).
e output:ATensor of type f1oat 32. The max pooled output tensor.

* argmax: A Tensor of type Targmax. 4-D. The flattened indices of the max values

chosen for each output.

4.12.5 Normalization

Normalization is useful to prevent neurons from saturating when inputs may have

varying scale, and to aid generalization.

tf.nn.12_normalize(x, dim, epsilon=le-12, name=None)

Normalizes along dimension dim using an L2 norm.

For a 1-D tensor with dim = 0, computes
output = x / sgrt (max(sum(x**2), epsilon))

For x with more dimensions, independently normalizes each 1-D slice along dimen-

sion dim.

Args:
¢ x: ATensor.
e dim: Dimension along which to normalize.

¢ epsilon: Alower bound value for the norm. Will use sqgrt (epsilon) as the divi-

sorifnorm < sqgrt (epsilon).

* name: A name for this operation (optional).

Returns: A Tensor with the same shape as x.

tf.nn.local_response_normalization (input, depth_radius=None, bias=None,

alpha=None, beta=None, name=None)

Local Response Normalization.
The 4-D input tensor is treated as a 3-D array of 1-D vectors (along the last dimen-
sion), and each vector is normalized independently. Within a given vector, each component

is divided by the weighted, squared sum of inputs within depth_radius. In detail,
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sqr_suml[a, b, ¢, d] =
sum (input[a, b, c, d - depth_radius : d + depth_radius + 1]

output = input / (bias + alpha * sqgr_sum xx beta)

For details, see [Krizhevsky et al., ImageNet classification with deep convolutional neu-
ral networks (NIPS 2012)] (http://papers.nips.cc/paper/4824-imagenet-classification-with-

deep-convolutional-neural-networks).

Args:
e input:ATensor of type f1loat32. 4-D.

* depth_radius: Anoptional int. Defaults to 5. 0-D. Half-width of the 1-D normal-

ization window.

* bias:Anoptional float. Defaults to 1. An offset (usually positive to avoid dividing
by 0).

* alpha: Anoptional float. Defaults to 1. A scale factor, usually positive.
* beta: Anoptional f1oat. Defaults to 0. 5. An exponent.

* name: A name for the operation (optional).

Returns: A Tensor oftype float32.

tf.nn.moments (x, axes, name=None)

Calculate the mean and variance of x.

The mean and variance are calculated by aggregating the contents of x across axes. If
xis1-Dand axes = [0] thisis just the mean and variance of a vector.

For so-called “global normalization” needed for convolutional filters pass axes=1[0,

1, 2] (batch, height, width). For batch normalization pass axes=[0] (batch).

Args:
¢ x:ATensor.
* axes: array of ints. Axes along which to compute mean and variance.

¢ name: Name used to scope the operations that compute the moments.

Returns: Two Tensors: mean and variance.

* %
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4.12.6 Losses

The loss ops measure error between two tensors, or between a tensor and zero. These
can be used for measuring accuracy of a network in a regression task or for regularization

purposes (weight decay).

tf.nn.12_loss(t, name=None)

L2 Loss.

Computes half the L2 norm of a tensor without the sgrt:

output = sum(t *x 2) / 2

Args:

e t: A Tensor. Must be one of the following types: float32, float64, int64,
int32,uint8, intl6, int8, complex64, gint8, quint8, gint32. Typically

2-D, but may have any dimensions.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as t. 0-D.

4.12.7 Classification

TensorFlow provides several operations that help you perform classification.

tf.nn.sigmoid cross_entropy with_ logits(logits, targets, name=None)

Computes sigmoid cross entropy given logits.

Measures the probability error in discrete classification tasks in which each class is in-
dependent and not mutually exclusive. For instance, one could perform multilabel classifi-
cation where a picture can contain both an elephant and a dog at the same time.

For brevity,let x = logits,z = targets. Thelogisticlossis
X — x *x z + log(l + exp(—-x))

To ensure stability and avoid overflow, the implementation uses
max (x, 0) — x % z + log(l + exp(-abs(x)))

logits and targets must have the same type and shape.
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Args:
* logits:ATensor oftype float32or float64.
* targets: ATensor of the same type and shape as 1ogits.

* name: A name for the operation (optional).

Returns: A Tensor of the same shape as 10git s with the componentwise logistic

losses.

tf.nn.softmax(logits, name=None)

Computes softmax activations.

For each batch i and class j we have

softmax[i, J] = exp(logits([i, J]) / sum(exp(logits[i]))

Args:

* logits: A Tensor. Must be one of the following types: f1oat32, float64. 2-D

with shape [batch_size, num_classes].

e name: A name for the operation (optional).

Returns: A Tensor. Has the same type as 1ogits. Same shapeas logits.

tf.nn.softmax_cross_entropy_with_logits(logits, labels, name=None)

Computes softmax cross entropy between logits and labels.

Measures the probability error in discrete classification tasks in which the classes are
mutually exclusive (each entry is in exactly one class). For example, each CIFAR-10 image is
labeled with one and only one label: an image can be a dog or a truck, but not both.

WARNING: This op expects unscaled logits, since it performs a softmax on logits
internally for efficiency. Do not call this op with the output of softmax, as it will produce
incorrect results.

logits and labels must have the same shape [batch_size, num_classes]

and the same dtype (either f1oat32 or float 64).
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Args:
* logits: Unscaled log probabilities.
e labels: Eachrow labels [1i] must be a valid probability distribution.

* name: A name for the operation (optional).

Returns: A 1-D Tensor oflength batch_size of the same type as 1ogits with

the softmax cross entropy loss.

4.12.8 Embeddings

TensorFlow provides library support for looking up values in embedding tensors.

tf.nn.embedding_lookup (params, ids, name=None)

Looks up ids in alist of embedding tensors.

This function is used to perform parallel lookups on the list of tensors in params. Itis
a generalization of t £ . gather (), where params is interpreted as a partition of a larger
embedding tensor.

If len (params) > 1,eachelement id of ids is partitioned between the elements
of params bycomputingp = id % len (params),and isthen used tolookup the slice
params [p] [id // len(params), ...].

The results of the lookup are then concatenated into a dense tensor. The returned ten-

sor has shape shape (ids) + shape (params) [1:].

Args:
e params: A list of tensors with the same shape and type.
e ids: A Tensor with type int 32 containing the ids to be looked up in params.

* name: A name for the operation (optional).

Returns: A Tensor with the same type as the tensors in params.

Raises:

e ValueError: If params is empty.


../../api_docs/python/array_ops.md#gather
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4.12.9 Evaluation

The evaluation ops are useful for measuring the performance of a network. Since they

are nondifferentiable, they are typically used at evaluation time.

tf.nn.top_k (input, k, name=None)

Returns the values and indices of the k largest elements for each row.
\(values_{i, j}\) represents the j-th largest element in \ (input_i\).
\(indices_{i, j}\) gives the column index of the corresponding element, such that \ (input_{i,

indices_{i, j}} = values_{i, j}\). If two elements are equal, the lower-index element appears
first.

Args:

e input:ATensor. Mustbe one ofthe following types: f1oat 32, float64,int32,

int64,uint8, int16, int8. A batch_size x classes tensor
¢ k: An int thatis >= 1. Number of top elements to look for within each row

e name: A name for the operation (optional).

Returns: A tuple of Tensor objects (values, indices).

e values: A Tensor. Has the same type as input. A batch_size x k tensor with the k

largest elements for each row, sorted in descending order

e indices: A Tensor of type int32. A batch_size x k tensor with the index of each

value within each row

tf.nn.in_top_k (predictions, targets, k, name=None)

Says whether the targets are in the top K predictions.

This outputs a batch_size bool array, an entry out[i] is true if the prediction for the
target class is among the top k predictions among all predictions for example i. Note that
the behavior of InTopK differs from the TopK op in its handling of ties; if multiple classes
have the same prediction value and straddle the top-k boundary, all of those classes are
considered to be in the top k.

More formally, let
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\(predictions_i\) be the predictions for all classes for example i, \(targets_i\) be the

target class for example i, \ (out_i\) be the output for example i,

out; = predictions;argets; € TopKIncludingTies(predictions;)

Args:
e predictions: ATensor oftype f1oat32. A batch_size x classes tensor
* targets:ATensor of type int 32. A batch_size vector of class ids
* k: An int. Number of top elements to look at for computing precision

¢ name: A name for the operation (optional).

Returns: A Tensor of type bool. Computed Precision at k as a bool Tensor

4.12.10 Candidate Sampling

Do you want to train a multiclass or multilabel model with thousands or millions of
output classes (for example, a language model with a large vocabulary)? Training with a full
Softmax is slow in this case, since all of the classes are evaluated for every training example.
Candidate Sampling training algorithms can speed up your step times by only considering
a small randomly-chosen subset of contrastive classes (called candidates) for each batch of
training examples.

See our [Candidate Sampling Algorithms Reference] (../../extras/candidate_sampling.pdf)

Sampled Loss Functions

TensorFlow provides the following sampled loss functions for faster training.

tf.nn.nce_loss (weights, biases, inputs, labels, num_sampled, num_classes,

num_true=1l, sampled_values=None, remove_accidental_hits=False, name='nce_los

Computes and returns the noise-contrastive estimation training loss.
See [Noise-contrastive estimation: A new estimation principle for unnormalized statis-

tical models] (http://www.jmlr.org/proceedings/papers/v9/gutmannl0a/gutmannlOa.pdf).

Also see our [Candidate Sampling Algorithms Reference] (http://www.tensorflow.org/extras/candidate_sampli
Note: In the case where num_true > 1, we assign to each target class the target proba-

bility 1 / num_true so that the target probabilities sum to 1 per-example.
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Note: It would be useful to allow a variable number of target classes per example. We
hope to provide this functionality in a future release. For now, if you have a variable number
of target classes, you can pad them out to a constant number by either repeating them or by

padding with an otherwise unused class.

Args:
* weights: A Tensor of shape [num_classes, dim]. The class embeddings.
* biases: A Tensor of shape [num_classes]. The class biases.

e inputs: A Tensor of shape [batch_size, dim]. The forward activations of the input

network.

e labels: ATensor of type int 64 and shape [batch_size, num_true]. The

target classes.
* num_sampled: An int. The number of classes to randomly sample per batch.
e num_classes: An int. The number of possible classes.
e num_true: An int. The number of target classes per training example.

e sampled_values:atupleof (sampled_candidates, true_expected_count,
sampled_expected_count) returned bya*_candidate_sampler function. (if None,

we default to LogUniformCandidateSampler)

e remove_accidental hits:Abool. Whether to remove “accidental hits” where
a sampled class equals one of the target classes. If set to True, this is a “Sampled
Logistic” loss instead of NCE, and we are learning to generate log-odds instead of log
probabilities. See our [Candidate Sampling Algorithms Reference] (http://www.tensorflow.org/extras/candi

Default is False.

¢ name: A name for the operation (optional).

Returns: A batch_size 1-D tensor of per-example NCE losses.

tf.nn.sampled_softmax_loss (weights, biases, inputs, labels, num_sampled,
num_classes, num_true=1l, sampled values=None, remove_accidental_hits=True,

name='sampled_softmax_loss')

Computes and returns the sampled softmax training loss.

This is a faster way to train a softmax classifier over a huge number of classes.
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This operation is for training only. It is generally an underestimate of the full softmax
loss.

Atinference time, you can compute full softmax probabilities with the expressiont £ . nn.softmax (tf.
weights) + biases).

See our [Candidate Sampling Algorithms Reference] (http://www.tensorflow.org/extras/candidate_sampli

Also see Section 3 of http://arxiv.org/abs/1412.2007 for the math.

Args:
* weights: A Tensor of shape [num_classes, dim]. The class embeddings.
e biases: A Tensor of shape [num_classes]. The class biases.

e inputs: A Tensor of shape [batch_size, dim]. The forward activations of the input

network.

* labels: ATensor of type int 64 and shape [batch_size, num_true]. The

target classes. Note that this format differs from the 1abels argumentofnn. softmax_cross_entrc
* num_sampled: An int. The number of classes to randomly sample per batch.
* num_classes: An int. The number of possible classes.
e num_true: An int. The number of target classes per training example.

e sampled_values:atupleof (sampled_candidates, true_expected_count,
sampled_expected_count) returned bya*_candidate_sampler function. (if None,

we default to LogUniformCandidateSampler)

e remove_accidental hits: Abool. whether to remove “accidental hits” where

a sampled class equals one of the target classes. Default is True.

* name: A name for the operation (optional).

Returns: A batch_size 1-D tensor of per-example sampled softmax losses.

Candidate Samplers

TensorFlow provides the following samplers for randomly sampling candidate classes

when using one of the sampled loss functions above.




)

380 #%v9% PYTHON API

tf.nn.uniform_candidate_sampler (true_classes, num_true, num_sampled,

unique, range_max, seed=None, name=None)

Samples a set of classes using a uniform base distribution.

This operation randomly samples a tensor of sampled classes (sampled_candidates)
from the range of integers [0, range_max].

The elements of sampled_candidates are drawn without replacement (ifunique=True)
or with replacement (if unique=False) from the base distribution.

The base distribution for this operation is the uniform distribution over the range of
integers [0, range_max].

In addition, this operation returns tensors t rue_expected_count and sampled_expected_count
representing the number of times each of the target classes (t rue_classes) and the sam-
pled classes (sampled_candidates) is expected to occur in an average tensor of sam-
pled classes. These values correspond to Q (y | x) defined in this document. Ifunique=True,

then these are post-rejection probabilities and we compute them approximately.

Args:

e true_classes:ATensor oftype int 64 and shape [batch_size, num_true].

The target classes.
e num_true: An int. The number of target classes per training example.
* num_sampled: An int. The number of classes to randomly sample per batch.
e unique: Abool. Determines whether all sampled classes in a batch are unique.
* range_max: An int. The number of possible classes.
e seed: An int. An operation-specific seed. Default is 0.

* name: A name for the operation (optional).

Returns:

* sampled_candidates: Atensoroftype int 64 andshape [num_sampled]. The

sampled classes.

* true_expected_count: Atensoroftype f1loat. Sameshapeastrue_classes.

The expected counts under the sampling distribution of each of t rue_classes.

e sampled_expected_count: Atensor oftype float. Sameshapeas sampled_candidates.

The expected counts under the sampling distribution of each of sampled_candidates.
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tf.nn.log_uniform candidate_sampler (true_classes, num_true, num_sampled,

unique, range_max, seed=None, name=None)

Samples a set of classes using a log-uniform (Zipfian) base distribution.

This operation randomly samples a tensor of sampled classes (sampled_candidates)
from the range of integers [0, range_max].

The elements of sampled_candidates are drawn without replacement (if unique=True)
or with replacement (if unique=False) from the base distribution.

The base distribution for this operation is an approximately log-uniform or Zipfian dis-
tribution:

P(class) = (log(class + 2) - log(class + 1)) / log(range_max
+ 1)

This sampler is useful when the target classes approximately follow such a distribu-
tion - for example, if the classes represent words in a lexicon sorted in decreasing order of
frequency. If your classes are not ordered by decreasing frequency, do not use this op.

In addition, this operation returns tensors t rue_expected_count and sampled_expected_count
representing the number of times each of the target classes (t rue_classes) and the sam-
pled classes (sampled_candidates) is expected to occur in an average tensor of sam-
pled classes. These values correspond to Q (v | x) defined in this document. Ifunique=True,

then these are post-rejection probabilities and we compute them approximately.

Args:

e true_classes:ATensor oftype int 64 and shape [batch_size, num_true].

The target classes.
e num_true: An int. The number of target classes per training example.
* num_sampled: An int. The number of classes to randomly sample per batch.
e unique: Abool. Determines whether all sampled classes in a batch are unique.
* range_max: An int. The number of possible classes.
e seed: An int. An operation-specific seed. Default is 0.

* name: A name for the operation (optional).

Returns:

e sampled_candidates: Atensoroftype int 64 andshape [num_sampled]. The

sampled classes.


http://www.tensorflow.org/extras/candidate_sampling.pdf
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* true_expected_count: Atensoroftype float. Sameshapeastrue_classes.

The expected counts under the sampling distribution of each of t rue_classes.

e sampled_expected_count: Atensoroftype float. Sameshapeas sampled_candidates.

The expected counts under the sampling distribution ofeach of sampled_candidates.

tf.nn.learned _unigram_ candidate_sampler (true_classes, num_true,

num_sampled, unique, range_max, seed=None, name=None)

Samples a set of classes from a distribution learned during training.

This operation randomly samples a tensor of sampled classes (sampled_candidates)
from the range of integers [0, range_max].

The elements of sampled_candidates are drawn without replacement (if unique=True)
or with replacement (if unique=False) from the base distribution.

The base distribution for this operation is constructed on the fly during training. It is
a unigram distribution over the target classes seen so far during training. Every integer in
[0, range_max] begins with a weight of 1, and is incremented by 1 each time it is seen
as a target class. The base distribution is not saved to checkpoints, so it is reset when the
model is reloaded.

In addition, this operation returns tensors t rue_expected_count and sampled_expected_count
representing the number of times each of the target classes (t rue_classes) and the sam-
pled classes (sampled_candidates) is expected to occur in an average tensor of sam-
pled classes. These values correspond to Q (v | x) defined in this document. Ifunique=True,

then these are post-rejection probabilities and we compute them approximately.

Args:

* true_classes:ATensor oftype int 64 and shape [batch_size, num_true].

The target classes.
e num_true: An int. The number of target classes per training example.
e num_sampled: An int. The number of classes to randomly sample per batch.
e unique: Abool. Determines whether all sampled classes in a batch are unique.
* range_max: An int. The number of possible classes.
¢ seed: An int. An operation-specific seed. Default is 0.

e name: A name for the operation (optional).
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Returns:

e sampled_candidates: Atensoroftype int 64 andshape [num_sampled]. The

sampled classes.

* true_expected_count: Atensoroftype float. Sameshapeastrue_classes.

The expected counts under the sampling distribution of each of t rue_classes.

e sampled_expected_count: Atensoroftype float. Sameshapeas sampled_candidates.

The expected counts under the sampling distribution ofeach of sampled_candidates.

tf.nn.fixed_unigram_candidate_sampler (true_classes, num_true, num_sampled,
unique, range_max, vocab_file='"', distortion=0.0, num reserved_ids=0,

num_shards=1, shard=0, unigrams=[], seed=None, name=None)

Samples a set of classes using the provided (fixed) base distribution.

This operation randomly samples a tensor of sampled classes (sampled_candidates)
from the range of integers [0, range_max].

The elements of sampled_candidates are drawn without replacement (if unique=True)
or with replacement (if unique=False) from the base distribution.

The base distribution is read from a file or passed in as an in-memory array. There is
also an option to skew the distribution by applying a distortion power to the weights.

In addition, this operation returns tensors t rue_expected_count and sampled_expected_count
representing the number of times each of the target classes (t rue_classes) and the sam-
pled classes (sampled_candidates) is expected to occur in an average tensor of sam-
pled classes. These values correspond to Q (y | x) defined in this document. Ifunique=True,

then these are post-rejection probabilities and we compute them approximately.

Args:

e true_classes:ATensoroftype int 64 and shape [batch_size, num_true].

The target classes.
e num_true: An int. The number of target classes per training example.
e num_sampled: An int. The number of classes to randomly sample per batch.
e unique: Abool. Determines whether all sampled classes in a batch are unique.

e range_max: An int. The number of possible classes.
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¢ vocab_file: Eachvalid line in this file (which should have a CSV-like format) corre-
sponds to a valid word ID. IDs are in sequential order, starting from num_reserved_ids.
The last entry in each line is expected to be a value corresponding to the count or rel-
ative probability. Exactly one of vocab_file and unigrams needs to be passed to

this operation.

e distortion: The distortion is used to skew the unigram probability distribution.
Each weight is first raised to the distortion’s power before adding to the internal uni-
gram distribution. As aresult, distortion = 1.0 givesregular unigram sampling
(as defined by the vocab file), and distortion = 0.0 gives a uniform distribu-

tion.

* num_reserved_ids: Optionally some reserved IDs can be added in the range [0,
num_reserved_ids] by the users. One use case is that a special unknown word

token is used as ID 0. These IDs will have a sampling probability of 0.

e num_shards: A sampler can be used to sample from a subset of the original range
in order to speed up the whole computation through parallelism. This parameter (to-
gether with shard) indicates the number of partitions that are being used in the over-

all computation.

e shard: A sampler can be used to sample from a subset of the original range in order
to speed up the whole computation through parallelism. This parameter (together
with num_shards) indicates the particular partition number of the operation, when

partitioning is being used.

e unigrams: A list of unigram counts or probabilities, one per ID in sequential order.

Exactly one of vocab_file and unigrams should be passed to this operation.
* seed: An int. An operation-specific seed. Default is 0.

* name: A name for the operation (optional).

Returns:

* sampled_candidates: Atensoroftype int 64 andshape [num_sampled]. The

sampled classes.

e true_expected_count: Atensor oftype float.Sameshapeastrue_classes.

The expected counts under the sampling distribution of each of t rue_classes.

e sampled_expected_count: Atensoroftype float. Sameshapeas sampled_candidates.

The expected counts under the sampling distribution of each of sampled_candidates.
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Miscellaneous candidate sampling utilities

tf.nn.compute_accidental_hits (true_classes, sampled_ candidates,

num_true, seed=None, name=None)

Compute the ids of positions in sampled_candidates matching true_classes.

In Candidate Sampling, this operation facilitates virtually removing sampled classes
which happen to match target classes. This is done in Sampled Softmax and Sampled Lo-
gistic.

See our Candidate Sampling Algorithms Reference.

We presuppose that the sampled_candidates are unique.

We call it an ‘accidental hit’ when one of the target classes matches one of the sam-
pled classes. This operation reports accidental hits as triples (index, id, weight),
where index represents the row number in true_classes, id represents the position
in sampled_candidates, and weightis -FLOAT_MAX.

The result of this op should be passed through a sparse_to_dense operation, then
added to the logits of the sampled classes. This removes the contradictory effect of acciden-

tally sampling the true target classes as noise classes for the same example.

Args:

e true_classes:ATensoroftype int 64 and shape [batch_size, num_true].

The target classes.

* sampled_candidates: Atensoroftype int 64 andshape [num_sampled]. The

sampled_candidates output of CandidateSampler.
e num_true: An int. The number of target classes per training example.
* seed: An int. An operation-specific seed. Default is 0.

* name: A name for the operation (optional).

Returns:

e indices: A Tensor of type int 32 and shape [num_accidental_hits]. Val-

ues indicate rows in true_classes.

e ids: ATensor of type int 64 and shape [num_accidental_hits]. Valuesin-

dicate positions in sampled_candidates.

* weights:ATensor oftype float and shape [num_accidental_hits]. Each
value is -FLOAT_MAX.
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This library contains classes for launching graphs and executing operations.

The basic usage guide has examples of how a graph is launchedina t f . Session.


../../get_started/introduction.md#basic-usage
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4.13.2 Session management

class tf.Session

A class for running TensorFlow operations.

A Session object encapsulates the environment in which Operation objects are
executed, and Tensor objects are evaluated. For example:

[] Build a graph. a = tf.constant(5.0) b = tf.constant(6.0) c=a*b

Launch the graph in a session. sess = tf.Session()

Evaluate the tensor ‘c‘. print sess.run(c)

A session may own resources, such as variables, queues, and readers. It is important
to release these resources when they are no longer required. To do this, either invoke the
close () method on the session, or use the session as a context manager. The following
two examples are equivalent:

[l Using the ‘close()‘ method. sess = tf.Session() sess.run(...) sess.close()

Using the context manager. with tf.Session() as sess: sess.run(...)

The [ConfigProto] (https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/fram
protocol buffer exposes various configuration options for a session. For example, to create
a session that uses soft constraints for device placement, and log the resulting placement
decisions, create a session as follows:

[] Launch the graph in a session that allows soft device placement and logs the place-

ment decisions. sess = tf.Session(config=tf.ConfigProto(allowo f 1, lacement=True,logzeviceylacement=1

tf.Session.__init__ (target='', graph=None, config=None) C(reatesa
new TensorFlow session.

If no graph argument is specified when constructing the session, the default graph will
belaunched in the session. If you are using more than one graph (created with t £ . Graph ()
in the same process, you will have to use different sessions for each graph, but each graph
can be used in multiple sessions. In this case, it is often clearer to pass the graph to be

launched explicitly to the session constructor.

Args:

e target: (Optional.) The execution engine to connect to. Defaults to using an in-

process engine. At present, no value other than the empty string is supported.


../../api_docs/python/state_ops.md#Variable
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* graph: (Optional.) The Graph to be launched (described above).

e config: (Optional.) AConfigProto protocol buffer with configuration options for

the session.

tf.Session.run (fetches, feed dict=None) Runs the operations and evalu-
ates the tensors in fetches.

This method runs one “step” of TensorFlow computation, by running the necessary
graph fragment to execute every Operation and evaluate every Tensor in fetches,
substituting the values in feed_dict for the corresponding input values.

The fetches argument may be a list of graph elements or a single graph element,
and these determine the return value of this method. A graph element can be one of the

following types:

e Ifthe ith element of fetches is an Operat ion, the ith return value will be None.

e If the ith element of fetches is a Tensor, the ith return value will be a numpy

ndarray containing the value of that tensor.

e If the ith element of fetches is a SparseTensor, the ith return value will be a

SparseTensorValue containing the value of that sparse tensor.

The optional feed_dict argument allows the caller to override the value of tensors

in the graph. Each key in feed_dict can be one of the following types:

* Ifthekeyisa Tensor, the value may be a Python scalar, string, list, or numpy ndarray
that can be converted to the same dtype as that tensor. Additionally, if the key is a
placeholder, the shape of the value will be checked for compatibility with the place-
holder.

e Ifthekeyisa SparseTensor, the value should be a SparseTensorvalue.

Args:
* fetches: Asingle graph element, or a list of graph elements (described above).

e feed_dict: Adictionary that maps graph elements to values (described above).

Returns: Either a single value if fet ches is a single graph element, or a list of values

if fetches is alist (described above).


https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/config.proto
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Raises:
e RuntimeError: Ifthis Session isin aninvalid state (e.g. has been closed).
e TypeError: If fetches or feed_dict keys are of an inappropriate type.

e ValueError: If fetches or feed_dict keys are invalid or refer to a Tensor that

doesn'’t exist.

tf.Session.close () Closes this session.

Calling this method frees all resources associated with the session.

Raises:

e RuntimeError: If an error occurs while closing the session.

tf.Session.graph The graph that waslaunched in this session.

tf.Session.as_default () Returns a context manager that makes this object the

default session.

Use with the with keyword to specify thatcallsto Operation.run () or Tensor.run ()
should be executed in this session.

[] c = tf.constant(..) sess = tf.Session()

with sess.asgefault(): asserttf.getzefaultsession()issessprintc.eval()

To get the current default session, use t £ . get_default_session ().

N.B.The as_default context manager does not close the session when you exit the
context, and you must close the session explicitly.

[l c=tf.constant(...) sess =tf.Session() with sess.asgefault() : printc.eval()..withsess.aszefault() :pri

sess.close()

Alternatively, you can use with tf.Session () : to create a session that is auto-
matically closed on exiting the context, including when an uncaught exception is raised.

N.B. The default graph is a property of the current thread. If you create a new thread,

and wish to use the default session in that thread, you must explicitlyaddawith sess.as_default () :

in that thread’s function.


../../api_docs/python/framework.md#Operation.run
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Returns: A context manager using this session as the default session.

class tf.InteractiveSession

A TensorFlow Session for use in interactive contexts, such as a shell.

The only difference with a regular Session is that an InteractiveSession in-
stalls itself as the default session on construction. The methods Tensor.eval () and
Operation.run () will use that session to run ops.

This is convenient in interactive shells and IPython notebooks, as it avoids having to
pass an explicit Session object to run ops.

For example:

[] sess = tf.InteractiveSession() a = tf.constant(5.0) b = tf.constant(6.0) c=a *b We can
just use 'c.eval()’ without passing 'sess’ print c.eval() sess.close()

Note that a regular session installs itself as the default session when it is created in a
with statement. The common usage in non-interactive programs is to follow that pattern:

[l a = tf.constant(5.0) b = tf.constant(6.0) ¢ = a * b with tf.Session(): We can also use

‘c.eval()’ here. print c.eval()

tf.InteractiveSession.__init__ (target='"', graph=None) Createsanew
interactive TensorFlow session.

Ifno graph argument is specified when constructing the session, the default graph will
be launched in the session. If you are using more than one graph (created with t £ . Graph ()
in the same process, you will have to use different sessions for each graph, but each graph
can be used in multiple sessions. In this case, it is often clearer to pass the graph to be

launched explicitly to the session constructor.

Args:

* target: (Optional.) The execution engine to connect to. Defaults to using an in-

process engine. At present, no value other than the empty string is supported.

e graph: (Optional.) The Graph to be launched (described above).

tf.InteractiveSession.close() Closesan InteractiveSession.
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tf.get_default_session|()

Returns the default session for the current thread.

Thereturned Session will be the innermost session on whicha SessionorSession.as_default (
context has been entered.

N.B. The default session is a property of the current thread. If you create a new thread,
and wish to use the default session in that thread, you must explicitlyaddawith sess.as_default () :

in that thread’s function.

Returns: The default Session being used in the current thread.

4.13.3 Error classes

class tf.OpError

A generic error that is raised when TensorFlow execution fails.
Whenever possible, the session will raise a more specific subclass of OpError from

the t £ .errors module.

tf.OpError.op The operation that failed, if known.
N.B. If the failed op was synthesized at runtime, e.g. a Send or Recv op, there will be
no corresponding Operation object. In that case, this will return None, and you should

instead use the OpError.node_def to discover information about the op.

Returns: The Operation that failed, or None.

tf.OpError.node_def TheNodeDef proto representing the op that failed.

Other Methods

tf.OpError._ init__ (node_def, op, message, error_code) Createsanew

OpError indicating that a particular op failed.
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Args:
e node_def: The graph_pb2.NodeDef proto representing the op that failed.
¢ op: The ops.Operation that failed, if known; otherwise None.
* message: The message string describing the failure.

e error_code: The error_codes_pb2.Code describing the error.

tf.OpError.error_code The integer error code that describes the error.

tf.OpError.message The error message that describes the error.

class tf.errors.CancelledError

Raised when an operation or step is cancelled.

For example, a long-running operation (e.g. queue . enqueue () may be cancelled by
running another operation (e.g. queue.close (cancel_pending_enqueues=True),
or by closing the session. A step that is running such a long-running operation will fail by

raising CancelledError.

tf.errors.CancelledError.__ _init__ (node_def, op, message) Creates

aCancelledError.

class tf.errors.UnknownError

Unknown error.

An example of where this error may be returned is if a Status value received from an-
other address space belongs to an error-space that is not known to this address space. Also
errors raised by APIs that do not return enough error information may be converted to this

error.
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tf.errors.UnknownError.__init__ (node_def, op, message, error_ code=2)

Creates an UnknownError.

class tf.errors.InvalidArgumentError

Raised when an operation receives an invalid argument.

This may occur, for example, if an operation is receives an input tensor that has an
invalid value or shape. For example, the t £ .matmul () op will raise this error if it receives
an input that is not a matrix, and the t £ . reshape () op will raise this error if the new

shape does not match the number of elements in the input tensor.

tf.errors.InvalidArgumentError.__init__ (node_def, op, message) Cre-

atesan InvalidArgumentError.

class tf.errors.DeadlineExceededError

Raised when a deadline expires before an operation could complete.

This exception is not currently used.

tf.errors.DeadlineExceededError.__init__ (node_def, op, message)

Creates aDeadlineExceededError.

class tf.errors.NotFoundError

Raised when a requested entity (e.g., a file or directory) was not found.
For example, running the t f . WholeFileReader.read () operation could raise

NotFoundError if it receives the name of a file that does not exist.

tf.errors.NotFoundError._ init__ (node_def, op, message) Createsa

NotFoundError.
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class tf.errors.AlreadyExistsError

Raised when an entity that we attempted to create already exists.
For example, running an operation thatsaves afile (e.g. t £ . train.Saver.save ())

could potentially raise this exception if an explicit filename for an existing file was passed.

tf.errors.AlreadyExistsError.__init__ (node_def, op, message) Cre-

atesan AlreadyExistsError.

class tf.errors.PermissionDeniedError

Raised when the caller does not have permission to run an operation.
For example, running the t £ .WholeFileReader.read () operation could raise
PermissionDeniedError if it receives the name of a file for which the user does not

have the read file permission.

tf.errors.PermissionDeniedError.__init__ (node_def, op, message)

CreatesaPermissionDeniedError.

class tf.errors.UnauthenticatedError

The request does not have valid authentication credentials.

This exception is not currently used.

tf.errors.UnauthenticatedError.__init__ (node_def, op, message) Cre-

ates an UnauthenticatedError.

class tf.errors.ResourceExhaustedError

Some resource has been exhausted.
For example, this error might be raised if a per-user quota is exhausted, or perhaps the

entire file system is out of space.
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tf.errors.ResourceExhaustedError.___init__ (node_def, op, message)

Creates a ResourceExhaustedError.

class tf.errors.FailedPreconditionError

Operation was rejected because the system is not in a state to execute it.
This exception is most commonly raised when running an operation thatreadsat £ . Variable

before it has been initialized.

tf.errors.FailedPreconditionError.__init__ (node_def, op, message)

CreatesaFailedPreconditionError.

class tf.errors.AbortedError

The operation was aborted, typically due to a concurrent action.
For example, running a queue . enqueue () operation may raise AbortedError if

aqueue.close () operation previously ran.

tf.errors.AbortedError.__init__ (node_def, op, message) Createsan

AbortedError.

class tf.errors.OutOfRangeError

Raised when an operation executed past the valid range.
This exception is raised in “end-of-file” conditions, such as when a queue . dequeue ()

operation is blocked on an empty queue, and a queue.close () operation executes.

tf.errors.OutOfRangeError.__init__ (node_def, op, message) Creates

an OutOfRangeError.
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class tf.errors.UnimplementedError

Raised when an operation has not been implemented.

Some operations may raise this error when passed otherwise-valid arguments that it
does not currently support. For example, running the t £ .nn.max_pool () operation
would raise this error if pooling was requested on the batch dimension, because this is not

yet supported.

tf.errors.UnimplementedError.__init__ (node_def, op, message) Cre-

atesan UnimplementedError.

class tf.errors.InternalError

Raised when the system experiences an internal error.
This exception is raised when some invariant expected by the runtime has been broken.

Catching this exception is not recommended.

tf.errors.InternalError._ init__ (node_def, op, message) Createsan

InternalError.

class tf.errors.UnavailableError

Raised when the runtime is currently unavailable.

This exception is not currently used.

tf.errors.UnavailableError.__init__ (node_def, op, message) Cre-

atesan UnavailableError.
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class tf.errors.DatalossError

Raised when unrecoverable data loss or corruption is encountered.
For example, this may be raised by runninga t £ . WholeFileReader.read () op-

eration, if the file is truncated while it is being read.

tf.errors.DatalossError.__init__ (node_def, op, message) Createsa

DatalLossError.
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4.14 Training
4.14.1 Contents
Training
* Optimizers
e class tf.train.Optimizer
¢ Usage
* Processing gradients before applying them.
* Gating Gradients
* Slots
e class tf.train.GradientDescentOptimizer
e class tf.train.AdagradOptimizer
® class tf.train.MomentumOptimizer
e class tf.train.AdamOptimizer
e class tf.train.FtrlOptimizer
e class tf.train.RMSPropOptimizer
¢ Gradient Computation

e tf.gradients (ys, xs, grad_ys=None, name='gradients', colocate_gradients_wi

gate_gradients=False, aggregation_method=None)
e class tf.AggregationMethod
e tf.stop_gradient (input, name=None)
e Gradient Clipping
e tf.clip_by value(t, clip_value_min, clip_value_max, name=None)
e tf.clip_by norm(t, clip_norm, name=None)
e tf.clip_by_average_norm(t, clip_norm, name=None)
e tf.clip_by global norm(t_list, clip_norm, use_norm=None, name=None)

e tf.global _norm(t_list, name=None)
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Decaying the learning rate

tf.train.exponential_decay (learning_rate, global_step, decay_steps,

decay_rate, staircase=False, name=None)

Moving Averages

class tf.train.ExponentialMovingAverage
Coordinator and QueueRunner

class tf.train.Coordinator

class tf.train.QueueRunner

tf.train.add_gueue_runner (gqr, collection="'queue_runners"')

tf.train.start_queue_runners (sess=None, coord=None, daemon=True,

start=True, collection='queue_runners')
Summary Operations
tf.scalar_summary (tags, values, collections=None, name=None)

tf.image_summary (tag, tensor, max_images=None, collections=None,

name=None)

tf.histogram_ summary (tag, values, collections=None, name=None)
tf.nn.zero_fraction(value, name=None)

tf.merge_summary (inputs, collections=None, name=None)
tf.merge_all_summaries (key='summaries')

Adding Summaries to Event Files

class tf.train.SummaryWriter

tf.train.summary_iterator (path)

Training utilities

tf.train.global_step(sess, global_step_tensor)

tf.train.write_graph (graph_def, logdir, name, as_text=True)

This library provides a set of classes and functions that helps train models.
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4.14.2 Optimizers

The Optimizer base class provides methods to compute gradients for a loss and apply
gradients to variables. A collection of subclasses implement classic optimization algorithms
such as GradientDescent and Adagrad.

You never instantiate the Optimizer class itself, but instead instantiate one of the sub-

classes.

class tf.train.Optimizer

Base class for optimizers.
This class defines the API to add Ops to train a model. You never use this class directly,
butinstead instantiate one of its subclasses such as GradientDescentOptimizer,AdagradOptimizer,

or MomentumOptimizer.

Usage

# Create an optimizer with the desired parameters.

opt = GradientDescentOptimizer (learning rate=0.1)

# Add Ops to the graph to minimize a cost by updating a list of variables.
# "cost" is a Tensor, and the list of variables contains variables.Variable
# objects.

opt_op = opt.minimize (cost, <list of variables>)
In the training program you will just have to run the returned Op.

# Execute opt_op to do one step of training:

opt_op.run ()

Processing gradients before applying them.

Callingminimize () takes care of both computing the gradients and applying them
to the variables. If you want to process the gradients before applying them you can instead

use the optimizer in three steps:

1. Compute the gradients with compute_gradients ().
2. Process the gradients as you wish.

3. Apply the processed gradients with apply_gradients ().

Example:
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# Create an optimizer.

opt = GradientDescentOptimizer (learning rate=0.1)

# Compute the gradients for a list of variables.

grads_and_vars = opt.compute_gradients(loss, <list of variables>)

# grads_and_vars is a list of tuples (gradient, variable). Do whatever you
# need to the ’"gradient’ part, for example cap them, etc.

capped_grads_and_vars = [ (MyCapper(gv[0]), gv[l])) for gv in grads_and_vars]

# Ask the optimizer to apply the capped gradients.
opt.apply_gradients (capped_grads_and_vars)

tf.train.Optimizer.__init__ (use_locking, name) Createanew Optimizer.

This must be called by the constructors of subclasses.

Args:

e use_locking: Bool. If True apply use locks to prevent concurrent updates to vari-

ables.

* name: A non-empty string. The name to use for accumulators created for the opti-

mizer.

Raises:

¢ ValueError: if name is malformed.

tf.train.Optimizer.minimize (loss, global_step=None, var_list=None,
gate_gradients=1, name=None) Add operations to minimize ‘loss’ by updating
‘var_list.

This method simply combines calls compute_gradients() and apply_gradients(). If you
want to process the gradient before applying them call compute_gradients() and apply_gradients()

explicitly instead of using this function.
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Args:
* loss: A Tensor containing the value to minimize.

* global_step: Optional Variable to increment by one after the variables have been

updated.

e var_1list:Optionallist of variables.Variable to update to minimize ‘loss’. Defaults to
thelist of variables collected in the graph under the key GraphKeys. TRAINABLE_VARIABLES.

* gate_gradients: How to gate the computation of gradients. Can be GATE_NONE,
GATE_OP, or GATE_GRAPH.

e name: Optional name for the returned operation.

Returns: An Operation that updates the variables in ‘var_list’. If ‘global_step’ was not

None, that operation also increments global_step.

Raises:

e ValueError: if some of the variables are not variables.Variable objects.

tf.train.Optimizer.compute_gradients(loss, var_list=None, gate_gradients=1)
Compute gradients of “loss” for the variables in “var_list”.
This is the first part of minimize(). It returns a list of (gradient, variable) pairs where
“gradient” is the gradient for “variable”. Note that “gradient” can be a Tensor, a Indexed-

Slices, or None if there is no gradient for the given variable.

Args:
* loss: ATensor containing the value to minimize.

e var_1list: Optional list of variables.Variable to update to minimize “loss”. Defaults
to the list of variables collected in the graph under the key GraphKey. TRAINABLE_VARIABLES.

* gate_gradients: How to gate the computation of gradients. Can be GATE_NONE,
GATE_OP, or GATE_GRAPH.

Returns: A list of (gradient, variable) pairs.
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Raises:
e TypeError: If var_list contains anything else than variables.Variable.

* ValueError: If some arguments are invalid.

tf.train.Optimizer.apply gradients (grads_and_vars, global_step=None,
name=None) Apply gradients to variables.

This is the second part of minimize(). It returns an Operation that applies gradients.

Args:
* grads_and_vars: List of (gradient, variable) pairs as returned by compute_gradients().

* global_step: Optional Variable to increment by one after the variables have been

updated.

¢ name: Optional name for the returned operation. Default to the name passed to the

Optimizer constructor.

Returns: An Operation that applies the specified gradients. If ‘global_step’ was not

None, that operation also increments global_step.

Raises:

e TypeError: if grads_and_vars is malformed.

Gating Gradients

Bothminimize () and compute_gradients () acceptagate_gradient argu-
ment that controls the degree of parallelism during the application of the gradients.

The possible values are: GATE_NONE, GATE_OP, and GATE_GRAPH.

GATE_NONE: Compute and apply gradients in parallel. This provides the maximum
parallelism in execution, at the cost of some non-reproducibility in the results. For example
the two gradients of MatMul depend on the input values: With GATE_NONE one of the gra-
dients could be applied to one of the inputs before the other gradient is computed resulting
in non-reproducible results.

GATE_OP: For each Op, make sure all gradients are computed before they are used.
This prevents race conditions for Ops that generate gradients for multiple inputs where the

gradients depend on the inputs.
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GATE_GRAPH: Make sure all gradients for all variables are computed before any one of
them is used. This provides the least parallelism but can be useful if you want to process all

gradients before applying any of them.

Slots

Some optimizer subclasses, such asMomentumOpt imizer and AdagradOptimizer
allocate and manage additional variables associated with the variables to train. These are
called Slots. Slots have names and you can ask the optimizer for the names of the slots that
it uses. Once you have a slot name you can ask the optimizer for the variable it created to
hold the slot value.

This can be useful if you want to log debug a training algorithm, report stats about the

slots, etc.

tf.train.Optimizer.get_slot_names () Return alist of the names of slots cre-
ated by the Optimizer.
See get_slot().

Returns: A list of strings.

tf.train.Optimizer.get_slot (var, name) Return aslot named “name” cre-
ated for “var” by the Optimizer.

Some Optimizer subclasses use additional variables. For example Momentum and
Adagrad use variables to accumulate updates. This method gives access to these Variables
if for some reason you need them.

Use get_slot_names() to get the list of slot names created by the Optimizer.

Args:
* var: Avariable passed to minimize() or apply_gradients().

* name: A string.

Returns: The Variable for the slot if it was created, None otherwise.
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class tf.train.GradientDescentOptimizer

Optimizer that implements the gradient descent algorithm.

tf.train.GradientDescentOptimizer.__init__ (learning rate, use_locking=False,
name='GradientDescent') Constructanew gradient descent optimizer.
Args:
* learning_rate: ATensor or a floating point value. The learning rate to use.
e use_locking: If True use locks for update operation.s

* name: Optional name prefix for the operations created when applying gradients. De-

faults to “GradientDescent”.

class tf.train.AdagradOptimizer

Optimizer that implements the Adagrad algorithm.

tf.train.AdagradOptimizer.__ init__ (learning rate, initial_accumulator_value=
use_locking=False, name='Adagrad') Constructanew Adagrad optimizer.
Args:
* learning_rate: A Tensor or afloating point value. The learning rate.

e initial_accumulator_value: Afloating point value. Starting value for the ac-

cumulators, must be positive.
e use_locking: If True use locks for update operations.
¢ name: Optional name prefix for the operations created when applying gradients. De-
faults to “Adagrad”.
Raises:

e ValueError: If the initial_accumulator_value is invalid.
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class tf.train.MomentumOptimizer

Optimizer that implements the Momentum algorithm.

tf.train.MomentumOptimizer.__ init__ (learning_rate, momentum, use_locking=False

name='Momentum') Construct a new Momentum optimizer.

Args:
* learning_rate: A Tensor or afloating point value. The learning rate.
e momentum: A Tensor or a floating point value. The momentum.
e use_locking: If True use locks for update operations.

* name: Optional name prefix for the operations created when applying gradients. De-

faults to “Momentum”.

class tf.train.AdamOptimizer

Optimizer that implements the Adam algorithm.

tf.train.AdamOptimizer.__init__ (learning rate=0.001, betal=0.9,
beta2=0.999, epsilon=1le-08, use_locking=False, name='Adam') Con-
struct a new Adam optimizer.

Implementation is based on: http://arxiv.org/pdf/1412.6980v7.pdf

Initialization:

m O <— 0 (Initialize initial 1lst moment vector)
v_0 <= 0 (Initialize initial 2nd moment vector)

t <- 0 (Initialize timestep)

The update rule for variable with gradient g uses an optimization described at the

end of section2 of the paper:

t <—t + 1
lr_t <- learning_rate * sqgrt(l - beta2”t) / (1 - betal”t)
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m_t <- betal » m_{t-1} + (1 - betal) * g
v_t <- beta2 * v_{t-1} + (1 - beta2) * g x g

variable <- variable - lr_t % m_t / (sqrt(v_t) + epsilon)

The default value of 1e-8 for epsilon might not be a good default in general. For exam-

ple, when training an Inception network on ImageNet a current good choice is 1.0 or 0.1.

Args:
* learning_rate: A Tensor or a floating point value. The learning rate.

* betal: Afloatvalue or a constant float tensor. The exponential decay rate for the 1st

moment estimates.

* beta?2: Afloatvalue or a constant float tensor. The exponential decay rate for the 2st

moment estimates.
* epsilon: Asmall constant for numerical stability.
e use_locking: If True use locks for update operation.s

e name: Optional name for the operations created when applying gradients. Defaults

to “Adam”.

class tf.train.FtrlOptimizer

Optimizer that implements the FTRL algorithm.

tf.train.FtrlOptimizer.__init__ (learning rate, learning_rate_power=-0.5,
initial_accumulator_value=0.1, 1l1_regularization_strength=0.0, 12_regulariza
use_locking=False, name='Ftrl') Constructanew FTRL optimizer.

The Ftrl-proximal algorithm, abbreviated for Follow-the-regularized-leader, is described
in the paper Ad Click Prediction: a View from the Trenches.

It can give a good performance vs. sparsity tradeoff.

Ftrl-proximal uses its own global base learning rate and can behave like Adagrad with
learning_rate_power=-0. 5, orlike gradient descentwith learning_rate_power=0.0.

The effective learning rate is adjusted per parameter, relative to this base learning rate

as:


https://www.eecs.tufts.edu/~dsculley/papers/ad-click-prediction.pdf
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effective_learning_rate_i = (learning_rate /

pow (k + summed_squared_gradients_for_ i, learning_rate_power));

where k is the small constant initial_ accumulator_value.
Note that the real regularization coefficient of |w| "2 for objective function is 1 /

lambda_2 if specifying 12 = lambda_2 as argument when using this function.

Args:
e learning_rate: A float value or a constant float Tensor.
* learning_rate_power: A float value, must be less or equal to zero.

e initial_accumulator_value: The starting value for accumulators. Only posi-

tive values are allowed.

e 11_regularization_strength: A float value, must be greater than or equal to

zZero.

e 12_regularization_strength: A float value, must be greater than or equal to

Zero.
e use_locking: If True use locks for update operations.

* name: Optional name prefix for the operations created when applying gradients. De-

faults to “Ftrl”.

Raises:

* ValueError: if one of the arguments is invalid.

class tf.train.RMSPropOptimizer

Optimizer that implements the RMSProp algorithm.

tf.train.RMSPropOptimizer.__init__ (learning rate, decay, momentum=0.0,
epsilon=1e-10, use_locking=False, name='RMSProp') Construct a new

RMSProp optimizer.
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Args:
* learning_rate: A Tensor or a floating point value. The learning rate.
* decay: discounting factor for the history/coming gradient
* momentum: a scalar tensor.
¢ epsilon: small value to avoid zero denominator.
* use_locking: If True use locks for update operation.

* name: Optional name prefic for the operations created when applying gradients. De-

faults to “RMSProp”.

4.14.3 Gradient Computation

TensorFlow provides functions to compute the derivatives for a given TensorFlow com-
putation graph, adding operations to the graph. The optimizer classes automatically com-
pute derivatives on your graph, but creators of new Optimizers or expert users can call the

lower-level functions below.

tf.gradients(ys, xs, grad_ys=None, name='gradients', colocate_gradients_with

gate_gradients=False, aggregation_method=None)

Constructs symbolic partial derivatives of ys w.r.t. xin xs.

ys and xs are eacha Tensor or alist of tensors. grad_ysisalistof Tensor, holding
the gradients received by the ys. The list must be the same length as vy s.

gradients () adds ops to the graph to output the partial derivatives of v s with re-
spectto xs. Itreturns alistof Tensor oflength 1en (xs) where each tensor is the sum (dy /dx)
foryinys.

grad_ys is alist of tensors of the same length as y s that holds the initial gradients for
each yin ys. When grad_ys is None, we fill in a tensor of '1’s of the shape of y for each
yin ys. A user can provide their own initial 'grad_ys‘ to compute the derivatives using a
different initial gradient for each y (e.g., if one wanted to weight the gradient differently for

each value in each y).

Args:
e yvs: A Tensor or list of tensors to be differentiated.

e xs:A Tensor or list of tensors to be used for differentiation.
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e grad_ys: Optional. A Tensor or list of tensors the same size as ys and holding the

gradients computed for each y in ys.

e name: Optional name to use for grouping all the gradient ops together. defaults to

‘gradients’.

* colocate_gradients_with_ops: If True, try colocating gradients with the cor-

responding op.

* gate_gradients: If True, add a tuple around the gradients returned for an opera-

tions. This avoids some race conditions.

* aggregation_method: Specifies the method used to combine gradient terms. Ac-

cepted values are constants defined in the class AggregationMethod.

Returns: Alist of sum (dy/dx) for eachxin xs.

Raises:

* LookupError: if one of the operations between x and y does not have a registered

gradient function.

* ValueError: if the arguments are invalid.

class tf.AggregationMethod

A class listing aggregation methods used to combine gradients.
Computing partial derivatives can require aggregating gradient contributions. This

class lists the various methods that can be used to combine gradients in the graph:

e ADD_N:All of the gradient terms are summed as part of one operation using the “AddN”
op. It has the property that all gradients must be ready before any aggregation is per-

formed.

* DEFAULT: The system-chosen default aggregation method.
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tf.stop_gradient (input, name=None)

Stops gradient computation.

When executed in a graph, this op outputs its input tensor as-is.

When building ops to compute gradients, this op prevents the contribution of its inputs
to be taken into account. Normally, the gradient generator adds ops to a graph to compute
the derivatives of a specified ‘loss’ by recursively finding out inputs that contributed to its
computation. If you insert this op in the graph it inputs are masked from the gradient gen-
erator. They are not taken into account for computing gradients.

This is useful any time you want to compute a value with TensorFlow but need to pre-

tend that the value was a constant. Some examples include:

e The EM algorithm where the M-step should not involve backpropagation through the
output of the E-step.

* Contrastive divergence training of Boltzmann machines where, when differentiating
the energy function, the training must not backpropagate through the graph that gen-

erated the samples from the model.

* Adversarial training, where no backprop should happen through the adversarial ex-

ample generation process.

Args:
e input:ATensor.

* name: A name for the operation (optional).

Returns: A Tensor. Has the same type as input.

4.14.4 Gradient Clipping

TensorFlow provides several operations that you can use to add clipping functions to
your graph. You can use these functions to perform general data clipping, but they're par-

ticularly useful for handling exploding or vanishing gradients.

tf.clip by value(t, clip_value_min, clip_value_max, name=None)

Clips tensor values to a specified min and max.
Given a tensor t, this operation returns a tensor of the same type and shape as t with

its values clipped to clip_value_min and clip_value_max. Any values less than
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clip_value_minaresettoclip_value_min. Anyvaluesgreaterthanclip_value_max

aresettoclip_value_max.

Args:
e t: ATensor.
e clip_value_min: A0-D (scalar) Tensor. The minimum value to clip by.
e clip_value_max: A0-D (scalar) Tensor. The maximum value to clip by.

¢ name: A name for the operation (optional).

Returns: A clipped Tensor.

tf.clip by norm(t, clip_norm, name=None)

Clips tensor values to a maximum L2-norm.

Given a tensor t, and a maximum clip value c1ip_norm, this operation normalizes
t so that its L2-norm is less than or equal to clip_norm'. Specifically, if the
L2-norm is already less than or equal toclip_norm, thentis not modified.
If the L2-norm is greater thanclip_norm, then this operation returns
a tensor of the same type and shape ast‘with itsvalues set to:

t * clip_norm / 1l2norm(t)

In this case, the L2-norm of the output tensoris clip_norm.

This operation is typically used to clip gradients before applying them with an opti-

mizer.

Args:
e t:ATensor.
e clip_norm: A0-D (scalar) Tensor > 0. A maximum clipping value.

* name: A name for the operation (optional).

Returns: A clipped Tensor.




4.14 TRAINING 413

tf.clip by_average_norm(t, clip_norm, name=None)

Clips tensor values to a maximum average L2-norm.

Given a tensor t, and a maximum clip value c1ip_norm, this operation normalizes t
so that its average L2-norm is less than or equalto c1lip_norm'. Specifically, if
the average L2-norm is already less than or equal toclip_norm, thentis
not modified. If the average L2-norm is greater thanclip_norm, then
this operation returns a tensor of the same type and shape ast'with
its values set to:

t x clip_norm / 12norm_avg(t)

In this case, the average L2-norm of the output tensoris clip_norm.

This operation is typically used to clip gradients before applying them with an opti-

mizer.

Args:
e t: ATensor.
e clip_norm: A0-D (scalar) Tensor > 0. A maximum clipping value.

* name: A name for the operation (optional).

Returns: A clipped Tensor.

tf.clip by _global_ norm(t_list, clip_norm, use_norm=None, name=None)

Clips values of multiple tensors by the ratio of the sum of their norms.

Given a tuple or list of tensors t _11ist, and a clipping ratio c1ip_norm, this opera-
tion returns a list of clipped tensors 1ist_clipped and the globalnorm (global_norm)
ofall tensorsin t__11st. Optionally, if you've already computed the globalnormfort_1ist,
you can specify the global norm with use_norm.

To perform the clipping, the values t_list[i] are set to:

t_list[i] * clip_norm / max(global_norm, clip_norm)

where:

global_norm = sqgrt(sum([l2norm(t)**x2 for t in t_1list]))

Ifclip_norm > global_normthentheentriesint_11ist remain astheyare, oth-
erwise they're all shrunk by the global ratio.

Any of the entries of t _11ist that are of type None are ignored.

This is the correct way to perform gradient clipping (for example, see R. Pascanu, T.

Mikolov, and Y. Bengio, “On the difficulty of training Recurrent Neural Networks”. http://arxiv.org/abs/1211.506
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However, it is slower than clip_by_norm() because all the parameters must be

ready before the clipping operation can be performed.

Args:

t_list:Atupleorlist of mixed Tensors, IndexedSlices, or None.
* clip_norm: A0-D (scalar) Tensor > 0. The clipping ratio.

e use_norm: A 0-D (scalar) Tensor of type float (optional). The global norm to

use. If not provided, global_norm() is used to compute the norm.

¢ name: A name for the operation (optional).

Returns:
e list_clipped: Alistof Tensors of the same typeas 1ist_t.

* global_norm: AO0-D (scalar) Tensor representing the global norm.

Raises:

e TypeError:Ift_1ist isnotasequence.

tf.global norm(t_list, name=None)

Computes the global norm of multiple tensors.

Given a tuple or list of tensors t__11ist, this operation returns the global norm of the
elements in all tensorsin t _11ist. The global norm is computed as:

global_norm = sqgrt(sum([l2norm(t)**x2 for t in t_1list]))

Any entries in t_11ist that are of type None are ignored.

Args:
e t_list:Atupleorlist of mixed Tensors, IndexedSlices, or None.

e name: A name for the operation (optional).
Returns: A 0-D (scalar) Tensor of type f1loat.

Raises:

e TypeError:Ift_1ist isnota sequence.
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4.14.5 Decaying the learning rate

tf.train.exponential_decay (learning_rate, global_step, decay_steps,

decay_rate, staircase=False, name=None)

Applies exponential decay to the learning rate.

When training a model, it is often recommended to lower the learning rate as the train-
ing progresses. This function applies an exponential decay function to a provided initial
learning rate. It requires a global_step value to compute the decayed learning rate. You
can just pass a TensorFlow variable that you increment at each training step.

The function returns the decayed learning rate. It is computed as:

[l decayed;earning,ate=learning,atexdecay,ate(globalstep/decaysteps)

If the argument staircase is True, then global_step /decay_steps is an
integer division and the decayed learning rate follows a staircase function.

Example: decay every 100000 steps with a base of 0.96:

[]... globalstep=tf.Variable(0,trainable=False)starterjearningrate=0.1learning,ate=tf.exporn

Args:

* learning_rate: A scalar float32 or float64 Tensor or a Python number.

The initial learning rate.

* global_step:Ascalar int32 or int 64 Tensor or a Python number. Global step

to use for the decay computation. Must not be negative.

* decay_steps: Ascalar int32 or int64 Tensor or a Python number. Must be

positive. See the decay computation above.

* decay_rate: Ascalar f1oat32 or float64 Tensor or a Python number. The

decay rate.
* staircase: Boolean. It True decay the learning rate at discrete intervals.

* name: string. Optional name of the operation. Defaults to ‘ExponentialDecay’

Returns: A scalar Tensor of the same type as learning_rate. The decayed

learning rate.
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4.14.6 Moving Averages

Some training algorithms, such as GradientDescent and Momentum often benefit from
maintaining a moving average of variables during optimization. Using the moving averages

for evaluations often improve results significantly.

class tf.train.ExponentialMovingAverage

Maintains moving averages of variables by employing and exponential decay.
When training a model, it is often beneficial to maintain moving averages of the trained
parameters. Evaluations that use averaged parameters sometimes produce significantly
better results than the final trained values.
The apply () method adds shadow copies of trained variables and add ops that main-
tain a moving average of the trained variables in their shadow copies. It is used when build-
ing the training model. The ops that maintain moving averages are typically run after each
training step. The average () and average_name () methods give access to the shadow
variables and their names. They are useful when building an evaluation model, or when
restoring a model from a checkpoint file. They help use the moving averages in place of the
last trained values for evaluations.
The moving averages are computed using exponential decay. You specify the decay
value when creating the ExponentialMovingAverage object. The shadow variables
are initialized with the same initial values as the trained variables. When you run the ops to
maintain the moving averages, each shadow variable is updated with the formula:
shadow_variable -= (1 - decay) * (shadow_variable - wvariable)
This is mathematically equivalent to the classic formula below, but the use ofanassign_sub
op (the "—=" in the formula) allows concurrent lockless updates to the variables:
shadow_variable = decay » shadow_variable + (1 - decay) * variable
Reasonable values for decay are close to 1.0, typically in the multiple-nines range:
0.999, 0.9999, etc.
Example usage when creating a training model:
[l Create variables. var0 = tf.Variable(...) varl = tf.Variable(...) ... use the variables to
build a training model... ... Create an op that applies the optimizer. This is what we usually
would use as a training op. opty,p=opt.minimize(my;oss,[var0,varl])
Create an ExponentialMovingAverage object ema = tf.train.ExponentialMovingAverage (decay=0.9999)
Create the shadow variables, and add ops to maintain moving averages of var0 and
varl. maintain,verages,p=ema.apply([var0,varl])
Create an op that will update the moving averages after each training step. This is

what we will use in place of the usuall trainig op. with tf.controlzependencies([opt,p]) :
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training,p=tf.group(maintaingverages,p)
...train the model by running training, p...

There are two ways to use the moving averages for evaluations:

¢ Build a model that uses the shadow variables instead of the variables. For this, use the

average () method which returns the shadow variable for a given variable.

* Build a model normally but load the checkpoint files to evaluate by using the shadow
variable names. For this use the average_name () method. See the Saver class for

more information on restoring saved variables.

Example of restoring the shadow variable values:

[] Create a Saver thatloads variables from their saved shadow values. shadow,ar0,ame=ema.average;:

tf.train.ExponentialMovingAverage.__init__ (decay, num_updates=None,
name='ExponentialMovingAverage') Creates a new ExponentialMovingAverage
object.

The Apply () method has to be called to create shadow variables and add ops to main-
tain moving averages.

The optional num_updates parameter allows one to tweak the decay rate dynami-
cally. . It is typical to pass the count of training steps, usually kept in a variable that is
incremented at each step, in which case the decay rate is lower at the start of training. This
makes moving averages move faster. If passed, the actual decay rate used is:

min (decay, (1 + num_updates) / (10 + num_updates))

Args:
* decay: Float. The decay to use.
* num_updates: Optional count of number of updates applied to variables.

* name: String. Optional prefix name to use for the name of ops added in Apply ().

tf.train.ExponentialMovingAverage.apply (var_list=None) Maintains
moving averages of variables.
var_list must be a list of Variable or Tensor objects. This method creates

shadow variables for all elements of var_1ist. Shadow variables for Variable objects
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are initialized to the variable’s initial value. For Tensor objects, the shadow variables are

initialized to 0.

shadow variables are created with t rainable=False and added to the GraphKeys .ALL_VARIABLES
collection. They will be returned by callsto t£.all_variables ().

Returns an op that updates all shadow variables as described above.

Note that apply () can be called multiple times with different lists of variables.

Args:

e var_1list: Alist of Variable or Tensor objects. The variables and Tensors must be of

types float32 or float64.

Returns: An Operation that updates the moving averages.

Raises:
e TypeError: If the arguments are not all float32 or float64.

* ValueError: If the moving average of one of the variables is already being com-

puted.

tf.train.ExponentialMovingAverage.average_name (var) Returnsthename
of the variable holding the average for var.
The typical scenario for ExponentialMovingAverage is to compute moving av-
erages of variables during training, and restore the variables from the computed moving
averages during evaluations.
To restore variables, you have to know the name of the shadow variables. That name
and the original variable can then be passed to a Saver () object to restore the variable
from the moving average value with: saver = tf.train.Saver ({ema.average_name (var) :
var})

average_name () can be called whether or not apply () has been called.
Args:

e var:AVariable object.

Returns: A string: the name of the variable that will be used or was used by the

ExponentialMovingAverage class tohold the moving average of var.
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tf.train.ExponentialMovingAverage.average (var) ReturnsthevVariable

holding the average of var.

Args:

e var:AVariable object.

Returns: A Variable object or None if the moving average of var is not main-

tained..

4.14.7 Coordinator and QueueRunner

See Threading and Queues for how to use threads and queues. For documentation on

the Queue API, see Queues.

class tf.train.Coordinator

A coordinator for threads.
This class implements a simple mechanism to coordinate the termination of a set of

threads.

Usage: [] Create a coordinator. coord = Coordinator() Start a number of threads, passing
the coordinator to each of them. ...start thread 1...(coord, ...) ...start thread N...(coord, ...
Wait for all the threads to terminate. coord.join(threads)

Any of the threads can call coord.request_stop () to ask for all the threads to
stop. To cooperate with the requests, each thread must check for coord. should_stop ()
onaregularbasis. coord. should_stop () returns True assoonas coord.request_stop ()
has been called.

A typical thread running with a Coordinator will do something like:

[] while not coord.shouldstop() :...dosomework...

Exception handling: A thread can report an exception to the Coordinator as part of the
should_stop () call. The exception will be re-raised from the coord. join () call.
Thread code:

[] try: while not coord.shouldstop() : ...dosomework...exceptException,e:coord.requeststop(e)

Main code:
[] try: ... coord = Coordinator() Start a number of threads, passing the coordinator to

each of them. ...start thread 1...(coord, ...) ...start thread N...(coord, ...) Wait for all the
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threads to terminate. coord.join(threads) except Exception, e: ...exception that was passed

to coord.requeststop()

Grace period for stopping: After a thread has called coord.request_stop () the
other threads have a fixed time to stop, this is called the ‘stop grace period’ and defaults to
2 minutes. If any of the threads is still alive after the grace period expires coord. join ()

raises a RuntimeException reporting the laggards.

try:

coord = Coordinator ()
# Start a number of threads, passing the coordinator to each of them.
..start thread 1... (coord, ...)
..start thread N... (coord, ...)
# Wait for all the threads to terminate, give them 10s grace period
coord. join (threads, stop_grace_period_secs=10)
except RuntimeException:
..one of the threads took more than 10s to stop after request_stop()
..was called.
except Exception:

..exception that was passed to coord.request_stop/()

tf.train.Coordinator._ init__ () Create a new Coordinator.

tf.train.Coordinator. join (threads, stop_grace_period_secs=120) Wait
for threads to terminate.

Blocks until all ‘threads’ have terminated or request_stop() is called.

After the threads stop, if an ‘exc_info’ was passed to request_stop, that exception is re-
reaised.

Grace period handling: When request_stop() is called, threads are given ‘stop_grace_period_secs’
seconds to terminate. If any of them is still alive after that period expires, a RuntimeError is

raised. Note that if an ‘exc_info’ was passed to request_stop() then it is raised instead of that

RuntimeError.
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Args:
* threads: List threading.Threads. The started threads to join.

* stop_grace_period_secs: Number of seconds given to threads to stop after re-
quest_stop() has been called.

Raises:

* RuntimeError: If any thread is still alive after request_stop() is called and the grace

period expires.

tf.train.Coordinator.request_stop (ex=None) Requestthatthe threadsstop.

After this is called, calls to should_stop() will return True.

Args:

* ex: Optional Exception, or Python ‘exc_info’ tuple as returned by sys.exc_info(). If this

is the first call to request_stop() the corresponding exception is recorded and re-raised

from join().

tf.train.Coordinator.should_stop() Checkifstop wasrequested.

Returns: True if a stop was requested.

tf.train.Coordinator.wait_for_ stop(timeout=None) Wait till the Coor-

dinator is told to stop.

Args:

e timeout: float. Sleep for up to that many seconds waiting for should_stop() to be-

come True.

Returns: True if the Coordinator is told stop, False if the timeout expired.
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class tf.train.QueueRunner

Holds a list of enqueue operations for a queue, each to be run in a thread.

Queues are a convenient TensorFlow mechanism to compute tensors asynchronously
using multiple threads. For example in the canonical ‘Input Reader’ setup one set of threads
generates filenames in a queue; a second set of threads read records from the files, processes
them, and enqueues tensors on a second queue; a third set of threads dequeues these input
records to construct batches and runs them through training operations.

There are several delicate issues when running multiple threads that way: closing the
queues in sequence as the input is exhausted, correctly catching and reporting exceptions,
etc.

The QueueRunner, combined with the Coordinator, helps handle these issues. -

tf.train.QueueRunner.__init__ (queue, enqueue_ops) CreateaQueueRun-
ner.

On construction the QueueRunner adds an op to close the queue. That op will be run
if the enqueue ops raise exceptions.

When you later call the create_threads () method, the QueueRunner will create
one thread for each op in enqueue_ops. Each thread will run its enqueue op in parallel
with the other threads. The enqueue ops do not have to all be the same op, but it is expected

that they all enqueue tensors in queue.

Args:
e queue: AQueue.

* enqueue_ops: List of enqueue ops to run in threads later.

tf.train.QueueRunner.create_threads (sess, coord=None, daemon=False,
start=False) Create threads to run the enqueue ops.

This method requires a session in which the graph was launched. It creates a list of
threads, optionally starting them. There is one thread for each op passed in enqueue_ops.

The coord argument is an optional coordinator, that the threads will use to terminate
together and report exceptions. If a coordinator is given, this method starts an additional
thread to close the queue when the coordinator requests a stop.

This method may be called again as long as all threads from a previous call have stopped.
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Args:
e sess:ASession.

* coord: Optional Coordinator object for reporting errors and checking stop con-

ditions.

¢ daemon: Boolean. If True make the threads daemon threads.

e start:Boolean. If True starts the threads. If False the caller mustcall the start ()
method of the returned threads.

Returns: A list of threads.

Raises:

e RuntimeError: If threads from a previous call to create_threads () are still

running.

tf.train.QueueRunner.exceptions_raised Exceptionsraised butnothandled
by the QueueRunner threads.
Exceptions raised in queue runner threads are handled in one of two ways depending

on whether or nota Coordinator was passed to create_threads ():

* With a Coordinator, exceptions are reported to the coordinator and forgotten by

the QueueRunner.
* Withouta Coordinator, exceptions are captured by the QueueRunner and made

available in this exceptions_raised property.

Returns: A list of Python Except ion objects. The list is empty if no exception was

captured. (No exceptions are captured when using a Coordinator.)

tf.train.add_gqueue_runner (qr, collection='queue_runners')

Adds a QueueRunner to a collection in the graph.

When building a complex model that uses many queues it is often difficult to gather
all the queue runners that need to be run. This convenience function allows you to add a
queue runner to a well known collection in the graph.

The companion method start_queue_runners () canbe used to start threads for

all the collected queue runners.
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Args:

* gr: AQueueRunner.

* collection: AGraphKey specifying the graph collection to add the queue runner
to. Defaults to GraphKeys . QUEUE_RUNNERS.

tf.train.start_queue_runners (sess=None, coord=None, daemon=True,

start=True, collection='queue_runners')

Starts all queue runners collected in the graph.
This is a companion method to add_queue_runner (). It just starts threads for all

queue runners collected in the graph. It returns the list of all threads.

Args:
* sess: Session used to run the queue ops. Defaults to the default session.
e coord: Optional Coordinator for coordinating the started threads.

* daemon: Whether the threads should be marked as daemons, meaning they don’t

block program exit.
* start: Setto False to only create the threads, not start them.

* collection: AGraphKey specifying the graph collection to get the queue runners

from. Defaults to GraphKeys . QUEUE_RUNNERS.

Returns: A list of threads.

4.14.8 Summary Operations

The following ops output Summary protocol buffers as serialized string tensors.

You can fetch the output of a summary op in a session, and pass it to a SummaryWriter
to append it to an event file. Event files contain Event protos that can contain Summary
protos along with the timestamp and step. You can then use TensorBoard to visualize the

contents of the event files. See TensorBoard and Summaries for more details.
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tf.scalar_summary(tags, values, collections=None, name=None)

Outputs a Summary protocol buffer with scalar values.
The input tags and values must have the same shape. The generated summary has

a summary value for each tag-value pairin tags and values.

Args:
* tags:Al-D string Tensor. Tags for the summaries.
e values:A1-D float32 or float 64 Tensor. Values for the summaries.

* collections: Optional list of graph collections keys. The new summary op is

added to these collections. Defaults to [GraphKeys.SUMMARIES].

* name: A name for the operation (optional).

Returns: Ascalar Tensor of type st ring. The serialized Summa ry protocol buffer.

tf.image_summary(tag, tensor, max images=None, collections=None,

name=None)

Outputs a Summary protocol buffer with images.
The summary has up to max_images summary values containing images. The im-
ages are built from tensor which must be 4-D with shape [batch_size, height,

width, channels] and where channels can be:
e 1: tensor isinterpreted as Grayscale.
e 3: tensor isinterpreted as RGB.

* 4: tensor isinterpreted as RGBA.

The images have the same number of channels as the input tensor. Their values are
normalized, one image at a time, to fit in the range [0, 255]. The op uses two different

normalization algorithms:

e Ifthe input values are all positive, they are rescaled so the largest one is 255.

 If any input value is negative, the values are shifted so input value 0.0 is at 127. They

are then rescaled so that either the smallest value is 0, or the largest one is 255.

The tag argument is a scalar Tensor of type st ring. It is used to build the tag of

the summary values:
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e Ifmax_images is 1, the summary value tag is ‘tag/image’.

e Ifmax_images is greater than 1, the summary value tags are generated sequentially

as ‘tag/image/0’, ‘tag/image/1’, etc.

Args:

* tag:Ascalar Tensor of type st ring. Used to build the t ag of the summary values.

e tensor: A4-D float32 Tensor of shape [batch_size, height, width,

channels] where channelsisl, 3, or4.

* max_images: Max number of batch elements to generate images for.

* collections: Optional list of ops.GraphKeys. The collections to add the summary

to. Defaults to [ops.GraphKeys.SUMMARIES]

e name: A name for the operation (optional).

Returns: Ascalar Tensor of type st ring. The serialized Summa ry protocol buffer.

histogram summary (tag, values, collections=None, name=None)

Outputs a Summary protocol buffer with a histogram.
The generated Summary has one summary value containing a histogram for values.

This op reports an Out OfRange error if any value is not finite.

Args:

* tag:Astring Tensor. 0-D. Tag to use for the summary value.
* values: A float32 Tensor. Any shape. Values to use to build the histogram.

* collections: Optional list of graph collections keys. The new summary op is

added to these collections. Defaults to [GraphKeys.SUMMARIES].

* name: A name for the operation (optional).

Returns: Ascalar Tensor of type st ring. The serialized Summa ry protocol buffer.



https://tensorflow.googlesource.com/tensorflow/+/master/tensorflow/core/framework/summary.proto

4.14 TRAINING 427

tf.nn.zero_fraction(value, name=None)

Returns the fraction of zeros in value.
If value is empty, the result is nan.

This is useful in summaries to measure and report sparsity. For example,

z = tf.Relu(...)

summ = tf.scalar_summary (’sparsity’, tf.zero_fraction(z))

Args:
* value: A tensor of numeric type.

* name: A name for the operation (optional).

Returns: The fraction of zeros in value, with type f1oat32.

tf.merge_summary (inputs, collections=None, name=None)

Merges summaries.

This op creates a Summary protocol buffer that contains the union of all the values in
the input summaries.

When the Op is run, it reports an InvalidArgument error if multiple values in the

summaries to merge use the same tag.

Args:

e inputs: Alistof string Tensor objects containing serialized Summary protocol
buffers.

e collections: Optional list of graph collections keys. The new summary op is

added to these collections. Defaults to [GraphKeys.SUMMARIES].

e name: A name for the operation (optional).

Returns: Ascalar Tensor of type st ring. The serialized Summary protocol buffer

resulting from the merging.

tf.merge_all_summaries (key='summaries')

Merges all summaries collected in the default graph.
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Args:

e key: GraphKey usedto collect the summaries. Defaults to GraphKeys . SUMMARIES.

Returns: If no summaries were collected, returns None. Otherwise returns a scalar
Tensor of typest ring containing the serialized Summary protocol buffer resulting from

the merging.

4.14.9 Adding Summaries to Event Files

See Summaries and TensorBoard for an overview of summaries, event files, and visual-

ization in TensorBoard.

class tf.train.SummaryWriter

Writes Summa ry protocol buffers to event files.

The SummaryWriter class provides a mechanism to create an event file in a given
directory and add summaries and events to it. The class updates the file contents asyn-
chronously. This allows a training program to call methods to add data to the file directly

from the training loop, without slowing down training.

tf.train.SummaryWriter.__init__ (logdir, graph_def=None, max_ queue=10,
flush_secs=120) Createsa SummaryWriter and an event file.

On construction the summary writer creates a new event file in 1ogdir. This event file
will contain Event protocol buffers constructed when you call one of the following func-
tions: add_summary (), add_event (), oradd_graph ().

If you pass a graph_def protocol buffer to the constructor it is added to the event file.
(This is equivalent to calling add_graph () later).

TensorBoard will pick the graph from the file and display it graphically so you can in-
teractively explore the graph you built. You will usually pass the graph from the session in
which you launched it:

[] ...create a graph... Launch the graph in a session. sess = tf.Session() Create a sum-

mary writer, add the 'graphgef'totheevent file.writer=tf.train.SummaryWriter(<some—directory>, ses

The other arguments to the constructor control the asynchronous writes to the event
file:
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e flush_secs: How often, in seconds, to flush the added summaries and events to
disk.

* max_qgueue: Maximum number of summaries or events pending to be written to

disk before one of the ‘add’ calls block.

Args:
e logdir: Astring. Directory where event file will be written.
e graph_def: AGraphDef protocol buffer.
* max_queue: Integer. Size of the queue for pending events and summaries.

e flush_secs: Number. How often, in seconds, to flush the pending events and sum-

maries to disk.

tf.train.SummaryWriter.add summary (summary, global step=None) Adds
a Summary protocol buffer to the event file.
This method wraps the provided summary in an Event procotol buffer and adds it to
the event file.
You can pass the output of any summary op, as-is, to this function. You can also pass
a Summary procotol buffer that you manufacture with your own data. This is commonly

done to report evaluation results in event files.

Args:
* summary: A Summary protocol buffer, optionally serialized as a string.

* global_step: Number. Optional global step value to record with the summary.

tf.train.SummaryWriter.add_event (event) Adds an event to the event file.

Args:

e event: An Event protocol buffer.
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tf.train.SummaryWriter.add_graph(graph_def, global_step=None) Adds
a GraphDef protocol buffer to the event file.

The graph described by the protocol buffer will be displayed by TensorBoard. Most

users pass a graph in the constructor instead.

Args:
* graph_def: A GraphDef protocol buffer.

* global_step: Number. Optional global step counter to record with the graph.

tf.train.SummaryWriter.flush() Flushes the event file to disk.

Call this method to make sure that all pending events have been written to disk.

tf.train.SummaryWriter.close() Flushestheeventfileto disk and close the file.

Call this method when you do not need the summary writer anymore.

tf.train.summary iterator (path)

An iterator for reading Event protocol buffers from an event file.

You can use this function to read events written to an event file. It returns a Python
iterator that yields Event protocol buffers.

Example: Print the contents of an events file.

[l for e in tf.summary;terator(pathtoeventsfile) :printe

Example: Print selected summary values.

[] This example supposes that the events file contains summaries with a summary

value tag 'loss’ These could have been added by calling ‘addsummary(), passingtheoutputofascalarsumma

See the protocol buffer definitions of Event and Summary for more information about

their attributes.

Args:

* path: The path to an event file created by a SummaryWriter.

Yields: Event protocol buffers.
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4.14.10 Training utilities

tf.train.global_step(sess, global_step_tensor)

Small helper to get the global step.

[] Createsavariable to hold the globalstep.globalstep,ensor=tf.Variable(10, trainable=False,nam
globalstep : 10

Args:
* sess: Abrain Session object.

* global_step_tensor: Tensor or the name of the operation that contains the
global step.

Returns: The global step value.

tf.train.write_graph (graph_def, logdir, name, as_text=True)

Writes a graph proto on disk.

The graph is written as a binary proto unless as_textis True.

[l v=tf.Variable(0, name="my,ariable’)sess=tf.Session(tf.train.writegraph(sess.graphgef, | tmp

Args:

* graph_def: AGraphDef protocol buffer.
* logdir: Directory where to write the graph.

e name: Filename for the graph.

e as_text: If True, writes the graph as an ASCII proto.
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